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Preface

The International Conference on Image Analysis and Processing (ICIAP) is an
established scientific meeting organized biennially and promoted by the Italian Asso-
ciation for Computer Vision, Pattern Recognition and Machine Learning (CVPL;
ex-GIRPR) of the International Association for Pattern Recognition (IAPR). The
conference traditionally covers topics related to computer vision, pattern recognition,
and image processing, addressing both theoretical and applicative aspects.

The 20th International Conference on Image Analysis and Processing (ICIAP 2019),
held in Trento, Italy, September 9–13, 2019 (https://event.unitn.it/iciap2019), was
organized jointly by University of Trento and Fondazione Bruno Kessler.

The conference was located in the city center, at the Faculty of Law of University of
Trento, nearby Piazza Duomo, namely the historical, main square of the city. ICIAP
2019 was endorsed by the International Association for Pattern Recognition (IAPR).
This year the conference was co-located with the 13th International Conference on
Distributed Smart Cameras (ICDSC 2019) (https://event.unitn.it/icdsc2019/), and a
joint keynote speech and oral session was organized.

ICIAP is traditionally a venue to discuss image processing and analysis, computer
vision, pattern recognition and machine learning, from both theoretical and applicative
perspectives, promoting connections and synergies among senior scholars and students,
universities, research institutes, and companies. ICIAP 2019 followed this trend, and
the program was subdivided into nine main topics, covering a broad range of scientific
areas, which were managed by two area chairs per each topic. They were: Video
Analysis and Understanding, Pattern Recognition and Machine Learning, Deep
Learning, Multiview Geometry and 3D Computer Vision, Image Analysis, Detection
and Recognition, Multimedia, Biomedical and Assistive Technology, Digital Foren-
sics, and Image Processing for Cultural Heritage.

ICIAP 2019 received 207 paper submissions from all over the world, including
Algeria, Austria, Belgium, Brazil, Bulgaria, Canada, China, Czech Republic, Denmark,
Egypt, Finland, France, Germany, Greece, India, Israel, Italy, Japan, Korea, Morocco,
Mexico, Pakistan, Poland, Romania, Russia, Saudi Arabia, Slovenia, Spain, Sweden,
Switzerland, Tunisia, Turkey, the United Kingdom, and the USA. To select papers
from these submissions, 21 expert researchers were invited to act as areas chairs,
together with the international Program Committee and an expert team of reviewers.
A rigorous peer-review selection process was carried out where each paper received at
least two reviews. This ultimately led to the selection of 117 high quality manuscripts,
presented during the conference in the form of 18 orals, 18 spotlights, and 81 posters,
with an overall acceptance rate of about 56%. Among oral papers selected at ICIAP
2019, four were selected as Brave New Ideas Paper, i.e. papers exploring highly
innovative ideas, visionary applications, and theoretical paradigm shifts in the area of
computer vision, pattern recognition, machine learning, multimedia analysis, and
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image processing. The ICIAP 2019 proceedings are published as volumes of the
Lecture Notes in Computer Science (LNCS) series by Springer.

The program included four invited talks by experts in computer vision, pattern
recognition, and robotics: Davide Scaramuzza, University of Zurich and ETH Zurich
(Switzerland), Tal Ayellet, Technion Israel of Technology (Israel), Emanuele Rodolà,
Sapienza University of Rome (Italy), and Alessandra Sciutti, Italian Institute of
Technology (Italy), who addressed very interesting and recent research approaches and
paradigms such as deep learning, 3D modeling and reconstruction, visual robot navi-
gation, semantic scene understanding, human-robot interaction, visual cognition,
computer graphics, and image enhancement. ICIAP 2019 also included several tutorials
on topics of great relevance for the community: Vision, Language and Action: from
Captioning to Embodied AI, Lorenzo Baraldi and Marcella Cornia (University of
Modena Reggio Emilia); Transferring Knowledge Across Domains: an Introduction to
Deep Domain Adaptation, Massimiliano Mancini (Sapienza University of Rome, FBK
and Italian Institute of Technology) and Pietro Morerio (Italian Institute of Technol-
ogy); High-Dynamic-Range Imaging: Improvements and Limits, Alessandro Rizzi
(University of Milano); Anomaly Detection in Images, Giacomo Boracchi (Politecnico
Milano) and Diego Carrera (ST Microelectronics); Fingerprint Presentation Attacks
Detection: Lessons Learned and a Roadmap to the Future, Gian Luca Marcialis
(University of Cagliari); and Probabilistic and Deep Learning for Regression in
Computer Vision, Stephane Lathuilière (University of Trento) and Xavier
Alameda-Pineda (Inria Grenoble). ICIAP 2019 also hosted the presentation of the
results of the Challenge DAFNE (Digital Anastylosis of Frescoes challeNgE), an
international competition in the artistic heritage sector designed to provide virtual
solutions that ultimately add to the fresco restorer’s toolkit.

ICIAP 2019 also hosted five satellite events: four workshops and one industrial
session. The workshops were: BioFor Workshop on Recent Advances in Digital
Security: Biometrics and Forensics, organized by Daniel Riccio, Francesco Marra,
Diego Gragnaniello (University of Naples Federico II, Italy) and Chang-Tsun Li
(Deakin University, Australia); the First International Workshop on eHealth in the Big
Data and Deep Learning Era, organized by Tanmoy Chakraborty (Institute of Infor-
mation Technology Delhi, India), Stefano Marrone (University of Naples “Federico II”,
Italy) and Giancarlo Sperl (CINI - ITEM National Lab, Naples, Italy); Deep Under-
standing of Shopper Behaviours and Interactions in Intelligent Retail Environment,
organized by Emanuele Frontoni (Università Politecnica delle Marche), Sebastiano
Battiato (University of Catania, Italy), Cosimo Distante (ISASI CNR, Italy), Marina
Paolanti (Università Politecnica delle Marche, Italy), Luigi Di Stefano (University of
Bologna, Italy), Giovanni Marina Farinella (University di Catania, Italy), Annette
Wolfrath (GFK Verein, Germany) and Primo Zingaretti (Università Politecnica delle
Marche, Italy) and the International Workshop on Pattern Recognition for Cultural
Heritage (PatReCH 2019), organized by Francesco Fontanella, Mario Molinara
(University of Cassino and Southern Lazio, Italy) and Filippo Stanco (University of
Catania, Italy). The Industrial Session was organized with the purpose of bringing
together researchers and practitioners in industrial engineering and computer science
interested in industrial machine vision. The session was organized by Luigi di Stefano,
Vittorio Murino, Paolo Rota, and Francesco Setti. In the industrial session we hosted
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several companies as well as start-ups to show their activities while assessing them
with respect to the cutting-edge research in the respective areas. The papers from the
workshop and the industrial session were all collected in New Trends in Image
Analysis and Processing – ICIAP 2019. We thank all the workshop and industrial
session organizers and tutorial speakers who made possible such an interesting
pre-conference program.

Several awards were conferred during ICIAP 2019. Two student support grants were
provided by the International Association for Pattern Recognition (IAPR). The Eduardo
Caianiello Award was attributed to the best paper authored or co-authored by at least
one young researcher (PhD student, Post Doc, or similar). A Best Paper Award was
also assigned after a careful selection made by an ad hoc appointed committee. The
award was dedicated to Prof. Alfredo Petrosino, an eminent scientist and one of the
most active members of the Italian Chapter of the IAPR, who passed away this year.
During the conference an important moment was dedicated to commemorate the
memory of Prof. Petrosino who will be greatly missed.

The organization and the success of ICIAP 2019 was made possible thanks to the
cooperation of many people. First of all, special thanks should be given to all the
reviewers and the area chairs, who made a big effort for the selection of the papers.
Second, we also would like to thank the industrial, special session, publicity, publi-
cation, and Asia and US liaison chairs, who, operating in their respective fields, made
this event a successful forum of science. Special thanks go to the workshop and tutorial
chairs, as well as all workshop organizers and tutorial lecturers for making the con-
ference program richer with notable satellite events. The communication services
department of UNITN that supported all the communication, the registration process,
and the financial aspects of the conference, among many other issues, should be
acknowledged for all the work done. Last but not least, we are indebted to the local
Organizing Committee (mainly colleagues from MHUG, University of Trento, and
FBK-TeV) who covered almost every aspect of the conference when necessary and the
day-to-day management issues of the ICIAP 2019 organization. Thanks very much
indeed to all the aforementioned people, as without their support we would not have
made it. We hope that ICIAP 2019 met its aim to serve as a basis and inspiration for
future ICIAP editions.

August 2019 Elisa Ricci
Samuel Rota Bulò

Cees Snoek
Oswald Lanz

Stefano Messelodi
Nicu Sebe
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Abstract. Superpixel computation can be seen as a process of group-
ing similar pixels trying to preserve image boundaries. In this work, we
propose a label propagation method guided by hierarchy of partitions in
the context of the marked (supervised) segmentation problem. The main
idea of the proposed method is to propagate labels on a tree modelling a
hierarchical representation of the image. We propose several criteria to
decide, in the case of a conflict, which of the competing labels must be
propagated into a neighbor region of the tree. According to our exper-
iments, the proposed method outperforms the baseline provided by the
SLIC method.

Keywords: Hierarchy of partitions · Superpixel · Label propagation

1 Introduction

Superpixel computation is the process of grouping similar pixels trying to pre-
serve image boundaries. Some of the methods to compute superpixels can be seen
as image segmentation methods and can be done by hierarchical strategies [11].
A hierarchical image segmentation is a set of image segmentations at different
detail levels that preserves spatial and neighboring information among the seg-
mented regions. Hierarchies of partitions have been used in many approaches
in the context of image and video segmentation [3,10,12,20–23,25]. Following
the idea of [27], we propose a supervised image segmentation based on the label
propagation guided by hierarchies of partitions taking into account information
about the values extracted from the hierarchy as area and level value. The sem-
inal idea for label propagation on a hierarchy of segmentations was proposed
in [27], and later used for hierarchical segmentation assessment in [21,22]: in
this approach, the labels from the background and from the foreground compete
with each other in order to label the undefined regions. Differently of [21,22,27],
in this work, we propose a method for label propagation in which different crite-
ria are used to decide which label must be propagated. The general strategy can
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 3–13, 2019.
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be divided into three main steps: (i) automatically generate seeds (or markers);
(ii) compute a hierarchy of partitions taking into account a specific attribute,
such as the area or the volume, in which the pixels are represented on the leaves;
and (iii) from leaves to root on the hierarchy, the labels are propagated con-
sidering a competition strategy. To decide which of the competing labels must
be propagated into a neighbor region in the case of conflict, we have devised
two different strategies: (i) the label that is related to a region with the high-
est attribute value is propagated; or (ii) the label that is related to the region
with the smallest attribute value is propagated. It is worth to mention that
some attribute values may directly be extracted from the hierarchy such as the
hierarchy level, but others must be dynamically computed, i.e. the area of the
regions.

This work is organized as follows. In Sect. 2, we present some important con-
cepts related to superpixels computation and hierarchies. The proposed label
propagation guided by hierarchy of partitions is described in Sect. 3. Some exper-
imental results obtained for tests performed on four databases are detailed in
Sect. 4. Finally, in Sect. 5, some conclusions are drawn and further works are
discussed.

2 Fundamental Concepts

2.1 Graphs

A graph is as a pair (V, E) such that V is a finite set and E is composed of
unordered pairs of distinct elements in V , i.e., E is a subset of {{x, y} ⊆ V |
x �= y}. In the following, the pair G = (V,E) denotes a connected graph. Each
element of V is called a vertex or a pixel, and each element of E is called an
edge. The graph G is used to model the image domain, e.g., V will represent a
regular 2D grid of pixels, and E encoded the 4 adjacency for every pixel. We
denote by W a function from E to R that weights the edges of G. Therefore,
the pair (G,W ) is an edge-weighted graph, and, for any u ∈ E, the value W (u)
represents the weight of u.

2.2 Hierarchies

A partition, also called a segmentation, P of V is a family of subsets of V such
that: (i) the intersection of any two distinct elements of P is empty; and (ii) the
union of the elements of P is equal to V . Each element of a partition P is called
a region of the partition P. Given two partitions P1 and P2, we say that P2 is
a refinement of P1 if every region of P2 is included in a region of P1.

A hierarchy (of partitions) H = (P0, ...,Pn) is a sequence of partitions of V
such that P0 is the single region partition P0 = {V }, the partition Pn contains
every singletons of V , i.e., Pn = {{x} | x ∈ V }, and Pi is a refinement of Pi−1

for all i in {1, ..., n}. It is usually represented as a tree or a dendrogram and
can be visualized as a saliency map, which is a contour map in which the grey
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level represents the strength of the contour: i.e., its level of disappearance in the
hierarchy. The reader may refer to [7] for more details about the hierarchy of
partitions.

The Quasi-Flat Zones (QFZ) hierarchy is a classical structure that is constructed
by considering the connected components of the level sets of the dissimilarity
function [7,16,17]. More precisely, we say that two pixels are λ-connected if they
can be joined by a path such that the dissimilarity between any two successive
pixels of this path is lower than λ. For a given λ in R, the equivalence classes
of the relation “is λ-connected” form the λ-partition of the image into its λ-
connected components also called λ-flat zones. The set of all λ-partitions for
every λ in R forms the QFZ hierarchy.

Watershed (WS) hierarchies are constructed by considering the watershed seg-
mentation of an image that is iteratively flooded under the control of an attribute
[4,6,8,15,18,19,21]. For example, the watershed segmentations of the area clos-
ings of size k of an image for every positive integer k form the WS hierarchy
by area of the image. In this article, we consider 2 possible attributes: (i) area
(WSArea); and (ii) volume (WSVol).

2.3 Seed Location and Superpixel Computation

According to [28], in order to really develop a superpixel approach one should
address some requirements such as being a partition of the image, representing
connected sets of pixels, preserving image boundaries, being generated efficiently
and with a controllable number of generated superpixels. Usually, the methods
for superpixel computation are classified in six different types: (i) Watershed-
based [14]; (ii) Density-based [1]; (iii) Graph-based [24]; (iv) Contour evolu-
tion [5]; (v) Clustering-based [1]; and (vi) Boundary-aware.

In the context of superpixels, computer vision applications have come to
rely increasingly attention on superpixels computation mainly due to the SLIC
method [1]. The SLIC algorithm groups pixels into regions which can be used
to replace the rigid structure of the pixel grid. Firstly, seeds are distributed
throughout the image taking into account uniform regions, each one containing
a centroid seed. The approximate size of each superpixel is N/K pixels, where N
is the size of the image and K is the number of regions (or superpixels). Thus,
seeds are equally spaced in the range of S =

√
N/K. During the execution of the

SLIC algorithm, the centers of the superpixels are moved to the lowest gradient
position in a 3 × 3 neighborhood to avoid starting at a very noisy pixel. Next,
in the assignment step, each pixel is associated to the nearest cluster center
according to a distance measure D. Thereafter, an update step, based on the
K-means clustering algorithm, to compute the centers of the superpixels is done.
The assignment and update steps are then repeated until stability or up to the
maximum number of iterations. The strategy of seed location based on the SLIC
method is so-called grid sampling. Despite the good results obtained by this
sampling strategy, we can use a random sampling in order to randomly put
seed on the image.
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3 Label Propagation Guided by a Hiearchy of Partitions

The seminal idea for label propagation on a hierarchical watershed, was proposed
in [27] in which labels from background and foreground compete with each other
in order to be assigned to undefined regions. Differently of [27], in this work, we
propose a method for label propagation in which distinct criteria may be used to
decide which label must be propagated. The proposed strategy may be divided
into three main steps: (i) seed generation; (ii) computation of the hierarchy of
partitions; and (iii) label propagation.

In the first step, seed generation, seeds (or markers) are automatically dis-
tributed over the pixels. For computing the hierarchy of partition, we fol-
low [8,19] in order to compute a QFZ hierarchy and watershed hierarchies based
on some attributes: (i) area; and (ii) and volume. The underlying graph corre-
sponds to a 4-connected adjacency graph in which each edge is weighted by the
dissimilarity measure between two pixels.

Finally, a label propagation is done following the procedure described in the
Algorithm 1. The propagation is divided into two main steps: (i) from leaves
to root (lines 3–9) to assign labels to the regions; and (ii) from root to leaves

Algorithm 1. Label propagation guided by a hierarchy of partitions.
Data: A hierarchy of partition H on the graph G. The attribute A to be

used by the criterion C. A set of k seeds S = {s1, s2, . . . , sk},
which are also the labels to be propagated.

Result: The labelling � on the leaves of H s.t. �({x}) ∈ {s1, s2, . . . , sk,
Undefined}, ∀x ∈ V . Leaves with the same label belong to the
same superpixel.

1 foreach x ∈ V do �({x}) ← Undefined;
2 foreach sk ∈ S do �({sk}) ← sk;
// For all nodes from leaves to root

3 for all regions R in RH in increasing order do
4 if R is not a leaf then
5 S ← sons(R);
6 if at least one son s of R in S �= Undefined then

�(R) ← selectBestLabel(S,A, C) ;
7 else �(R) ← Undefined;
8 end
9 end
// For all nodes from root to leaves

10 for all regions R in RH in decreasing order do
11 if R �= V and �(R) = Undefined then
12 �(R) ← �(Parent(R))
13 end
14 end
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(lines 10–14) to assign labels to the pixels. In the first part, from leaves to
root on the hierarchy, labels are propagated considering a competition strat-
egy. In order to decide about which label must be propagated to a neighbor
region in the case of conflict (line 4), we have used two different strategies
(selectBestLabel(S,A, C)): (i) the label that is related to a region with highest
attribute value is propagated; or (ii) the label that is related to a region with
smallest attribute value is propagated. In the second part, from root to leaves,
the pixels of the regions receive the labels which were assigned to it during the
bottow-up procedure.

(a) Initial Tree

(b) Propagation using the highest value attribute computed from each
region: (left) bottom-up and (right) top-down

(c) Propagation using the highest area attribute computed from each
region: (left) bottom-up and (right) top-down

Fig. 1. Toy example for illustrating the label propagation taking into account two
different criteria for solving the seed competition, the higher value and higher area.

It is worth to mention that some attributes may be directly extracted from
the hierachy, that could be represented as a tree, such as the value of the hier-
archy level, but other measures must dynamically be computed over the tree,
i.e. area of the regions. In Fig. 1, we present a toy example for illustrating the
label propagation procedure. In this example, we have used a QFZ hierarchy
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and we put three different seeds on the leaves Fig. 1(a). First, a bottom-up app-
roach is made in which the labels are propagated from the leaves to the root.
If there are label conflicts like in Figs. 1(b-left) and (c-left), the attributes com-
puted from the hierarchy are taken into consideration for deciding which label
must be propagated. For instance, in Figs. 1(b), the propagation is based on the
smallest value of the hierarchy level, while in Figs. 1(b) it is based on the largest
region area. As illustrated in Fig. 1(b-right) and (c-right), the obtained results
are quite different. As can be observed, the leftmost part of the hierarchy are
either assigned to yellow label or blue label. This occurs due to the criterion
used to solve the conflict in the inner node of the tree.

4 Experimental Results

In this section, we present assessments in terms of undersegmentation error,
boundary recall and GT Covering by using three hierarchies of watershed and
two different gradients applied to three different image databases.

4.1 Experimental Setup and Datasets

In order to provide a comparative analysis between several strategies, we have
used three different databases: (i) the Berkeley Segmentation Dataset [13], called
BSDS500; (ii) the database proposed in [26], called GRABCUT; and (iii) the
database proposed in [2] which is divided into two groups – single and two objects
– called WI1OBJ and WI2OBJ, respectively. Here, we compare our method
with several criteria to SLIC, which is the baseline of this work.

We considered a 4-adjacency relation with a Lab gradient (that is the
Euclidean distance in the L*a*b* colour space) for the dissimilarity measure or
max value of the structured edge gradient [9]. We have also studied two different
strategies for seed generation, the grid sampling and the random sampling.

In this paper, we have used the following notation for simplification: A↓
C (or

A↑
C) in which ↓ (↑) means the smallest (highest) value for the used criterion, A

can be the QFZ hierarchy (Q), watershed by area (A) and watershed by volume
(V ), and the C can be the level value (v) and the area (a).

4.2 Quantitative and Qualitative Analysis

For a quantitative assessment, we illustrate in Figs. 2 and 3 several results com-
puted over BSDS500, GRABCUT, WI1OBJ and WI2OBJ in terms of
undersegmentation errors, boundary recall and GT covering. Due to lack of
space, we present the results for structured edges as gradient since they outper-
form in all measures the Lab gradient.

In a general way, the strategies with the highest value for solving the conflict
have better GT Covering than the smallest value, but worse undersegmenta-
tion error and boundary recall. In our opinion, the label propagation guided by
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Fig. 2. Evaluation of superpixel computation using grid sampling. For hierarchical
watersheds, we have used SE and Euclidean Distance as gradient. From top to bottom:
(i) BSDS500; (ii) Grabcut; (iii) Weizmann 1 object; and (iv) Weizmann 2 objects.
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Fig. 3. Evaluation of superpixel computation using random sampling. For hierarchical
watersheds, we have used SE and Euclidean Distance as gradient. From top to bottom:
(i) BSDS500; (ii) Grabcut; (iii) Weizmann 1 object; and (iv) Weizmann 2 objects.
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watershed by volume using the value of the level for solving the conflict out-
performs other strategies in all databases. In particular, our strategies always
outperform the SLIC for GT Covering. Regarding the seed sampling, there is
no relevant difference in terms of the used measures between grid sampling and
random sampling.

In Fig. 4, we illustrate some results obtained by our label propagation strat-
egy. For computing the superpixels, we have used QFZ hierarchy Fig. 4(a) and
Watershed by area Fig. 4(b). As we can see in these results, the superpixels com-
puted from QFZ hierarchy are quite small. Considering that our strategy may
produce disconnected regions, we can observe that despite that the number of
seeds is defined, for example, in 8, the result presents more superpixels. Regard-
ing the results for the watershed by area, we results are interesting since they
better preserve the borders.

(a) Propagation guided by QFZ hierarchy.

(b) Propagation guided by watershed by area.

Fig. 4. Examples of label propagation. For computing the superpixels, we have used
QFZ hierarchy (a) and Watershed by area (b). In order to devise about the conflict, we
have used smallest level value of the hierarchy among the sons of a node (first row of
each subfigure), and we have used smallest area related to the sons of a node (second
row of each subfigure). Moreover, from left to right the used gradient and the number
of superpixels are the following: L*a*b* with 8 seeds; SE with 8 seeds; L*a*b* with
128 seeds; and SE with 128 seeds.
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5 Conclusions

In this paper, we have proposed a label propagation method guided by hierarchy
of partitions for superpixel computation. The proposed strategy may be divided
into three main steps: (i) seed generation; (ii) computation of the hierarchy of
partitions; and (iii) label propagation. The main novelty of this work is related
to the use of different criteria to decide about which of competing label should
be propagated to neighbor region. According to our experiments, the proposed
method outperforms the SLIC method, which is the baseline. Moreover, the
propagation based on watershed by volume using the smallest hierarchy level as
criterion to solve the conflict outperform the other tested criteria and hierarchy.
At the end of our procedure, the same label could be assigned to disconnected
regions. We have solved this problem by creating labels to be assigned to each
disconnected region. As future works, we will study how to produce connected
regions at the end of our method. Furthermore, we intend to apply other criteria
for solving the conflict and other hierarchies such as the watershed by number
of nodes.
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cal hierarchies for supervised segmentation. In: Benediktsson, J.A., Chanussot, J.,
Najman, L., Talbot, H. (eds.) ISMM 2015. LNCS, vol. 9082, pp. 39–50. Springer,
Cham (2015). https://doi.org/10.1007/978-3-319-18720-4 4
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Abstract. The detection of internal defects in composite materials, due
to anomalies during the production processes, is a big issue especially for
the production of large structures in aeronautic contexts. The costs of
the repair processes can weigh upon the total costs, and sometimes the
repair itself can be unfeasible and cause the material to be rejected. The
early detection of anomalies during the production phase can interrupt
the production chain and the solution to the detected problems can be
soon found. In this paper we propose the use of an appropriate sen-
sorial setup, based on vision and laser, to monitor the production line
and of a pipeline of signal processing methodologies to detect anomalies
in the stratification of composite materials. Gaps and overlaps between
adjacent stripes that are beyond or below the allowed ranges are soon
detected and automatically highlighted to the human operators.

Keywords: 3D reconstruction · Anomalies detection ·
Model construction · Defect geometric characterization

1 Introduction

In the recent years, composite laminates have become the preferred materials
for building large components in transportation industry because of their prop-
erties of lightweight, fatigue and corrosion resistance, capability to mold large
complex shapes, high stability in space environment and so on. The possibility
to have internal defects as a consequence of anomalies during the production
process imposes rigid controls to the final structures by Non-Destructive Tests
and Evaluations. Recently, in order to detect internal defects many signal pro-
cessing algorithms [1–5] have been applied to temperature signals obtained by
both lock-in (LT) and pulsed thermography (PT), and to ultrasound signals.
However, the costs of repair processes can be excessive and in some cases the
repair itself can be not applicable and lead to the rejection of the whole struc-
ture. For this reason the introduction of a visual system able to monitor the
production process and support human operators in their checking tasks can
greatly reduce the risks of internal defects, and increase the quality standard of
the final components.

c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 14–23, 2019.
https://doi.org/10.1007/978-3-030-30645-8_2

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-30645-8_2&domain=pdf
https://doi.org/10.1007/978-3-030-30645-8_2


Disparity Image Analysis for 3D Characterization of Surface Anomalies 15

The reconstruction of three-dimensional surfaces of observed objects has been
already used to highlight defects. In [6] a phase measuring profilometry has been
applied to reconstruct the surface shape of wheels and detect wheel abrasions.
An on-line quality detection system has been proposed in [7] to detect thick
defect blocks found on the surface of rectangular steels observed by smart sensors
based on red laser optics technologies. Fringe projection profilometry is one of
the methods used to reconstruct surfaces, models, and inspect the integrity of
structures. In [8] a digital fringe projection technique along with a look up table
based gamma correction method has been used to detect surface damages such
as dents, cracks and corrosion of aircraft structures. A photometric stereo 3D
measurement system in [9] scans steel plate/strip and identify and locate 3D
defects such as roll marks, cracks, and indentations. The authors of [10] propose
the use of a combination of laser slice panoramic images and texture panoramic
images to analyze simultaneously texture information and surface deformation
and solve the problem of the pipeline defect detection. A triangulation-based
laser scanner is used in [11–13] to extract a three-dimensional model of drilling
tools and allow the fast detection and characterization of surface defects. The
system, by using an innovative acquisition procedure, overcomes the occlusion
problems due to the presence of grooves on the object surface and provides at
the same time high precisions and fast measurements.

In this paper we propose the use of a non invasive and accurate experimental
setup: a combination of camera and a laser light that models the 3D surface as
the appearance of the laser spot changes according to the distance between the
light source and the object surface. Quality controls are performed during the
production of composite materials. After the stratification of every layer of the
stratification, point clouds are acquired and thus used to build the 3D model
of the surface. Then, by using a pipeline of signal processing methodologies,
the differences between the expected model and the actual one are processed
to detect the anomalies that could be occurred during the stratification, i.e. the
presence of gap out of ranges or overlap between adjacent plies. The main novelty
of the proposed methodology lies in the extraction of the reference model, which
performed directly from the acquired surfaces and, consequently, is independent
of the shape (e.g. curvature) of the laminate to be tested. The paper is organized
as follows: Sect. 2 describes the experimental setup for laser triangulation and the
proposed pipeline for signal processing; Sect. 3 reports the experimental results
and the relative comments; final remarks and conclusions are in Sect. 4.

2 The Proposed Approach

The detection of anomalies during the stratification process of composite mate-
rials can be early done by analyzing, after each layer, the position of stripes
and measuring the relative orientations and distances between adjacent ones.
In Fig. 1 the experimental setup devised to solve this problem is shown. It is a
laser profilometer placed on a motorized and encoded linear axis which scans all
the production area (800× 150 mm) and generates a point cloud of the surface.
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The camera is the Dalsa Falcon 4m60, which is able to produce frames having
resolution of 2352×1728 pixels at a frame rate (fullframe) of 60 fps. The camera-
lens set is able to produce an out-of-plane resolution of the final 3D model, i.e.
the minimum detectable alteration of laminate thickness, is equal to 0.07 mm.
On the other hand, the in-plane spatial resolution, which is only ascribable to
the resolution of the movement of the linear axis, is equal to 0.1 mm at a scan
speed of 8 mm/s. Under these conditions, the whole scan of the production area
is performed in 100 s.

Fig. 1. (a) Laser profilometer for 3D modeling of the plies of composite taper; (b)
example of a layer of composite to be tested. The arrows indicate the direction of the
laser scan.

The production process of composite laminates is subjected to strict geomet-
rical rules. Specifically, the positioning of each layer has to be done by respecting
both some orientation constraints and distance values between adjacent plies
(no overlaps and gaps in a fixed range). For instance, in the challenging field of
aeronautics, the geometrical tolerance for gaps between adjacent plies is equal
to 2.5 mm, whereas overlaps are always forbidden. In Fig. 2 examples of the
3D point clouds resulting from the proposed inspection setup are reported. In
Fig. 2(a) an “in tolerance gap” is highlighted on the left and an “out of tolerance
gap” on the right. In Fig. 2(b) an overlap between adjacent plies is reported.
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Fig. 2. 3D point clouds resulting from the proposed inspection. (a) Examples of in-
and out-of-tolerance gaps and (b) overlap between adjacent plies.

As stated in the previous lines, the aim of this paper is the definition of a
complete methodology for the in-line detection and characterization of this kind
of anomalies. In Fig. 3 the whole processing pipeline is described. The input
disparity image, representing the variations of the laser line with respect a fixed
reference system, is processed in three steps:

– a model of the expected surface, obtained from the acquired data, is generated
and the differences between the model and the input disparity are used to
generate a corrected disparity map (the idea is quite similar to an unsharp
masking procedure, ie. fine details are highlighted and noise is reduced);

– a binarization via image statistics is performed;
– a dedicated morphological processing is applied to filter binary images accord-

ing to the domain, in order to generate images containing only significant
information.

Final disparity images are then converted in 3D models in world coordinates
through the application of the results of a preliminary calibration phase. Edge
analysis on 3D models is thus able to give quantitative measures of the orienta-
tion and of the distance parameters of the inspected plies.

The input disparity image (see Fig. 4(a)) contains many information (the
darker are the higher region, the brighter are the deeper). First, the overall sur-
face appearance has some dark regions corresponding to not planar areas, which
are due, for example, to the presence of air under the plies. In addition, the signs
of previous stratifications generates further textures to the surface appearance
(see the horizontal directions of the plies). Finally, the separations between adja-
cent plies during the last stratification produce the alteration of interest for the
current analysis (see the extended oblique dark stripes of Fig. 4(a)). In order to
extract only the valuable information for the overlap/gap detection, the follow-
ing steps are carried out: after an initial smoothing, each point of the disparity
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Fig. 3. Representation of the processing pipeline. Image processing (blue blocks) is
performed on input disparity, whereas the final geometric characterization is completed
in actual world coordinates. (Color figure online)

Fig. 4. Results of disparity correction by model comparison: (a) input disparity, (b)
reference model due to median filtering and (c) final corrected disparity
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image is treated by a median filter with an extended kernel, whose in-plane size,
projected to the surface, is higher than 20×20 mm. In this way, a surface model,
taking into account the global shape of the laminate, can be defined from the
acquisition itself. The resulting reference model is shown in Fig. 4(b). Then a
corrected disparity map is thus obtained by a differential analysis between the
reference model and the initial disparity map (Fig. 4(c)). It is worth noticing
that this processing is mandatory to correct the input disparity to rectify the
scan plane to the shape of the laminate. In this way, relative alterations of depth
detected by the laser profilometer due to the intrinsic shape of the laminate under
testing, or to the misalignement of the scan plane with respect to the laminate
surface, are automatically compensated and do not produce false positives in the
analysis of 3D model.

The histogram of the resulting corrected disparity is thus centered on a spe-
cific value, directly linked to the distance between the laser profilomenter and
the specimen surface. Its shape resembles on a Gaussian-shaped function, whose
mean and standard deviation values, (μ, σ), can be estimated by the application
of a curve fitting in the least square sense. All disparity values which fall in
the range (μ − σ, μ + σ) correspond to surface points, whose depth is within a
range defined by σ, which takes into account for surface roughness and mea-
surement uncertainty. The remaining disparity values under or above this range
are informative, since they represent dips and peaks over the laminate. Gaps
and overlaps belong to these two regions, respectively. The binarized images
reported in Fig. 5(a) and (b) represents the low disparity regions (under the
threshold (μ − σ)) and the high disparity regions (above the (μ − σ)).

The morphological filtering applies the domain knowledge: the areas between
adjacent plies produce long connected regions crossing the image from one side
to another. Connected regions which do not fulfill this simple hypothesis are
rejected from the analysis. It is applied to both low disparity (LD) and high
disparity (HD) images as the ones in Fig. 5(a) and (b) to detect gaps or overlaps,
respectively. In Fig. 5(c) the results of the morphological filtering of the binarized
HD image is reported. On the contrary, the results of morphological analysis on
LD image is not shown as it has not produces any significant result, sing gaps
are not present on the inspected surface.

Although this image contains a clear evidence of the presence of overlaps,
it is not ready to allow the estimation of the values of the overlap (or gap)
parameters. A transformation of the disparity values in world coordinates is
applied by using the calibration parameters of the profilometry setup. Each point
(i, j, d) is transformed in a world reference system having coordinates (x, y, z).
At this point, with simple geometrical consideration the ply orientation, the gap
measures, and the presence of overlaps can be estimated.

3 Experimental Results

The proposed setup and processing approach have been tested during a real
experiment of stratification of a composite material carried out by a human
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Fig. 5. Binarization of corrected disparity, according to image statistics. Binary images
of (a) high and (b) low disparity values (HD and LD, respectively), and (c) results of
morphological filtering on the HD binary image. Morphological filtering on the LD
binary image produces no results, since there are no gaps on the laminate surface.

operator. During this production process 8 layers were placed on the working
area. The plies were positioned under different orientations and present some
anomalies voluntarily produced at specific layers in order to test the reliability
of the proposed detection systems. These anomalies were certified by the human
expert operators, who annotated their sizes and orientations. After each strat-
ification the laser profilometer scanned the surface and all the 3D point clouds
were processed to highlight anomalies.

In Fig. 6 the results obtained by application of the proposed approach to the
inspection of defective laminate surfaces having overlaps and out-of-tolerance
gaps are reported. In Fig. 6(a) an input disparity map containing two overlaps
is shown; in Figs. 6(b) and (c) the disparity maps of in-tolerance gaps (spacing
below 2.5 mm) and out-of-tolerance gaps are respectively displayed. The corre-
sponding results of the geometric characterization in terms of edge orientation
are displayed in Fig. 6(d), (e) and (f). These values are in good agreement with
those measured by the human operator who performed the manual stratification,
i.e. −45◦, 90◦ and 45◦ for Fig. 6(a), (b) and (c), respectively.
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Fig. 6. Input disparity images of three layers having (a) two overlaps, (b) an in-
tolerance gap and (c) two out-of-tolerance gaps between adjacent plies. (d), (e) and
(f) show the corresponding outcomes of the geometrical characterization, including the
computation of edge orientations.

In Table 1, in fact, all these measures are listed and compared. In particu-
lar, the first column reports the reference to the corresponding figure. Then the
anomaly type is described in the second column, whereas the expected measure-
ments, as evaluated by the human operator, are reported in the third column.
The estimated measurements of both min and max values of the thickness of the
detected overlaps/gaps, and the final decision of acceptance are reported in the
last three columns.

As can be observed, all the measurements were correctly estimated, with
improved resolution with respect to the one given by the human operatos. As
a consequence, the real experiments confirm the accuracy and the effectiveness
of the proposed system which provide the operators a twofold contribution: by
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Table 1. Measures of estimated gaps and overlaps of Fig. 6.

Figure Anomaly type Expected measure Estimated spacing Result

(mm) Min (mm) Max (mm)

6(a) Overlap 3 3.1 3.81 NA

6(a) Overlap 5 5.02 6.36 NA

6(b) Gap 2 1.48 2.47 In tolerance

6(c) Gap 5 5.04 5.19 Out of tolerance

6(c) Gap 3 3.02 3.14 Out of tolerance

one hand the system verifies the correct positioning of the plies in terms of
orientations; by the other hand it detects the anomalies which can occur during
the stratification phase alerting promptly the human operators in case of not
allowed measurements.

4 Conclusion

The routine inspections during production processes of composite materials relies
on the human ability of skilled inspectors who visually check the production
line and detect the presence of anomalies. However, this is a laborious task and
sometimes maybe ineffective, or too subjective. This raises the need for a system
to automate the process in order to make it faster, efficient and reliable.

In this paper we propose a laser profilometer able to scan with high resolu-
tion the surfaces of composite materials as they are stratified, and to produce
corresponding disparity images. Then, an image analysis pipeline is applied to
highlight targets of interest, such as gaps and overlaps between adjacent plies. It
is obtained by constructing the expected model of the surface, which becomes the
reference for a differential analysis. Finally, the dimensions of gaps and overlaps
occurred during each stratification are determined in world coordinates, in order
to state a final decision of acceptance. Experimental results obtained during a
real stratification session demonstrate the reliability of the proposed system to
support human inspectors in their tasks of quality control during production
processes.

Future work will be addressed to test the system and the processing method-
ology on more complex surfaces and on different anomalies that could be found
in industrial contexts.

Acknowledgments. The authors would like to thank Mr. Giuseppe Bono for his
fundamental contribution during the experimental phase. This work is part of the
Italian MIUR Project DITECO (Ref. PACPON03PE 00067 2).



Disparity Image Analysis for 3D Characterization of Surface Anomalies 23

References

1. Marani, R., Palumbo, D., Galietti, U., Stella, E., D’Orazio, T.: Automatic detection
of subsurface defects in composite materials using thermography and unsupervised
machine learning. In: IEEE 8th International Conference on Intelligent Systems
(IS), pp. 516–521 (2016)

2. Marani, R., Palumbo, D., Galietti, U., Stella, E., D’Orazio, T.: Two-dimensional
cross-correlation for defect detection in composite materials inspected by lock-
in thermography. In: 22nd International Conference on Digital Signal Processing
(DSP) (2017)

3. Marani, R., Palumbo, D., Reno, V., Galietti, U., Stella, E., D’Orazio, T.: Modeling
and classification of defects in CFRP laminates by thermal non-destructive testing.
Compos. Part B: Eng. 135, 129–141 (2018)

4. Marani, R., Palumbo, D., Galietti, U., Stella, E., D’Orazio, T.: Enhancing defects
characterization in pulsed thermography by noise reduction. NDT & E Int. 102,
226–233 (2019)

5. Leo, M., Looney, D., D’Orazio, T., Mandic, D.: Identification of defective areas
in composite materials by bivariate EMD analysis of ultrasound. IEEE Trans.
Instrum. Meas. 61(1), 221–232 (2011)

6. Li, J., Duan, F., Luo, L., Gao, X.: Wheel profile and tread surface defect detec-
tion based on phase measuring profilometry. In: IEEE 18th International Wheelset
Congress (IWC), pp. 71–76 (2016)

7. Li, D., Wang, S., Yu, X.: Research and application of online quality detection
system based on 3D vision in rectangular steel production line. In: Proceedings of
2018 IEEE International Conference on Mechatronics and Automation, pp. 843–
848 (2018)

8. Vinayan, S., Ganesan, M., Joy, N., Augustin, M.J., Gupta, N.: Gamma corrected
three-step fringe proefilometry for the detection of surface defects on aircraft
surfaces. In: International Conference on Signal Processing and Communication
(ICSPC 2017), pp. 221–226 (2017)

9. Wang, L., Xu, K., Zhou, P.: Online detection technique of 3D defects for steel strips
based on photometric stereo. In: Eighth International Conference on Measuring
Technology and Mechatronics Automation, pp. 428–432 (2016)

10. Yang, Z., Lu, S., Wu, T., Yuan, G., Tang, Y.: Detection of morphology defects
in pipeline based on 3D active stereo omnidirectional vision sensor. IET Image
Process. 12(4), 588–595 (2018)

11. Marani, R., Nitti, M., Cicirelli, G., D’Orazio, T., Stella, E.: High-resolution laser
scanning for three-dimensional inspection of drilling tools. In: Advances in Mechan-
ical Engineering, vol. 5 (2013)

12. Marani, R., Nitti, M., Cicirelli, G., D’Orazio, T., Stella, E.: Design of high-
resolution optical systems for fast and accurate surface reconstruction. In: Mason,
A., Mukhopadhyay, S.C., Jayasundera, K.P. (eds.) Sensing Technology: Current
Status and Future Trends III. SSMI, vol. 11, pp. 47–65. Springer, Cham (2015).
https://doi.org/10.1007/978-3-319-10948-0 3

13. Marani, R., Roselli, G., Nitti, M., Cicirelli, G., D’Orazio, T., Stella, E.: HA 3D
vision system for high resolution surface reconstruction. In: IEEE Seventh Inter-
national Conference on Sensing Technology (ICST) (2013)

https://doi.org/10.1007/978-3-319-10948-0_3


Personalized Expression Synthesis Using
a Hybrid Geometric-Machine Learning

Method

Sarra Zaied(B), Catherine Soladie(B), and Pierre-Yves Richard(B)

Institute of Electronics and Telecommunications of Rennes UMR CNRS 6164,
Research Team FAST CentraleSupelec, Rennes, France

{sarra.zaied,catherine.soladie,pierre-yves.richard}@centralesupelec.fr

Abstract. Actually, various Geometric and Machine Learning methods
are employed to synthesize expressions. The geometric techniques offer
high-performance shape deformation but lead to images which are lack-
ing in texture details such as wrinkles and teeth. On the other hand, the
machine learning methods (e.g. Generative Adversarial Network GAN)
generate photo-realistic expressions and add texture details to the images
but the synthesized expressions are not those of the person. In this paper,
we propose a hybrid geometric-machine learning approach to synthesize
photo-realistic and personalized joy expressions while keeping the iden-
tity of the emotion. Our approach combines a geometric technique based
on 2D warping method and a generative adversarial network. It aims
at benefiting from the advantages of both paradigms and overcoming
their own limitations. Moreover, by adding a previous knowledge of the
way of smiling of the subject, we personalize the synthesized expressions.
Qualitative and quantitative results demonstrate that our person-specific
hybrid method can generate personalized joy expressions closer to the
ground truth than two generic state-of-the-art approaches.

Keywords: Expression synthesis · Person-specific model ·
Hybrid method MLS-GAN

1 Introduction

The theory of peripheral emotional feedback states that our emotional expe-
riences are under the retroactive influence of our own expressions [13]. It has
been an ongoing subject of debate in psychology since James [9]. Actually, facial
expressions become a tool for psychological analysis [11]. The fact that putting
on a smile or frown may have an implicit, automatic effect in one’s emotional
experience holds tremendous potential for clinical remediation in psychiatric
disorders. We address this situation head-on, proposing a framework able to
channel the psychological mechanism of facial feedback for clinical application
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to post-traumatic stress disorders (PTSD). Via our framework implemented in a
mirror-like device, the observers can see themselves in a gradually more positive
way: without their knowing, their reflected face is algorithmically transformed
to appear more positive. Using this system, we expect that observers believe the
emotional tone of their transformed facial reflection as their own, and align their
feelings with the transformation. One more thing, the expressions are highly
personal and each person smiles differently. To act positively on the emotional
state of a subject while keeping the credibility, we generate a person-specific joy
expression basing on previous knowledge of her own way of smiling.

Our model leads to preserve the morphology shape and the identity of the
emotion by reproducing the specific way of smiling of each subject. The first
contribution is that we personalize the generated expression. As we cannot guess
the specific way of smiling of a subject, we need previous knowledge of her way of
smiling. The originality is that we first learn a Person-Specific model using one
neutral and one smiling face of the person whose expression we want to change.
The model is composed of several parameters which are specific to each subject
and is used to perform a 2D warping on the neutral face to synthesize a specific
and personalize joy expression. The second contribution of our method is that
we use a GAN to refine the details in the synthesized images. The originality is
that we introduce a hybrid method combining geometric and machine learning
tools. The geometric part aims at preserving the identity shape and optimize
the distortion made on the image. The GAN offers a realistic facial texture and
allows to naturally refine the local-texture details of the synthesized images such
as wrinkles and teeth. The last contribution is that our approach can synthesize
smile expression with different intensities from a single image.

2 Related Work

Research work on synthesizing photo-realistic facial expressions on real subjects
can be divided into two categories: Geometric techniques and machine learning
methods. The first category mainly resorts to computer graphic techniques and
is based on shape distortion. These methods directly deform the detected land-
marks to generate an expressive face [2,12,18,24]. Most of the time, the shape
distortion is based on a predefined translation of the landmarks [12,18,24]. The
main limitation is that the participants must keep the neutral facial expression
and they should not speak or change their head position during the expression
generation. These constraints was tackled in the framework of Pablo et al. [2].
The proposed system adapts to the position of the user’s face. Yet, the deforma-
tions in these works are still based on the same model for all the subjects. Then,
these methods generate non-personalized expressions. However, the expressions
(e.g. smile) are personal and it occurs in a different way for each person, it may
be: straight, curved or elliptical. Finally, the texture refinement in these works
are obtained by the moving least squares method [16] (MLS). This method pro-
vides a deformation that minimizes the amount of local scaling and optimizes
the distortion made on the image in real time. However, it leads to generate
images that miss fine details such as wrinkles and teeth.
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The second category aims at building generative models [6] to synthesize
facial expressions with predefined attributes [3,7,14,21,22]. These models are
based on texture refinement. The GANs allow to synthesize different photo-
realistic facial expressions [7,21] or to animate a single RGB image [3,14]. These
models enable to generate natural and reasonable face expressions (e.g. differ-
ent smiles) and generate images with fine local details. The deformations are
based on a model which is learned on several subjects. So that the synthesized
expressions are not the subject’s own. Yet, each person has her own way to make
expressions. Finally, images generated by such methods sometimes tend to be
blurry and of low resolution.

The geometric methods provide a relevant shape deformation but it lacks
local details in the generated images. The generative models succeed in adding
texture details (wrinkles and teeth) but the generated smiles are not those of the
person. To this aim, we propose a hybrid geometric-machine learning method
that combines the benefits of the geometric and machine learning methods to
synthesize person-specific joy expression. We use a geometric technique to deform
the shape of a detected face to appear more positive. For each person, we learn a
parametric model according to her own way of smiling using her neutral expres-
sion and her smile one. Then we use this model as previous knowledge of the
way of smiling to synthesize a personalized joyful expression. As the synthesized
images are lacking in details such as teeth and wrinkles, we employ a GAN to
refine the texture and to add local fine details to these images. Our framework is
able to synthesize person-specific joy expressions with different intensities while
preserving the emotion user’s identity.

3 Our Hybrid Approach

Our framework aims at generating personalized joy expression as illustrated in
Fig. 1. Our algorithm starts with a learning step to build a person-specific model
(Sect. 3.1). The model is learned using a neutral and a smile expression of the
subject. We use the predefined model and a coefficient d to manipulate the
intensity of the generated expression (Sect. 3.2). Finally, we use a GAN to refine
the local-texture details on the synthesized images such as wrinkles and teeth
(Sect. 3.3).

3.1 Learning a Person-Specific Shape Model

To preserve the identity of the emotion and to generate person-specific expres-
sions, we need previous knowledge of the way of smiling of the subject. To this
aim, we lean a person-specific model for each subject using her neutral frame
Xn and her smiling frame Xs (Fig. 1: part 1). For the tracking, we use GenFace-
Tracker of Dynamixyz [4]. This tracker detects the face and determines precisely
the coordinates of 84 landmarks as well as the orientation, scale, and position
of the face. A smile is expressed with the rise of the corners of the mouth and
cheeks, as well as the lifting of the lower eyelids [5], we selected 10 landmarks
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Fig. 1. Our framework is composed of 3 parts. In the first part, we track one neutral Xn

and one smiling Xs face of the subject to extract the features which are the landmarks
positions. Then, we learn a person-specific model from the detected landmarks of the
two faces. In the second part, the learned model is used with each current frame Xc of
the subject to generate a current smiling frame Xcs. We use the predefined model of the
subject and a coefficient d to manipulate the intensity of the generated joy expressions.
We employed a 2D warping method MLS [16] to deform the current face. In the third
part, we use a generative adversarial network to refine local details on the synthesized
frames.

which corresponds to the corners of the mouth and the lower points of the eyes
to learn the deformations of the face (i = {64, 65, 69, 70, 71, 75, 45, 46, 51, 52}).
Once the landmarks of the two faces Xn and Xs are aligned by homography, we
perform a Delaunay triangulation on the neutral face. Each of the 10 selected
landmarks Xi

s is located inside a neutral face triangle (Xui
n , Xvi

n , Xwi
n ). Figure 2

gives an example for the landmark 64. We calculate the barycentric coordinates
(αi, βi, γi) for each of the 10 points Xi

s. These coordinates are the parameters of
our person-specific model. The model is composed of 10 vectors with 6 compo-
nents. These components are the 3 vertices indexes of the triangle in which the
landmark is located (ui, vi, wi) and the 3 corresponding barycentric coordinates
(αi, βi, γi). The calculation of Xi

s is formulated as follows:

Xi
s = αiX

ui
n + βiX

vi
n + γiX

wi
n (1)

3.2 Expressions Shape Synthesis with Different Intensities

To generate a joy expression from a current detected image Xc of a subject,
We use the learned specific model of this subject as previous knowledge of her
way of smiling. We detect the landmarks Xi

c of the current detected face with
GenFaceTracker [4]. Having the different coefficients αi, βi and γi of each of the
10 points of the smiling face, and knowing the coordinates of the triangles (ui,
vi, wi) in which are located these points, we determine the positions of the new
10 points of the current smiling face Xi

cs (the transformed current face with a
smile) using Eq. (2).

Xi
cs = αiX

ui
c + βiX

vi
c + γiX

wi
c (2)
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Fig. 2. Positions of the smiling landmarks relative to the neutral landmarks. Each
landmark of the smiling face is inside a triangle of the neutral face (X64

s inside the
triangle of vertices X57

n , X3
n, X64

n ).

One of the originality’s method is that we can generate this expression with
different intensities according to a linear model.

Xi
cs = Xi

c + (Xi
cs − Xi

c) × d (3)

Where d is the deformation coefficient. Increasing this coefficient increases the
smile intensity and vice versa.

– If d = 0, the result is an unchanged face Xcs = Xc.
– If d = 1, the result is an expression of joy Xcs that matches the intensity of

the one that was learned.

Figure 3 shows an example of the generated joy expressions with different inten-
sities for one subject.

To generate a deformation, that minimizes the amount of local scaling, we
applied the Moving Least Squares method MLS [2,16]. The rigid MLS is very
effective for image deformation and optimizes the distortion made on the image
in real-time. Given the time needed to perform the deformations and apply them,
we make a time/esthetic’s compromise as in [2]; we apply the algorithm on grids
around each eye and around the mouth, not on each pixel of the image.

In this way, for each subject we built a geometric model that is used as a
previous knowledge to generate personal joy expressions with different intensi-
ties. As shows Fig. 3 the generated joy expression is photo-realistic. However, it
misses some details such as teeth and wrinkles.

Fig. 3. Generation of 6 joy expressions intensities with coefficient variation from 0 to
1 with step of 0.2.
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3.3 Texture Refinement with GAN

To refine the texture details on the synthesized frames (add wrinkles, dimples,
and teeth), we use a generative adversarial network [6]. The GAN in [8] achieved
impressive results thanks to the used skip connections. It was employed in several
researches of facial expressions [14,20,21]. These skip connections between Genc

and Denc aims at increasing the resolution of the output. The encoder features
are transmitted along these connections with the conditioned information to
the decoder. In our framework, we use the same architecture, but we changed
the data. Our first originality is that we use the synthesized (warped) images
Iwj generated with the MLS and the real smiling expressions Isj to train a
conditional GAN as Fig. 4 shows. Our second originality is the use of a label
vector Lsj that is composed of the normalized distance of the lips opening Oj

concatenated with one hot vector Vj of 10 values which characterizes the intensity
level. This label helps the GAN to correctly add the expression details such as
the opening of the mouth, which indicate that it should add teeth. Furthermore,
to capture the structural information of the images and achieve more realistic
joy expressions, we adopt the feature matching loss term Fm of [15,23]. This
function forces the generated image and the real smile image to share the same
features. Thus, the generated expression will be closest to the real expression.

Fig. 4. The GAN is used to refine details on the synthesized geometric images Iwj .
The synthesized images Iwj generated by the geometric step, are fed to the Generator.
The encoding representation of the image g(Iwj) is concatenated with a label vector
Lsj which is composed of the normalized distance of the lips opening Oj and one hot
vector Vj to characterize the intensity. The decoder generates the expressive frame with
more details. The discriminator D takes two couple of images; the synthesized frame
Iwj with the real frame Isj and the synthesized frame Iwj with the generated frame to
determine if the latter is a real or a fake expression.

4 Experiments and Results

In this section, we present the implementation details on 3 datasets and our
qualitative and quantitative results.
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Database CK: This database [10] includes 486 sequences from 97 subjects. Each
sequence begins with a neutral expression and proceeds to a peak expression. We
select the 88 subjects who have smile sequences. Since almost all the sequences
are grayscale, we use gray scale images in our experiments.

Database MMI: The database MMI [19] consists of over 2900 videos and high-
resolution still images of 75 subjects. It is fully annotated for the presence of AUs
in videos. We select the 56 smile videos of 28 subjects which are annotated with
AU6 and AU12 (corresponding to smile). Each subject has 2 smiling videos so,
we have the opportunity to learn the person-specific model on one video (using
a neutral and a smiling face) and test it on another one. Those tests are referred
to MMI* in Sect. 4.1.

Database Oulu-CASIA: The database contains 80 subjects [25] with the 6
basic expressions for each subject. We use smile sequences to carry out our
experiments. The videos are captured with VIS camera with strong illumination.

The Protocol: With the 3 datasets, we obtain 196 subjects, so we built 196
geometric models. According to the results found in [1,17] concerning the Onset-
Apex duration, we choose to synthesize for each subject 10 frames with different
intensities. So that we have a total of 1960 synthesized images with the geometric
step.

All the synthesized images are normalized, aligned and cropped to 256× 256
size to train the GAN. In the training phase, we perform random flipping of the
input images to encourage the generalization of the network. We use leave-one-
out cross-validation to train the GAN. We use 1950 synthesized smile images of
the 195 subjects for the training and 10 images of the remained subject for the
test.

For the GAN, we adopt the architecture from [8]. As shown in Fig. 4, the gen-
erator G is an auto-encoder U-Net which take as input the synthesized image.
The Genc contains 8 convolutional layers. The first one is a simple convolutional
layer with a 5 × 5 kernel and stride 2. The others layers are composed of Leaky
ReLU as activation function, convolution with 5 × 5 stride 2 and a batch nor-
malization. Gdec is composed of 8 deconvolutional layers with 5× 5 stride 2 and
Leaky ReLU. To share the information between the input and the output fea-
tures, the decoder layers have skip connections with their corresponding layers
of Genc (see Fig. 4). Adaptive Moment Estimation optimizer (ADAM) is used to
train our model with β = 0.5, 0.0002 as learning rate and λ = 100.

In the test phase, we use a new neutral frame of the subject, his learned
geometric model and a chosen intensity to synthesize a joyful frame. The frame
result is fed to the trained GAN to add the missing details. For the MMI*, as
each subject have 2 videos we use one video frames (neutral frame and smile
frame) for learning the person-specific model and the second video for the test.

4.1 Quantitative Results

The metric we use to check the performances of our method is the angles between
the ground truth smile trajectory and the trajectories of the generated smile with
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the method. This allows us to evaluate if the generated smile is that of the person
or not and it permits to compare the slope of the real smile and the generated
one. As shows Fig. 5, we define the trajectory as the 2D displacement of the
mouth landmarks during the smile across the frames. To determine the angles,
we use the linear regression Y = aGT X +bGT of the ground truth trajectory. We
assume that Y = aX + b is the defined trajectory of the landmarks generated
with one method. The angle is determined by:

θ = tan−1

∣
∣
∣
∣

aGT − a

1 + aGT a

∣
∣
∣
∣

(4)

Table 1 shows the statistical results for the landmark located on the left corner of
the mouth. The same study was performed for the 10 landmarks involved in the
joy expression. The results show that our method generates trajectories which
are closer to the ground truth than the generic methods [2] and [21] (θ closer to
0). In addition, we can consider that our method is more stable than the other
two methods because of the low value of σθ. We observe that the results with
MMI* are less good than the results with MMI because we use a second video
of the person to test the model learned with another video of that person. But,
we always stay better than the other two methods [2] and [21].

Fig. 5. The ground truth and the generated trajectories of the landmark located at
the left corner of the mouth. We can notice that the angle between the GT trajectory
and our method trajectory is smaller than the angle calculated with the two generic
methods [2] and [21].

We measured the latency of the overall algorithm. Our tests performed on
an Intel processor Core i7 at 3.30 GHz with an NVIDIA geforce GTX 1070.
The mean time to process a single frame is of 65 ms. It is suitable for real time
applications (15 fps) such as the mirror in our use case.
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Table 1. Mean and standard deviation of angles calculated with the 3 methods on the
3 databases for the landmark of the left corner of the mouth for all the subjects. With
MMI*, we learn a person-specific model with one video of the person and we test it
with a second video.

Method Database

CK Oulu-CASIA MMI MMI*

[Pablo.18] θ = 12.10 θ = 17.81 θ = 12 θ = 12

σθ = 9.73 σθ = 15.94 σθ = 13.70 σθ = 13.70

[Wang.18] θ = 16.16 θ = 26 θ = 15.26 θ = 15.26

σθ = 12.24 σθ = 18.21 σθ = 12.66 σθ = 12.66

Our θ = 7.65 θ = 6.85 θ = 5.83 θ = 9.20

σθ = 8.25 σθ = 7.26 σθ = 7.01 σθ = 10.78

4.2 Qualitative Results

Qualitative results confirm that our method gives better results than [2] and
[21]. Figure 6 illustrates the results1 obtained for 2 intensities for 4 subjects with
the 3 methods.

GT [Pablo.18] [Wang.18] Our GT [Pablo.18] [Wang.18] Our

(a)

(b)

(c)

(d)

Fig. 6. The Ground Truth smile (GT) and the result frames of 4 subjects from the 2
databases (MMI and CK) with two intensities for each subject.

Concerning the shape, we observe that with the geometric method of Pablo
et al. [2], the corner of the lips is systematically raised (steep slope) for all the
subjects. We notice that the subjects (a) and (b) have a flat smile (low slope)
1 More results are available on https://drive.google.com/file/d/1hY15DNrrYNjxnf9J

mVFJhWUYhteTYnQa/view?usp=sharing.

https://drive.google.com/file/d/1hY15DNrrYNjxnf9JmVFJhWUYhteTYnQa/view?usp=sharing
https://drive.google.com/file/d/1hY15DNrrYNjxnf9JmVFJhWUYhteTYnQa/view?usp=sharing
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in reality while the smiles generated with [2] is growing and not realistic. The
GAN [21] generate different smiles but we can perceive that are not those of the
subjects. For the subject(c), the real smile is opened but the GAN generate a
tight smile for all the subjects.

Concerning the texture, We notice that with Pablo et al. all the generated
smiles are without teeth whatever the texture shape of the smile. For the subjects
(a) and (d), the real smile is without teeth but the GAN of [21] generate the
teeth for these subjects. On the contrary, for the subject (b) the real smile has
occurred with teeth but the GAN generate it without. Then, the GAN generate
realistic joy expression but not those of the person.

The visual fidelity shows that our method generates the closest smile shape
to the ground truth and maintain the same texture of the real smile for all the
subjects.

5 Conclusion

In this paper, we proposed a hybrid approach aiming at learning a person-specific
model for each person and transforming a captured face to appear more joyful.
Our method generate for each subject a photo-realistic joy expression according
to her own expression. Qualitative and quantitative results show that the syn-
thesized joy expression with our method is closer to the ground truth than the
expression generated with two generic methods. One of our research directions
is make psychiatric experiments with our tool to see if we can act on the PTSD
patients emotions.
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Abstract. Despite the popularity that saliency models have gained in
the computer vision community, they are most often conceived, exploited
and benchmarked without taking heed of a number of problems and
subtle issues they bring about. When saliency maps are used as proxies
for the likelihood of fixating a location in a viewed scene, one such issue
is the temporal dimension of visual attention deployment. Through a
simple simulation it is shown how neglecting this dimension leads to
results that at best cast shadows on the predictive performance of a
model and its assessment via benchmarking procedures.

Keywords: Saliency model · Visual attention · Gaze deployment

1 Introduction

Many efforts have been devoted in the past decade to the computational mod-
elling of visual salience [6–10,38], and recently large breakthroughs have been
achieved on benchmarks by resorting to deep neural network models [10].

Saliency models are appealing since, apparently, they represent a straightfor-
ward operational definition of visual attention - the allocation of visual resources
to the viewed scene [8]: they take an image I(r) as input, and return topographic
maps S(r) indicating the salience at each location r = (x, y) in the image, namely
the likelihood of fixating at r. Thus, saliency models to predict where we look
have gained currency for a variety of applications in computer vision, image and
video processing and compression, quality assessment [29].

Yet, salience modelling and benchmarking are most often handled in an elu-
sive way, which casts doubts on a straightforward interpretation of results so far
achieved [8,22,24,30,33]. Beyond the long debated controversy concerning the
bottom-up vs. top-down nature of eye guidance control [17,33], factors such as
context [36], spatial biases [34], affect and personality [16], dynamics of atten-
tion deployment [30,31] are likely to play a key role and might contribute in
subtle ways to effectiveness and performance of saliency models [22,24,30,33].
Some controversial aspects related to salience definition and modelling are dis-
cussed in Sect. 2. In particular, the temporal unfolding of factors [30] involved in
salience making has been overlooked, with some exceptions in video processing
(e.g. [5,13]) but largely neglected in static images.
c© Springer Nature Switzerland AG 2019
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The hitherto underestimated point we are making in this note is that by
explicitly taking into account temporal unfolding provides useful conceptual
insights on the actual predictive capability of saliency models, with practical
consequences on their use and benchmarking.

By and large, saliency models are learned and/or evaluated by simply exploit-
ing the fixation map on an image as “freezed” at the end of the viewing process
(i.e, after having collected all fixations on stimulus along an eye-tracking session).
In a different vein, here we operationally take into account temporal aspects of
attention deployment captured by a time-varying fixation map (Sect. 3). Through
a simple experiment, we show (Sect. 4) that in such way the actual sampling of
gaze shifts, namely how we actually allocate visual resources onto the scene (i.e.,
the scanpath), can depart from that achieved by classic analyses.

2 The Salience Conundrum: Background and Motivation

Saliency Models. The notion of salience originates in visual attention research
(e.g., [21]). In the case of overt visual attention, actual eye movements are
involved. Eye movements obviously occur according to a continuous dynamics
but their spatial and velocity characteristics allow to classify them as fixations,
saccades and smooth pursuit of moving objects. Fixations and pursuit aim to
bring or keep objects of interest onto the fovea where the visual acuity is maxi-
mum, whilst saccades are ballistic shifts in eye position, allowing to jump from
one location of the viewed scene to another. When considering overt attention
involving gaze, then the aim of a computational model of attentive eye guidance
is to answer the question Where to Look Next? by providing an account of the
mapping from visual data of a natural scene, say I (the raw data representing
either a static picture or a stream of images), to a sequence of time-stamped gaze
locations (rF1 , t1), (rF2 , t2), · · · , namely I �→ {rF1 , t1; rF2 , t2; · · · }. The common
practice to derive such mapping is to conceive it as a two stage procedure: (i)
Compute a suitable perceptual representation W, i.e., I �→ W; (ii) Use W to
generate the scanpath, W �→ {r̃F (1), r̃F (2), · · · } (where we have adopted the
compact notation (r̃Fn

, tn) = r̃F (n)).
Stimulus salience is one such perceptual representation W. It is the driving

force behind bottom-up or “exogenous” attention control, driven by low-level
scene properties (brightness, colour, oriented edges, motion contrasts [19]) and
independently of the internal mental state of the observer. Indeed, for the most
part, the first computable models for the prediction of eye fixation locations
in images relied on a “saliency map”, S a topographic representation indicating
where one is likely to look within the viewed scene [19], that is S(r) ≈ P (r | F(I)),
where F(I) are low-level features computed from image I.

By overviewing the field [6–8,33], it is easily recognised that computational
modelling of visual attention has been mainly concerned with stage (i), that
is calculating W = S. As to stage (ii), namely S �→ {rF (1), rF (2), · · · }, which
actually brings in the question of how we look rather than where, it is seldom
taken into account.
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Model Performance. An issue that straightforwardly raises is how to mea-
sure and benchmark the performance of a saliency model accounting for the
map I �→ S. The general idea is to measure the capability of the model output,
namely the saliency map S, to predict fixations (notice: as if they were per-
formed). To such end, eye fixations {r(s,i)F (1), r(s,i)F (2), · · · } are typically used as
to derive the ground-truth. These are collected in an eye-tracking experiment
involving s = 1 · · · NS subjects on a chosen data set {Ii} of i = 1 · · · NI images
(or videos). Some metrics use the original binary location map of fixations, say
MB . Alternatively, the discrete fixations can be converted into a continuous dis-
tribution, a fixation map (a.k.a heat map or attention map when fixations are
weighted by fixation time), MD [9]. Precisely, for each stimulus Ii the map

{r(s,i)F (1), r(s,i)F (2), · · · }NS
s=1 �→ MD(i), (1)

is computed as an empirical fixation density (e.g., [23,25]); see Fig. 1 below.
Eventually, a metric is evaluated either in the form μ(S,MB) or μ(S,MD), the
result being a number assessing the similarity or dissimilarity between S, and
M (for an in-depth presentation, see Bylinskii et al. [9]).

Fig. 1. Example of different fixation density maps for a specific image. From left to
right: the three temporal distribution maps obtained from fixations collected at seconds
1, 2 and 3, respectively, overlapped on the original stimulus; the standard fixation map
resulting from the aggregation of all fixations available at the end of the eye-tracking
procedure. The latter map is the one typically exploited in saliency modelling and
benchmarking.

The Many Facets of Salience (and Benchmarking). Despite the consider-
able successes that salience has had in predicting fixations at above-chance levels,
it has become increasingly clear that prediction requires high-level, semantically-
meaningful elements (e.g. faces, objects and text [11,12]). Thus, prominent mod-
els of attention control posit a dichotomy between bottom-up and top-down,
“endogenous” control, the latter being determined by current selection goals; in
this case spotted items are selected in terms of their goal relevance, rather than
physical salience. In the visual attention realm when top-down (relevance) and
bottom-up (saliency) mechanisms are combined for eye guidance, the resulting
map is termed priority map [17].

In a different vein, computer vision efforts to achieve benchmarking perfor-
mance have resulted in the heuristic addition of high-level processing capabilities
to attention models, which are still referred to as saliency models [6–10,18]. As
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a matter of fact, the term “saliency” now stands for any image-based prediction
of which locations are likely to be fixated by subject guided by either low- or
high-level cues [29]. Indeed, the success of deep networks exploiting convolutional
filters that have been learned on other tasks, for instance object recognition in
the ImageNet dataset, provides practical evidence of the usefulness of high-level
image features for prediction purposes [10,24]. In recent evaluations on what
should be the next steps in salience modelling and assessment [8,10], it has been
shown that a large improvement in predictive performance could be gained by
specifically addressing semantic issues such as actions in a scene, relative impor-
tance to different faces, informativeness of text, targets of gaze.

Meanwhile, such practice somehow limits a straightforward interpretation of
benchmarking results so far achieved; thus, disentangling the different levels of
control to understand to what extent fixations in free viewing are driven by low-
level features or by high-level features is recently growing up as a research line
per se [22,24,30]

3 Temporal Unfolding of Fixation Allocation

Crucially, saliency maps do not account for temporal dynamics. They are by
and large spatially evaluated across all fixations, precisely by comparing to maps
MB , or MD derived from fixations accumulated in time after the stimulus onset
until the end of the trial (Eq. 1).

As a matter of fact, surmising that S is predictive of human fixations does not
entail an actual mechanism of fixation generation, Si �→ {r̃(s,i)F (1), r̃(s,i)F (2), · · · }
to be compared against actual fixation sequences {r(s,i)F (1), r(s,i)F (2), · · · }. The
assessment of the predictive capability of a model is just to be understood as
the indirect measurement of any metric μ as introduced above. When using
the mapping of Eq. 1, it is implicitly assumed that fixations, once collected, are
exchangeable with respect to time ordering {1, · · · , n}, namely

{r(s,i)F (1), r(s,i)F (2), · · · r(s,i)F (n)} = {r(s,i)F (π(1)), r(s,i)F (π(2)), · · · , r(s,i)F (π(n))},
(2)

∀π ∈ Π(n) where Π(n) is the group of permutations of {1, · · · , n}. This assump-
tion implies that any dynamical law r̃(s,i)F (t) = f(r̃(s,i)F (t − 1),Wi) that takes as
input the perceptual representation of the i-th image and the previous fixation
location (as a system state) and returns the next location of fixation as its out-
put is dismissed. However, dynamics is important in many respects. For instance,
there is evidence for the existence of systematic tendencies in oculomotor control
[34]: eyes are not equally likely to move in any direction. Yet, apart from the
well known center bias [32], motor biases can be actually taken into account only
when scanpath generation is performed.

In such perspective, Le Meur and colleagues [26] have proposed saccadic
models as a new framework to predict visual scanpaths of observers while they
freely watch static images. In such models the visual fixations are inferred from
bottom-up saliency and oculomotor biases (captured as saccade amplitudes and
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saccade orientations) that are modeled using eye tracking data. Performance of
these models can be evaluated either by directly comparing the generated scan-
paths to human scanpaths or by computing new saliency maps, in the shape of
densities from model generated fixations. There is a limited number of saccadic
models available, see [26] for a comprehensive review; generalisation to dynamic
scenes have been presented for instance in [4,28]. A remarkable result obtained
by saccadic models is that by using simulated fixations {r̃(s,i)F (1), r̃(s,i)F (2), · · · }
to generate a model-based fixation map, the latter has higher predictive perfor-
mance than the raw salience map S, in terms of similarity/dissimilarity μ with
respect to human fixation maps. Beyond the improvement, it is worth noting
that even in this case the model-generated attention map is eventually obtained
a posteriori, as a 2-D spatial map of accumulated fixations. Such problem is some-
how attenuated when dynamic stimuli (videos) are taken into account, though,
the temporal unfolding as learned in a data-driven way presents complex albeit
structured temporal patterns [5,14], that deserve being taken into consideration.

In a different vein, recent work by Schutt et al. [30] has for the first time
considered the temporal evolution of the fixation density in the free viewing of
static scenes. They provide evidence for a fixation dynamics which unfolds into
three phases:

1. An initial orienting response towards the image center;
2. A brief exploration, which is characterized by a gradual broadening of the

fixation density, the observers looking at all parts of the image they are inter-
ested in;

3. A final equilibrium state, in which the fixation density has converged, and
subjects preferentially return to the same fixation locations they visited dur-
ing the main exploration.

Beyond the theoretical insights offered by their analyses, by monitoring the
performance of the empirical fixation density over time, they also pave the way
to a more subtle and principled approach to unveil the actual predictive perfor-
mance of saliency models [30].

Based on their approach, we propose a complementary analysis that relies
on model-generated scanpaths, i.e. actual prediction. More precisely, we ask the
following: do model-generated scanpaths differ from human scanpaths in the
free viewing of static scenes when (1) the scanpath is generated by taking into
account the three phases described above as opposed to when (2) the scanpath
is generated by only taking into account the final fixation density?

In the work presented here, we use the time-varying fixation density as the
attention map that moment-to-moment feeds the gaze shift dynamics. The main
motivation is in the very fact that we want to assess differences rising at the ocu-
lomotor behavior while being free from any saliency model specific assumption.
In brief we do the following:
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Step 1. Compute three different empirical fixation density maps MD(i)
k account-

ing for phases k = 1, 2, 3 above, by aggregating all the human fixations per-
formed in the corresponding time window:

{r(s,i)F (mk−1 + 1), · · · , r(s,i)F (mk)}NS
s=1 �→ MD(i)

k , k = 1, 2, 3. (3)

Step 2. Generate “subject” fixations depending on the three-phase unfolding
defined above, by relying on a saccadic model r(s,i)F (n) = f(r(s,i)F (n − 1),
W(k)i):

MD(i)
k �→ {r̃(s,i)F (mk−1 + 1), · · · , r̃(s,i)F (mk)} = Rt

(s,i)
k , k = 1, 2, 3 (4)

with W(k)i = MD(i)
k being the phase-dependent perceptual represen-

tation of image i, so to obtain the “time-aware” scanpath Rt(s,i) =
{Rt

(s,i)
1 ,Rt

(s,i)
2 ,Rt

(s,i)
3 }.

For comparison purposes, in the same way, but only by relying on the overall
final fixation map MD(i), we perform the mapping MD(i) �→ Rs(s,i), which
represents the typical output of a saccadic model.

4 Simulation

Dataset. The adopted dataset is a publicly available one [20], that consists of
eye tracking data (240 Hz) recorded from NS = 15 viewers during a free-viewing
experiment involving 1003 natural images. The stimuli were presented at full
resolution for 3 s. The raw eye tracking data were classified in fixations and
saccades by adopting an acceleration threshold algorithm [20].

Evaluation. As described in the Method section, we generated four different
attention maps for each image Ii of the dataset. Three of these are the temporal
density fixation maps MD(i)

1 ,MD(i)
2 ,MD(i)

3 , with tm1 = 1, tm2 = 2 and tm3 = 3 s
(Eq. 3); the fourth is the classic, cumulative MD(i) map. Figure 1 shows one
example. These were used to support the generation of NS = 15 scanpaths for
both the temporal (Eq. 4) and the classic approach, collected into the sets Rt(i)

and Rs(i), respectively. To such end we exploit the Constrained Levy Exploration
(CLE [3])1 saccadic model that has been widely used for evaluation purposes,
e.g., [26,37]. Briefly, the CLE considers the gaze motion as given by the stochastic
dynamics of a Lévy forager moving under the influence of an external force
(which, in turn, depends on a salience or attention potential field). Namely, at
time t the transition from the current position r(t) to a new position rnew(t),
r(t) → rnew(t), is given by

rnew(t) = r(t) + g(W(r(t))) + η. (5)

The trajectory of the variable r is determined by a deterministic part g, the drift
- relying upon salience or fixation density -, and a stochastic part η, where η is
1 Code available at https://github.com/phuselab/CLE.

https://github.com/phuselab/CLE
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a random vector sampled from a heavy-tailed distribution, accounting for motor
biases (cfr., the Appendix for a quick recap and [3] for theoretical details).

Figure 2 shows CLE generated scanpaths, compared against the actual set of
human scanpaths R(i) = {r(i)F (1), · · · , r(i)F (m3)}. The example shows at a glance
that when attention deployment is unfolded in time, the predicted scanpaths
more faithfully capture the dynamics of actual scanpaths than the dynamics of
those generated via the “freezed” map. To quantitatively support such insight,
the quality of Rt(i) and Rs(i) has been evaluated on each image i of the dataset
by adopting metrics based on the ScanMatch [15] and the recurrence quantifi-
cation analysis (RQA, [2])2.

Fig. 2. Scanpaths for the image in Fig. 1. Left to right: 15 model-generated scanpaths,
via Eq. 5 from the temporally unfolded fixation maps, 15 model-generated scanpaths
from the standard fixation map, 15 scanpaths from actual human fixation sequences
(ground-truth). Different colours encode different “observers” (artificial or human).

ScanMatch is a generalised scanpath comparison method that overcomes the
lack of flexibility of the well-known Levenshtein distance (or string edit method)
[27]. It consists of a preliminary step, where two scanpaths are spatially and
temporally binned and then re-coded to create sequences of letters that pre-
serve fixation location, time and order. These are then compared adopting the
Needleman-Wunsch sequence alignment algorithm, widely used to compare DNA
sequences. The similarity score is given by the optimal route throughout a matrix
that provides the score for all letter pair substitutions and a penalty gap. A sim-
ilarity score of 1 indicates that the sequences are identical; a score of 0 indicates
no similarity. One of the strengths of this method is the ability to take into
account spatial, temporal, and sequential similarity between scanpaths; how-
ever, as any measure that relies on regions of interest or on a grid, it suffers from
quantisation issues.

RQA is typically exploited to describe complex dynamical systems. Recently
[2] it has been adopted to quantify the similarity of a pair of fixation sequences by
relying on a series of measures that are found to be useful for characterizing cross-
recurrent patterns [1]. RQA calculates the cross-recurrence for each fixation of

2 An implementation is provided at https://github.com/phuselab/RQAscanpath.

https://github.com/phuselab/RQAscanpath
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two scanpaths, resulting in the construction of the so-called recurrence plot: two
fixations are cross-recurrent if they are close together in terms of their Euclidean
distance. Since we are interested in whether two scanpaths are similar in terms
of their fixations sequence, we adopted the determinism and center of recurrence
mass (CORM) measures. The determinism represents the percentage of cross-
recurrent points that form diagonal lines in a recurrence plot; it provides a
measure of the overlap for a sequence of fixations considering the sequential
information. The CORM is defined as the distance of the center of gravity of
recurrences from the main diagonal in a recurrence plot; small values indicate
that the same fixations from both scanpaths tend to occur close in time.

Results. All the generated scanpaths belonging to Rt and Rs have been eval-
uated against the human ones R for each image. Table 1 reports the average
values over all the “observers” related to the same images in the dataset. To
quantify the intra-human similarity, an additional measure resulting from the
comparison of R with itself is provided. It can be noticed that the temporal
approach outperforms the static one in all the three adopted metrics. Remark-
ably, as regards the determinism, the percentage of overlapping sequences when
adopting the temporal approach is higher than that resulting from the com-
parison among human scanpaths. This would suggest that a high inter-subject
variability occurs when looking at the same stimulus, and that the adoption of
temporal maps does extract common behaviour among the observers, resulting
in a lower spread of fixation locations.

Table 1. Average values (standard deviations) of the considered metrics evaluated
over all the artificial and human “observers” related to the same images in the dataset.

ScanMatch Determinism CORM

Rs vs. R 0.39 (0.08) 58.08 (11.18) 19.95 (5.90)

Rt vs. R 0.43 (0.05) 61.65 (8.51) 15.26 (3.58)

R vs. R 0.49 (0.05) 59.61 (7.71) 10.0 (2.09)

5 Conclusive Remarks

In this note by resorting to a straightforward simulation of scanpath genera-
tion, evidence has been given that: (i) the scanpaths sampled by taking into
account the underlying process of visual attention unfolding in time (dynamic
attention map) considerably differ from those generated by a static attention
map; (ii) “time-aware” model-based scanpaths exhibit a dynamics akin to that
of scanpaths recorded from human observers.

It should be intuitively apparent that the evolution of the empirical fixation
density MD(i)

t within the time interval [t0, T ] from the onset of the stimulus i
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up to time T , provides a source of information which is richer than that derived
by simply considering its cumulative distribution function

∫ T

t0
MD(i)

t dt. Yet, this
very fact is by and large neglected in the saliency modelling practice. It has to
be said that this pitfall is somehow mitigated when dynamic stimuli (videos)
are taken into account. Though, a large body of research is still flourishing in
pursuit of adequate computational models of salience in static images.

The analysis reported here bear some consequences.
On the one hand, it may suggest a more principled design of visual attention

models specially when time dimension is crucial for the analysis. Here to keep the
discussion simple, we have straightforwardly used empirical fixation density maps
MD(i)

t derived via the mapping (3). However, nothing prevents from building
models based on a chain of sub-models, each contributing to the final scanpath,
thus following the same route we have outlined above. For example, the three-
stage processing suggested in [30], could be accounted for by (1) a center-bias
model, (2) a context/layout model, and (3) an object-based model, respectively.
A similar perspective has been taken, for instance, in video salience modelling;
nevertheless, static image processing and recognition task could benefit from
resorting to dynamics [35].

On the other hand, the approach could be used for fine-grained assessment of
models as surmised in [30]; hence, being aware that a static saliency map might
not be as predictive of overt attention as it is deemed to be.

Appendix: The Lévy Forager

The Lévy forager’s dynamics formalised in Eq. 5 can be written

rnew(t) = r(t) − ∇V + η, (6)

so that the new gaze position is determined by: (a) the gradient of V , the external
force field shaped by the perceptual landscape, V (·, t) being defined as the time
varying scalar field

V (x, y, t) = exp(−τV W(x, y, t)), (7)

(b) the stochastic vector η with components

ηx = l cos(θ), ηy = l sin(θ), (8)

where the angle θ represents the flight direction and l is the jump length. Direc-
tion and length are sampled from the uniform and α-stable distribution, respec-
tively:

θ ∼ Unif(0, 2π), (9)
l ∼ ϕ(W)f(l;α, β, γ, δ). (10)

Along the extensive stage, θ and l summarise the internal action choice of the
forager and the function ϕ(W) modifies the pure Levy flight, since the probability
to move from one site to the next site depends on the “strength” of a bond
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ϕ(W) =
exp(−βP (W(r(t)) − W(rnew(t))))

∑

r′
new

exp(−βP (s(r(t)) − W(r′
new(t))))

(11)

that exists between them. The shift proposal is weighed up according to an
accept/reject Metropolis rule that depends on the perceptual gain ΔW and on
“temperature” T [3]. The values of T determine the amount of randomness in
scanpath generation. If no suitable shift r(t)new has been selected, the current
fixation point r(t) is retained.

References

1. Anderson, N.C., Anderson, F., Kingstone, A., Bischof, W.F.: A comparison of
scanpath comparison methods. Behav. Res. Methods 47(4), 1377–1392 (2015)

2. Anderson, N.C., Bischof, W.F., Laidlaw, K.E., Risko, E.F., Kingstone, A.: Recur-
rence quantification analysis of eye movements. Behav. Res. Methods 45(3), 842–
856 (2013)

3. Boccignone, G., Ferraro, M.: Modelling gaze shift as a constrained random walk.
Phys. A: Stat. Mech. Appl. 331(1–2), 207–218 (2004)

4. Boccignone, G., Ferraro, M.: Ecological sampling of gaze shifts. IEEE Trans.
Cybern. 44(2), 266–279 (2014)

5. Boccignone, G., Cuculo, V., D’Amelio, A., Grossi, G., Lanzarotti, R.: Give ear
to my face: modelling multimodal attention to social interactions. In: Leal-Taixé,
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Abstract. In this paper, we propose a novel and efficient method for
detecting and quantifying red cells from a microscopic blood image. The
proposed system is based on a region proposal approach, namely the Edge
Boxes, considered as the state-of-art region proposal method. Incorpo-
rating knowledge-based constraints into the detection process by Edge
Boxes we can find cells proposals rapidly and efficiently. Experimental
results on a well-known public dataset show both improved accuracy and
increased over the state-of-art.

Keywords: Peripheral blood cell images · Cell counting ·
Region proposal · Edge Boxes

1 Introduction

Haematology is the branch of medicine involved in the diagnosis and treatment
of patients who have disorders of the blood and bone marrow. Haematologists
provide direct clinical care to patients with diagnostic work in the laboratory.
Their tasks are the study, diagnosis, monitoring, treatment and prevention of
diseases related to the blood and the bone marrow. In some cases, predicting
how the bone marrow may have contributed to a clinical condition may be more
important than identifying the patient’s haematologic condition. Haematolo-
gists perform a wide range of laboratory tests to produce and interpret results
assisting clinicians in their diagnosis and treatment of disease. For example,
haematologists receive blood samples and check them for abnormalities. They
look at blood film and if they suspect leukaemia or related pathologies, perform
a bone marrow biopsy and examine and interpret the samples. The diagnosis
must be made within a few hours since in some cases treatment must start
immediately. Several diseases, disorders and deficiencies indeed affect the num-
ber and type of blood cells produced, their functions and their lifespan. Under
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 47–58, 2019.
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Fig. 1. Blood smear components: a real image and a schematic representation depicting
all the leukocyte lineage

normal health conditions, bone marrow releases only mature and nearly mature
cells into the bloodstream. However certain circumstances can induce the bone
marrow to release immature or abnormal cells into the circulation. Among the
several tests to monitor the cells’ components proportions, the Complete Blood
Count (CBC) indicates the numbers and types of cells in the peripheral cir-
culation. The percentages of cells are compared with the reference ranges to
determine if they are present in reasonable proportion to another, if a cell type
is increased or decreased, or if immature cells are present. Reference ranges for
blood tests are usually defined as the set of values in which 95% of the healthy
population falls within. They are determined by collecting data from laboratory
tests results performed over a representative set of the population. Quicker ways
to perform an automatic CBC are the automatic cell counter or the flow cytom-
etry, however, if the results from an automated cell count indicate the definite
or possible presence of abnormal cells, a blood smear is realised and then anal-
ysed. Its analysis is particularly useful to categorise and identify pathological
conditions that affect one or more types of blood cells or to monitor patients
under treatment. It typically offers a description of the appearance of the cells
as well as any cells abnormalities. The manual analysis of blood smears depends
on the operator’s skills and opinion. It is lengthy and repetitive, suffers from
the absence of standard procedure, and it is subjective because the same scene
can produce different results if analysed by several operators. Image process-
ing techniques help to automatise the blood cells counting procedure as well as
to provide information about their morphology. In this work we investigate a
technique to provide an automatic counting of the red blood cells. The rest of
the paper is organised as follows. Section 2 gives a background about peripheral
blood analysis. Section 3 illustrates some related works. Section 4 presents the
proposed method for cell detection and counting. Section 5 shows experimental
results. Finally, Sect. 6 gives discussions, conclusions and future aspects.

2 Background

Under normal conditions, a blood image consists of three components: platelets,
red blood cells (RBCs) and white blood cells (WBCs), as shown in Fig. 1.
Platelets (or thrombocytes) are small non-nucleated disc-shaped cells. In
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Fig. 2. Variations in RBCs appearance. (Top and middle) Shape and colour abnormal-
ities: spherocyte, elliptocyte, tear, sickle, acanthocyte, echinocyte, keratocyte, byte,
stomatocyte, target, schistocyte and rouleaux formation. (Bottom) Inclusions: Howell-
jolly bodies, siderotic granules, basophilic stippling, Heinz bodies, malaria and nucle-
ated RBC. (Color figure online)

homoeostasis, they lead to the formation of blood clots. A sufficient number
of platelets is necessary to control bleeding, even though this problem could
cause bleeding, because many of the extra platelets may be dysfunctional also
though they appear normal. A platelet count is usually evaluated by preparing
a blood smear to visualise any anomalies in shape or size directly. RBCs (or ery-
throcytes) are uniform in size with a diameter of 7–8µm. They are round and
flattened like a doughnut, due to the presence of haemoglobin that is peripherally
located. It gives an area with a central pallor equal to 1–3µm, approximately
30–45% of the diameter of the cells. Considering that RBCs have not the same
shape in their different types, any significant number of cells different in shape
or size may indicate the presence of a disease [9]. Identifying normal and abnor-
mal erythrocytes is essential because automated cell counters have not replaced
the well-trained eye yet. Erythrocytes’ colour is representative of haemoglobin
concentration in the cell, while an abnormal shape may indicate the possible
presence of a specific disease or disorder. The cytoplasm of all healthy RBCs is
free of debris, granules, or other structures. Inclusions are the result of unique
conditions, and their identification can be clinically helpful. Some examples of
shape and colour abnormalities and inclusion bodies are shown in Fig. 2. WBCs
or leukocytes are the biggest cells in the peripheral circulation, ranging in size
from 10 to 20µm. They have a nucleus surrounded by cytoplasm which permits
to identify them more efficiently than the other regions, as their nucleus appear
darker than the background. Nevertheless, the analysis and the processing of
data related to the WBCs are problematic due to the wide cells variations in
shape, dimensions and edges. The generic term leukocyte refers to a set of cells
that are very different from each other. Indeed, although they are all derived
from bone marrow stem cells, they differentiate into two main groups: cells con-
taining granules, called granulocytic or myelocytic, and cells without granules
called mononuclear or lymphoid. Thus, we can distinguish between these cells
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according to their shape or size, the presence of granules in the cytoplasm and
the number of lobes in the nucleus. The lobes are the most considerable part
of the nucleus, and thin filaments connect them to each other. WBCs mature
into five distinct types, that include neutrophils, basophils and eosinophils for
the granulocytic type and lymphocytes and monocytes for the non-granulocytic
ones. Neutrophils compose the majority of WBCs in a healthy adult. WBCs have
a short time in the peripheral circulation and alterations either in quantity or
in the quality of a particular WBC can be dramatic for the patient. Numerous
diseases and conditions can affect the absolute or relative number of WBCs and
their appearance on a blood smear. They most often increase in number in indi-
viduals with allergies and parasitic infections, while more severe cases that need
to be diagnosed are leukaemias. When the WBCs number rises, the peripheral
smear usually shows more immature or abnormal cells. As previously said, the
automated cells counters are not able to distinguish normal from abnormal cells
and, even worse, they could fail due to the presence of abnormal cells. This is
why many computer-aided systems from digitised images have been proposed in
the last years.

3 Related Works

Among the proposed systems, few of them work on the whole analysis process,
but they are mostly devoted to perform a single step or to analyse a single cell
type. In particular, a considerable amount of work has been conducted to achieve
leukocytes segmentation. For example, Madhloom [16] developed an automated
system to localise and segment WBC nuclei based on arithmetical image oper-
ations and threshold operations. Sinha [21] attempted to differentiate the five
types of leukocytes in cell images using a k-means clustering on the HSV colour
space for WBCs segmentation and different classification models for cells differ-
entiation. Often, images acquired from digital microscope are affected by uneven
lighting and a very bright central area region, actually caused by the lens, lamp
light and the presence of more marked shading area towards the corners. In this
case, the use of a local approach for segmentation is more appropriate. In [7]
a local fuzzy threshold has been proposed, to manage the local variations and
the presence of noise or imprecision. Khan [12] proposed a method to count the
cells. It uses an iterative threshold, determined from the histogram, to binarise
the image. The count is performed by extracting the connected components, but
neglecting overlapping or adjacent cells. Nguyen [19] also proposed a method to
count all the cells types but adding a step to solve the overlapping cells prob-
lem that uses the distance transform. Unfortunately, this method produced good
results only with the presence of almost round cells. The distance transform, in
combination with the watershed algorithm, has also been used in [20] to separate
cells agglomerates. The separation is less influenced by the shape of the cells,
but it works only for small or simple cells agglomerates. Mahmood and Alomari
instead [3,17] proposed two methods to count the WBCs and RBCs that use the
Circular Hough transform (CHT). Mahmood applied the CHT on binary images
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obtained from the Lab colour space, while Alomari modified the CHT to reduce
the number of cells candidate by selecting the one with the higher probability.
Also in [4,23] the CHT has been used to count the RBCs starting from a binary
image, instead the WBCs are in both cases counted by merely extracting the
connected image component; thus they do not take into account the presence
of touching leukocytes. The only difference between these two approaches is the
segmentation phase, in the first case performed using k-means and in the sec-
ond case using thresholds. Alilou has proposed a completely different approach
in [2], where a detection phase using grey level co-occurrence matrix has been
applied directly on the original images without a previous segmentation. As can
be guessed, it produces a significant amount of false positives since it works
without any restriction on the area of interest.

4 Our Approach for Cells Detection

Image region proposals are now considered as valid alternatives to objects detec-
tion algorithms as they can locate objects regions efficiently [18]. The compu-
tational efficiency was firstly shown with R-CNN [10]. After then, many other
similar systems have been proposed. The most common region proposal algo-
rithms include Selective Search [22] and Edge Boxes [24]. Edge Boxes is a novel
approach for generating object bounding box proposals directly from edges. Built
on the Structured Edge Detector [8], Edge Boxes uses the number of enclosed
edges to find proposals and the number of edges at the border of boxes to rank
them. In [11] the authors demonstrated experimentally that Edge Boxes is now
the state-of-the-art region proposal system. For this reason, we have utilised this
approach to address our problem too. R-CNN procedure is not needed in our
approach since our interest is only devoted to cells location and it is unnecessary
complex for the task we faced.

4.1 Edge Boxes

Edges provide a sparse but informative representation of an image. Also, the
number of contours that are wholly contained in a bounding box is indicative of
the likelihood of the box containing an object. By scoring a box based on the
number of contours it wholly encloses generates a particularly useful proposal
measure. On the contrary, merely counting the number of edge pixels within the
box is not as informative. In the Edge Boxes system, a simple box objectness
score is proposed. This score measures the number of edges that occur in the
box minus those that are members of contours that overlap the box’s bound-
ary. An object is not searched at every image location and scale. Alternately,
a set of object bounding box proposals is first generated to reduce the set of
positions that need to be further analysed and consequently decreasing spurious
false positives too. The approach is quite similar to superpixels straddling mea-
sure introduced by [1]; however, rather than measuring the number of straddling
contours, such contours are removed from consideration. To obtain the initial



52 C. Di Ruberto et al.

edge map the fast and publicly available Structured Edge detector proposed
in [8] is utilised. Given the dense edge responses, a procedure of Non-Maximal
Suppression orthogonal to the edge response to finding edge peaks is then per-
formed. Candidate boxes by using a sliding window approach are evaluated,
in the same way as in traditional object detection. At every possible object
position, scale and aspect ratio, a score indicating the likelihood of an object
being present is generated. Promising candidate boxes are further refined using
a simple coarse-to-fine search. By using efficient data structures, the approach
is capable of rapidly finding the top object proposals from among millions of
potential candidates.

4.2 Cells Detection Strategy

Since the Edge Boxes approach has been proposed for more general tasks, we
added some useful steps to address our specific task, that is cells detection, by
incorporating knowledge-based constraints in the detection strategy. Initially, to
enhance the edges, both on the border of the cells and between overlapped cells,
we perform a morphological gradient to the original image using a disk-shaped
structuring element and size related to the expected cell size. The gradient image
is the input image for the Edge Boxes algorithm which returns a ranked set of
objects proposals containing cells. However, the number of top-scoring proposals
are still high; also only some of them include single cells, that are our objects of
interest.

To reduce the candidate bounding boxes to those consistent to single cells
regions, we incorporate knowledge-based constraints to refine the edge boxes
proposals and so remove false positive bounding boxes from consideration. The
first observation is related to the bounding box size. We are interested only to
proposals whose size is well matched to expected cell size. As a consequence,
a larger (or smaller) box than the expected one can be immediately removed
from consideration. Another important feature related to a red blood cell is its
medium grey tone that is always greater than the grey tone of a white blood cell.
So a candidate box contains a red cell if its medium grey tone is higher than the
grey tone typically related to a white cell (in all our experiment the thresholding
value has been chosen equal to 110). Finally, a box is of interest if it contains a
circular object with a radius consistent with the expected cell size. Otherwise,
if it does not contain any circle, or it contains more then one, the candidate box
has to be discarded. Indeed, we are considering significant only boxes containing
a single cell. Since we are analysing bounding boxes whose size is compatible
with cell sizes, a box could contain at most two agglomerated cells. But before
discarding such a box, we perform a further check, considering that, sometimes,
even a single cell with an abnormal shape (see Fig. 2) could produce more circles.
Thus, we consider as significant, a box containing circles whose area of union less
intersection is less than half of the bounding box size, meaning that they belong
to the same cell. All the candidate proposals returned by Edge Boxes algorithm
satisfying the described constraints are selected as cells bounding boxes.
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Promising selected cells boxes are further refined using a Non-Maximal Sup-
pression procedure to eliminate overlapping bounding boxes. The confidence
score used in all the experiments has been chosen equal to 0.1, and the bound-
ing box overlap ratio is the area of intersection divided by the area of the union
of two boxes.

The resulting strongest bounding boxes are detected as the most representa-
tive red blood cells in the analysed image and can be then quantified by annotat-
ing each cell centroid with a blue dot. A pipeline of the proposed cells detection
strategy is shown in Fig. 3.

Original Image Gradient Image Candidate Cells Bounding Boxes

Selected Cells Bounding Boxes Strongest Selected Cells
Bounding Boxes 

Quantified Final Cells

Bounding Box 
Search via Edges

Morphological
Gradient

Cells
Recognition

Non-maxima
SuppressionCells Counting

Fig. 3. A pipeline of the cells detection strategy. (Color figure online)

5 Experimental Results

For our experimentation, we used the open source MATLAB implementation of
Edge Boxes made available by the authors [8]. The algorithm proposes a set of
default parameters, tuned for generic datasets such as PASCAL, CalTech and
ImageNet. For our dataset, we had to refine some of them to improve the quality
of region proposals. The parameters modified were Alpha and Beta. Alpha indi-
cates the Intersection over Union (IoU) for neighbouring candidate boxes; step
sizes of the sliding windows are determined such that one step results in an IoU
of Alpha. Beta is the Non-Maximal Suppression threshold of an object proposal,
that is, if a neighbouring box is with an IoU greater than Beta, the lower ranked
box is removed. We found that these two variables are the most influential at
changing Edge Boxes’ proposals. So, in our experiment Alpha and Beta have
been chosen equal to 0.9 and 0.5, respectively. Another parameter modified was
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the max aspect ratio of boxes, chosen equal to 1.5. Other parameters such as
the minimum score, Gamma and Kappa, did not affect the proposals signifi-
cantly enough, so they were set as the defaults. Every other modules of the cells
detection’s proposed system have been implemented in MATLAB too. Average
time to complete the entire procedure has been measured over the whole dataset
images, reaching on average 35.24 s per image.

5.1 Dataset Description

The Acute Lymphoblastic Leukaemia image database ALL-IDB [13] has been
used to test the proposed method. It is a public image dataset of peripheral blood
samples from healthy individuals and leukaemia patients. The experts collected
these samples at the M. Tettamanti Research Centre for childhood leukaemia
and haematological diseases, Monza, Italy. The ALL-IDB database is composed
of two versions: ALL-IDB1 and ALL-IDB2. The ALL-IDB1 can be used for
testing the segmentation capability of algorithms, as well as the classification
systems and pre-processing image methods. This version is composed of 108
images captured with an optical laboratory microscope coupled with an Olympus
Optical C2500L camera or a Canon PowerShot G5 camera. All images are in JPG
format with 24-bit colour depth. The first 33 have 1712× 1368 resolution, while
the remaining have 2592×1944 resolution. The images were taken with different
magnifications of the microscope, ranging from 300 to 500, which brings the
colour and brightness differences, that we managed by grouping together the
images with same brightness characteristics. The ALL-IDB2 is a collection of
cropped areas of interest of healthy and blast cells that have been extracted from
the ALL-IDB1 dataset. It contains 260 images and the 50% of these represent
lymphoblasts. Some image examples belonging to the ALL-IDB1 are shown in
Fig. 4.

Fig. 4. Sample images from ALL-IDB1. They present different colouration and illu-
mination conditions, therefore we identified 7 separate image sets. From top-left to
bottom-right: examples representing each of the 7 identified subsets.
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5.2 Results and Comparison with State-of-Art

As proposed in literature we evaluated the counting performances using accuracy,
precision, recall, F-measure. The dataset has been divided into 7 different image
subsets by grouping the images according to their magnification, brightness and
colour conditions. In particular, Set1 contains images ranging from 1 to 33;
Set2 goes from 34 to 47; Set3 from 48 to 63; Set4 from 64 to 77; Set5 from 78
to 93; Set6 from 94 to 95 and, finally, Set7 from 96 to 108. Table 1 presents
the statistical measures regarding both all the dataset and the different image
subsets. The ground truth for all the images has been determined by an expert
and used to validate the proposed method. The counting results on the whole
ALL-IDB are reported in Table 2, where they have been directly compared with
the results obtained by other authors on the same dataset. In particular, the
method proposed in [17] uses the CHT applied to different colour spaces without
any restriction on the area of interest. This method was tested over 10 images
and produced an accuracy of 64%. In both [4,23] the CHT has been applied
after a segmentation phase, introducing some restriction on the area of interest
to count the RBCs. In [4] the segmentation process has been performed using
a fixed threshold over the G channel of the RGB colour space. They completed
the counting just on 14 random images, obtaining an accuracy of 92.6%. In [23]
they used K-means clustering for segmentation that brought to an accuracy of
90.9%, but the number of tested images is unknown. Also in [3], the circular
Hough transform has been used, but in that case, the number of candidate
circles has been reduced by selecting the one with the higher probability. This
operation reduced the number of false positives but also increased the number of
true positives, reaching an overall accuracy of 95% on 100 images. The method

Table 1. Detection performances of our approach on ALL-IDB: all dataset images and
each identified image subset.

All Set1 Set2 Set3 Set4 Set5 Set6 Set7

Accuracy 95.6% 93.9% 96.6% 93.7% 97.0% 97.9% 95.7% 97.1%

Precision 98.4% 99.2% 98.2% 97.2% 98.5% 97.9% 97.7% 98.9%

Recall 96.6% 96.4% 96.8% 94.3% 97.8% 97.6% 95.7% 97.5%

F-measure 95.6% 93.9% 96.6% 93.7% 97.0% 97.9% 95.7% 97.1%

Table 2. RBCs counting performances compared with the state-of-the-art.

Mahmood [17] Loddo [15] Alomari [3] Yeldhos [23] Bhavnani [4] Our appr.

N◦ images 10 33 100 Unknown 14 108

Accuracy 64% – 95% 90.9% 92.6% 95.6%

Precision – 89% 95% – – 98.4%

Recall – 98% 98% – – 95.0%

F-measure – 93% 96% – – 96.6%
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in [6] is based on a machine learning approach for segmentation by combining
Nearest Neighbour and Support Vector Machine. It obtained an F-measure, a
recall and a precision of 93%, 98% and 89%, respectively, yet limited to the first
33 dataset images. As it can be observed, the proposed approach improves the
RBCs counting performances; in particular, it significantly enhances precision,
reducing the number of false positives. To highlight the performances obtained
with the proposed method, in Table 2 we also report the number of images used
by the various authors to test their approach. Indeed none of the state-of-the-art
techniques has been tested on the whole dataset. For this reason, we have also
tested our method on different image subsets, demonstrating that some of them
are easier than the others and at the same time to show how the performances
can be affected by the number and kind of test set images.

6 Conclusions

In this paper, we proposed a novel and efficient method for detecting and quan-
tifying red cells from a microscopic blood image. The proposed system is based
on a region proposal approach, namely the Edge Boxes, considered as the state-
of-art region proposal method that can evaluate millions of candidate boxes in
a fraction of a second, returning a ranked set of a few thousand top-scoring pro-
posals. Incorporating knowledge-based constraints, that can be extracted easily
from some cell samples, we can find cells proposals rapidly and efficiently, also
in case of overlapping or adjacent cells. Results show both improved accuracy
and increased over the state-of-art. We are now working on an extension of the
proposed system to create a fully complete blood cells detector, able to detect
and count both red and white cells from a microscopic peripheral blood image,
including morphological [5] and textural constraints [6]. Next future work will
also include an evaluation of the framework on a new blood image dataset [14],
containing images of malarial blood smears to detect and quantify the level of
parasitaemia.
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Abstract. The segmentation of retinal vessels in fundus images has
been heavily focused in the past years, given their relevance in the diag-
nosis of several health conditions. Even though the recent advent of deep
learning allowed to foster the performance of computer-based algorithms
in this task, further improvement concerning the detection of vessels
while suppressing background noise has clinical significance. Moreover,
the best performing state-of-the-art methodologies conduct patch-based
predictions. This, put together with the preprocessing techniques used in
those methodologies, may hinder their use in screening scenarios. Thus,
in this paper, we explore a fully convolutional setting that takes raw fun-
dus images and allows to combine patch-based training with global image
prediction. Our experiments on the DRIVE, STARE and CHASEDB1
databases show that the proposed methodology achieves state-of-the-art
performance in the first and the last, allowing at the same time much
faster segmentation of new images.

Keywords: Retina · Vessel segmentation · Deep learning

1 Introduction

The retina is a tissue layer in the eye of vertebrates that participates in the pro-
duction of nerve impulses that go to the visual cortex of the brain. Its vascular-
ization is easily assessed in a non-intrusive manner by photography-based mech-
anisms, such that fundus imaging is often used as a diagnostic means of medical
conditions affecting the morphology of vessels, such as hypertension, diabetes,
arteriosclerosis, and cardiovascular disease [6]. It has been reported that 10%
of all the diabetic patients have diabetic retinopathy, the main cause of blind-
ness among people in the Western civilizations. Therefore, an early treatment
is essential, and given that manual analysis by experts is very time consuming,
automated vessel analysis is crucial for inclusion in screening programs [8].

This clinical relevance lead to the emergence of a large number of both
unsupervised and supervised methodologies. Unsupervised approaches started
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to appear before the advent of public databases and use theory from, one or a
combination of, matched filters, vessel tracing, mathematical morphology, and
scale-space representation [1,15,16]. Works resorting to supervised learning use
manual annotations and different learning algorithms to find proper mapping
functions between hand-crafted features and target segmentation [3,12]. The
advent of deep learning further improved the performance of retinal vessel seg-
mentation. Even though this approach is heavily dependent on labeled data and
available databases contain at most dozens of images, researchers resort to divid-
ing retinal images into small patches and transform the problem into a patch
classification one [11]. However, this has implications at prediction time, as a
patch has to be extracted for each pixel, leading to increased computational
costs. This, associated with image preprocessing, which is also commonly con-
ducted, may hinder the use of such systems in scenarios where a large number
of images needs to be analyzed on the spot, as is the case of screening programs.

In this paper, we propose a Fully Convolutional Network (FCN) design that
is able to segment an unseen image at a single step, even if it is trained in a
patch-wise fashion (see Fig. 1).

Fig. 1. Fully convolutional networks take images of arbitrary size, allowing to combine
patch-based training and image-based prediction.

In practice, an adequate preprocessing facilitates the learning process, even
though theory supports that a high number of non-linearities is able to adapt to
the structure of data. Thus, in our experiments, we use raw color fundus images,
to understand if this network is able to improve the state-of-the-art concerning
vessel detection and background noise suppression, and simultaneously keep the
prediction process as simple as possible. A FCN was proposed in the past [2],
however its performance is significantly inferior to the best performing methods,
indicating that other specific network design options may not have been ideal
for retinal vessel segmentation.
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1.1 Main Contributions

The main contributions of this work are:

– A neural network design allowing fast predictions on new data, which is crucial
in all applications with high throughput of data, as is the case of screening
programs;

– A methodology achieving high performance even being applied to raw fundus
images, thus avoiding the need of using expensive preprocessing methods for
image normalization.

1.2 Document Structure

This Section summarized the relevance and previous work regarding the topic of
vessel segmentation in retinal fundus images, and the main contributions of our
work; in Sect. 2, we discuss in detail the different options we took for designing
the proposed model; in Sect. 3 we briefly describe the datasets used to assess
the performance of our methodology, we introduce the conducted experiments
and discuss the results; finally, Sect. 4 concludes the work and discusses possible
directions for future research.

2 Methodology

Here, we discuss the motivations and preliminary empiric findings that led us
into designing a fully convolutional network adapted to the specific task of vessel
segmentation in raw color fundus images.

2.1 Fully Convolutional Network for Vessel Segmentation

Convolutional neural networks (CNNs) have revolutionized the field of computer
vision, given their combination of deep hierarchical feature extraction (sequence
of convolutional layers) and classification (fully connected layers) blocks. This
was the type of deep neural network used in [11], where very small patches of
the retina were fed into the model and it outputted the probability of the center
pixel being a vessel. This highlights one of the problems of using typical CNNs
for segmenting vessels, which is the need to divide a given image into a very
large number of small patches and classify each of them, yielding a tremendous
computational cost. A second problem is that fully connected layers force all the
input images to have the same size.

A FCN design is a more adequate choice for segmentation problems, since
it does not use fully connected layers. Thus, it is not mandatory to divide an
image in order to obtain a complete segmentation map, which is crucial whenever
we require fast predictions, as is the case of retinal screening programs, where
a high volume of data is quickly generated. The inputs may also have varying
size, making this design much more adaptable to different imaging conditions.



62 R. J. Araújo et al.

It allows us to train on smaller patches of the images and later still be able to
obtain single-pass predictions of the entire images, as is represented in Fig. 1.
Note that performing patch-wise training is an engineering option which facili-
tates avoiding wasting computational effort with portions of the images that do
not contain information of the retina fundus.

2.2 Specific Design Considerations

After motivating the use of a FCN design for the segmentation of retinal vessels,
now we delve into more specific aspects of the proposed network architecture,
discussing some options we took based in previous works and empirical findings.

Spatial Resolution. Pooling or strided convolutions are commonly used to
induce higher-level features to encode more neighborhood information. Recent
results [11] suggest that pooling operations seem to not improve the performance
of networks that are trained in small images. In preliminary experiments, we
found that indeed a single-resolution deep network was more capable than a
Unet-like model when extracting small capillaries. Even though the latter is
able to combine low- and high-scale features, it seems that a deeper network at
a fine scale is able to obtain better representations of small structures of interest,
as is the case of very small vessels. Thus, in this work, the image resolution was
kept across the entire network, contrarily to the previously proposed FCN [2].

Activation Units. All intermediate non-linearities were given by a Leaky Rec-
tified Linear Unit (Leaky ReLU):

f(x) =

{
x if x > 0,

ax otherwise
(1)

where x represents the outcome of the previous convolution and a was set to 0.2.
It was used over a ReLU just to allow the network to learn even for negative
inputs. In the last layer, we used a Sigmoid activation unit, since we are dealing
with a pixel-wise binary problem.

Batch Normalization. Whenever the statistics at test time differ from the
ones found during training, batch normalization becomes problematic. In fact,
this is the case when a model is trained in small retinal patches and at test time
is applied to entire retinal images, whose statistics will be inevitably different. In
preliminary experiments, we found that using batch normalization was indeed
hurting the performance of the models, thus it was not considered in the final
design.

Dropout. Turning off some computational connections along the network was
useful to create more redundancies and thus obtain more robust models. We
found it was also useful to apply dropout at the initial levels of the model, in
order to add some noise to the initial representations.
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Loss Function. Neural networks targeting binary segmentation problems usu-
ally minimize the Binary Cross Entropy (BCE) loss, a pixel-wise criterium that
exponentially increases as the network becomes more confident when commit-
ting a mistake. Note however, that this loss is agnostic to class imbalance, thus
it naturally biases models to be more confident identifying the most common
class, which in our case, is the background. We are interested in alleviating this
effect, in order to obtain models with good sensitivity and that do not simply
ignore narrow vessels. Weighting differently each class is an option we consider
for reaching fairer models. Furthermore, we used the recently proposed focal
loss [10], an extension to the BCE loss that puts more focus in the misclassified
examples:

FL(p) = −
(
y · α(1 − p)γ · log(p) + (1 − y) · (1 − α) · pγ · log(1 − p)

)
(2)

where p ∈ [0, 1] is the probability of class 1 (vessel) outputted by the network,
y ∈ {0, 1} is the binary target variable, γ ≥ 0 is a focusing parameter, and
α ∈ [0, 1] allows to give more weight to samples of a certain class. γ was set
to 2 in this work. Even though the focal loss by itself is also agnostic to class
imbalance, by performing hard training, it helps inducing the model to not ignore
the potential hardest cases, such as small capillaries.

After all these considerations, architecture and hyper-parameter tuning was
conducted (see Sect. 3.3). The final design we considered for segmenting vessels
from raw color fundus images is represented in Fig. 2.

Fig. 2. Single-resolution fully convolutional network used in this work for segmenting
vessels in raw fundus images.

3 Experiments and Results

The datasets and metrics used to assess the performance of our model will be
briefly described here, then we provide details regarding how hyper-parameter
tuning was conducted to obtain the final neural network design, and finally, we
present and discuss the achieved results.
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3.1 Datasets

Several public benchmarks of retinal vessel segmentation are available. In
this paper, we conducted experiments in three of the most commonly used
datasets among the literature works, which are the DRIVE [14], STARE [5], and
CHASEDB1 [13] datasets.

The DRIVE database results from a diabetic retinopathy screening program
in The Netherlands. Among the collected images, 40 photographs have been
randomly selected, 7 of which showing signs of early diabetic retinopathy. The
images were acquired using a Canon CR5 non-mydriatic 3CCD camera with a
45 degree field of view and later digitized to 584 × 565 pixels.

The STARE database comprises 20 retinal images captured by a TopCon
TRV-50 fundus camera and digitized to 605 × 700 pixels. Half of the images are
pathological.

Finally, the CHASEDB1 dataset includes retinal images of children from the
Child Heart and Health Study in England. 28 fundus images of size 960 × 999
are available, with the particularity that central vessel reflex is abundant.

3.2 Model Evaluation

To evaluate how well a map of vessel probabilities fits the ground truth, we
calculated the metrics that are commonly used in this task, which are accuracy,
sensitivity, and specificity:

Accuracy =
TP + TN

TP + TN + FP + FN
(3)

Sensitivity =
TP

TP + FN
(4)

Specificity =
TN

TN + FP
(5)

where TP, FP, FN, and TN are the true positive, false positive, false negative, and
true negative detections. A limitation of these metrics is that they are evaluated
at a threshold of 0.5. Thus, we also considered the commonly used area under
the receiver-operator curve (AUC), which seems more ideal for this task, as it
better depicts how well a method separates both classes.

3.3 Implementation Details

The architecture and hyper-parameters were tuned by randomly picking three
images from DRIVE’s training set for validation purposes and using the remain-
ing ones to train varying model configurations, according to the considerations
detailed in Sect. 2. Color images were solely normalized to the range [0, 1]. At
each training epoch, 500 batches of N patches of size M × M were fed to the
network. Patches were randomly extracted from images at valid positions, where
valid means the center pixel belongs to the retinal fundus. Data augmentation
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was conducted via random transformations including vertical or horizontal flip-
ping, and rotations in the range [−π/2, π/2]. We used the Adam optimizer with
the parameters as provided in the original work [7], with the exception of the
learning rate, which was initialized to 1e−4 and decreased to half every time the
validation loss did not decrease for 10 epochs. A loss decrease was only consid-
ered if it surpassed the threshold of 1e−4. Early stopping occurred if there were
30 epochs without improvement. Our preliminary experiments achieved best per-
formance in the validation set using the network design present in Fig. 2, and
for N = 16 and M = 64, even though these hyper-parameters did not have a
significant impact in the performance of the model.

We trained our final FCN design for 30 epochs. Starting from epoch 10, we
performed linear learning rate decay by multiplying it by a constant of 0.75, and
after epoch 20 the constant was changed to 0.5. Concerning DRIVE, we trained
the network in the 20 images of the training set and evaluated it in the 20 images
comprising the test set. Regarding STARE and CHASEDB1, datasets with few
images and where a prior division does not exist, we followed the same approach
of other researchers [11], which resorted to the leave-one-out validation.

3.4 Results and Discussion

The results obtained by conducting the described methodology in the referred
databases are present in Table 1, along with the performance of state-of-the-art
approaches. It is important to notice that the method of Azzopardi et al. [1],
where a Combination of Shifted Filter Responses is used to enhance bar-like
structures, belongs to the unsupervised category. Additionally, the work of Fraz
et al. [3] uses traditional machine learning, where decision trees are ensembled to
predict vessel probability from hand-designed features related with orientation
and contrast. The rest of the methods included use deep learning techniques.
Dasgupta and Singh [2] introduce a FCN design that takes preprocessed images,
Fu et al. [4] couple a CNN with a Conditional Random Field to better model long-
range interactions, Li et al. [9] perform patch-based segmentation using 3 fully
connected layers having 400 neurons each and conduct pre-training by means
of an autoencoder, and, finally, Liskowski and Krawiec [11] propose different
variants of CNNs for conducting patch-based classification.

The analysis of the results shows that our FCN design is able to combine
efficiency and strong predictive capabilities, even when using raw fundus images.
By comparing the AUC of the methodologies, it is possible to conclude that
the proposed methodology achieved superior performance in the DRIVE and
CHASEDB1 databases. We believe that the performance in the STARE database
was hindered due to the high variability of the raw color information among the
images. This may indicate that preprocessing techniques leading to more uniform
images are relevant in this dataset. Regarding DRIVE, we also tested α = 0.6
(give more weight to the vessel class) to better show the compromises we can
get between sensitivity and specificity. The results show that we were capable of
reaching better compromises in terms of vessel detection and noise suppression
in this dataset, as for similar specificity we achieved higher sensitivity than the
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Table 1. Performance of the proposed methodology and state-of-the-art approaches in
the DRIVE, STARE, and CHASEDB1 databases. Accuracy, sensitivity and specificity
are abbreviated as acc, sen, and spe, respectively.

Method DRIVE STARE CHASEDB1

AUC acc sen spe AUC acc sen spe AUC acc sen spe

Azzopardi et al. [1] 96.1 94.4 76.6 98.1 95.6 95.0 77.2 97.0 94.9 93.9 75.8 95.9

Dasgupta and Singh [2] 97.4 95.3 76.9 98.0 – – – – – – – –

Fraz et al. [3] 97.5 94.8 74.1 98.1 97.7 95.3 75.5 97.6 97.1 94.7 72.2 97.1

Fu et al. [4] – 95.2 76.0 – – 95.8 74.1 – – 94.9 71.3 –

Li et al. [9] 97.4 95.3 75.7 98.2 98.8 96.3 77.3 98.4 97.2 95.8 75.1 97.9

Liskowski and Krawiec [11]

balanc.-SP, s = 3 97.9 95.1 84.6 96.7 99.3 96.7 92.9 97.1 98.2 94.4 91.6 94.7

balanc.-SP, s = 5 97.9 95.3 81.5 97.5 99.3 97.0 90.8 97.7 98.4 95.8 87.9 96.7

no-pool-SP, s = 5 97.9 95.4 78.1 98.1 99.3 97.3 85.5 98.6 98.2 96.3 78.2 98.4

Proposed

α = 0.5 98.2 95.6 80.3 97.9 98.7 96.5 82.9 98.0 98.6 96.5 82.1 98.1

α = 0.6 98.2 95.4 85.0 96.9 – – – – – – – –

other methods. Note that by varying α, we could easily achieve models with very
high sensitivity or specificity, thus we stress that it is the compromise that is
relevant. Besides, this shows that the AUC metric is the most adequate to inspect
the true model’s capacity to distinguish both classes. We did not conduct this
experiment in the other databases, since the number of models that are trained
in a leave-one-out validation setting is very high. The use of focal loss over cross
entropy lead to an improvement of 0.2% points regarding the AUC metric, when
evaluating the system in the DRIVE database for α = 0.5. The other metrics
did not significantly change with this loss, meaning that it mostly induced the
system to become slightly more confident on its predictions. Then, this seems
to support that the single-resolution deep architecture was the main reason for
our system to significantly outperform the FCN proposed in [2]. Figure 3 shows
the best and worst predictions outputted by the proposed methodology for the
considered databases, regarding AUC. It is possible to visualize that the model
is able to cope with challenging imaging conditions, and even with the presence
of severe pathology (4th row of Fig. 3).

Using a Nvidia GeForce GTX 1080 Ti GPU, it took us 2.1, 2.7, and 6.5 s to
make a prediction for an image in DRIVE, STARE, and CHASEDB1 databases,
respectively. The method of Liskowski and Krawiec [11] takes on average 92 s
using the Nvidia GTX Titan GPU. Even though the GPUs are not identical,
this strongly suggests that our method is significantly faster, thus being more
adequate for real-time applications.
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best
DRIVE

worst
DRIVE

best
STARE

worst
STARE

best
CHASE

worst
CHASE

Fig. 3. Best and worst results for each database, concerning the AUC metric. From left
to right: raw color fundus image, probability map outputted by the proposed method-
ology, segmentation obtained by thresholding probabilities at 0.5, and ground truth.
(Color figure online)
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4 Conclusion

In this paper we proposed a fully convolutional network to perform vessel seg-
mentation in raw retinal fundus images. This design is more convenient and
efficient than state-of-the-art best performing approaches, as it allows to make
predictions for unseen images of different sizes at a single step, a trait that
becomes relevant in screening scenarios. Our results demonstrate that the pro-
posed method does not necessarily compromise the performance in this task, as
it was able to reach state-of-the-art performance in two out of the three tested
databases (DRIVE and CHASEDB1). In STARE, the raw images are signifi-
cantly different from each other, such that preprocessing may be necessary to
achieve better results. Thus, for future work, cost efficient preprocessing tech-
niques will be tested for analyzing whether the performance can be improved.
Semi-supervised learning will be also targeted, as a means of incorporating unla-
beled data in the training process and obtain models that generalize better.
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tuguese funding agency, FCT - Fundação para a Ciência e a Tecnologia within PhD
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Abstract. Domain adaptation approaches have shown promising results
in reducing the marginal distribution difference among visual domains.
They allow to train reliable models that work over datasets of different
nature (photos, paintings etc.), but they still struggle when the domains
do not share an identical label space. In the partial domain adapta-
tion setting, where the target covers only a subset of the source classes,
it is challenging to reduce the domain gap without incurring in nega-
tive transfer. Many solutions just keep the standard domain adaptation
techniques by adding heuristic sample weighting strategies. In this work
we show how the self-supervisory signal obtained from the spatial co-
location of patches can be used to define a side task that supports adap-
tation regardless of the exact label sharing condition across domains. We
build over a recent work that introduced a jigsaw puzzle task for domain
generalization: we describe how to reformulate this approach for partial
domain adaptation and we show how it boosts existing adaptive solu-
tions when combined with them. The obtained experimental results on
three datasets supports the effectiveness of our approach.

Keywords: Domain adaptation · Self-supervision · Multi-task learning

1 Introduction

Today the most popular synonym of Artificial Intelligence is Deep Learning :
new convolutional neural network architectures constantly hit the headlines by
improving the state of the art for a wide variety of machine learning problems and
applications with impressive results. The large availability of annotated data, as
well as the assumption of training and testing on the same domain and label
set, are important ingredients of this success. However this closed set condition
is not realistic and the learned models cannot be said fully intelligent. Indeed,
when trying to summarize several definitions of intelligence from dictionaries,
psychologists and computer scientists of the last fifty years, it turns out that
all of them highlight as fundamental the ability to adapt and achieve goals in
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a wide range of environments and conditions [13]. Domain Adaptation (DA)
and Domain Generalization (DG) methods are trying to go over this issue and
allow the application of deep learning models in the wild. Many DA and DG
approaches have been developed for the object classification task to reduce the
domain gap across samples obtained from different acquisition systems, different
illumination conditions and visual styles, but most of them keep a strong control
on the class set, supposing that the trained model will be deployed exactly on
the same categories observed during training. When part of the source classes
are missing at test time, those models show a drop in performance which indi-
cates the effect of negative transfer in this Partial Domain Adaptation (PDA)
setting. The culprit must be searched in the need of solving two challenging
tasks at the same time: one that exploits all the available source labeled data
to train a reliable classification model in the source domain and another that
estimates and minimizes the marginal distribution difference between source and
target, but disregards the potential presence of a conditional distribution shift.
Very recently it has been shown that this second task may be substituted with
self-supervised objectives which are agnostic with respect to the domain identity
of each sample. In particular, [5] exploits image patch shuffling and reordering
as a side task over multiple sources: it leverages the intrinsic regularity of the
spatial co-location of patches and generalizes to new domains. This informa-
tion appears also independent from the specific class label of each image, which
makes it an interesting reference knowledge also when the class set of source
and target are only partially overlapping. We dedicate this work to investigate
how the jigsaw puzzle task of [5] performs in the PDA setting and how it can be
reformulated to reduce the number of needed learning parameters. The results
on three different datasets indicate that our approach outperforms several com-
petitors whose adaptive solutions include specific strategies to down-weight the
samples belonging to classes supposedly absent from the target. We also discuss
how such a re-scaling process can be combined with the jigsaw puzzle obtaining
further gains in performance.

2 Related Work

Closed Set Domain Adaptation. When the source and target data belongs to
two different marginal distributions but the two domains share the same label set,
it is relatively easy to train a source classifier that adapts to the target domain by
adding extra conditions on the learned features. Several recent approaches min-
imize domain shift measures like the Maximum Mean Discrepancy [14–16,27],
and the Wasserstein distance [8,12], or exploit other statistical moment match-
ing constraints [20,30] or even introduce dedicated batch normalization layers in
deep learning networks [6,18]. Another family of methods use adversarial losses
that force the data to be indistinguishable in terms of their domain label [10,26].
Those solutions borrow the idea at the basis of Generative Adversarial Network
(GAN, [11]) that can be also directly applied to match domains at pixel level
[2,23,25]. All these methods exploit the availability of unsupervised target data
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at training time by leveraging on the domain identity of the samples. However,
several other unsupervised models could be learned from those samples and used
as extra regularization tools for the source model. A very common solution is
that of measuring the source prediction uncertainty on the target data with an
entropy loss which is minimized during training [15,17]. A recent stream of works
has introduced techniques to extract self-supervisory signals from unlabeled data
as the patch relative position [9,21], counting primitives [22], or image coloring
[32]. They capture invariances and regularities that allow to train models use-
ful as fine-tuning priors, and those information appear also independent from
the specific visual domain of the data from which they are obtained. Indeed, [5]
showed how shuffling and reordering image patches can be used as a side task
to learn a robust model over multiple sources that generalizes even to unseen
target samples.

Partial Domain Adaptation. The PDA setting relaxes the fully shared label
space assumption among the domains and allows the target to cover only a sub-
set of the source class set. Here it becomes important to adjust the adaptation
process so that the samples with not shared labels would not influence the learn-
ing process. The first work which considered this setting focused on localizing
domain specific and generic image regions [1]. The attention maps produced by
this initial procedure are less sensitive to the difference in class set with respect
to the standard domain classification procedure and allow to guide the training
of a robust source classification model. Although suitable for robotics applica-
tions, this solution is insufficient when each domain has spatially diffused char-
acteristics. In those cases the more commonly used PDA technique consists in
adding a re-weight source sample strategy to a standard domain adaptation learn-
ing process. Both the Selective Adversarial Network (SAN, [3]) and the Partial
Adversarial Domain Adaptation (PADA, [4]) approaches build over the domain-
adversarial neural network architecture [10] and exploit the source classification
model predictions on the target samples to evaluate a statistics on the class
distribution. The estimated contribution of each source class either weights the
class-specific domain classifiers [3], or re-scales the respective classification loss
and a single overall domain classifier [4]. A different solution is proposed in [31],
where each domain has its own feature extractor and the source sample weight
is obtained from the domain recognition model rather than from the source
classifier. An alternative view on the PDA problem is presented in two recent
preprints [19,29]. The first work uses two separate deep classifiers to reduce the
domain shift by enforcing a minimal inconsistency between their predictions on
the target. Moreover the class-importance weight is formulated analogously to
PADA, but averaging over the output of both the source classifiers. The second
work does not attempt to aligning the whole domain distributions and focuses
instead on matching the feature norm of source and target. This choice makes
the proposed approach robust to negative transfer with good results in the PDA
setting without any heuristic weighting mechanism.

Our work follow this research direction seeking a different solution with
respect to the usual adversarial and sample weighting technique. We propose
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to leverage the self-supervised signal captured by a jigsaw puzzle task on the
image patches as side objective to the classification model and show its effec-
tiveness both alone and in combination with other more standard strategies.

Object Classifier

Feature Extractor

Source

Target

Jigsaw Classifier

GRL Domain Classifier

Entropy Loss

Fig. 1. Schematic representation of our SSPDA approach. All the parts in gray describe
the main blocks of the network with the solid line arrows indicating the contribution of
each group of training samples to the corresponding final tasks and related optimiza-
tion objectives according to the assigned blue/green/black colors. The blocks in red
illustrate the domain adversarial classifier with the gradient reversal layer (GRL) and
source sample weighting procedure (weight γ) that can be added to SSPDA (refer to
Sect. 3.4). (Color figure online)

3 Solving Jigsaw Puzzles for Partial Domain Adaptation

3.1 Problem Setting

Let us introduce the technical terminology for the PDA scenario. We have ns

annotated samples from a source domain Ds = {(xs
i ,y

s
i )}ns

i=1, drawn from the
distribution S, and nt unlabeled examples of the target domain Dt = {xt

j}nt

j=1

drawn from a different distribution T . The label space of the target domain is
contained in that of the source domain Yt ⊆ Ys. Thus, besides dealing with the
marginal shift S �= T as in standard unsupervised domain adaptation, it is nec-
essary to take care of the difference in the label space which makes the problem
even more challenging. If this information is neglected and the matching between
the whole source and target data is forced, any adaptive method may incur in
a degenerate case producing worse performance than its plain non-adaptive ver-
sion. Still the objective remains that of learning both class discriminative and
domain invariant feature models which can be formulated as a multi-task learn-
ing problem [7]. Instead of just focusing on the explicit reduction of the feature
domain discrepancy, one could consider some inherent characteristics shared by
any visual domain regardless of the assigned label and derive a learning problem
to solve together with the main classification task. By leveraging the inductive
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bias of related objectives, multi-task learning regularizes the overall model and
improves generalization having as an implicit consequence the reduction of the
domain bias. This reasoning is at the basis of the recent work [5], which proposed
to use jigsaw puzzle as a side task for closed set domain adaptation and gener-
alization: the model named JiGen is described in details in the next subsection.

3.2 Jigsaw Puzzle Closed Set Adaptation

Starting from the ns labeled and nt unlabeled images, the method in [5] decom-
poses them according to an 3 × 3 grid obtaining 9 squared patches from every
sample, which are then moved from their original location and re-positioned
randomly to form a shuffled version z of the original image x. Out of all the 9!
possibilities, a set of p = 1, . . . , P permutations are chosen on the basis of their
maximal reciprocal Hamming distance [21] and used to define a jigsaw puzzle
classification task which consists in recognizing the index p of the permutation
used to scramble a certain sample. All the original {(xs

i ,y
s
i )}ns

i=1, {xt
j}nt

j=1 as
well as the shuffled versions of the images {(zs

k,ps
k)}Ks

k=1, {(zt
k,pt

k)}Kt

k=1 are given
as input to a multi-task deep network where the convolutional feature extrac-
tion backbone is indicated by Gf and is parametrized by θf , while the classifier
Gc of the object labels and Gp of the permutation indices, are parametrized
respectively by θc and θp. The source samples are involved both in the object
classification and in the jigsaw puzzle classification task, while the unlabeled
target samples deal only with the puzzle task. To further exploit the available
target data, the uncertainty of the estimated prediction ŷt = Gc(Gf (xt)) is
evaluated through the entropy H = −∑|Ys|

l=1 ŷt
l log ŷt

l and minimized to enforce
the decision boundary to pass through low-density areas. Overall the end-to-end
JiGen multi-task network is trained by optimizing the following objective

arg min
θf ,θc,θp

1
ns

ns
∑

i=1

Lc(Gc(Gf (xs
i ), y

s
i )) + αs

1
Ks

Ks
∑

k=1

Lp(Gp(Gf (zs
k), ps

k))+

η
1
nt

nt
∑

j=1

H(Gc(Gf (xt
j))) + αt

1
Kt

Kt
∑

k=1

Lp(Gp(Gf (zt
k), pt

k)), (1)

where Lc and Lp are cross entropy losses for both the object and puzzle classifiers.
In the closed set scenario, the experimental evaluation of [5] showed that tuning
two different hyperparameters αs and αt respectively for the source and target
puzzle classification loss is beneficial with respect to just using a single value
α = αs = αt, while it is enough to assign a small value to η (∼10−1).

3.3 Jigsaw Puzzle for Partial Domain Adaptation

The two Lp terms in (1) provide a domain shift reduction effect on the learned
feature representation, however their co-presence seem redundant: indeed the
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features are already chosen to minimize the source classification loss and the self-
supervised jigsaw puzzle task on the target back-propagates its effect directly
on the learned features inducing a cross-domain adjustment. By following this
logic, we decided to drop the source jigsaw puzzle term, which corresponds to
setting αs = 0. This choice has a double positive effect: on one side it allows
to reduce the number of hyper-parameters in the learning process leaving space
for the introduction of other complementary learning conditions, on the other
we let the self-supervised module focus only on the samples from the target
without involving the extra classes of the source. In the following we indicate this
approach as SSPDA: Self-Supervised Partial Domain Adaptation. A schematic
illustration of the method is presented in Fig. 1.

3.4 Combining Self-Supervision with Other PDA Strategies

To further enforce the focus on the shared classes, SSPDA can be extended
to integrate a weighting mechanism analogous to that presented in [4]. The
source classification output on the target data are accumulated as follow γ =
1
nt

∑nt

j=1 ŷt
j and normalized γ ← γ/max(γ), obtaining a |Yt|-dimensional vector

that quantifies the contribution of each source class. Moreover, we can easily
integrate a domain discriminator Gd with a gradient reversal layers as in [10], and
adversarially maximize the related binary cross-entropy to increase the domain
confusion, taking also into consideration the defined class weighting procedure
for the source samples. In more formal terms, the final objective of our multi-task
problem is

arg min
θf ,θc,θp
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θd
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where λ is a hyper-parameter that adjusts the importance of the introduced
domain discriminator. We adopted the same scheduling of [10] to update the
value of λ, so that the importance of the domain discriminator increases with
the training epochs, avoiding the noisy signal at the early stages of the learning
procedure. When λ = 0 and γy = 1/|Ys| we fall back to SSPDA.

4 Experiments

4.1 Datasets

We test our algorithm on three different Partial Domain Adaptation benchmarks
following the setting previously used in [4].
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Office-31 [24] is widely used in domain adaptation, it contains 4.652 images
of 31 object categories common in office environments. Samples are drawn from
three annotated distributions: Amazon (A), Webcam (W) and DSLR (D): we
considered six different conditions by alternatively selecting one source domain
and one target domain from AWD, and testing only 10 categories of the target
which are those shared by Office-31 and Caltech-256.

Office-Home [28] is a domain adaptation dataset containing around 15,500
images organized in 65 categories of common home and office objects. It has four
domains: Art (Ar), Clipart (Cl), Product(Pr) and Real world (Rw), and is more
challenging compared to Office-31 due to strong domain shifts in distributions,
class imbalances within the data and size variations of images. We considered
12 different settings by choosing source and target domain from the available
domains, and removed from the target the last 40 classes in alphabetic order.

VisDA2017 is the dataset used in the 2017 Visual Domain Adaptation chal-
lenge (classification track). It has two domains, synthetic 2D object renderings
and real images with a total of 208k images organized in 12 categories. In our
experiments we focused on the synthetic-to-real shift, the same considered in the
original challenge, but keeping only the first 6 categories of the target in alpha-
betic order. With respect to the other considered testbeds, VisDA2017 allow us
to investigate our approach on a very large-scale sample size scenario.

4.2 Implementation Details

We implemented all our deep methods in PyTorch. Specifically the main back-
bone of our SSPDA network is a ResNet-50 pre-trained on ImageNet and corre-
sponds to the feature extractor defined as Gf , while the specific object and puzzle
classifiers Gc, Gp are implemented each by an ending fully connected layer. The
domain classifier Gd is introduced by adding three fully connected layers after
the last pooling layer of the main backbone, and using a sigmoid function for
the last activation as in [10]. By training the network end-to-end we fine-tune
all the feature layers, while Gc, Gp and Gd are learned from scratch. We train
the model with backpropagation using SGD with momentum set at 0.9, weight
decay 0.0005 and initial learning rate 0.0005. We use a batch size of 64 (32 source
samples + 32 target samples) and, following [5], we shuffle the tiles of each input
image with probability 1 − β, with β = 0.7. Shuffled samples are only used for
the auxiliary jigsaw task, therefore only unshuffled (original) samples are passed
to Gd and Gc for domain and label predictions. The entropy weight η and jigsaw
task weight αt are set respectively to 0.2 and 1. Our data augmentation protocol
is the same of [5].

Model Selection. As standard practice, we used 10% of the source training
domain to define a validation set on which the model is evaluated after each epoch
e. The obtained accuracy Ae is dynamically averaged with the value obtained at
the previous epoch with Ae ← wAe−1 + (1 − w)Ae. The final model to apply on
the target is chosen as the one producing the top accuracy over all the epochs
e = 1, . . . , E. We noticed that this procedure leads to a more reliable selection
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of the best trained model, preventing to choose one that might have overfitted
on the validation set. For all our experiments we kept w = 0.6. We underline
that this smoothing procedure was applied uniformly on all our experiments.
Moreover the hyper-parameters of our model are the same for all the domain
pairs within each dataset and also across all the datasets. In other words we
did not select a tailored set of parameters for each sub-task of a certain dataset
which could lead to further performance gains, a procedure used in previous
works [3,4].

Table 1. Classification accuracy in the PDA setting defined on the Office-31 dataset
with all the 31 classes used for each source domain, and a fixed set of 10 classes used
for each target domain. The results are obtained using 10 random crop predictions on
each target image and are averaged over three repetitions of each run.

Office-31 Avg.

A→W D→W W→D A →D D→A W→A

Resnet-50 75.37 94.13 98.84 79.19 81.28 85.49 85.73

DAN [14] 59.32 73.90 90.45 61.78 74.95 67.64 71.34

DANN [10] 75.56 96.27 98.73 81.53 82.78 86.12 86.50

ADDA [26] 75.67 95.38 99.85 83.41 83.62 84.25 87.03

RTN [15] 78.98 93.22 85.35 77.07 89.25 89.46 85.56

IWAN [31] 89.15 99.32 99.36 90.45 95.62 94.26 94.69

SAN [3] 93.90 99.32 99.36 94.27 94.15 88.73 94.96

PADA [4] 86.54 99.32 100 82.17 92.69 95.41 92.69

TWIN [19] 86.00 99.30 100 86.80 94.70 94.50 93.60

JiGen [5] 92.88 92.43 98.94 89.6 84.06 92.94 91.81

SSPDA 91.52 92.88 98.94 90.87 90.61 94.36 93.20

SSPDA-γ 99.32 94.69 99.36 96.39 86.36 94.22 95.06

SSPDA-PADA 99.66 94.46 99.57 97.67 87.33 94.26 95.49

4.3 Results of SSPDA

Here we present and discuss the obtained classification accuracy results on the
three considered datasets: Office-31 in Table 1, Office-Home in Table 2 and VisDA
in Table 3. Each table is organized in three horizontal blocks: the first one shows
the results obtained with standard DA methods, the second block illustrates
the performance with algorithms designed to deal with PDA and the third one
includes the scores of JiGen and SSPDA. Only Table 1 has an extra fourth block
that we will discuss in details in the following section.

Both JiGen and SSPDA exceed all plain DA methods and present accuracy
value comparable to those of the PDA methods. In particular SSPDA is always



78 S. Bucci et al.

Table 2. Classification accuracy in the PDA setting defined on the Office-Home dataset
with all the 65 classes used for each source domain, and a fixed set of 25 classes used
for each target domain. The results are obtained by averaging over three repetitions of
each run.

Office-Home
Ar→Cl Ar→Pr Ar→Rw Cl →Ar Cl→Pr Cl→Rw Pr→Ar Pr→Cl Pr→Rw Rw→Ar Rw→Cl Rw→Pr Avg.

Resnet-50 38.57 60.78 75.21 39.94 48.12 52.90 49.68 30.91 70.79 65.38 41.79 70.42 53.71
DAN [14] 44.36 61.79 74.49 41.78 45.21 54.11 46.92 38.14 68.42 64.37 45.37 68.85 54.48
DANN [10] 44.89 54.06 68.97 36.27 34.34 45.22 44.08 38.03 68.69 52.98 34.68 46.50 47.39
RTN [15] 49.37 64.33 76.19 47.56 51.74 57.67 50.38 41.45 75.53 70.17 51.82 74.78 59.25
IWAN [31] 53.94 54.45 78.12 61.31 47.95 63.32 54.17 52.02 81.28 76.46 56.75 82.90 63.56
SAN [3] 44.42 68.68 74.60 67.49 64.99 77.80 59.78 44.72 80.07 72.18 50.21 78.66 65.30
PADA [4] 51.95 67.00 78.74 52.16 53.78 59.03 52.61 43.22 78.79 73.73 56.60 77.09 62.06
HAFN [29] 53.35 72.66 80.84 64.16 65.34 71.07 66.08 51.64 78.26 72.45 55.28 79.02 67.51
IAFN [29] 58.93 76.25 81.42 70.43 72.97 77.78 72.36 55.34 80.40 75.81 60.42 79.92 71.83

JiGen [5] 53.19 65.45 81.30 68.84 58.95 74.34 69.94 50.95 85.38 75.60 60.02 81.96 68.83
SSPDA 52.02 63.64 77.95 65.66 59.31 73.48 70.49 51.54 84.89 76.25 60.74 80.86 68.07

Table 3. Classification accuracy in the PDA setting defined on VisDA2017 dataset
with all the 12 classes used for each source domain, and a fixed set of 6 classes used
for each target domain. The results are obtained using 10 random crop predictions on
each target image and are averaged over three repetitions of each run.

VisDA2017

Syn.→Real

Resnet-50 45.26

DAN [14] 47.60

DANN [10] 51.01

RTN [15] 50.04

PADA [4] 53.53

HAFN [29] 65.06

IAFN [29] 67.65

JiGen [5] 68.33

SSPDA 68.89

better than PADA [4] on average, and for both Office-Home and VisDA it also
outperforms all the other competing PDA methods with the only exception of
IAFN [29]. We highlight that this approach uses a competitive version of ResNet-
50 as backbone, with extra bottleneck fully connected layers which add about 2
million parameters to the standard version of ResNet-50 that we adopted.

4.4 Results of SSPDA Combined with Other PDA Strategies

To analyze the combination of SSPDA with the standard PDA source re-
weighting technique and the adversarial domain classifier, we extended the exper-
iments on the Office-31 dataset. The bottom part of Table 1 reports the obtained
results when we add the estimate of the target class statistics through the weight
γ (SSPDA-γ) and when also the domain classifier is included in the network as
in [4] (SSPDA-PADA). In the first case, estimating the target statistics helps
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Fig. 2. Histogram showing the elements of the γ vector, corresponding to the class
weight learned by PADA, SSPDA-γ and SSPDA-PADA for the A→W experiment.

the network to focus only on the shared categories, with an average accuracy
improvement of two percentage points over the plain SSPDA. Moreover, since the
technique to evaluate γ is the same used in [4], we can state that the advantage
comes from a better alignment of the domain features, thus from the introduc-
tion of the self-supervised jigsaw task. Indeed, by comparing the γ values on
the A→W domain shift we observe that SSPDA-γ is more precise in identifying
the missing classes of the target (see Fig. 2). In the second case, since the pro-
duced features are already well aligned across domains, we fixed λ-max to 0.1
and observed a further small average improvement, with the largest advantage
when the A domain is used as source. From the last bar plot on the right of
Fig. 2 we also observe a further improvement in the identification of the missing
target classes.

5 Conclusions

In this paper we discussed how the self-supervised jigsaw puzzle task can be
used for domain adaptation in the challenging partial setting with some of the
source classes missing in the target. Since the high-level knowledge captured
by the spatial co-location of patches is unsupervised with respect to the image
object content, this task can be applied on the unlabeled target samples and
help to close the domain gap without suffering from negative transfer. More-
over we showed that the proposed solution can be seamlessly integrated with
other existing partial domain adaptation methods and it contributes to a reli-
able identification of the categories absent in the target with a consequent further
improvement in the recognition results. In the future we plan to further explore
the jigsaw puzzle task also in the open-set scenario where the target contains
new unknown classes with respect to the source.
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Abstract. An image enhancer improves the visibility and readability of
the content of any input image by modifying one or more features related
to vision perception. Its performance is usually assessed by quantifying
and comparing the level of these features in the input and output images
and/or with respect to a gold standard, often regardless of the application
in which the enhancer is invoked. Here we provide an empirical evaluation
of six image enhancers in the specific context of unsupervised image
description and matching. To this purpose, we use each enhancer as
pre-processing step of the well known algorithms SIFT and ORB, and
we analyze on a public image dataset how the enhancement influence
image retrieval. Our analysis shows that improving perceptual features
like image brightness, contrast and regularity increases the accuracy of
SIFT and ORB. More generally, our study provides a scheme to evaluate
image enhancement from an application viewpoint, promoting an aware
usage of the evaluated enhancers in a specific computer vision framework.

1 Introduction

An image enhancer is an algorithm that takes as input an image and processes
one or more of its features in order to improve the visibility and readability of the
visual content. These features usually reflect perceptual quality properties, i.e.
visual characteristics that are highly significant for the human vision system, like
image brightness and contrast, entropy of the color/intensity distribution, level of
noise. The performance of an image enhancer is in general assessed by measuring
the level of the modified perceptual properties and/or their variations between
the input and output images or with respect to an ideal image, taken as gold-
standard. Many measures have been designed so far to characterize perceptually
image enhancement (see e.g. [9,11,19]), while to the best of our knowledge,
few work has been done to investigate the impact of the perceptual changes in
machine vision applications.

In this work we present an empirical evaluation of the image enhancement
in the specific context of unsupervised image retrieval. In this framework, image
enhancement is often needed to provide a rich and reliable description of the
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visual content to be matched under many different circumstances, including dif-
ficult conditions due for instance to a wrong set-up of the camera parameters
(e.g. low resolution or low exposure time) or to bad illumination (e.g low-light
or back-light) that may adversely affect the detail visibility. In our study, we
consider six image enhancers and two image retrieval algorithms. We use each
enhancer as pre-processing step of each retrieval routine and we study how the
enhancement affects the retrieval performance on a set of images with and with-
out enhancement. To this purpose, we analyze how improving a set of percep-
tual features (i.e. image brightness, contrast, regularity and color distribution
entropy) may influence the retrieval performance that is here measured in terms
of number of image descriptors, correct matches and their spatial distribution,
and retrieval dissimilarity score.

The enhancers considered here have been chosen among many others avail-
able in the literature since they are representative of three different method-
ologies: statistical local or global analysis (histogram equalization (HE) and
contrast-limited adaptive histogram equalization (CLAHE)), spatial color pro-
cessing with random or deterministic feature sampling (the Milano Retinex algo-
rithms Light-RSR [4] and STAR [13]), and reflectance/illuminance image decom-
position in constrained domains (LIME [8] and NPEA [20]).

The image description and matching algorithms used here are SIFT [14] and
ORB [5], two well known and widely employed methods that, just because based
on key-point extraction, require a good visibility of the image details.

We conducted our empirical analysis on the dataset MEXICO recently pub-
lished on the net [3]. This dataset consists of 40 scenes of real-world indoor and
outdoor environments characterized by issues challenging for both the enhance-
ment and retrieval tasks, like the co-existence of dark and bright regions at dif-
ferent proportions, back-light, shadows, chromatic dominants of the illuminant,
presence regions with different granularity, from uniform to highly textured.

Our study entails the following contributions: (1) it shows that image retrieval
benefits from image enhancement, that enables a richer and more uniform
description and matching; (2) it provides a general scheme to evaluate and char-
acterize any image enhancer from an application viewpoint; (3) it promotes an
aware use of enhancement techniques in the important field of image descrip-
tion and comparison; (4) finally, since carried out on a public image dataset, it
enables further comparison with other methods.

2 Evaluated Algorithms for Image Enhancement

In this Section we briefly describe the six image enhancers considered in our
empirical analysis. In the following, we grouped them in three classes upon the
methodology and the assumptions they use.

Statistic-Based Image Enhancers - The histogram equalization (HE) and
the contrast-limited adaptive histogram equalization (CLAHE) enhance any
input image by stretching the probability density functions of one or more image
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components in a given color space. In the RGB space, considered here, HE pro-
cesses the R, G, B channels separately and adjusts the channel intensities to
flatten as much as possible the intensity histogram. To this purpose, HE maps
any intensity value k of the channel I to the value T (k) given by:

T (k) = floor
(
255

k∑
i=0

h(i)
)
, (1)

where function floor rounds its argument to the nearest greatest integer value
and h is the histogram of I normalized tp sum up to 1. CLAHE is similar to
HE, but works on a set of image patches by redistributing their pixel intensities
so that their histogram bins do not exceed a pre-defined threshold (called clip
limit) that prevents the over-enhancement of uniform image areas.

Retinex Inspired Image Enhancers - Milano Retinexes [17] are spatial color
algorithms derived by Retinex theory [12] and thus related to human color vision.
They enhance any real-world image by processing spatial and visual features
extracted independently from each color channel, according to this equation:

L(x) =
I(x)
w(x)

, (2)

where L is the so-called lightness, i.e. the enhanced version of the channel I, x
is an image pixel and w(x) ∈ (0,+∞) is an intensity level named local reference
white at x. The value of w(x) is computed by processing a set of intensities
(in some implementations along with other features) sampled from a neighbor-
hood N(x) of x. Milano Retinexes provide different levels of image enhancement,
since the value of L(x) depends on the spatial sampling of N(x), on the features
selected from N(x) and on the mathematical expression of w(x). Here we con-
sider Light-RSR [4] and STAR [13] for their computational efficiency.

For each pixel x, Light-RSR samples N(x) by a random spray, i.e. by a set
of m pixels randomly selected with radial density around x. The value L(x) is
obtained by dividing the intensity I(x) by the maximum intensity over the spray
and by smoothing and blurring the result in order to reduce the chromatic noise
due to the random sampling.

STAR extracts the features contributing to w(x) from M regions R1, . . . , RM

obtained by segmenting I with [7]. Precisely, from each segment Ri, STAR selects
the maximum intensity I(Ri) and the set S(Ri) of pixels which are most internal
to Ri. For any x ∈ Ri, STAR computes the mean value u(x) of the intensities
I(Rj) > I(x), each of them weighted by a function inversely proportional to
the minimum Euclidean distance between S(Ri) and S(Rj). The value w(x) is
obtained by dividing u(x) by the sum of the weights contributing to w(x).

Image Enhancers Based on Illuminant Estimation - Both the algorithms
NPEA [20] and LIME [8] rely on the image formation model that represents the
color image I as the product of the reflectance R of the materials depicted in
the scene and the illumination I. Precisely, for any pixel x of I,

I(x) = R(x)I(x). (3)
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In this model, I and R express respectively the low- and the high- frequencies of
the image. Discounting I from I allows to retain significant image details while
smoothing unessential details, therefore it is a way to enhance the image. NPEA
and LIME are grounded on this principle. They estimate I in a constrained
domain, since in general the computation of I and R from I is an ill-posed prob-
lem. Both NPEA and LIME start from a coarse estimate of I as the maximum
intensity over the color channels, then they refine this estimation according to
different assumptions. Precisely, NPEA hypotheses that the reflectance is limited
to a specific range and that the local relative order of the image intensities (i.e.
the image naturalness) slightly changes over adjacent regions. LIME assumes the
dark prior channel hypothesis [10] along with slight variations of the illuminant
over the image. In addition, LIME imposes the fidelity between the coarse and
the final estimation of I. In NPEA, the enhanced image E is obtained as the
product E(x) = Re(x)σ(Ie) where Re is an estimate of R obtained by dividing
I by the estimate Ie of I and σ is a smoothing function introduced to preserve
image naturalness. In LIME, no reflectance is estimated, and E is computed
from Eq. (3) by as the pixel-wise ratio between I by the estimated illumination
I. Of course, division by zero is always prevented.

3 Evaluated Methods for Unsupervised Image
Description and Matching

This section describes the main principles and characteristics of SIFT [14] and
ORB [5]. The goal of these algorithms is to match the content of a set of images
to identify the common image regions. This is achieved in two phases: (a) feature
extraction, i.e. identification of salient and locally distinguishable regions of the
image, called key-points; (b) feature description, i.e. the computation and match-
ing of the descriptors, which are discrete representations summarising the local
structure around the detected key-points. The descriptors, in order to be effec-
tive, should be invariant to variations such as rotating, scaling and re-lighting.

Scale Invariant Feature Transform (SIFT) - Given an image I, SIFT builds
up a pyramid structure whose base level contains the image I at full resolution,
while the higher levels contain versions of I sequentially down-sampled. SIFT
smooths each down-sampled version Il of I by n Gaussian filters with increasing
variance and computes the so-called differences of Gaussians, which encode the
pixel-wise differences between the n − 1 pairs of subsequent Gaussian smoothed
versions of Il. The key-points are defined as the corners corresponding to local
maxima of the differences of the Gaussians within the pyramid. Every key-point
is then identified by the quadruple <p, s, r, f>, where p is the key-point position
in I, s is the scale (pyramid level), r is the orientation and f is the descriptor,
which is a vector of 128 elements encoding the distribution of the orientation
of the image gradients in the 16 × 16 window W (x) centered at p. To make
f invariant to rotations, the dominant orientation of the gradients in W (x) is
computed and used to rotate the image before computing f .
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In SIFT, the dissimilarity measure between two key-points is defined as the
L2-distance between their descriptors.

Oriented FAST and Rotated BRIEF (ORB) - ORB is a combination
of the feature extractor FAST [18] and the feature descriptor BRIEF [6] with
some modifications which enable multi-scale matching and guarantee rotation
invariance. In FAST, a pixel x is a key-point if its intensity exceeds by a pre-
defined threshold the intensities of a set of pixels y1, . . . , yn equi-spaced on a
circumference Γ(x) centered at x. BRIEF associates to each FAST key-point
x the n- dimensional vector whose i-th entry is zero if I(x) < I(yi) and one
otherwise. To achieve invariance against re-scaling, ORB detects the FAST key-
points (that are corners) at multiple scales. Moreover, for each key-point x,
ORB defines the orientation θ(x) of x as the angle between x and the intensity
weighted centroid of a circular region C(x) around x. Finally, to grant robustness
to rotation and noise, ORB computes the BRIEF descriptors of x on the patch
C(x) steered by θ(x) and smoothed by a Gaussian filter.

In ORB, the dissimilarity measure between two key-points is defined as the
Hamming distance between their binary descriptors.

4 Evaluation

We assess the performance of each image enhancer by accounting for the varia-
tions of both the perceptual features and the retrieval accuracy.

Evaluation in Terms of Perceptual Changes - We quantify numerically the
perceptual changes by four features, which reflect perceptual properties usually
modified by an image enhancer: mean brightness, multi-resolution contrast [16],
histogram flatness and NIQE [15].

Given a color image J , the mean brightness B of J is the mean value of the
intensities of the mono-chromatic image B, obtained by averaging pixel by pixel
the channel intensities of J . The multi-resolution contrast C is the average of the
mean contrasts of Z images B1, . . . ,BZ obtained by half-scaling B sequentially.
Here, the mean contrast of Bs (s ∈ 1, . . . , Z) is the average value of the pixel
contrasts C(Bs(x)) with x ∈ Bs, where C(Bs(x)) is the mean value of the dif-
ferences |Bs(x) − Bs(y)| with y belonging to a 3 × 3 window centered at x. The
histogram flatness F measures the entropy of the probability density function h
of B as the L1 difference between h and an uniform probability density function.
Finally, NIQE [15], here denoted by N , is a measure of image naturalness: it
quantifies departures of J from image regularity, which is defined in terms of
local second-order statistics.

Usually, an image enhancer increases the values of B and C, while decreases
those of F and N , namely it makes the input image brighter and more contrasted,
while it flattens its color distribution and smooths local irregularities. We observe
that the exact amount of B, C, F and N and their variation after enhancement
depend on the image at hand. In particular, for already clear images, the varia-
tion of B, C, F and N are negligible, while they are remarkable for unreadable
images.
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Evaluation in Terms of Image Description and Matching - We consider
a dataset D with n indoor and outdoor scenes, each of them represented by
m images differing to each other only for the exposure time under which they
have been captured. We define the reference of each scene as the image with
the lowest value of F : this criterion guarantees that the reference has a good
detail visibility, being its brightness distribution the most uniform among those
of that scene. We describe the references and the queries by SIFT and ORB with
and without enhancement, then we match each input (enhanced, resp.) query
Q against the corresponding input (enhanced, resp.) reference R. We evaluate
the description and matching performance of SIFT and ORB by the following
measures:

– the percentage Nd of images of D described by at least one key-point: if
Nd < 100%, then some images have no key-points;

– the numbers KR and KQ of key-points detected respectively on R and Q:
in general, when KQ � KR, Q is poorly described with respect to R; when
KR � KQ, the query is over-described and this is often due to a high percent-
age of noisy pixels that are wrongly detected as key-points; when KQ � KR,
R and Q are likely described similarly, but of course this does not grant that
the key-points of R and Q are effectively similar;

– the number Mg of key-points of Q matching key-points of R with the same
position on the image (correct matches);

– the number Mb of key-points of Q matching key-points of R with different
position on the image (wrong matches);

– the mean dissimilarity ratio σ of Q, computed as follows: we match each
key-point x of Q to the key-points of R, we order the key-points of R by
their dissimilarity with x (from low to high) and we compute the ratio σ(x)
between the first and second dissimilarity scores in the ranked list of key-
points of R; σ is the average of the ratios σ(x) where x is a key-point of Q
correctly matched; the lower σ, the higher the discrimination capability of
the algorithm is;

– the flatness S of the spatial distribution of Mg over the image: to this purpose,
we partition each query Q in four rectangular, non overlapping blocks Q1, Q2,
Q3, Q4 whose top left corners are defined respectively by (0, 0), (0, W /2),
(H /2, 0), (H /2, W /2), where H and W denote the height and width of Q;
the flatter the distribution of the correct matches over these blocks, the more
uniform the image description and matching and the higher the robustness
of the retrieval algorithm to occlusions are.

The exact values of Nd, KR, KQ, Mg, Mb, σ depend on the image at hand: for
instance, almost uniform images have a low number of key-points that do not
vary by enhancement. Nevertheless, we expect that the use of an enhancer as
pre-processing step of description and matching procedures increases the values
of Nd, KR, KQ, Mg and σ, while decreases the value of S. As a drawback, in some
cases, the enhancement may increase Mb since it may highlight noisy pixels.

Finally, we also report the retrieval performance of SIFT and ORB obtained
by comparing the input (enhanced, resp.) queries versus the input (enhanced,
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resp.) references without the constraint on the spatial correspondence between
query and reference key-points.

Fig. 1. (a) Some scenes from MEXICO. (b) A scene from MEXICO taken with increas-
ing exposure times and the corresponding values of F . The lowest value of F (in the
red box) identifies the reference image of this scene. (Color figure online)

5 Experiments, Results and Conclusions

In our test we employed the dataset MEXICO (Multi-Exposure Image COllec-
tion) [3], which consists of 40 scenes of indoor and outdoor environments cap-
tured by the FLIR camera [1] and each represented by 10 images acquired with
increasing exposure time, ranging from 3 to 30 ms with regular steps of 3 ms (see
Fig. 1). In all these images, the blocks Qi’s are not uniform. As already men-
tioned in Sect. 1, these scenes present challenging issues for image enhancement,
description and matching, like dark and bright regions at different proportions,
surfaces differently textured, several light conditions, including shadows, color
cast, back-light. The parameters of STAR, LIME and NPEA are set as in their
original paper, the clip limit of CLAHE is 8, and the number of spray pixels
of Light-RSR is 250. We exploit the ORB and SIFT C++ routines included in
OpenCV library [2]. We notify that the implementation of ORB sets to 500 the
maximum number of key-points to be extracted from any image.

Figure 2 reports the distributions of the perceptual features B, C, F , N for
the MEXICO images. By analyzing their joint distributions, we observed that
too low and too high values of B, reported on very dark and saturated image
regions, correspond to low values of C (i.e. low visibility of the details) and high
values of F and N (i.e. poorly readable image content and noise). Table 1(a)



On Image Enhancement for Unsupervised Image Description and Matching 89

Fig. 2. Distributions (with 16 bins on the x-axis) of the perceptual features of MEX-
ICO.

shows the mean values of B, C, F , N broken down by enhancers. On average,
all the enhancers we considered increase the values of B and C, while decrease
those of F . The mean value of N obtained on the MEXICO pictures without
enhancement (case ‘INPUT’) is smaller than that output by all the enhancers,
except for HE and CLAHE that generally tend to over-enhance the images and
in this way introduce irregularities and emphasize noise.

For all the cases considered here, both SIFT and ORB described the refer-
ences of MEXICO by at least one key-point, i.e. for the references Nd = 100%.
When no enhancement is used, both ORB and SIFT return a value of Nd smaller
than 100%, meaning that no key-points have been detected on some queries
(see Fig. 3, left for an example). Precisely, ORB and SIFT cannot describe the
13.89% and the 14.17% of the queries. On the contrary, all the enhanced queries
are described by at least one key-point (i.e. Nd = 100%), with KQ ranging over
[183, 500] for ORB and over [28, 7142] for SIFT.

Increasing the contrast is the key-point to improve the performance of ORB
and SIFT, since these algorithms are based on the detection of key-points defined
in terms of local intensity variations.

We observe that both too dark and saturated image areas present a low
contrast value: while enhancers can improve the detail visibility in the dark
regions, they cannot recover the visual signal in the saturated portions. There-
fore, the values of KR, KQ, Mg and σ are higher on the enhanced versions of
the queries that originally have been acquired with low exposure time or display



90 M. Lecca et al.

dark regions than of those that originally have an already good detail visibil-
ity or that contains saturated areas. The main drawback of image enhancement
is due to the generation of many false positive key-points: the enhancement of
dark regions where the visual signal is corrupted due to difficult light conditions,
often magnify also noisy pixels that are erroneously detected as key-points and
thus matched against the reference. As a consequence, the value of Mb increases
proportionally to KQ, determining mismatches that should be removed by post-
processing. This phenomenon is particularly evident for HE and CLAHE, that,
as already observed above, yield the highest value of N .

Fig. 3. On top: examples of key-point matching between a query and its reference by
ORB (left) and SIFT (right) without enhancement. No key-points are detected on left,
while the key-points detected on right are not uniformly distributed over the images.
On bottom: key-point matching by ORB (left) and SIFT (right) on the images on top
enhanced by STAR: the key-points have been uniformly detected over the images.

The spatial analysis of the distribution of Mg shows that the enhancement
enables a more uniform image description, making the matching process more
robust to occlusions with respect to the case ‘INPUT’ (see Fig. 3, right). In fact,
as displayed in Tables 1(b) and (c), for all the enhancers, the values of S reported
by ORB and SIFT are smaller than the case ‘INPUT’. Finally, Tables 1(d) and
(e) show that the description of the image is remarkably more uniform when an
enhancer is applied. The best results are in general obtained by SIFT.

Additional tests were performed to measure the accuracy of the key-point
matching when the queries are matched against all the references. To this pur-
pose, for each image group e (‘INPUT’, ‘HE’, . . . , ‘NPEA’) let Qe and Re be the
sets of the queries and the references of e. We match each query qe ∈ Qe against
each reference re ∈ Re, and we compute the dissimilarity between qe and re as
the mean value of the dissimilarities between the key-points of qe matched with
those of re, without the check on their spatial location. Table 1(f) shows the rate
ρ of image retrieval on the different image groups, i.e. the number of queries
assigned to the correct reference divided by the number of queries. The value of
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ρ obtained on ‘INPUT’ is smaller than that achieved by enhancing the images,
apart from ‘NPEA’ where noisy pixel adversely affect the SIFT performance.
The bad results on ‘INPUT’ depend partly on the existence of dark images in
which neither SIFT or ORB did not extract and match any feature.

We conclude that our experiments proved that modifying perceptual features
like brightness, contrast, color distribution entropy and image regularity gener-
ally increases the description and matching performance since the enhancers
allow to highlight the relevant details over the whole image. Future work will
address the analysis of image enhancement in other machine vision applications.

Table 1. Evaluation summary

(a) Dataset Characterization
Algorithm B C F [×10−3] N
INPUT 51.97 9.08 5.36 4.20
HE 132.62 27.33 2.95 4.26
CLAHE 93.86 23.90 2.88 4.23
Light-RSR 102.65 15.92 3.80 3.94
STAR 121.56 14.97 4.11 3.81
LIME 128.07 17.62 3.68 4.02
NPEA 121.37 15.95 4.15 3.96

(b) Results of ORB
Algorithm Nd KR KQ Mg Mb σ S

INPUT 86.11 469 272 133 37 0.51 0.78
HE 100 500 500 232 73 0.50 0.59
CLAHE 100 500 499 194 89 0.58 0.73
Light-RSR 100 456 487 237 79 0.52 0.71
STAR 100 499 481 233 75 0.52 0.65
LIME 100 499 493 204 93 0.58 0.66
NPEA 100 488 493 161 103 0.66 0.76

(c) Results of SIFT
Algorithm Nd KR KQ Mg Mb σ S

INPUT 85.83 747 304 150 21 0.40 0.73
HE 100 2240 3741 545 333 0.54 0.45
CLAHE 100 3705 3259 657 402 0.59 0.48
Light-RSR 100 961 1169 349 82 0.46 0.54
STAR 100 1016 1123 365 88 0.47 0.51
LIME 100 1629 1415 483 145 0.54 0.49
NPEA 100 1625 2442 357 175 0.60 0.54

(d) Missed Block Matching [ORB]
Algorithm Q1 Q2 Q3 Q4

INPUT 133 117 129 114
HE 10 23 6 31
CLAHE 28 34 26 56
Light-RSR 41 38 43 44
STAR 20 27 29 25
LIME 26 27 21 33
NPEA 42 36 47 70

(e) Missed Block Matching [SIFT]
Algorithm Q1 Q2 Q3 Q4

INPUT 121 115 124 119
HE 1 9 0 3
CLAHE 1 13 4 7
Light-RSR 11 20 1 9
STAR 4 16 7 12
LIME 0 14 5 12
NPEA 2 12 9 11

(f) Retrieval Results

Algorithm ρORB ρSIFT

INPUT 0.769 0.731
HE 0.992 0.767
CLAHE 0.986 0.983
Light-RSR 0.925 0.853
STAR 0.969 0.881
LIME 1.000 0.917
NPEA 0.856 0.639
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Abstract. This work presents GREAT-Mix, a novel contrast enhancer
derived from the combination of the Retinex-inspired spatial color algo-
rithms STRESS and GREAT. These algorithms improves the visibility of
the details and content of any input image by adjusting its colors on the
basis of local spatial and visual features processed channel by channel.
Precisely, STRESS stretches the intensity I(x) of each pixel x between
two bounding values corresponding to the minimum and maximum inten-
sities of sets of pixels randomly sampled with radial density around x,
while GREAT re-scales I(x) by a factor obtained by processing a set of
edges deterministically selected over the image. GREAT-Mix implements
the stretching function of STRESS but determines its bounding values
from the edges sampled by GREAT. The result is a new spatial color
algorithm that performs contrast enhancement similarly to STRESS, but
that, thanks to the deterministic sampling of GREAT, grants robustness
to noise and repeatability of the outcomes.

1 Introduction

A contrast enhancer is an algorithm that takes as input an image and increases
the visibility of its details, making the image content more understandable for
human observers while highlights visual cues relevant to machine vision tasks.

Among the many contrast enhancement techniques proposed in the literature
(e.g. [2,3,5,22]), here we focus on the algorithms GREAT [15] and STRESS [6],
that belong to the Milano Retinex (Mi-Retinex for short) family [24]. This latter
is a set of spatial color algorithms grounded on the famous Retinex theory [8]
and widely employed to enhance real-world images. Mi-Retinexes are of inter-
est because the enhancement techniques they propose implement two important
characteristics of the human color vision system, which are also at the basis
of Retinex: (i) the independent analysis of the color components of the visual
signal; (ii) the color adjustment based on local spatial and visual information.
According to (i) and (ii), Mi-Retinexes process the R, G, B channel of any input
image separately and they map the intensity I(x) of each pixel x of the channel
I = R,G,B to a new value obtained by processing the visual features extracted
from a set of pixels sampled around x. The result is a new image, named lightness,
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 93–103, 2019.
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which is an enhanced version of the input one: the lightness is usually brighter
and more contrasted than the input one, while possible shadows and dominant
cast due to the light are lowered. In case of real-world images, the Mi-Retinex
lightness at any pixel x is usually obtained by dividing the channel intensity I(x)
by a strictly positive value w+(x) ≥ I(x) called local reference white (LRW). Mi-
Retinexes propose different spatial sampling procedures and equations for the
LRW. For instance, the spatial sampling is performed by exploring the region
around each pixel by Brownian paths in [19], by random paths proximate to
edges in [13,20,25,26], by sets of unconnected pixels [16] chosen randomly in
[12,14,21] while deterministically in [9,11,15]. Such paths and sets are the geo-
metric support from which to extract the features that contribute to the LRW
equation and that may include, in addition to the intensity, gradient and/or
spatial information as e.g. in [9,11–15,25,26]. The different sampling schemes
and the different equations of LRW yield to different enhancement levels and,
in general, the use of one algorithm instead of another is driven by the tasks at
the hand.

In this work, we present GREAT-Mix, a novel contrast enhancer derived from
the combination of the Mi-Retinex algorithm GREAT [15] and the Mi-Retinex
inspired algorithm STRESS [6]. GREAT proposes an interesting spatial sam-
pling scheme that cuts down the complexity of the pixel-wise sampling process
of many previous Mi-Retinexes. GREAT selects from each image channel I a
set of edges with high gradient magnitude and uses them to compute pixel by
pixel the LRW. The LRW at a pixel x is the average of the intensities exceeding
I(x) and belonging to the set of selected edges. To model the locality of the
color adjustment and to account for the edge strength, in the LRW equation,
each intensity is weighted by a term inversely proportional to the distance of
the corresponding edge from x and directly proportional to its gradient magni-
tude. STRESS replaces the Mi-Retinex scaling function with a new operation:
this stretches the intensity I(x) between two bounding values computed by re-
working the minimum and maximum intensities of random sets of pixels radially
distributed around x [21]. The main disadvantage in using STRESS is due to the
chromatic noise that random sampling may introduce in the enhanced image and
that is particularly evident when few sprays are considered. The re-formulation
of STRESS in to a population based model proposed in [4] (STRESS-P) avoids
the random sampling and thus yields a noise-free lightness but at the prize of a
much higher computational complexity and thus of a longer execution time.

The algorithm GREAT-Mix combines the sampling strategy of GREAT with
the stretching function of STRESS, leading to a new contrast enhancer with a
performance similar to that of STRESS but with the advantages of no chromatic
noise generation, result repeatability and computational efficiency inherited from
GREAT. The name ‘GREAT-Mix’ assembles the word ‘GREAT’ and the con-
traction of the words ‘MInimum, maXimum’ that refer to the bounding values
of STRESS and at the same time it reminds that GREAT-Mix is obtained by
‘mixing’ the elements of other algorithms.
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The paper outlines as follows: Sect. 2 describes GREAT, STRESS and
STRESS-P; Sect. 3 explains GREAT-Mix; Sect. 4 reports the performance anal-
ysis of GREAT-Mix, while Sect. 5 draws conclusions and future work.

2 Related Works: GREAT and STRESS

The following notation will be used throughout the paper. Let I, I and L be
respectively a color image, a channel of I and the lightness of I. Here, I and L
are represented as the functions I, L : S → (0, 1], where S is the support of I,
i.e. the set of spatial coordinates of the pixels of I, and the intensity values of I
and L are re-scaled to (0, 1], with zero excluded to prevent division by zero.

2.1 GREAT

GREAT (from Gradient RElevAnce for ReTinex) enhances each image channel
I by two steps:
1. GREAT Global Processing: GREAT extracts from I the set R of edges

whose gradient magnitude exceed a pre-defined threshold τ ≤ 1.0, i.e.:

R = {y ∈ S : ‖ ∇I(y) ‖≥ τ}, (1)

where ∇I indicates the gradient magnitude of I that here is normalized to
range over [0, 1].
Then, GREAT defines a function M+ : S → (0, 1] that assigns to each pixel
y ∈ R the maximum intensity value in a 3 × 3 window N(y) centered at y,
while sets to zero the values of S \ R, i.e.:

M+(y) =
{

max{I(u) : u ∈ N(y)} ∀ y ∈ R
0 otherwise (2)

2. GREAT Pixel-wise Processing: for each x ∈ S, GREAT computes:
– the set P+(x) = {u ∈ S : M+(u) > I(x)}.
– the value w+(x) ∈ (0,+∞) given by:

w+(x) =

{ ∑
u∈P+(x)(1−d(u,x))‖∇I(u)‖I(u)
∑

u∈P+(x)(1−d(u,x))‖∇I(u)‖ ifP+(x) 
= ∅
I(x) otherwise

(3)

where d(u, x) indicates the Euclidean distance between u and x, divided
by the length of the diagonal of the image support.

– The value L(x) is given by the ratio LGREAT(x) = I(x)
w+(x) .

The choice of strong edges (i.e. pixels with high gradient magnitude) as features
relevant to the LRW is justified by the importance that strong contrasts play
in human color vision [7]. The threshold τ determines the cardinality of R, and
thus the complexity of GREAT, which is O(|R||I|). The work in [15] suggests
to set τ unsupervisely as the mean value of the image gradient magnitude, i.e.:

τ =
1

|S|
∑
y∈S

‖ ∇I(y) ‖ (4)

An executable file of GREAT, running on Windows 10 × 64, is available at [10].
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2.2 STRESS

For each channel I, STRESS (from Spatio-Temporal Retinex-Inspired Envelopes
with Stochastic Sampling) defines two functions Em, EM : S → R bounding I,
i.e. for every x ∈ S, Em(x) ≤ I(x) ≤ EM (x). The functions Em and EM

are called respectively the minimum and maximum envelopes of I and they are
computed pixel by pixel as follows. The neighborhood N(x) of each pixel x.
is sampled by n random sprays S1(x), . . . , Sn(x), where, for any k = 1, . . . ,K,
Sk(x) is a set of p pixels randomly selected with radial density around x (see
Fig. 1(b) and the work [21] where random sprays have been first introduced).
The values Em(x) and EM (x) are computed by the following equations:

Em(x) = I(x) − R(x)v(x), EM (x) = Em(x) + R(x)

where R(x) = 1
N

∑n
k=1 Rk(x) and v(x) = 1

N

∑n
k=1 vk(x), with

Rk(x) = Ek
max(x) − Ek

min(x), vk(x) =

{
1
2 if Rk(x) = 0
I(x)−Ek

min(x)
Rk(x)

otherwise

and Ek
min(x) and Ek

max(x) are respectively the minimum and maximum intensi-
ties of the spray Sk(x):

Ek
min(x) = min {I(y) : y ∈ Sk(x)} , Ek

max(x) = max {I(y) : y ∈ Sk(x)} (5)

Finally, the lightness at x is given by:

LSTRESS(x) =

{
1
2 if EM (x) = Em(x)
I(x)−Em(x)

EM (x)−Em(x) otherwise

Figure 2(a) shows an example of envelopes computed on the red channel of
the color image displayed in Fig. 1(a, left) along its version enhanced by STRESS
(a, middle).

The computational complexity of STRESS is O(np), where p tunes the local-
ity of the spatial processing, and n controls the level of noise due to the random
sampling. This noise is the more evident the lower the number of sprays is. The
values of p abd n are input user, generally fixed by a trial-and-error procedure as
a compromise between enhancement level and image quality. Noise generation
is completely avoided by STRESS-P [4], which is the exact mapping of STRESS
into a population based model. Basically, STRESS-P estimates the lower and
upper bounds of I(x) as the probability to pick up the minimum and the max-
imum intensities from p points sampled from the probability density function
pdf(x) of the variable Ix : S \ {x} → (0, 1] such that for any y ∈ S \ {x},
Iy(x) = I(y)D2/ ‖ x − y ‖2 and D is the diagonal of S. It is to note that Ix is a
spatially weighted version of the intensity I.

While STRESS-P grants robustness to chromatic noise, it requires long com-
putational time, mainly due to the pixel-wise computation of the function pdf
(see Sect. 4). The computational complexity of STRESS-P is O(|I|2), where |I|
is the cardinality of S.
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Fig. 1. From left to right: (a) an image from SCA-30 and its versions enhanced by
STRESS and GREAT-Mix; and pixels sampled by (b) STRESS around the barycenter
of the support and by (c) GREAT on the red, green and blue image channels. (Color
figure online)

3 GREAT-Mix

GREAT-Mix adopts the 2-step computational scheme of GREAT, while replaces
its intensity re-scaling with the stretching operation of STRESS. Precisely:

1. GREAT-Mix Global Processing: GREAT-Mix computes the set R in
Eq. (1) and the map M+ in Eq. (8). Additionally it computes the map M− :
S → (0, 1] such that

M−(y) =
{

min{I(u) : u ∈ N(y)} ∀ y ∈ R
0 otherwise (6)

where N(y) is defined as in GREAT.
2. GREAT-Mix Pixel-wise Processing: GREAT-Mix computes
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Fig. 2. Minimum and maximum envelopes of the red channel of Fig. 1 by (a) STRESS
and (b) GREAT-Mix. (Color figure online)

– the set P+(x) and the value w+(x) as defined in the pixel-wise processing
of GREAT;

– the set P−(x) = {u ∈ S : M−(x) ≤ I(x)};
– the value w−(x) ∈ (0,+∞) such that

wM−(x) =

{ ∑
u∈P−(x)(1−d(u,x))‖∇I(u)‖I(u)
∑

u∈P−(x)(1−d(u,x))‖∇I(u)‖ ifP−(x) 
= ∅
I(x) otherwise

(7)

where d(u, x) is the normalized Euclidean distance defined in GREAT.
– The value L(x) output by GREAT-Mix is given by:

LGREAT−Mix(x) =

{
I(x)−w−(x)

w+(x)−w−(x) if w+(x) 
= w−(x)
1 otherwise

(8)

The functions w+, w− : S → (0, 1] are the envelopes of GREAT-Mix: an example
of w+ and w− is shown in Fig. 2(b) and refers to the red channel of the image
in Fig. 1(a, left), whose GREAT enhancement is displayed in Fig. 1(a, right).
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4 Experiments

The performance of GREAT-Mix has been evaluated on the public dataset SCA-
30 [1]. SCA-30 includes 30 real-world images of indoor and outdoor environments
captured with different devices and under different light conditions that make
the images challenging to test spatial color algorithms. Some images of SCA-30
have been also employed to evaluate previous Mi-Retinexes, e.g. [9,11,16].

The evaluation reported here rely on the analysis of the following five features
that are usually modified by enhancement:

1. Mean brightness B: the brightness B of a color image I is the gray-level image
obtained by averaging pixel by pixel the color components of I. B is the mean
value of the intensities of B. In general, an image with good detail visibility
has a not too low nor too high value of B. In fact, very low (high, resp.) values
of B correspond to dark (saturated, resp.) images, whose content is usually
poorly understandable (lost, resp.);

2. Multi-resolution Contrast C [23] of B: according to [23], the contrast c(x) at
a pixel x of B is the mean value of the L1 distances between B(x) and the
intensities values in a 3× 3 window centered at x, while the contrast CB of B
is the average of the c(x)’s over the pixels of B. The multi-resolution contrast
C of B is the average of the contrasts of a set of images B1 := B, . . . ,BK

(K > 1) where for each 1 = 2, . . . ,K, Bi is the image B re-scaled by 2i−1.
The higher C, the higher visibility of the details of B and of I is;

3. Histogram Flatness F : this is a measure of the entropy of the distribution of
the image brightness B; precisely, F is the L1 distance between the probability
density function (pdf) of B and the uniform pdf defined over the variability
range of B (that here is assumed to be [0, 255]). The pdf of B is computed by
normalizing the histogram of to sum up to 1.0. Low (high, resp.) values of F
are typical of images with a high (low, resp.) dynamic range and thus with
good (poor, resp.) detail visibility;

4. Image Regularity Measures N1 and N2: NIQE (N1) [18] and BRISQUE (N2)
[17] are perceptual metrics assessing the level of naturalness of a color image
I (basically, its local smoothness) by comparing some second-order statistics
of I against those of a training set. While the training set of NIQE contains
also regular images, that of BRISQUE includes pictures classified by human
observers as regular or irregular. The lower these metrics are, the higher the
image naturalness is.

It is to note that the exact amount of B,C, F,N1, N2 depends on the visual
characteristics of the image I. In particular, for already clear (poor readable,
resp.) images, the variations of these measures after enhancement will be negli-
gible (remarkable, resp.). In general, a contrast enhancer is expected to increase
the value of C and F and to maintain unchanged or to decrease those of N1 and
N2.

Table 1 reports the mean value of B, C, F , N1, N2 for the original images of
SCA-30 (‘INPUT’) and for their versions enhanced by GREAT-Mix, STRESS,
STRESS-P and GREAT. In this experiments, the parameter τ of GREAT and
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Fig. 3. Three images from SCA-30 (a) and their versions enhanced by GREAT-Mix
(b), STRESS (c), STRESS-P (d) and GREAT (e).

GREAT-Mix has been set as in Eq. (4), while the parameters n and p of STRESS
and STRESS-P are set respectively to 25 and 100. The lightness values, that in
the previous Sections have been assumed to range over (0, 1], are here re-scaled
over [0, 255].

On average, GREAT, STRESS, STRESS-P and GREAT-Mix report simi-
lar values of C, F , N1 and N2, while GREAT produces brighter images. This
is mainly due to the stretching operation, that maps to zero the intensities
equal to the lower bound and thus decreases B. It is also easy to prove that
LGREAT(x) ≥ Li(x) for any x ∈ S and i = GREAT-Mix, STRESS. Both C
and F are increased by enhancement, meaning that the algorithms considered
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Table 1. Evaluation table

Algorithm B C F [×10−3] N1 N2 T [sec]

INPUT 64.68 15.90 4.05 7.07 25.97 –

GREAT-Mix 79.13 19.49 3.53 7.16 25.62 31.47

STRESS [(n, p)= (25, 100)] 79.25 20.18 3.36 6.92 23.75 39.47

STRESS-P [p=100] 79.24 20.09 3.37 7.10 26.00 614.00

GREAT 95.60 20.13 3.24 7.23 25.24 31.40

here effectively improve the visibility of the image details while make the color
distribution more uniform. The values of N1 and N2 after enhancement are on
average slightly higher than those reported before enhancement: the distortions
introduced by the enhancers are however exiguous and mainly due to an over-
enhancement of noisy pixels located in low-light regions.

Table 1 also reports for each enhancer its average execution time per image
(T ). These data refer to a C++ implementation of the enhancers running on
a standard PC with an Intel(R) Xeon(R) processor working at 3.70 GHz. Their
comparison shows that the computational time of GREAT-Mix is very close
to those of STRESS and GREAT, while it is remarkably smaller than that
of STRESS-P: in this respect, GREAT-Mix bates STRESS-P since it provides
similar, noise-free, repeatable results but with a much lower execution time. It is
to note that no code optimization has been considered (e.g. Mi-Retinexes could
be parallelized), thus the times reported in Table 1 may be further reduced.
Nevertheless, such an optimization is out of the scope of this work.

Another advantage of GREAT-Mix versus STRESS and STRESS-P is the
automatic estimation of its parameter τ , which is inherited from GREAT and
that avoids the trial-and-error procedure used to set the values of n and p.

Figure 3 shows some examples of enhancement. While for the images on left
and right, GREAT-Mix provides results close to those of STRESS and STRESS-
P, for the image in the middle, the output of GREAT-Mix is more similar to that
of GREAT than to those of STRESS and STRESS-P. This is due to the ‘mix’
of computational blocks of GREAT and STRESS performed by GREAT-Mix.

5 Conclusions

Originated from STRESS and GREAT, GREAT-Mix is a novel, noise-free, spa-
tial color algorithm working as contrast enhancer. Future work will investigate
possible applications of GREAT-Mix to cultural heritage. In this context, con-
trast enhancement is usually needed to study artworks that due to their location
or structure cannot be captured by flash or cannot be well illuminated in all of
their parts, making hard the work of archeologists and restorers (see Fig. 4).
Contrast enhancement may contribute to cultural heritage studies and preser-
vation by enabling the visual inspection and processing of digitalized artworks,
that may help archeologists, restorers and scholars to plan their activities.
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Fig. 4. Examples of contrast enhancement by GREAT-Mix applied to cultural heritage.
(a) Three pictures showing from left to right: a particular of a paint in the cathedral
of S. Vigilio in Trento, IT; a romanic arch and a mosaic in the Spazio Archeologico
Sotterraneo del Sas (S.A.S.S.), Trento, IT; (b) Enhancement of the first two pictures
in (a, left, middle) and of the particular of the mosaic highlighted in (a, right) by the
red square. (Color figure online)

Acknowledgements. The author would like to thank Eleonora Grilli and Elisa Mari-
arosaria Farella from Fondazione Bruno Kessler, Trento (IT), for the discussion about
contrast enhancement for cultural heritage and for the pictures of S.A.S.S. in Fig. 4.
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Abstract. Social media have been widely exploited to detect and gather
relevant information about opinions and events. However, the relevance
of the information is very subjective and rather depends on the applica-
tion and the end-users. In this article, we tackle a specific facet of social
media data processing, namely the sentiment analysis of disaster-related
images by considering people’s opinions, attitudes, feelings and emotions.
We analyze how visual sentiment analysis can improve the results for the
end-users/beneficiaries in terms of mining information from social media.
We also identify the challenges and related applications, which could
help defining a benchmark for future research efforts in visual sentiment
analysis.

Keywords: Sentiment analysis · Natural disasters ·
Multi-label classification · CNNs · Social media

1 Introduction

Sudden and unexpected adverse events, such as floods and earthquakes, may not
only damage the infrastructure but also have a significant impact on people’s
physical and mental health. In such events, an instant access to relevant informa-
tion might help to identify and mitigate the damage. To this aim, information
available on social networks can be utilized for the analysis of the potential
impact of natural or man-made disasters on the environment and human lives
[1].

Social media outlets along with other sources of information, such as satellite
imagery and Geographic Information Systems (GIS), have been widely exploited
to provide a better coverage of natural and man-made disasters [2,16]. The
majority of the approaches rely on computer vision and machine learning tech-
niques to automatically detect disasters, collect, classify, and summarize rel-
evant information. However, the interpretation of relevance is very subjective
and highly depends on the application framework and the end-users.

In this article, we analyze the problem from a different perspective and focus
in particular on sentiment analysis of disaster-related images. Specifically, we
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consider people’s opinions, attitudes, feelings, and emotions toward the images
related to the event by estimating the emotion/perceptual content evoked by a
generic image [7,9,14]. We aim to explore and analyze how the visual sentiment
analysis of such images can be utilized to provide more accurate description of
adverse events, their evolution, and consequences. We believe that such analysis
can serve as an effective tool to convey public sentiments around the world
while reducing the bias of news organizations. This can lead to new beneficiaries
beyond the general public (e.g., online news, humanitarian organizations, non-
governmental organizations, etc.).

The concept of sentiment analysis has been utilized in Natural Language
Processing (NLP) and in a wide range of application domains, such as education,
entertainment, hosteling and other businesses [15]. On the other hand, Visual
sentiment analysis is relatively new and less explored. A large portion of the
literature on visual sentiment/emotion recognition relies on facial expressions [3],
where face-close up images are analyzed to predict a person’s emotions. More
recently, the concept of emotion recognition has been extended to relatively
more complex images having multiple objects and background details. Thanks
to the recent advances in deep learning, encouraging results have been recently
obtained [6,18].

In this article, we analyze the role of visual sentiment analysis in complex
disaster-related images. To the best of our knowledge, no prior work analyzes
disaster-related imagery from this prospective. We also identify the challenges
and potential applications with the objective of setting a benchmark for future
research on visual sentiment analysis.

The main contributions of this work can be summarized as follows:

– We extend the concept of visual sentiment analysis to disaster-related visual
contents, and identify the associated challenges and potential applications.

– In order to analyze human’s perception and sentiments about disasters, we
conducted a crowd-sourcing study to obtain annotations for the experimental
evaluation of the proposed visual sentiment analyzer.

– We propose a multi-label classification framework for sentiment analysis,
which also helps in analyzing the correlation among sentiments/tags.

– Finally, we conduct experiments on a newly collected dataset to evaluate the
performance of the proposed visual sentiment analyzer.

The rest of the paper is organized as follows: Sect. 2 provides detailed descrip-
tion of the related work; Sect. 3 describes the proposed methodology; Sect. 4 pro-
vides detailed description of the experimental setup, conducted experiments, and
detailed analysis of the experimental results; Sect. 5 provides concluding remarks
and identifies directions of future research.

2 Related Work

In contrast to other research domains, such as NLP, the concept of sentiment
analysis is relatively new in visual content analysis. The research community
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has demonstrated an increasing interest in the topic and a variety of techniques
have been proposed with particular focus on the feature extraction and classi-
fication strategies. The vast majority of the efforts in this regard aim to ana-
lyze and classify face-closeup images for different types of sentiments/emotions
and expressions. Busso et al. [3] rely on facial expressions along with speech
and other information in a multimodal framework. Several experiments have
been conducted to analyze and compare the performance of different sources
of information, individually and in different combination, in support of human
emotions/sentiment recognition. A multimodal information based approach has
also been proposed in [18], where facial expressions are jointly utilized with
textual and audio features that are extracted from videos. Facial expressions
are extracted through the Luxand FSDK 1.71 open source library along with
GAVAM features [19]. Textual and audio features are extracted through the
Sentic computing paradigm [4] and OpenEAR [8], respectively. Next, different
feature and decision-level fusion methods are used to jointly exploit the visual,
audio, and textual information for the task.

More recently, the concept of emotion/sentiment analysis has been extended
to more complex images involving multiple objects and background details
[6,7,12,22]. For instance, Wang et al. [23] rely on mid and low-level visual
features along with textual information for sentiment analysis in social media
images. Chen et al. [6] proposed DeepSentiBank, a deep convolutional neural
network-based framework for sentiment analysis of social media images. To train
the proposed deep model, around one million images with strong emotions have
been collected from Flickr. In [22], Deep Coupled Adjective and Noun neural net-
works (DCAN), is proposed for sentiment analysis without the traditional Adjec-
tive Noun Pairs (ANP) labels. The framework is composed of three different
networks, each aiming to solve a particular challenge associated with sentiment
analysis. Some methods also utilized existing pre-trained models for sentiment
analysis. For instance, Campose et al. [5] fine-tuned CaffeNet [11], on a newly
collected dataset for sentiment analysis conducting experiments to analyze the
relevance of the features extracted through different layers of the network. In [17]
existing pre-trained CNN models are fine-tuned on a self-collected dataset. The
dataset contains images from social media, which are annotated through a crowd-
sourcing activity involving human annotators. Kim et al. [12] also rely on the
transfer learning techniques for their proposed emotional machine. Object and
scene-level information, extracted through deep models pre-trained on ImageNet
and Places datasets, respectively, have been jointly utilized for this purpose.
Color features have also been employed to perceive the underlying emotions.

3 Proposed Methodology

Figure 1 provides the block diagram of the framework implemented for visual sen-
timent analysis. As a first step, social media platforms are crawled for disaster-
related images using different keywords (floods, hurricanes, wildfires, droughts,
1 https://www.luxand.com/facesdk/.

https://www.luxand.com/facesdk/
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landslides, earthquakes, etc.). The downloaded images are filtered manually and
a selected subset of images are considered for the crowd-sourcing study in the
second step where a large number of participants tagged the images. A CNN
and a transfer learning method is used for multi-label classification to automat-
ically assign sentiments/tags to images. In the next subsections, we provide a
detailed description of the crowd-sourcing activity and the proposed visual deep
sentiment analyzer.

Crowd-sourcingImage Crawler
A Deep Model

based Sentiment-
Analyzer   

Multi-label
classification

Fig. 1. Block diagram of the proposed framework for visual sentiment analysis.

3.1 The Crowd-Sourcing Study

In order to analyze human’s perception and sentiments about disasters and how
they perceive disaster-related images, we conducted a crowd-sourcing study. The
study is carried out online through a web application specifically developed for
the task, which was shared with participants including students from University
of Trento (Italy), and UET Peshawar (Pakistan) as well as with other contacts
with no scientific background. Figure 2 provides an illustration of the platform we
used for the crowd-sourcing study. In the study, participants were provided with
a disaster-related image, randomly selected from the pool of images, along with
a set of associated tags. The participants were then asked to assign a number of
suitable tags, which they felt relevant to the image. The participants were also
encouraged to associate additional tags to the images, in case they felt that the
provided tags were not relevant to the image.

One of the main challenges in the crowd-sourcing study was the selection of
the tags/sentiments to be provided to the users. In the literature, sentiments are
generally represented as Positive, Negative and Neutral [15]. However, consid-
ering the specific domain we are addressing (natural and man-made disasters)
and the potential applications of the proposed system, we are also interested in
tags/sentiments that are more specific to adverse events, such as pain, shock,
and destruction, in addition to the three common tags. Consequently, we opted
for a data-driven approach, by analyzing users’ tags associated with disaster
images crawled form social media outlets. Apart from the sentimental tags, such
as pain, shock and hope, we also included some additional tags, such as rescue
and destruction, which are closely associated with disasters and can be useful in
different applications utilized by online news agencies, humanitarian, and non-
governmental organizations (NGOs). The option for adding additional tags also
helps to take the participants’ viewpoints into account.
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Fig. 2. Illustration of the platform used for the crowd-sourcing study. A disaster-related
image and several tags are presented to the users for association. The users’ are also
encouraged to provide additional tags.

Table 1. Statistics of the crowd-sourcing study in terms of the total number of times
each tags has been associated with images by the participants.

Sentiments/tags Count

Destruction 871

Happiness 145

Hope 353

Neutral 214

Pain 454

Rescue 694

Shock 354

The crowd-sourcing activity was carried out on 400 images related to 6 differ-
ent types of disasters: earthquakes, floods, droughts, landslides, thunderstorms,
and wildfires. In total, we obtained 2,587 responses from the users, with an aver-
age of 6 users per image. We made sure to have at least 5 different users for
each image. Table 1 provides the statistics of the crowd-sourcing study in terms
of the total number of times each tag has been associated with images by the
participants. As can be seen in Table 1, some tags, such as destruction, rescue
and pain, are used more frequently compared to others.

During the analysis of the responses from the participants, we observed that
certain tag pairs have been used to describe images. For instance, pain and
destruction, hope and rescue, shock and pain, are used several times jointly. Sim-
ilarly, shock, destruction and pain have been used jointly 59 times. The three
tags: rescue, hope, and happiness, are also used often together. This correlation
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among the tag/sentiment pairs provides the foundation for our multi-label clas-
sification, as opposed to single-label multi-class classification, of the sentiments
associated with disasters-related images. Figure 3 shows the number of times
the sentiments/tags are used together by the participants in the crowd-sourcing
activity. For final annotation, the decision is made on the basis of majority votes
from the participants of the crowd-sourcing study.

Fig. 3. Correlation of tag pairs: number of times different tag pairs used by the par-
ticipants of the crowd-sourcing study to describe the same image.

3.2 The Visual Sentiment Analyzer

The proposed framework for visual sentiment analysis is inspired by the multi-
label image classification framework2 and is mainly based on a Convolutional
Neural Network (CNN) and a transfer learning method, where the model pre-
trained on ImageNet is fine-tuned for visual sentiment analysis. In this work, we
analyze the performance of several deep models such as AlexNet [13], VggNet
[20], ResNet [10] and Inception v-3 [21] as potential alternatives to be employed
in the proposed visual sentiment analysis framework.

The multi-label classification strategy, which assigns multiple labels to an
image, better suits our visual sentiment classification problem and is intended
to show the correlation of different sentiments. In order for the network to fit the
task of visual sentiment analysis, we introduced several changes to the model as
will be described in the next paragraph.

2 https://towardsdatascience.com/multi-label-image-classification-with-inception-
net-cbb2ee538e30.

https://towardsdatascience.com/multi-label-image-classification-with-inception-net-cbb2ee538e30
https://towardsdatascience.com/multi-label-image-classification-with-inception-net-cbb2ee538e30
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3.3 Experimental Setup

In order to fit the pre-trained model to multi-label classification, we create a
ground truth vector containing all the labels associated with an image. We also
made some modifications in the existing pre-trained Inception-v3 [21] model by
extending the classification layer to support multi-label classification. To do so,
we replaced the soft-max function, which is suitable for single-label multi-class
classification, and squashes the values of a vector into a [0,1] range holding the
total probability, with a sigmoid function. The motivation for using a sigmoid
function comes from the nature of the problem, where we are interested to express
the results in probabilistic terms; for instance, an image belongs to the class shock
with 80% probability and to class destruction and pain with 40% probability.
Moreover, in order to train the multi-label model properly, the formulation of the
cross entropy is also modified accordingly (i.e., replacing softmax with sigmoid
function). For the multiple labels, we modify the top layer to obtain posterior
probabilities for each type of sentiment associated with an underlying image.

The dataset used for our experimental studies has been divided into training
(60%), validation (10%), and evaluation (30%) sets.

4 Experiments and Evaluations

The basic motivation behind the experiments to provide a baseline for the future
work in the domain. To this aim, we evaluate the proposed multi-label framework
for visual sentiment analysis using several existing pre-trained state-of-the-art
deep learning models including: AlexNet, VggNet, ResNet, and Inception v3.
Table 2 provides the experimental results obtained using these deep models.

Table 2. Evaluation of the proposed visual sentiment analyzer with different deep
learning models pre-trained on ImageNet.

Model Accuracy (%)

AlexNet 79.69

VggNet 79.58

Inception-v3 80.70

ResNet 78.01

Considering the complexity of the task and the limited amount of training
data, the obtained results are encouraging. Though there’s no significant differ-
ence in the performance of the models, slightly better results are obtained with
Inception-v3 models. Lowest accuracy has been observed for ResNet, but such
reduction in the performance could be due to the size of the dataset used for the
study.

In order to show the effectiveness of the proposed visual sentiment analyzer,
we also provide some sample output images in Fig. 4, showing the output of
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the proposed visual sentiment analyzer in terms of the percentage/probabilities
for each label. Table 3 provides the statistics for these samples in terms of
the probability for each label and probabilities/percentages computed through
human annotators. Due to space limitation, only four samples are provided
in the paper to give an idea about the performance of the method. For this
particular qualitative analysis, we converted the responses of the participants
of the crowd sourcing study into percentages (i.e., the degree to which each
image belongs to a particular label) for each label associated with each image.
These percentages are different from the ground truth used during training
and evaluation where images were assigned labels on a majority voting basis.
For instance, the percentages based on the responses of the crowd sourcing
study for the first image (leftmost in Fig. 4) are: destruction = 0.10, happi-
ness = 0.0, hope = 0.10, neutral = 0.0, pain = 0.35, rescue = 0.30 and shock = 0.20
while the output of the proposed visual sentiment analyzer in terms of probabil-
ities for each label/class are: destruction = 0.16, happiness = 0.04, hope = 0.06,
neutral = 0.02, pain = 0.58, rescue = 0.28 and shock = 0.17. In most of the cases,
the proposed model provides results that are similar to the percentages obtained
from the users’ responses, demonstrating the effectiveness of the proposed
method.

Fig. 4. Some sample output of the proposed visual sentiment analyzer.

Table 3. Sample outputs in terms of ground truth obtained from users in terms of
percentage in the crowd-sourcing study vis-a-vis predicted probabilities.

Image Destruction Happiness Hope Neutral Pain Rescue Shock

GT Pred. GT Pred. GT Pred. GT Pred. GT Pred. GT Pred. GT Pred.

1 0.10 0.16 0.0 0.04 0.1 0.06 0 0.027 0.35 0.58 0.30 0.28 0.20 0.17

2 0.24 0.24 0.0 0.05 0.0 0.08 0.34 0.36 0.429 0.44 0.514 0.59 0.20 0.33

3 0.167 0.23 0.0 0.05 0.10 0.13 0.16 0.17 0.46 0.59 0.33 0.26 0.0 0.13

4 0.10 0.18 0.0 0.03 0.09 0.05 0.20 0.26 0.0 0.33 0.72 0.72 0.0 0.20

5 Conclusions, Challenges and Future Work

In this paper, we addressed the challenging problem of visual sentiment analysis
of disaster-related images obtained from social media. We analyzed how people
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respond to disasters and obtained their opinions, attitudes, feelings, and emo-
tions toward the disaster-related images through a crowd-sourcing activity. We
show that the visual sentiment analysis/emotions recognition, though a challeng-
ing task, can be carried out on more complex images using some deep learning
techniques. We also identified the challenges and potential applications of this
relatively new concept, which is intended to set a benchmark for future research
in visual sentiment analysis.

Though the experimental results obtained during the initial experiments on
the limited dataset are encouraging, the task is challenging and needs to be inves-
tigated in more details. Specifically, the reduced availability of suitable training
and testing images is probably the biggest limitation. Since visual sentiment
analysis aims to present human’s perception of an entity, crowd-sourcing seems
to be a valuable option to acquire training data for automatic analysis. In terms
of visual features, we believe that object and scene-level features can play com-
plementary roles in representing the images. Moreover, multi-modal analysis
will further enhance the performances of the proposed sentiment analyzer. This
suggests that within the domain of purely visual information, the conveyed infor-
mation can differ, suggesting that the interpretation of the image is subject to
change depending on the level of detail, the visual perspective, and the inten-
sity of colors. We expect these elements to play a major role in the evolution
of frameworks like the one we have presented, and when combined with addi-
tional media sources (e.g., audio, text, meta-data), can provide a well rounded
perspective about the sentiments associated with a given event.
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Abstract. The object detection problem has been widely focused due
to the development of personal cameras allowing the general popula-
tion to have access to high end cameras. This has resulted in cameras
with various perspectives, one of which is the Egocentric Perspective,
like the GoPro cameras. This new perspective opens the possibility of
having hand detection as a special problem, due to the hands containing
enough information to be detected and even for hand recognition and
users’s activity recognition. However, due to the perspective being new
the databases are scarce, and most of them focus on generic object detec-
tion rather than hand detection. In this paper we address hand detection
and hand disambiguation which focuses on detecting left and right hands
as different objects.

This paper addresses these challenges by using the information of a
left hand being the mirror image of the right hand for the hand disam-
biguation, and we also train a Neural Network to focus on the hand over
all the image and another Neural Network to focus on the bottom area
of the image, increasing the resolution as the hands go out of image,
which is a characteristic of the hands in the Egocentric Perspective. In
addition, we propose three Neural Network architectures using the hand
and increase resolution bottom image information, and we compare them
with current object/hand detection approaches.

Keywords: Neural Network · Hand detection · Hand disambiguation

1 Introduction

As technologies in cameras advance, they become more accessible and they
present new technological features. One of the new features is wearable cam-
eras, where they can be placed on the person to record the person’s perspective,
or Egocentric Perspective. These cameras, like the GoPro cameras, have the abil-
ity to record videos with high resolution and high frame rate, which is needed
as the person can move rapidly. This allows people to record activities that have
fast movements like outdoor sports, e.g., hiking, surfing and biking in various
scenarios, and daily activities, e.g., handling objects at home or washing the
dishes.
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This creates videos with swift movements and blurry nature. The first
approaches on the egocentric perspective were in controlled environments by
staying indoors walking through different rooms [5], or outdoors staying in the
same place [1], but they neglect doing daily activities.

Due to the nature of this perspective, the camera wearer’s hands appear in
the image in reasonable size for information retrieval, and are the most consistent
objects in the view since the person interacts with the world using their hands.
However, the hand’s characteristics make hand detection more challenging than
generic objects as the hand’s shape can change dramatically because the fingers
and wrist have high degrees of freedom. Hand detection can be a first step for
more complex analysis like activity recognition [5,17], or hand pose estimation
[15,25], making it an essential step in the computer vision pipeline.

The first works to address the challenges in the egocentric perspective have
used hand properties rather than the hands themselves to simplify the prob-
lem [10,20]; however they do not detect the hand. For hand detection in the
egocentric perspective, previous works have used segmentation [2,11] by using a
combination of low level features like color to detect skin-like features. However,
such approaches also detect any skin-like regions, such as the arms.

In this work we approach hand detection from the egocentric perspective as
an object disambiguation problem, by having the left and right hand as different
objects, rather than treating them as a single type of object. We use Neural
Networks for feature extraction and classification to detect the hands, as they
have shown to have good performance for obtaining object information from
images, and they are robust to illumination changes and blurriness, which is
needed in this perspective.

We notice that current methods can detect other people’s hands well, but
often fails on the wearer’s hands. This is because the wearer’s hands often change
shape drastically and are partially occluded (due to grasping of objects), or are
only partially visible (due to the hands’ proximity to the bottom of the camera’s
field of view).

Hence we devise an architecture with two parts: we train a Neural Network
that focuses on the whole image for generic object detection, and another Neural
Network that focuses on the bottom area of the image, where the wearer’s hands
have different properties (often appearing smaller due to exiting the image). We
then fuse the results of both Neural Networks at different levels to show their
behavior and performance. While it is possible to augment the training dataset
by flipping left hands to look like right hands, here we do not flip them during
training so as to allow context information to help improve the detection of both
hands. Finally, we provide an ablation analysis to see how each of the changes
contribute to the final performance.

2 Related Work

Due to cameras being more available to the public more data has been gathered
using the egocentric perspective, resulting in various research works. Activity
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recognition [3,5,16,17,21–23] recognizes the activity the wearer is doing by using
the generic objects found in the image. However, because the wearer’s hands
often handle the those objects, they sometimes move rapidly and appear blurry.

After object detection, object recognition and tracking [4,7,8,10,20] focus on
using the detections to recognize the different appearances the object can take.
This requires a more fine-grained feature usage which makes it more challenging.

Following this, research has been done on Summarization and Video Retrieval
[9,13,14,24], where the most representative parts of video sequences are
extracted. This is usually achieved by focusing on the objects that contain the
most information from the videos over time, in order to create a series of stories
describing the videos sequences.

Combining hand detection and the egocentric perspective has been a recent
problem, and only a few approaches have been developed. Early developments
use hand characteristics like optical flow patterns to segment the image [20].
This takes advantage of the fact of the hands move noticeable differently than
the background, as the hands follow the camera movement. However, this also
makes any object that moves like a hand to be detected as well. In this pape,
however we approach the problem using the shape to detect the hands.

Other approaches focus on color features to identify the skin using various
approaches like scene-level feature probes [11] and random forests [10]. They
provide a database that focuses on illumination change with drastic changes in
the background by going indoors and outdoors, and changing rooms such as going
into the kitchen and grabbing various objects. They approach the hand detection
problem using segmentation, and select the best features that discriminate the
hand pixels from the background. However this also identifies other pixels that
resemble skin, such as the arms.

More recent work focuses on distinguishing the shape of the hands using
Convolutional Neural Networks (CNN), which have had high performance on
generic object detection. Bambach et al. [1] uses CNNs to recognize hands in
various egocentric videos while multiple people interact with each other. They
generate bounding box proposals using the probability of the location, bounding
box size and color-like features, and apply a CNN to score them. Then they
combine the obtained bounding boxes and the segmentation of the image using
previous works to provide a more refined segmentation.

They focus on the hands of two people interacting as they play board
games. They collect a database with various pairs of people interacting in
indoor/outdoor places, and add illumination changes and background variability.
Our approach addresses improving the detection of the wearer’s hands, which can
change shape drastically and be partially occluded (due to grasping of objects),
or only partially visible (due to the proximity to the edge of the camera’s field
of view).

Finally, much research has focused on generic object detection based on CNNs
using an end-to-end approach [12,18,19], where the CNN extracts the features,
proposes object regions, and classifies the regions within the same network. In
this paper we extend these approaches to egocentric hand detection.
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Fig. 1. Sections of the YOLO [18] neural network.

3 YOLO Detector

Due to the many variations of the hand shape caused by the egocentric per-
spective, hand detection and disambiguation is still a challenging problem even
for approaches based on CNNs. The wearer’s hands in this perspective move in
and out of the image, sometimes only occupying a small area or even completely
disappearing, which causes problems for standard CNN approaches. To address
this issue, we devise an architecture using a backbone object detector that can
specifically detect the wearer’s hands.

We use YOLOv2 [18] as the backbone object detector due to its high per-
formance and speed (we denote it as simply YOLO here). For YOLO, there is a
limit on how large the input image resolution can be, as higher resolutions would
only lead to an increase of false positives and decrease of overall performance.
The YOLO architecture contains 3 sections (see Fig. 1): (1) feature extraction
consisting of 18 convolutional layers and 5 max-pooling layers, resulting in a
decrease in feature map resolution; (2) feature classification consisting of 8 con-
volutional layers; (3) object detection consisting of a final convolutional layer for
bounding box regression and object classification.

The YOLO network has 5 outputs representing the bounding box and con-
fidence, and the classification outputs. The bounding box outputs are the x
coordinate (tx), y coordinate (ty), width (tw) and height (th). Since this paper
focuses on hand disambiguation we set the classification outputs as C = 4, as for
hand disambiguation we detect left and right hands for wearer and other people
as all different objects.

3.1 Detection Using Zoom Information

YOLO has a fixed resolution which has a limit on the size of the objects it is
able to detect. If the object is too small it cannot extract enough information,
which is a characteristic of some hand regions in the egocentric perspective. We
address this using a second YOLO that focuses on the bottom of the image
where the hands appear the smallest due to partial occlusion. We name it as
ZOOM to distinguish from YOLO. We construct ZOOM to be able to see the
small objects a standard YOLO cannot see, as seen in Fig. 2 where we highlight
in green the area the ZOOM focuses on. We train ZOOM using only the ground
truth bounding boxes that completely are contained in the bottom area of the
image, creating a second smaller dataset with only small size hand regions.
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Fig. 2. ZOOM takes as input one
fourth of the image (green), and the
bounding boxes that entirely fall into
that area (red box) as ground truth.
(Color figure online)

Fig. 3. Grid expansion from the
ZOOM output grid cell by adding the
upper grid cells and setting them to 0.

3.2 Fusion Architectures

We propose to combine YOLO and ZOOM as follows. First, we train YOLO
separately as the standard framework, with full images and all the ground truth
bounding boxes. Second, we train ZOOM separately using the hand bounding
boxes in the bottom area of the image. The two trained networks form a two-
stream architecture: the 1st stream is the standard YOLO networks for detecting
hands, and the 2nd stream is the ZOOM network.

We fuse the two streams by concatenating the features at a given level into
one big feature map, and then fine-tuning the rest of the layers. Since the second
stream represents the bottom quarter of the first stream, we need to expand it
and fill in the missing grid cells before the concatenation. First we apply the
CNNs to obtain the grid from YOLO and ZOOM, then we expand the ZOOM
grid by four times and put the new cells to 0, as seen in Fig. 3.

Specifically, we set the YOLO input resolution for the stream to be 384 so that
the output grid size is 12×12. We then set the ZOOM input resolution so that the
ZOOM output grid after the expansion is a multiple of the YOLO output grid in
the width and height (up to twice the size of the YOLO grid). We set different
widths to be of 384 and 768 pixels denoted as W384 and W768 respectively,
and we set different heights to be of 96 and 192 pixels denoted as H96 and H192
respectively, resulting in 4 different resolutions for the ZOOM network. We found
increasing the resolution even more decreases the performance.

We then concatenate the YOLO grid cells with the corresponding ZOOM grid
cells of higher resolution, as seen in Fig. 4. These YOLO and ZOOM resolutions
ensure that grid cells from both networks can be matched without any spatial
displacement, as the ZOOM output grid sizes for W384 and W768 are 12 and 24
respectively, and the output grid sizes of H96 and H192 are 3 and 6 respectively.

To combine the two streams we propose three levels of fusion, as seen in
Fig. 5. The first method concatenates both streams after the Feature Extrac-
tion section, and then fine-tunes the rest of the convolutions on the feature
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Fig. 4. Feature grid output from convolutions. ZOOM grid (red box) is expanded
setting all the extra grid cells with 0 and then concatenates (blue squares) with the
YOLO stream. (Color figure online)

Fig. 5. Proposed network architectures combining the already trained YOLO and
ZOOM streams.

combination on the Feature Classification and Object Detection sections, which
we denote as “Early Fusion”. The second method concatenates both streams
after the Feature Classification section, and fine-tunes the final convolution on
the Object Detection section, which we denote as “Late Fusion”. Finally, the
last combination concatenates the detection bounding boxes from the YOLO
and ZOOM networks, and we denote it as “Concat”.

3.3 Detection Using Non Flipped Information (NoFlip)

A subsequent step after hand detection is hand disambiguation, where the left
and right hands are classified as different objects, but due to the hand shape
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variability it makes it a challenging task. Standard object detection CNNs will
horizontal flip images during training as data augmentation. However, this is
counter productive for hand disambiguation, since the flipped left-hand will look
like the right hand. Thus, we do not allow flipping of the input images during
training, which we denote as “NoFlip”.

4 Hand Disambiguation Experiments

In this section we show a comparison between the proposed methods and current
egocentric hand/object detection approaches, as well as an ablation study.

4.1 Experiment Setup

Our experiment uses the EgoHands dataset by Bambach et al. [1], which con-
sists of pairs of people playing board games in different locations. The dataset
contains 48 videos, with 4,800 annotated frames with pixel-level masks (15,053
annotated hands). The hand disambiguation task is a object detection task with
four classes: left and right hand of the wearer, and left and right hand of the other
person. We test our three proposed Neural Networks using zoomed information:

– EarlyFusion combines the YOLO detector stream with the ZOOM stream
after the “Feature Extraction” stage.

– LateFusion combines the YOLO detector stream and ZOOM stream after
the “Feature Classification stage”.

– Concat is the concatenation of the hand detections from the YOLO and
ZOOM streams.

For all three proposed Neural Networks we using the NoFlip configuration with
different resolutions denoted as W384 and W768 for the width, and H96 and
H192 for the height, e.g. EarlyFusion W384 H192 NoFlip. We compare
against 4 baseline methods consisting of generic object/hand detection methods
based on neural networks:

– Bambach et al. [1] generates object proposals using probability distri-
butions of hand properties, and then uses a neural network to classify the
proposals.

– Faster R-CNN [19] is a deep CNN that uses the region proposal network
(RPN) to extract features from the image and then the Fast R-CNN Neural
Network [6] on a fully convolutional network trained end-to-end. For the
feature extraction CNN we use the VGG-16 version.

– SSD [12] uses a deep Neural Network for feature extraction and classification,
and is trained end-to-end. It uses predefined bounding boxes with different
aspect ratios and scales to predict the ground truth. We use the author’s code
and set the input resolution as 300× 300 and keep the other settings as their
defaults. During training we set the base learning rate to 0.0001.
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– YOLO [18] uses a single Neural Network to predict bounding boxes and
class probabilities, and is trained end-to-end. We use the code provided by
the author with a 416 × 416 input resolution and keep the other settings as
their defaults.

After running the detection algorithms, we use non-maximum suppression with
overlap of 0.5 as post-processing.

4.2 Hand Disambiguation Results

Table 1 shows the breakdown of hand disambiguation performance using average
precision (AP) and recall on all the hands. We first examine the baseline meth-
ods. Bambach et al. [1] has similar performance across all hands, showing their
features are not affected by the number of instances and the hand sizes in the
dataset. However the average precision is low while the recall is high, showing
that the Neural Network classifier has problems telling apart hands.

Table 1. Experiment results for hand disambiguation. OL/OR are other’s left/right
hand, and WL/WR are wearer’s left/right hand.

Method Average precision Recall

OL OR WL WR All

Bambach et al. [1] 0.556 0.698 0.596 0.553 0.587 0.771

Faster [19] 0.754 0.809 0.681 0.582 0.745 0.838

SSD [12] 0.839 0.870 0.847 0.700 0.834 0.930

YOLO [18] 0.869 0.894 0.771 0.694 0.790 0.890

EarlyFusion H96 W384 NoFlip 0.905 0.906 0.899 0.810 0.902 0.929

LateFusion H96 W768 NoFlip 0.905 0.907 0.899 0.806 0.903 0.929

Concat H192 W384 NoFlip 0.906 0.907 0.905 0.896 0.904 0.939

Faster R-CNN has a considerable decrease in performance on the wearer’s
hands (WL/WR), with the lowest being the right hand. This demonstrates that
the baseline object detectors cannot handle small objects well, as well as they
may be affected by the low number of training samples.

SSD [12] has similar performance across hands except on the wearer’s right
hand (WR), and outperforms Faster R-CNN, showing that the fine-grained fea-
tures can increase performance. Finally, YOLO has lower recall and overall average
precision than SSD. However the average precision on the Other person’s hands is
higher, which shows that YOLO does well on bigger objects, but encounters diffi-
culties with small objects, more specifically on the wearer’s left hand (WL).

Compared to the previous methods, our proposed methods have higher aver-
age precision (AP) on all hands, while maintaining similar or better recall. The
biggest increase in AP is with the wearer’s hands (more than 0.1), which demon-
strates the impact of our proposed fusion method. The main difference in the
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performance among our fusions method is on the wearer’s hands, as the wearer’s
hands go in and out of the camera view more often than the Other’s hands,
which are mainly completely in the view.

The “Concat” fusion has the best performance with a noticeable AP increase
on the wearer’s right hand. In contrast, Late and Early fusion have lower PA on
the wearer’s right hand. This suggests the combination of ZOOM and YOLO
can obtain better performance if they are learned separately and making them
more specialized, rather than having layers on the Neural Network to learn.

5 Ablation Study

Table 2 presents the breakdown of the impact of our proposed fusions for various
configurations. The YOLO W384 NoFlip configuration increases the AP of all
hands, showing the main difference between left and right hand shapes is its
flipped characteristics. However the lowest AP are found in the wearer’s hands,
especially on the right hand, which shows the difficulty YOLO still has on these
instances. The increase of the regular YOLO W416 over W384 shows the increase
resolution is able help on distinguishing more hand shapes, as the main increase
occurs on the Other’s hands.

Table 2. Ablation study on variants of our proposed method. The right block of results
uses NoFlip setting, while the left-block uses image flipping during training. OL/OR
are other’s left/right hand, and WL/WR are wearer’s left/right hand.

Method Flip NoFlip

Average precision Recall Average precision Recall

OL OR WL WR All OL OR WL WR All

YOLO W384 0.796 0.833 0.773 0.675 0.784 0.873 0.902 0.907 0.898 0.806 0.899 0.919

YOLO W416 0.869 0.894 0.771 0.694 0.790 0.890 0.901 0.904 0.899 0.812 0.900 0.927

EarlyFusion H96 W384 0.892 0.904 0.897 0.809 0.890 0.915 0.905 0.906 0.899 0.810 0.902 0.929

EarlyFusion H96 W768 0.898 0.905 0.884 0.803 0.888 0.912 0.905 0.906 0.899 0.810 0.902 0.928

EarlyFusion H192 W384 0.901 0.903 0.882 0.801 0.895 0.918 0.905 0.906 0.897 0.807 0.901 0.928

EarlyFusion H192 W768 0.900 0.902 0.880 0.744 0.893 0.916 0.905 0.906 0.897 0.809 0.901 0.926

LateFusion H96 W384 0.803 0.883 0.833 0.694 0.788 0.890 0.906 0.907 0.896 0.803 0.902 0.926

LateFusion H96 W768 0.795 0.882 0.827 0.693 0.793 0.884 0.905 0.907 0.899 0.806 0.903 0.929

LateFusion H192 W384 0.798 0.885 0.848 0.701 0.795 0.891 0.906 0.907 0.897 0.806 0.902 0.926

LateFusion H192 W768 0.792 0.883 0.837 0.698 0.792 0.890 0.906 0.907 0.896 0.802 0.902 0.928

Concat H96 W384 0.798 0.879 0.816 0.683 0.770 0.898 0.906 0.907 0.904 0.893 0.903 0.938

Concat H96 W768 0.798 0.879 0.796 0.680 0.766 0.899 0.906 0.907 0.904 0.889 0.903 0.937

Concat H192 W384 0.798 0.879 0.817 0.681 0.773 0.895 0.906 0.907 0.905 0.896 0.904 0.939

Concat H192 W768 0.798 0.879 0.793 0.684 0.769 0.900 0.906 0.907 0.905 0.887 0.904 0.938

The proposed fusion networks have increased recall and overall performance,
compared to standard YOLO, which shows that the ZOOM network is able to
find more of the Wearer’s hands, as they focus on the hands which go in and
out of the bottom of the image. Among the different resolutions, using twice the
resolution for the height (H192) the ZOOM Networks are able to find the most
hands, showing the main struggle of the feature extraction as the hands leave
the image is the decrease of the hand’s height.



Hand Detection Using Zoomed Neural Networks 123

Using the Flip configuration for training, the performance increases with
earlier fusion of the two streams. This suggests that solving the hand disam-
biguation task using the Flip configuration requires complex patterns extracted
between the two streams.

This Flip configuration is also affected by the small number of instances on
the training dataset, since there are not enough instances to learn such complex
patterns.

Using the NoFlip configuration yields the opposite behavior compared to
the Flip configuration – better performance is achieved with later fusion of the
streams. This implies that the two streams can work well independently, and
detection of Other’s hands and wearer’s hands do not affect each other signifi-
cantly.

This shows the main challenge of the hands on the egocentric perspective is
the different shapes between the left and right hands (they are flipped versions
of each other), which is addressed by the NoFlip configuration, showing the
highest performance compared to the Flip configuration of the different fusions.
The addition of the fusions to the NoFlip configuration is able to find the most
challenging hands, the Wearer’s hands as they leave the image, especially the
right hand.

6 Conclusions

We have proposed a variation of the YOLO Neural Network focusing on a zoomed
area of the image, denoted as ZOOM, using the unique characteristics found
on the hands in the egocentric perspective. We have proposed three different
joint Neural Network architectures combining YOLO and ZOOM to improve on
the disambiguation performance and we present a comparison with object/hand
baseline detection methods. We showed how the extracted zoomed information
and training without the flipped setting on the Neural Network can help finding
small hand regions and disambiguating them.
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Abstract. Chips in semiconductor manufacturing are produced in cir-
cular wafers that are constantly monitored by inspection machines. These
machines produce a wafer defect map, namely a list of defect locations
which corresponds to a very large, sparse and binary image. While in
these production processes it is normal to see defects that are randomly
spread through the wafer, specific defect patterns might indicate prob-
lems in the production that have to be promptly identified.

We cast wafer monitoring in a challenging image classification problem
where traditional convolutional neural networks, that represent state-of-
the-art solutions, cannot be straightforwardly employed due to the very
large image size (say 20,000× 20,000 pixels) and the extreme class imbal-
ance. We successfully address these challenges by means of Submanifold
Sparse Convolutional Networks, deep architectures that are specifically
designed to handle sparse data, and through an ad-hoc data augmenta-
tion procedure designed for wafer defect maps. Our experiments show
that the proposed solution is very successful over a dataset of almost
30,000 maps acquired and annotated by our industrial partner. In par-
ticular, the proposed solution achieves significantly high recall on normal
wafer defect maps, that represent the large majority of the production.
Moreover, our data augmentation procedure turns out to be beneficial
also in smaller images, as it allows to outperform the state-of-the-art
classifier on a public datasets of wafer defect maps.

Keywords: Sparse Convolutional Networks · Wafer Defect Map ·
Industrial monitoring · Pattern classification · Quality control

1 Introduction

Semiconductor manufacturing is a long and expensive process, which involves
many specialized steps to yield wafers containing hundreds of chips, see Fig. 1(a).
Multiple sophisticated inspection tools are employed along the production line,
which locate defective regions inside each chip and assemble a Wafer Defect Map
(WDM), namely a list of coordinates where all defects within a wafer lie. In nor-
mal production conditions, defects appear randomly distributed over WDMs,
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without any specific spatial arrangement. In contrast, WDMs portraying patterns
like those in Fig. 1 might indicate problems occurred during the production. In
fact, some of these patterns can be traced to a particular problem in a manu-
facturing step and their prompt detection allows timely alerts to prevent huge
production waste, thus substantially improving production efficiency. Therefore,
automatic tools that identify patterns in WDMs are of paramount importance
for semiconductor industries, which have to guarantee high-quality standards
and high-throughput production to satisfy the growing demand of chips, lately
further pushed by automotive/mobile/wearable/IoT sectors.

Algorithms for identifying defect patterns on wafers have been quite exten-
sively investigated in the literature [1,7], and the most effective solutions rely on
classifiers [3,4,14,15]. However, none of these classifiers handles WDMs directly,
since each WDM corresponds to a very large binary image, whose size is limited
only by the resolution of the inspection tool (in our case each WDM has resolution
20,000 × 20,000). This representation is impossible to handle by standard classi-
fiers as they would require many computational resources (both in term of opera-
tions and memory) to process images of this size. Therefore, most of the existing
solutions [3,4,10,15] reduce the image size by a preliminary preprocessing step,
which corresponds to a lossy conversion of the information contained in the orig-
inal WDM that might prevent capturing the full diversity of defect patterns.

Our intuition is that, to successfully employ a classifier, and in particular
a convolutional neural network (CNN) [8], two major challenges have to be
addressed. First, the network should be designed to efficiently process very large
inputs, to provide the classifier with the entirety of the WDM information con-
tent. Second, the training procedure should cope with severe class imbalance,
since in real-world monitoring conditions some defect classes occur very rarely.

Here we adopt Submanifold Sparse Convolutional Networks (SSCN) [5] to
handle our WDMs that are very large and at the same time sparse. Convolu-
tional layers in a SSCN implement a convolution operator that modifies only the
nonzero values in the feature maps. As a result, very deep SSCNs preserve the
sparsity of the input data (which is reduced only by max pooling operations)
and this property allows the network to better capture those peculiar patterns
in the input. Moreover, the submanifold convolution operator is computation-
ally more efficient than its traditional counterpart, both in terms of number of
operations performed and memory required, since only the nonzero coefficients
in each feature maps are stored and processed.

Our contribution is twofold: we are the first to adopt SSCN to classify images
that are as large as WDMs by means of a very deep architecture. Moreover, to
cope with class imbalance, we design an ad-hoc data-augmentation procedure to
map each WDM in a set of realistic WDMs. In particular, we extend the set of
standard geometric transformations performed in data augmentation routines,
and introduce cropping and mixing with synthetically generated WDMs. To this
purpose, we learn from our training set a statistical model of the distribution of
random defects in normal WDMs, and perform data augmentation in a class-
specific procedure that provides very rich information to the network and at the
same time mitigates class imbalance.
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Fig. 1. (a) An example of wafer containing few hundreds of chips (the small cells). (b)
An example of WDM for each of the class in ST Dataset. We also report the number
of instances of each class in our dataset to emphasize the severe class imbalance.

Our experiments, performed on a large dataset of WDMs collected and anno-
tated by our industrial partner, show that the proposed approach is a better
option than a state-of-the-art pre-trained network (VGG-16 [13]) fine-tuned on
low-resolution images obtained by preprocessing the WDMs. In particular, our
SSCN achieves a significantly higher recall on normal WDMs, which represent
the vast majority of the industrial production. Moreover, we show that, on the
large WM811K dataset [14], CNNs trained by employing our class-specific image-
augmentation procedure can outperform the solution in [14] based on hand-
crafted features.

Related Works. All the solutions in the literature preprocess WDMs to reduce
their size. Most often, WDMs are pre-processed to create a wafer bin map,
namely a binary image where each pixel corresponds to a chip and indicates
whether that chip contains defects or not. Since the number of chips in the
wafer is relatively small (typically a few hundreds), wafer bin maps are much
easier to handle. Wafer bin maps have been analyzed using either unsupervised
or supervised methods. Unsupervised methods [1,7] create clusters of similar
wafers by clustering algorithms such as Adaptive Resonance Theory, k-means
and Particle Swarm Optimization. The solution in [1] combines the clustering
with a statistical test based on Log Odd Ratio, that preliminary screens the wafer
bin maps to determine which ones do not present any specific pattern (such as
the WDMs in Normal class, see Fig. 1). Although unsupervised methods have
the great advantage of not requiring annotated datasets, they are meant to
group together similar wafers rather than associating each wafer to a class of a
predefined set, which is instead the problem we address here.
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Most supervised methods employ hand-crafted features to monitor the wafer
production. Geometric features are often very intuitive and include regional fea-
tures (e.g. area, perimeter, eccentricity of a defects cluster) and density-based
features (e.g. location of the most defect-dense area). Transformed domain fea-
tures analyze the wafer image in a different domain through transforms like
Radon or Hough, that make specific patterns clearly noticeable. A mixture of
these features [3,4,15] are assembled in a vector and fed to a classifier, usually
a Support Vector Machine (SVM) or a decision tree. On the one hand, hand-
crafted features are not always able to grasp meaningful patterns in whatever
conditions might appear, e.g. when these are rotated, shifted or affect only parts
of the wafer surface, to name common issues in WDM monitoring. On the other
hand, the impressive achievements of CNN in many visual recognition tasks sug-
gest that approaches based on learned features have a great potential in wafer
classification.

To the best of our knowledge, only [9,10] use Deep Learning models to classify
specific patterns in WDMs. However, as opposed to the approach we propose
here, [9] operates on wafer bin maps and address a simpler classification problem
that consists in distinguishing radial map patterns from non radial ones. The
solution presented in [10] adopts a different preprocessing yielding low-resolution
grayscale images (instead of wafer bin maps that are binary) where each pixel
corresponds to a chip and its intensity value indicates the number of defects
found in that chip. This solution has been trained exclusively on a synthetically
generated dataset and tested on a small batch of real data, which does not cover
all the classes considered during training. In [14] it is shown that performing
transfer learning of a pretrained model (the Alexnet [8]) does not outperform
the proposed solution based on hand-crafted features.

2 Problem Formulation

A WDM is a list of 2D coordinates indicating the locations of the defects
inside the wafer. Obviously, a WDM can be represented as a binary image
w ∈ {0, 1}K×K where each pixel (i, j) corresponds to a location on the wafer
checked by the inspection machine and w(i, j) = 1 when a defect is found at
(i, j). Each WDM w corresponds to a label � ∈ L, depending on the spatial
arrangements of defects in w. Our goal is to define a classifier K that associates
to each WDM w a label ̂� = K(w). To this purpose, we assume a training set of
n labeled WDMs W = {(w1, �1), . . . , (wn, �n)} is provided.

While these are rather customary settings, WDMs classification requires to
address two major challenges. At first, the resolution of a WDM w is huge – in
our case K = 20, 000 – and a grayscale image of such resolution would require
almost 3 GB to be loaded in memory in single precision. The second challenge is
the severe class imbalance: while it is very easy to collect WDMs from Normal
class, some patterns, such as BasketBall, occur very rarely during the production,
thus are also very under-represented in the training set. Figure 1(b) illustrates
the 13 classes of WDM patterns, as identified in our dataset by domain experts,
and show that a few classes are heavily under represented in out training set.
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3 Proposed Solution

In this section we present our solution to WDM classification. First, we introduce
the network architecture we design to handle very large WDMs, then we describe
the specific data-augmentation procedures we use both during training and test
phases.

Network Architecture. As described in Sect. 2, our problem can be easily
cast in the image classification framework, but traditional convolutional neural
networks cannot be straightforwardly used for WDMs classification since they
handle images at relatively low resolution (e.g., the VGG16 in [13] takes as input
224 × 224 RGB images). In fact, input of such dimension would require huge
training and testing time and memory, to store all the feature maps of the CNN.
To overcome this issue, we built a very deep network stacking Submanifold Sparse
Convolutional (SSC) layers [5]. A SSC layer implements a modified convolution
operator that is designed to process sparse data. The main advantage of the SSC
w.r.t. its traditional counterpart is that it efficiently handles sparse data as a
list of the coordinates of nonzero locations. Moreover, this layer preserves the
sparsity of the input, since it does not increase the number of nonzero values
in the feature maps. This property better preserves defect patterns through the
layers of the network.

Our SSCN recalls for the VGG16 architecture, and the basic building block is
composed by a SSC layer with ReLu activations followed by a max pooling layer
with stride 2, thus the resolution of the feature maps is reduced by a factor 4
after each block. We stack 13 of these building blocks, followed by a convolutional
layer and finally a fully connected one. The output of the last layer is a vector of
#L scores, whose maximum value determines the class of the processed WDM.
To the best of our knowledge, this is the first architecture trained to process
very large binary images as the WDMs we consider.

We remark that our very deep architecture replaces preliminary binning that
is typically employed to reduce the WDMs dimension [10]. As we will show in
Sect. 4, our entirely data-driven solution outperforms CNN trained over low-
resolution images of the wafer as this preprocessing is a-priori defined and not
optimized over training data.

Data Augmentation. As shown in Fig. 1, our dataset is highly imbalanced and
contains a relatively small number of WDMs compared to the datasets typically
used in image classification. To increase the dataset size and avoid overfitting
during training, we design a data augmentation procedure that implements a set
T � of label-preserving transformations on our WDMs:

T � =
{

T �
θ : {0, 1}K×K → {0, 1}K×K , θ ∈ Θ�

}

, (1)

where θ denotes the parameters defining each transformations, and Θ� is the set
of transformations parameter which also depends on the label �. In practice, each
T �

θ is a composition of transformations commonly used for data augmentation,
such as rotations around the center of the wafer, horizontal flip, and small trans-
lations of the defective coordinates. Moreover, we perform two transformations
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that were specifically designed for WDMs, namely noise injection and random
mixing. Noise injection adds a small number of defects to each WDM to increase
network robustness and reduce the risk of overfitting. In particular, WDMs in
the Normal class can be seen as pure noise, since the defects in the wafer are not
due to any specific problem during the production. Therefore, we estimate the
distribution of the number of defects in Normal WDMs from the training set
and use this distribution to draw the number N of defects that has to be added
to each WDM. Our study and production engineers confirm that there is no
particular arrangement of defects in normal WDMs, thus we uniformly sample
defect coordinates within the WDM. This part of data augmentation is conve-
niently performed in polar coordinates since WDMs are circular. Adding noise
does not change the class a WDM belongs to, because a few defects randomly
spread in the WDM are present in every wafer. Random mixing consists in crop-
ping portions of WDMs from samples of those classes that are very peculiar and
are less represented in the training set, such as the BasketBall and Donut, and
superimposing them to obtain novel WDMs that are used as additional train-
ing examples. In these cases, production engineers were not able to distinguish
these mixed WDMs from the real ones. This data augmentation procedure is
constantly invoked during training, generating new batches by transforming the
original WDMs using T �

θ where the parameters θ are randomly sampled by Θ�.
In principle the network trained on augmented WDMs should extract a high-

level representations [2] of a WDM that are invariant to the transformations in
T �. However, invariance is hardly achieved in practice, thus we enforce data
augmentation also when classifying WDMs by our SSCN. To this purpose, we
define the set of transformations

T = {Tθ : θ ∈ Θ}, (2)

where Θ = ∩�∈LΘ� is the set of transformations common to all classes, thus
preserving all the labels in L. For each WDM w to be tested, we compute a set
A(w) of N augmented WDMs:

A(w) = {Tθi(w), i = 1, . . . , N}, (3)

where each θi is randomly sampled from Θ. Then, the whole set A(w) is fed
to the network and the classifier output ̂� = K(w) is the class achieving the
maximum average score over A(w).

4 Experiments

Our experiments aim at showing that (i) our solution based on SSCN can suc-
cessfully handle WDMs and outperforms traditional CNNs trained to classify
images having lower resolution than WDMs, and (ii) a properly designed and
trained deep architecture can outperform traditional classifiers based on hand
crafted features also in WDMs classification.
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Fig. 2. Confusion matrix obtained by our SCNN on the ST dataset. Our network
achieves very high accuracy on all the classes, and most misclassified samples belong
to classes that are very similar, such as Incomplete and Cluster Small.

Datasets. We test our architectures on two different datasets. The first one is
the ST dataset, which comprises 29,746 WDMs acquired in the production site
of STMicroelectronics in Agrate Brianza, Italy. Beside the Normal class (which
does not present any defect pattern), engineers have identified 12 classes illus-
trated in Fig. 1. The second one is the WM-811K, which is a public dataset [14]
composed of 172,951 images provided by Taiwan Semiconductor Manufacturing
Company. The dataset includes nine classes and is highly unbalanced: as in the
ST dataset, the Normal class (called None in [14]) covers almost the 70% of
the dataset. Differently from ST dataset, the WM-811K dataset contains wafer
bin maps, which are very small resolution images ranging from 15× 15 pixels
to 200 × 200 pixels. We resize all this images to 64 × 64 using nearest neighbor
interpolation, as this is by far the most common resolution in the dataset.

Figures of Merit. The traditional figure of merit used in multiclass classifica-
tion problems is the confusion matrix, which assesses the classifier performance
on each class separately, but it does not provide an overall measure of classifica-
tion performance. The Area Under the ROC Curve (AUC) is probably the best
option in binary classification, as it is independent from the class proportions
and from the threshold employed, but it does not admit a straightforward exten-
sion to multiclass problems, thus we consider two versions of multiclass AUC.
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The first one is the 1vsRest-AUC [11] and corresponds to the average of all the
binary AUCs computed in a one-versus-rest fashion. In particular, for each class,
a binary classification problem is tested, where the selected class is the positive
one and the remaining ones are merged in the negative class. The 1vsRest-AUC
is then obtained as a weighted average of the AUC values computed for each of
these binary classification problems. In contrast, the 1vs1-AUC in [6] employs
a one-versus-one scheme and average the AUC from all the possible pairs. The
main difference between the two measures is that the 1vs1 -AUC is independent
from the class proportions, while 1vsRest-AUC is not. Since our model are rel-
atively fast to train on a GPU, in all our experiments we assess classification
performance by means of 10-fold cross validation, and average our results to
reduce the variance in the figures of merit.

Considered Methods. To show the effectiveness of our SSCN on the ST
dataset we consider the following alternatives in the ST dataset we consider as
alternative solution a CNN obtained by training over the VGG16 [13], a state-of-
the-art convolutional neural network that won the localization task in ILSVRC
2014 competition [12]. Since the VGG16 takes as input 224 × 224 images, we per-
form a preliminary binning operation to obtain a low-resolution representation
of the original WDM. In particular, each WDM is transformed in a 224× 224
grayscale image where each pixel indicates the number of defects in the corre-
sponding bin. Then, we perform a fine tuning on the ST dataset, which is a
customary procedure in transfer learning. The VGG16 is trained and tested in
the same conditions as our SSCN, i.e. we perform the same data augmentation
on WDMs before binning. To assess the importance of data augmentation, we
test the proposed SSCN both with data-augmentation and without (SSCN w/o
Aug).

On the WM-811K dataset we adopt a traditional CNN rather than a sparse
CNN, since the input images are rather small and not very sparse. Therefore,
we consider a comparable architecture, though less deep, obtained by stacking
traditional convolutional and max pooling layers. As alternative method, we
consider the solution in [14] (denoted here as SVM ), that extracts hand-crafted
features and classify the feature vectors using a Support Vector Machine.

Advantages of Directly Handling WDMs Instead of Images. We train
our SSCN network over the ST dataset using the Adadelta optimizer [16] with
parameters ρ = 0.9 and ε = 10−6. Training requires about 8 h (for 100 epochs)
and was performed using two GPUs (a Titan Xp and a Titan V), while the
averaged time required to classify a WDM is 0.061 ± 0.055 s (we compute N = 250
augmented WDMs in (3)). The high variance is due to the fact that the number
of operations performed by SSCNs highly depends on WDM sparsity, which
varies a lot in our dataset.

Figure 2 shows the confusion matrix of the classification performance over the
ST dataset. The accuracy over different classes indicate that our SSCN achieves
very good classification performance and that most of classification errors are
among very similar classes (e.g., Incomplete and ClusterSmall, see Fig. 1(b)).
Due to space limitation, Table 1 reports only a comparison in terms of class
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Table 1. Results on the STdataset.

Class SSCN w/0 Aug. SSCN VGG16

Normal 94% 93% 89%

BasketBall 69% 92% 100%

ClusterBig 66% 80% 79%

ClusterSmall 71% 80% 82%

Donut 70 % 89% 91%

Fingerprints 55 % 85% 86%

GeoScratch 49 % 87% 89%

Grid 69% 91% 88%

HalfMoon 41% 77% 80%

Incomplete 75% 86% 92%

Ring 77 % 87% 86%

Slice 49% 96% 92%

ZigZag 44% 77% 75%

1vsRest-AUC 0.9824 0.9902 0.9887

1vs1-AUC 0.9430 0.9860 0.9858

accuracy for the proposed SSCN against VGG16 and SSCN w/o Aug. These
values correspond to the diagonals of the confusion matrices, and show that data
augmentation is key to improve classification performance. When augmentation
is omitted during training and testing, the classification accuracy drops below
50% in many classes.

The performance of SSCN and VGG16 are very similar in a few classes in
terms of accuracy, and also the AUC values, shown in the last rows of Table 1,
are rather close. However, when the AUC is close to 1, small improvements
can be very significant. In fact, the first column indicates that the SSCN w/o
Aug. is significantly worst than both SSCN and VGG16, although it achieves
only slightly smaller 1vsRest-AUC values. Most importantly, our SSCN achieves
93% accuracy on the Normal class, while VGG does not exceed 89% accuracy.
High accuracy on normal data is certainly important in an industrial moni-
toring scenario, since the vast majority of manufactured wafers belongs to the
Normal class. Low accuracy on the Normal class results in a large number of
false alarms. Therefore, directly handling the huge and sparse WDM (using our
SSCN) greatly reduces the false alarms w.r.t. to a traditional CNN that operated
on low-resolution images.

Finally, the difference between the two AUC measures indicates the effect
of class imbalance: the 1vsRest-AUC is always higher than the 1vs1-AUC, since
the latter is independent from the class proportion. This effect is more evident
for SSCN w/o Aug, which achieves lower accuracy on the other classes.
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Table 2. Class accuracy on the WM-811K dataset. The values of the 1vs1-AUC and
1vsRest-AUC of our CNN are 0.9989 and 0.9955, respectively. We cannot compute
them for the classifier in [14], since no posterior probabilities were provided.

Class SMV CNN

Normal 95.7% 97.9%

Center 84.9% 94.0%

Donut 74.0% 97.1%

Edge-Loc 85.1% 85.2%

Edge-Ring 79.7% 96.8%

Loc 68.5% 72.7%

Near-Full 97.9% 99.3%

Random 79.8% 94.9%

Scratch 82.4% 87.6%

Comparison with Classification over Hand-Crafted Features. Table 2
reports the diagonals of the confusion matrices for both our CNN and the SVM
in [14] over the WM-811K dataset. As in the experiments on the ST dataset,
the proposed solution is evaluated using 10-fold cross validation, while the per-
formance of [14] are reported from the paper, and have been computed on a
specific training and test split.1 Our CNN significantly outperforms SVM [14],
achieving an accuracy gap ranging from a minimum of 0.1% for the Edge-Loc,
up to a maximum of 23.1% for the Donut. Moreover, both the multiclass AUC
values are above 0.99, indicating very good classification performance.

5 Conclusions

Accurate and automatic monitoring solutions are crucial for improving efficiency
in semiconductor manufacturing. Here, we address the problem of classifying
defect patterns on Wafer Defect Maps generated by inspection machines during
the production. Our solution employs Submanifold Convolutional Neural Net-
works, which are perfectly suited for WDMs as they appear as huge and sparse
binary images. As a result, our SCNN efficiently handles WDMs without any
pre-processing procedure that alternative solutions typically require. Moreover,
we propose a specific data-augmentation procedure for WDMs that turns out
to be crucial to effectively train both SSCN and CNN. Our experiments, per-
formed on a dataset of WDMs acquired in the production sites of our industrial
partner, show that our SCNN achieves high accuracy on all the classes, and that
outperforms all the alternatives on the Normal. Since Normal WDMs represent
the vast majority of the production, this performance gap is very relevant as

1 Unfortunately, the implementation of [14] has not been provided for a comparison
over a 10-fold cross validation.
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it yields few false alarms during monitoring. Future works address the problem
of detecting unknown patterns appearing on WDMs, as this would enable to
promptly react to problems that have never been observed before or that are
too rare to collect enough training samples.
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Politecnico di Milano have used in this research.
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Abstract. With the widespread use of image processing technologies,
objective image quality metrics are a fundamental and challenging prob-
lem. In this paper, we present a new No-Reference Image Quality Assess-
ment (NR-IQA) algorithm based on visual attention modeling and a mul-
tivariate Gaussian distribution to predict the final quality score from the
extracted features. Computational modeling of visual attention is per-
formed to compute saliency maps at three resolution levels. At each level,
distortions of the input image are extracted and weighted by the saliency
maps in order to highlight degradations of visually attracting regions.
The generated features are used by a probabilistic model to predict the
final quality score. Experimental results demonstrate the effectiveness of
the metric and show better performance when compared to well known
NR-IQA algorithms.

Keywords: NR-IQA · Saliency maps · MVGD

1 Introduction

The development of image and video processing technologies and the exponen-
tial increase of new multimedia services raise the critical issue of assessing the
visual quality. From several years, a number of investigations have been con-
ducted to design robust Image Quality Assessment (IQA) metrics. Such metrics
aim at predicting image quality that well correlates with Mean Opinion Scores
(MOS). No-Reference IQA (NR-IQA) are interesting as they assume no knowl-
edge of the reference image and can be embedded in practical and real-time
applications. Three approaches may be used in the design of IQA algorithms.
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The first one looks to mimic the behavior of the Human Visual System (HVS).
The HVS models used in this context, include relevant properties such as the
contrast sensitivity function, masking effects and detection mechanisms. A num-
ber of investigations [1] have shown that these models when included in IQA
algorithms, improve their performance. The second approach is well suited for
assessing the quality of images distorted by known distortions. The algorithms
of this approach quantify one or more distortions such as blockiness [20,27], blur
[2,22] or ringing [9,10] and score the image accordingly. The third and last app-
roach is a general-purpose method. It considers that the HVS is very sensitive
to structural information in the image and any loss of this structural informa-
tion results in a perceptual loss of quality. To quantify loss of information, this
approach uses Natural Scene Statistics (NSS). Generally, NSS-based algorithms
apply a combination of learning-based approach with NSS-based extracted fea-
tures. When a large ground truth is available, statistical modeling algorithms
can achieve good performance. However, there is still an effort to provide to
reach the subjective consistency of the HVS.

The work proposed in this paper is motivated by the interesting results of IQA
when visual attention models are used. Computational visual saliency models
extract regions that can attract human gaze. These regions are of a great interest
in IQA. This paper presents a new NR-IQA based on the use of saliency maps to
better weight the extracted distortions and combines these weighted distortions
using a MultiVariate Gaussian distribution (MVGD).

2 The Proposed Approach

Figure 1 presents the overall synopsis of the multi-scale proposed approach,
namely SABIQ (SAliency-based Blind Image Quality) index. First, a multi-scale

Image

Lowpass filter

Subsampling

Visual saliency map

k distortion maps

Entropy value

Multiscale
features
computa-
tion

Probalistic
model

Quality scores

Subsampled image

Fig. 1. Overall synopsis of the multi-scale proposed approach
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decomposition is performed on the input image and a saliency map is computed
at each level. The base level corresponds to the first image while the remaining
ones are obtained by a low-pass filtering followed by a sub-sampling. Secondly,
different distortion maps are generated at same scale levels. At each level, the
Renyi entropy of the subsampled image is also computed. Thirdly, for each level,
a weighting of each computed distortion map with the corresponding saliency
map is performed in order to increase the strength of degradation in visually
attracting areas. Finally, the combination at each level of the weighted distortion
map with the computed Renyi entropy is performed to design a multiresolution
distortion map. The final stage of the pipeline is a simple Bayesian model that
predicts the quality score of the input image. The Bayesian approach maximizes
the probability that the image has a certain quality score given the features
extracted from the image. The associate posterior probability is modeled as a
MultiVariate Gaussian Distribution (MVGD).

2.1 Visual Saliency Map

Visual attention is the ability of the HVS to rapidly direct our gaze towards
regions of interest in our visual environment. Two attentional mechanisms are
involved in such selection; bottom-up and top-down. Main features known to
influence bottom-up attention include color, orientation, motion. Top-down
attention is rather driven by the observer’s experience, task and expectation.
Many conducted investigations have helped in understanding visual attention
and many computational saliency models have been proposed in the literature
[12,13]. A recent state-of-the-art in visual attention is given in [5]. Most of these
models use bottom-up approach and are based on the Feature Integration Theory
of Treisman and Gelade [28]. They compute a 2D map that highlights locations
where fixations are likely to occur. These image-based (stimulus-driven) models
use the same architecture but vary in the selection of characteristics used to
calculate the global saliency map.

The saliency models have addressed various applications, including computer
vision [21], robotics [6] and visual signal processing [7,29]. In the context of IQA
algorithms, the saliency models are intended to extract the most relevant visual
features that when combined, produce a quality score highly correlated with
human judgment [3].

Many research have been investigated to model the phenomenon that any
human viewer can focus on attractive points at a first glance, and many saliency
models have been proposed in the literature.

Saliency models can be categorized into (1) pixel-based models and (2)
object-based models. The pixel-based models aim to highlight pixel locations
where fixations are likely to occur. The object-based models focus on detecting
salient objects in a visual scene. The majority of saliency models in the literature
are pixel-based saliency models, such as ITTI [11], STB [30], PQFT [8], etc.

In this paper, the ITTI model [12] has been employed. This model com-
bines multiscale image features into a single topographical saliency map. Three
channels (Intensity, Color and Orientation) are used as low level features. First,
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feature maps are calculated for each channel via center-surround differences oper-
ation. Three kinds of conspicuity maps are then obtained by across-scale combi-
nation. The final saliency map is built through combining all of the conspicuity
maps.

2.2 Distortion Maps

Many studies have shown that image quality degradations are well measured by
features of local structure [31], contrast [31,32], multi-scale and multi-orientation
decomposition [34].

Contrast Distortion Map. The image gradient is an interesting descriptor to
capture both local image structure and local contrast [33]. Also according to this
study, the partial derivatives and gradient magnitudes change with the strength
of applied distortions.

Following this strategy and in order to generate the contrast distortion map,
we compute both horizontal and vertical gradient component images ∂I/∂x and
∂I/∂y from the image I. From those two gradient images, the gradient magnitude
image is computed as

√
(∂I/∂x)2 + (∂I/∂y)2 and then modelled by a Weibull

distribution. This distribution fits well the gradient magnitude of natural images
[25] and its 2 parameters (the scale parameter and the shape parameter) roughly
approximate the local contrast and the texture activity in the gradient magni-
tude map, respectively. Larger values of the scale parameter imply greater local
contrast.

Yet, instead of computing the contrast on the entire image, the image is first
partitioned into equally sized n × n blocks (referred to as local image patches),
then the local contrast is computed for each block yielding in final to a local
contrast map MC .

Structural Distortion Map. The structural distortion map considered here
uses structural distortion features that are extracted from both spatial and
frequency information. To extract image structure information from frequency
domain, the image is partitioned into equally sized n×n local image patches and
then a 2D-DCT (Discrete Cosine Transform) is applied on each patch. The fea-
ture extraction is thus locally performed in the spatio-frequency domain accord-
ing to local spatial visual processing property of the HVS [4]. To capture degrada-
tion depending on directional information in the image, block DCT coefficients
are modeled along three orientations (0, 45 and 90◦). For each orientation, a
Generalized Gaussian is fitted to the associated coefficients, and the coefficient
ζ is computed from the histogram model as ζ = σ(X)/μ(X) where σ(X) and
μ(X) are the standard deviation and the mean of the DCT coefficient magni-
tudes, respectively. In order to select the most significant map from the three
generated distortion maps, the variance of ζ is then computed for each orienta-
tion. The distortion map associated to the highest value of the variance of ζ is
finally chosen and serve as structural distortion map, namely MS .
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Since the DC (Direct Coefficient) does not convey any structural information,
it is removed from all computations.

Multi-orientation Image Property Map. It is widely admitted that the
HVS is sensitive to spatial frequency and orientation. In order to capture this
sensitivity, the steerable pyramid transform [26] is used.

Let a(i, j, f, θ) be an original coefficient issued from the decomposition pro-
cess located at the position (i, j) in the frequency band f and orientation band
θ. The associated squared and normalized coefficient r(i, j, f, θ) is defined as:

r(i, j, f, θ) = k
a(i, j, f, θ)2

∑
φ∈[0,45,90,135] a(i, j, f, φ)2 + σ2

(1)

In this paper, four orientation bands with bandwidths of 45◦ 0, 45, 90,
135 plus one isotropic lowpass filter are used yielding in five response maps
{Rθ, Riso}, θ ∈ [0, 45, 90, 135]. The distortion map associated to the highest value
of the variance is finally selected and will serve as frequency variation distortion
map, namely MF .

From the four orientation bands, we compute the energy ratio in order to take
account the modification of local spectral signatures of an image. This approach
is inspired from the quality BLIINDS2 index [24]. Each map associated to θ
{Rθ}, θ ∈ [0, 45, 90, 135] is decomposed into equally sized n × n blocks. For each
obtained patch, the average energy in frequency band θ models the variance
corresponding to band θ as eθ = σ2

θ .
For each θ ∈ [45, 90, 135], the relative distribution of energies in lower and

higher bands is then computed as:

Eθ =
|eθ − 1/n

∑
t<θ et|

|eθ + 1/n
∑

t<θ et| (2)

where 1/n
∑

t<θ et represents the average energy up to frequency band θ. Three
distortion maps are then generated.

The distortion map associated to the highest value of the variance of Eθ is
finally selected and serves as energy ratio distortion map, namely ME .

2.3 Multiscale Features Computation

In this block, each distortion map is combined with the saliency map in order
to obtain a saliency-based distortion map. From each saliency-based distortion
map, a pooling strategy is applied by averaging over the highest 10th percentile
coefficients across the distortion map. This pooling strategy is motivated by
the fact that the “worst” distortions in an image heavily influence subjective
impressions and that they are concentrated in few coefficients having higher
values [18]. All the obtained values are referred to as df10(·), where (·) represents
one of the computed distortion maps {MC ,MS ,MF ,ME}. In order to get
information about the distribution of the distortions (over space or isolated
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distortions), the 100th percentile average of the local scores is also computed.
The obtained values are referred to as df100(·), where (·) represents one of the
computed distortion maps {MC ,MS ,MF ,ME}. The whole computation leads,
in total, to 8 distortion features {df10(k), df100(k)}, ∀k ∈ {MC ,MS ,MF ,ME}.

The final feature is computed at each scale level l as

final-featurep
l (k) = dfp

l (k) ∗ entropyl (3)

where p ∈ {10, 100}, k ∈ {MC ,MS ,MF ,ME}, dfp
l (k) represents the value

of the distortion value dfp(k) at level l, and entropyl is the Renyi entropy of
the associated saliency-based distortion map. This strategy yields us to include
information about the anisotropy property of distortion maps. In this paper, the
number of scales l is set to 3 as this value achieves the best performance.

2.4 Probabilistic Model and Quality Score Prediction

The computed features and the DMOS (Difference of Mean Opinion Scores)
values of training images are then used by the learning block to fit a MVGD.
The resulting model SABIQ is given by:

SABIQ (x) =
1

(2π)k/2 |Σ|1/2
exp

(
−1

2
(x − β)T

Σ−1 (x − β)
)

(4)

where x = ({final-featurep
l (k)},DMOS) corresponds to the extracted features

(Eq. 3) to which is added DMOS. β and Σ denote the mean and covariance
matrix of the MVGD model and are estimated using the maximum likelihood
method. The features extracted from testing images with DMOS values lying
between 0 and 100 with a step of 0.5, are fed into the learned SABIQ to assess
quality of image under test.

3 Performance Evaluation

3.1 Apparatus

To provide comparison of NR-IQA algorithms, two publicly available databases
are used: (1) TID2013 database [23] and (2) CSIQ database [15]. Since LIVE
database [14] has been used to train both the proposed metric and most of the
trail NR-IQA schemes, it has not been used to evaluate performances. To train
our model, we used LIVE database running multiple train-test sequences. For
each sequence, the image database is divided into distinct training and test sets.
In each train-test sequence, 80% of the LIVE IQA Database content was chosen
to design the training set, and the remaining 20% were dedicated to the test set.
This means each training set contains 23 reference images and their associated
distorted images. The quality scores are computed using a bootstrap process
with 999 replicates.
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Table 1. SROCC values of NR-IQA models on each distortion types for the TID2013
database.

TID2013 subset BRISQUE BLIINDS2 DIIVINE SSEQ ILNIQE CORNIA SABIQ

Single

distortion

Additive Gaussian noise 0.852 0.722 0.855 0.807 0.876 0.756 0.881

Add noise in color components 0.709 0.649 0.712 0.681 0.815 0.749 0.817

Spatially correlated noise 0.491 0.767 0.463 0.635 0.923 0.727 0.933

Masked noise 0.575 0.512 0.675 0.565 0.512 0.726 0.726

High frequency noise 0.753 0.824 0.878 0.860 0.868 0.796 0.910

Impulse noise 0.630 0.650 0.806 0.749 0.755 0.767 0.805

Quantization noise 0.798 0.781 0.165 0.468 0.873 0.016 0.851

Gaussian blur 0.813 0.855 0.834 0.858 0.814 0.921 0.861

Image denoising 0.586 0.711 0.723 0.783 0.750 0.832 0.793

JPEG compression 0.852 0.864 0.629 0.825 0.834 0.874 0.902

JPEG2000 compression 0.893 0.898 0.853 0.885 0.857 0.901 0.901

JPEG transmission errors 0.315 0.117 0.239 0.354 0.282 0.686 0.351

JPEG2000 transmission errors 0.360 0.620 0.060 0.561 0.524 0.678 0.622

Non eccentricity pattern noise 0.145 0.096 0.060 0.011 0.080 0.286 0.102

Local block-wise distortions 0.224 0.209 0.093 0.016 0.135 0.218 0.220

Mean shift 0.124 0.128 0.010 0.108 0.184 0.065 0.179

Contrast change 0.040 0.150 0.460 0.204 0.014 0.182 0.508

Change of color saturation 0.109 0.017 0.068 0.074 0.162 0.081 0.182

Multiple

dist.

Multiplicative Gaussian noise 0.724 0.716 0.787 0.679 0.693 0.644 0.765

Comfort noise 0.008 0.017 0.116 0.033 0.359 0.534 0.379

Lossy comp. of noisy images 0.685 0.719 0.633 0.610 0.828 0.862 0.838

Color quant. with dither 0.764 0.736 0.436 0.528 0.748 0.272 0.810

Chromatic aberrations 0.616 0.539 0.661 0.688 0.679 0.792 0.762

Sparse sampling and reconst. 0.784 0.816 0.834 0.895 0.865 0.862 0.920

Cumulative subsets 0.367 0.393 0.355 0.332 0.494 0.429 0.567

To assess the performance of SABIQ, the Spearman Rank Order Correlation
Coefficient (SROCC) is computed between DMOS values and predicted scores
from six state-of-the-art opinion-aware NR-IQA methods, including BRISQUE
[17], BLIINDS2 [24], DIIVINE [19], CORNIA [17], ILNIQE [33] and SSEQ [16]
which are all so far widely accepted in the research community.

3.2 Performance Evaluation

The SROCC between predicted DMOS and subjective DMOS is reported in
Table 1 for the TID2013 database. From Table 1, one observes that SABIQ per-
forms much better than the six other NR-IQA methods when the SROCC values
for the whole database is considered. This significant gain in performance is likely
induced by the visual attention that is used in the weighting of distortions. When
single distortions are considered, SABIQ achieves performance comparable with
CORNIA and performs better than the five remaining trail quality schemes.
For multiple distortions, SABIQ performs better than BRISQUE, BLIINDS2,
DIIVINE and SSEQ and competes very well with CORNIA and ILNIQE.

Similar results are shown in Table 2 for CSIQ Images database. SABIQ
achieves better results for 4 out of 6 distortions and outperforms all trail NR-
IQA algorithms when the entire database is considered. In this case, the gain in
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Table 2. SROCC values of NR-IQA models on each distortion types for the CSIQ
Images database.

CSIQ subset BRISQUE BLIINDS2 DIIVINE SSEQ ILNIQE CORNIA SABIQ

JP2K 0.866 0.895 0.830 0.848 0.906 0.746 0.920

JPEG 0.903 0.901 0.799 0.865 0.899 0.908 0.941

Gaussian noise 0.252 0.379 0.176 0.872 0.850 0.914 0.870

Add. Gaussian pink noise 0.925 0.801 0.866 0.046 0.874 0.420 0.895

Gaussian blur 0.903 0.891 0.871 0.873 0.858 0.917 0.920

Global contrast decrement 0.029 0.012 0.396 0.200 0.501 0.302 0.509

Cumulative subsets 0.566 0.577 0.596 0.528 0.815 0.663 0.877

performance is about 7% compared to ILNIQE and is at least 32% compared to
other metrics.

We also trained the methods on TID2013 excluding multi-distorted subsets
(MD), then tested them on the two other datasets and the remaining MD subsets
of TID2013. The results are shown in Table 3. The NR-IQA methods IL-NIQE
and SABIQ clearly outperform the other trial method when trained on single
distortion. When considering the LIVE database, IL-NIQE and SABIQ achieve
almost the same results, which is not surprising since many existing recent NR-
IQA schemes reach high correlations on that database. Furthermore, SABIQ
presents the highest SROCC value with CSIQ database. All these results tend
to highlight a high generalization capability of the proposed approach.

Table 3. SROCC values when trained on TID2013, excluding multi-distortion subsets
(MD)

LIVE CSIQ MD TID2013 subsets

BRISQUE 0.522 0.639 0.122

BLIINDS2 0.511 0.456 0.322

DIIVINE 0.410 0.701 0.409

SSEQ 0.230 0.630 0.098

ILNIQE 0.899 0.631 0.568

CORNIA 0.399 0.656 0.412

SABIQ 0.896 0.787 0.562

4 Conclusion

In this paper, we investigated how the visual attention property of the HVS can
be embedded in the NR-IQA algorithm design and in which way it can improve
the prediction of image quality. The proposed approach, namely SABIQ, is based
on the use of computational modeling of visual attention to compute the saliency
map. At each of the three levels of the multiresolution scheme, distortions of



Blind IQA Based on the Use of Saliency Maps and a MVGD 145

the input image are generated and weighted by the saliency maps in order to
highlight degradations of visually attracting regions. The extracted features are
used by a probabilistic model to predict the final quality score. The obtained
results demonstrate the effectiveness of the approach.
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Abstract. In this paper we propose a strategy to optimize the per-
formance of thinning algorithms. This solution is obtained by combin-
ing three proven strategies for binary images neighborhood exploration,
namely modeling the problem with an optimal decision tree, reusing
pixels from the previous step of the algorithm, and reducing the code
footprint by means of Directed Rooted Acyclic Graphs. A complete and
open-source benchmarking suite is also provided. Experimental results
confirm that the proposed algorithms clearly outperform classical imple-
mentations.

Keywords: Thinning · Skeletonization · Optimization ·
Decision trees · Binary image processing

1 Introduction

Thinning is a fundamental algorithm used in many computer vision and image
processing tasks, which aims at providing an approximate and compact repre-
sentation of the elements (objects) inside images. It can be defined as the succes-
sive removal of outermost layers of an object until only a skeleton of unit width
remains [10]. Firstly introduced in the 1950 as a data compression strategy [11],
the thinning procedure is nowadays used as a pre- or post-processing step in
many different applications, ranging from medical imaging [33,34] to handwrit-
ten text recognition [7,19] and fingerprint analysis [22]. Therefore, having an
efficient and effective algorithm is extremely important.

In the literature, a lot of approaches to solve the problem have been detailed.
The algorithm proposed by Zhang and Suen (ZS) in [35] is one of the most
famous and used, given its efficiency and simplicity. This algorithm is based on
the 8-neighbor connectivity and exploits two sub-iterations that are iteratively
performed to remove pixels and obtain the final result. In [8], Chen and Hsu
(CH) improved the output visual appearance of the Zhang-Suen approach, by
fixing some corner cases, and proposed a lookup table (LUT) solution to speed
up the process.
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Holt et al. [20] tackled the problem by a different perspective and proposed
an improvement on the Zangh-Suen technique which requires less iterations, at
the expense of examining a larger neighborhood (from 3 × 3 to 4 × 4). Even
though the algorithm solves some of the ZS drawbacks, the need to access more
pixels makes it slower, especially when implemented on sequential machines [16].

The algorithm by Guo and Hall [15] allows to better cope with 2 × 2 squares
and diagonal lines inside images using a set of rules that is very similar to the
one proposed by Lü and Wang [25].

These solutions have been proposed some decades ago, but are still com-
monly used [22,33,34] and included in many image processing libraries, such as
OpenCV [27].

Given its intrinsically iterative nature the thinning procedure is expensive
and usually very slow, especially when applied on high resolution images. Any-
way, a lot of approaches have been proposed to improve performances without
affecting the output result. Besides the already mentioned LUT technique, an
efficient neighborhood exploration technique based on decision trees has been
applied on the ZS algorithm [13]. The authors experimentally proved that the
use of an optimal Decision Tree (DTree) allows to dramatically reduce the num-
ber of memory accesses to be performed in order to explore the neighborhood,
thus improving the overall performance of the algorithm, even when compared
to implementations based on lookup table.

Fig. 1. Naming convention for the pixel in the neighborhood of P1 (a) and their overlap
when the mask is shifted for processing the next pixel (b).

Both of these approaches miss a classical optimization strategy used when
working with local neighborhoods: when the scanning mask moves horizontally
most of the pixels have already been read in the previous step (Fig. 1), so only
the rightmost column needs to be read, and the others can be obtained by
just shifting the positions of the previously inspected ones. This optimization
approach is typically used with average/box filtering, running median [21], and
Connected Components Labeling [18]. A solution for combining this prediction
with DTrees was introduced in [12].

Moreover, in [3,6], a novel approach to model decision problems as Directed
Rooted Acyclic Graphs (DRAGs) was introduced. Differently from DTrees, in
which the same set of conditions required to reach the corresponding leaf may
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Algorithm 1. Two subiteration thinning algorithm
1: function Iteration(I, O, k)
2: O ← I
3: changed ← false
4: for all p ∈ L(I) do
5: if I(p) = 1 then
6: if should remove(I, p, k) then
7: O(p) ← 0
8: changed ← true

9: return changed

10: procedure Thinning(I, O)
11: repeat
12: changed0 ← Iteration(I,O, 0)
13: changed1 ← Iteration(O, I, 1)
14: until ¬changed0 ∧ ¬changed1

be checked in multiple subtrees, in a DRAG, being it a graph, these could be
merged together. Even though this approach does not save any condition check
with respect to the use of a DTree, it allows to sensibly reduce the number of
machine instructions, and thus the impact on instruction cache. Indeed, the code
generated from a DRAG will include the same checks only once.

With this paper we extend the DRAG model in order to apply it on state-
of-the-art thinning algorithms and improve their performance. Moreover, we
apply a solution to include a prediction strategy with DRAGs. To evaluate the
effectiveness of our proposals and compare them with existing implementations,
an open-source C++ benchmarking system has also been developed. The source
code of the benchmark, as well as the proposed algorithms, is available in [31].

2 Thinning Algorithms

Many thinning algorithms belong to the class of parallel thinning algorithms [23]:
every pixel is analyzed considering its neighborhood values in the current image,
but the result is written into a different output mask, so that the procedure can
be easily implemented on massively parallel architectures.

We consider three classical algorithms, which work with biased subiterations:
at each iteration both subiterations must be performed and if neither of them
modifies the image, the algorithm finishes. At each subiteration, the image is
scanned and for each foreground pixel we check if the pixel should be removed
(Algorithm 1).

The notation used in the algorithms is summarized here. Given I, an image
defined over a two dimensional rectangular lattice L, and I(p) the value of pixel
p ∈ L, with p = (px, py), we define the neighborhood of a pixel as follows:

N (p) = {q ∈ L | max(|px − qx|, |py − qy|) ≤ 1} (1)
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Algorithm 2. Removal logic functions for ZhangSuen and ChenHsu algorithms
1: function A(P )
2: return (¬P2 ∧ P3) + (¬P3 ∧ P4) + (¬P4 ∧ P5) + (¬P5 ∧ P6)+
3: (¬P6 ∧ P7) + (¬P7 ∧ P8) + (¬P8 ∧ P9) + (¬P9 ∧ P2)

4: function B(P )
5: return P2 + P3 + P4 + P5 + P6 + P7 + P8 + P9

6: function ZS should remove(I, p, k)
7: P ← I(N (p))
8: if k = 0 then
9: c ← P2 ∧ P4 ∧ P6;

10: d ← P4 ∧ P6 ∧ P8;
11: else
12: c ← P2 ∧ P4 ∧ P8;
13: d ← P2 ∧ P6 ∧ P8;

14: return (A(P ) = 1) ∧ (2 ≤ B(P ) ≤ 6) ∧ ¬c ∧ ¬d

15: function CH should remove(I, p, k)
16: P ← I(N (p))
17: if k = 0 then
18: c ← P2 ∧ P4 ∧ P6;
19: d ← P4 ∧ P6 ∧ P8;
20: f ← P2 ∧ P4 ∧ ¬P6¬P7¬P8

21: g ← P4 ∧ P6 ∧ ¬P2¬P8¬P9

22: else
23: c ← P2 ∧ P4 ∧ P8;
24: d ← P2 ∧ P6 ∧ P8;
25: f ← P2 ∧ P8 ∧ ¬P4¬P5¬P6

26: g ← P6 ∧ P8 ∧ ¬P2¬P3¬P4

27: return (2 ≤ B(P ) ≤ 7) ∧ ((A(P ) = 1) ∧ ¬c ∧ ¬d)∨
28: (A(P ) = 2) ∧ (f ∨ g))

Two pixels, p and q, are said to be neighbors if q ∈ N (p), that implies p ∈
N (q). From a visual perspective, p and q are neighbors if they share an edge
or a vertex. The set defined in Eq. 1 is called 8-neighborhood of p. In a binary
image, meaningful regions are called foreground (F), and the rest of the image
is the background (B). Following a common convention, we will assign value 1
to foreground pixels, and value 0 to background. The conditions for foreground
pixel removal depend on the neighborhood and the algorithm flavor. Following
the original notation of Zhang and Suen, pixels are enumerated in clockwise
order, with the current pixel being P1.

Algorithms 2 and 3 provide a detailed summary of the algorithms proposed
by Zhang and Suen, Chen and Hsu and Guo and Hall. In all of them, k represents
the subiteration index: k= 0 during the first subiteration and k=1 during the
second one. Support logic functions are used such as A(P ), which is the number
of 01 patterns in clockwise order, and B(P ), which is the number of non zero
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Algorithm 3. Removal logic function for GuoHall algorithm
1: function GH should remove(I, p, k)
2: P ← I(N (p))
3: C ← ((¬P2) ∧ (P3 ∨ P4)) + ((¬P4) ∧ (P5 ∨ P6))+
4: ((¬P6) ∧ (P7 ∨ P8)) + ((¬P8) ∧ (P9 ∨ P2))
5: N1 ← (P9 ∨ P2) + (P3 ∨ P4) + (P5 ∨ P6) + (P7 ∨ P8)
6: N2 ← (P2 ∨ P3) + (P4 ∨ P5) + (P6 ∨ P7) + (P8 ∨ P9)
7: N ← min(N1, N2)
8: if k = 0 then
9: m ← (P6 ∨ P7 ∨ ¬P9) ∧ P8

10: else
11: m ← (P2 ∨ P3 ∨ ¬P5) ∧ P4

12: return (C = 1) ∧ (2 ≤ N ≤ 3) ∧ ¬m

neighbors of P1. The basic idea is to remove pixels at foreground connected
components edges (i.e., the block should not be totally foreground), without
splitting that component.

Chen and Hsu [9] observed that given the eight neighbors of P1 the outcome
of the conditions is known, thus they built two lookup tables (LUT) for the
two subiterations and used the pixel values as bits for the index of the LUT.
This allows to save all the operations required to compute A(P ), B(P ) and the
other two conditions, adding only one memory access. The same approach can
obviously be applied to the GuoHall rules.

3 Techniques for Performance Optimization

The LUT approach suggests that thinning techniques can be modeled as decision
tables [29]. A decision table is a tabular form that presents a set of conditions
and their corresponding actions. A statement section reports a set of conditions
which must be tested and a list of actions to perform. Each combination of
condition entries (condition outcomes) is paired to an action entry. In the action
entries, a column is marked to specify whether the corresponding action is to be
performed or not. The aforementioned thinning algorithms can thus be modeled
as a decision table in which the conditions are given by the current pixel and its
neighborhood, and the only two possible actions are removing the current pixel
or not. By plugging the subiteration index k as another condition, this results
in a 10 conditions decision table (1024 rules).

The definition of decision tables requires all conditions to be tested in order to
select the corresponding actions to be executed. Testing the conditions requires
to access the corresponding pixel in the image, so solutions to avoid checking
conditions allow to improve the algorithm computational requirements.

With a dynamic programming technique, Grana et al. [14] showed how to
build an optimal decision tree that, by saving many memory accesses, resulted
in a considerable improvement in execution times.
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Following [12], we observe that it is possible to include prediction in the
DTree, by keeping track of the examined pixels on the path to reach a leaf, and
there selecting a different tree which employs only the unknown pixels. While
this requires a pretty tedious work, the number of possible combinations is quite
limited and it is doable. For instance, for the ZS algorithm, we obtain 18 different
reduced trees. Its possible to note that P8 disappears from all trees, because it
is always known from the previous step (it was P1). Moreover a degenerate case
happens, because if P4 was a background pixel, the next trees will have a root
which directly contains the action “do nothing”.

Fig. 2. Final DRAG for Zhang and Suen thinning algorithm. The octagonal shaped
root is the starting node for the first pixel in a line, double circles are roots from which
the algorithm will restart after reaching a leaf (the first number is their id), ellipses
are decisions and rectangles are leaves. The first number in leaves is the action to be
performed (1 =do nothing, 2= don’t remove, 3 = remove), while the second number is
the next tree to be used. The special case (root 2) is marked as a double rectangle to
stress that this root is also a leaf. Best viewed on the online version.

Additionally, as introduced in [3], a transformation from a DTree to a DRAG
can be performed by substituting all equal subtrees with a single instance by
making every parent node point to that unique exemplar. We can traverse the
tree and, for every subtree, search an equal one and immediately perform the
substitution. This transformation does not depend on the order in which the
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original tree is traversed. As already said, getting to a leaf still requires all the
original checks, so the benefit of implementing decisions with DRAGs is that of
reducing the code footprint. A visualization of the resulting graph for the Zhang
and Suen algorithm is shown in Fig. 2.

4 Comparative Evaluation

The proposed algorithms are evaluated by comparing their performance with
state-of-the-art implementations. There are many variables that could influence
the performance of an algorithm in terms of execution time: the machine archi-
tecture and the operating system on which tests are performed, the adopted
compiler and its optimization settings, code implementation and last but not
least the data on which algorithms are tested. In order to ensure experiment
reproducibility and allow researchers to test and compare the algorithms on
their own settings, an open-source benchmarking system called THeBE (the
THinning evaluation BEnchmark) has been designed and released. The source
code of THeBE and the algorithms implementations are available in [31].

Experimental results reported and discussed in this Section are obtained
running THeBE on an Intel Core i7-4790K CPU (with 4× 32 KB L1 cache,
4 × 256 KB L2 cache, and 8 MB of L3 cache), under Windows (64 bit) OS and
using the MSVC 19.16.27030.1 compiler with all optimizations enabled.

Tests have been performed on four different datasets that cover most of the
scenarios in which the thinning operation is usually applied:

– Hamlet is a set of 104 images, scanned from a version of the Hamlet found on
the Gutenberg Project [17]. Images have an average amount of 2.71 million
of pixels to analyze. This set of images has been already used in a previously
published paper to measure the performance of thinning algorithms [14].

– Tobacco800 is composed of 1290 document images and it is a realistic collec-
tion for document image analysis research. These documents were collected
and scanned using a wide variety of equipment over time. Images size ranges
from 1200 × 1600 to 2500 × 3200 pixels [1,24,30].

– XDOCS is a collection of high resolution historical document images taken
from the large number of civil registries available since the constitution of the
Italian state [2,4,5]. XDOCS is composed of 1677 images with an average size
of 4853 × 3387.

– Fingerprints counts 960 fingerprint images taken from three fingerprint veri-
fication competitions (FCV2000, FCV2002 and FCV2004) [26]. Images were
collected by using low-cost optical sensors or synthetically generated. In order
to fit them for a thinning application, fingerprints have been binarized using
an adaptive threshold [28] and then negated. Resulting images have a size
varying from 240 × 320 up to 640 × 480 pixels.

All images are provided in 1 bit per pixel PNG format, with 0 being back-
ground and 1 being foreground. The aforementioned datasets can be automati-
cally downloaded during the installation of THeBE or they can be found in [32].
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Fig. 3. Average run-time test on different datasets. Results are obtained under Win-
dows (64 bit) OS with MSVC 19.16.27030.1 using an Intel Core i7-4790K CPU. For
the sake of readability numbers are given in ms in (a) and (b), while they are give in
s in (c) and (d). Our proposals are identified with ∗. Lower is better.

The results of the comparison are reported in Fig. 3. For convenience, all the
acronyms used in this section are summarized in the following. ZS identifies the
Zang and Suen algorithm originally presented in [35], GS is the algorithm by
Guo and Hall [15], and CH is the algorithm proposed by Chen and Hsu in [8].
Moreover, the acronym LUT identifies the lookup table implementation of a
given algorithm, TREE represents the version of the algorithm based on optimal
decision trees (thus without prediction), and DRAG identifies the application of
the complete pipeline proposed. It is important to note that both the “standard”
and LUT versions of the algorithms also use prediction, avoiding to read pixels
that have already been read in the previous step.

All the variations of a given algorithm (standard, LUT, TREE, and DRAG)
differ only in execution time, and always produce the same output on the same
input image. This is directly verified by THeBE.

Keeping in mind that the three thinning algorithms (ZS, GH, and CH) pro-
duce different results, and should be selected based on the task needs, we can
observe that CH always shows the best performance. As reported in literature,
the use of LUT always improves performance of about 25% with respect to the
standard.

Even thought the LUT version of the algorithms employs prediction, the
implementation based on optimal decision trees, which does not, performs better
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(about 50% w.r.t the standard). This can be explained considering how the LUT
and the TREE version of the algorithms work. The prediction applied on the
LUT table is able to avoid the condition check of six pixels at each step of the
scanning phase. On the other hand, the TREE version requires to check up to 9
pixels in the worst case but just one pixel in the best one. On average, it is able
to avoid the read of more than six pixels at each step of the scanning phase.

The DRAG version of the algorithms, combining the benefit of both predic-
tion and decision trees, always improves for an average total speed-up of about
60% compared to the standard. The speed-up of DRAG with respect to TREE
is 20% for ZS and CH and 15% for GH on average.

5 Conclusion

In this paper, a systematic approach to minimize the number of memory accesses
during neighborhood exploration has been applied to three widely employed
iterative parallel thinning algorithms. The reported results clearly demonstrate
that a significant improvement can be obtained on the state-of-the-art.

The availability of a public and open-source system (THeBE) allows
researchers and practitioners to really test the best solutions on their specific
environment, and to possibly further improve them in the future.
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25. Lü, H., Wang, P.S.P.: A comment on “a fast parallel algorithm for thinning digital
patterns”. Commun. ACM 29(3), 239–242 (1986)

26. Maltoni, D., Maio, D., Jain, A.K., Prabhakar, S.: Handbook of Fingerprint Recog-
nition. Springer, London (2009). https://doi.org/10.1007/978-1-84882-254-2

27. Documentation of the thinning function in OpenCV. https://docs.opencv.org/4.0.
0/df/d2d/group ximgproc.html#ga37002c6ca80c978edb6ead5d6b39740c. Acces-
sed 02 May 2019
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Abstract. This paper introduces a fully discrete framework for a new
straight line detector in gray-level images, where line segments are
enriched with a thickness parameter intended to provide a quality cri-
terion on the extracted feature. This study is based on a previous work
on interactive line detection in gray-level images. At first, a better esti-
mation of the segment thickness and orientation is achieved through two
main improvements: adaptive directional scans and control of assigned
thickness. Then, these advances are exploited for a complete unsuper-
vised detection of all the line segments in an image. The new thick line
detector is left available in an online demonstration.

Keywords: Line/segment detection · Discrete objects ·
Digital geometry

1 Introduction

Straight lines are commonly used as visual features for many image analysis
processes. In particular in man-made environments, they are a suitable alter-
native to points for camera orientation [7,18], 3D reconstruction [16] or also
simultaneous localization and mapping [10,17].

Therefore, straight line detection is always an active research topic centered
on the quest of still faster, more accurate or more robust-to-noise methods
[1,2,9,14,15]. Most of the times, they rely on the extraction of an edge map
based on gradient magnitude. Gradient orientation is often used to discriminate
candidates and thus provide better efficiency. However, they seldom provide an
exploitable measure of the output line quality, based on intrinsic properties such
as sharpness, connectivity or scattering. This information could be useful to get
some confidence level and help to classify these features for further exploitation.
It could also be a base for uncertainty propagation within 3D interpretation
tools, in order to dispose of complementary measures to reprojection errors for
local accuracy evaluation.

In digital geometry, new mathematical definitions of classical geometric
objects, such as lines or circles, have been developed to better fit to the discrete
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 159–170, 2019.
https://doi.org/10.1007/978-3-030-30645-8_15
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nature of most of today’s data to process. In particular, the notion of blurred
segment [4,6] was introduced to cope with the image noise or other sources of
imperfections from the real world using a thickness parameter. Efficient algo-
rithms have already been designed to recognize these digital objects in binary
images [5]. Blurred segments seem well suited to reflect the required line quality
information.

The present work aims at designing a flexible tool to detect blurred seg-
ments with optimal thickness and orientation in gray-level images for as well
supervised as unsupervised contexts. User-friendly solutions are sought, with
ideally no parameter to set, or at least quite few values with intuitive meaning.
An interactive tool was already designed for live line extractions in gray-level
images [12]. But the segment thickness was initially fixed by the user and not
estimated, leading to erroneous orientations of the detected lines. Here, the lim-
itations of this first detector are solved by the introduction of two new concepts:
(i) adaptive directional scans designed to better track the detected line; (ii) con-
trol of assigned thickness to bound its scattering. As a side effect, these two
major evolutions also led to a noticeable improvement of the time performance
of the detector. They are also put forward within a global line extraction algo-
rithm which can be evaluated through an online demonstration at: http://ipol-
geometry.loria.fr/∼kerautre/ipol demo/FBSD IPOLDemo.

In the next section, the main theoretical notions used in this work are intro-
duced. The new detector workflow, the adaptive directional scan, the control of
assigned thickness and their integration into both supervised and unsupervised
contexts are then presented in Sect. 3. Experiments led to assess the achieved
performance of this new detector are described in Sect. 4. Finally, Sect. 5 gives a
short conclusion followed by some open perspectives for future works.

2 Theoretical Background

2.1 Blurred Segment

This work relies on the notion of digital straight line as classically defined in the
digital geometry literature [13]. Only the 2D case is considered here.

Definition 1. A digital straight line L(a, b, c, ν), with (a, b, c, ν) ∈ Z
4, is the

set of points P (x, y) of Z2 that satisfy: 0 ≤ ax + by − c < ν.

In the following, we note V (L) = (a, b) the director vector of digital line
L, w(L) = ν its arithmetical width, h(L) = c its shift to origin, and p(L) =
max(|a|, |b|) its period (i.e. the length of its periodic pattern). When ν = p(L),
then L is the narrowest 8-connected line and is called a naive line.

The thickness μ = ν
max(|a|,|b|) of L(a, b, c, ν) is the minimum of the vertical

and horizontal distances between lines ax + by = c and ax + by = c + ν.

Definition 2. A blurred segment B of assigned thickness ε is a set of points
in Z

2 that all belong to a covering digital straight line L of thickness μ = ε. The
optimal line of the blurred segment is the covering line with minimal thickness.
The thickness of the blurred segment is the thickness of its optimal line.

http://ipol-geometry.loria.fr/~kerautre/ipol_demo/FBSD_IPOLDemo
http://ipol-geometry.loria.fr/~kerautre/ipol_demo/FBSD_IPOLDemo
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A linear-time algorithm to recognize a blurred segment of assigned thickness
ε [6] is used in this work. It is based on an incremental growth of the convex
hull of the blurred segment when adding each point Pi successively. As depicted
on Fig. 1, the extension of the blurred segment Bi−1 of assigned thickness ε and
thickness μi−1 at step i − 1 with a new input point Pi is thus controlled by the
recognition test μi < ε.
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Fig. 1. A growing blurred segment Bi: when adding the new point Pi, the blurred
segment minimal thickness augments from μi−1 to μi; if the new thickness μi exceeds
the assigned thickness ε, then the new input point is rejected and Bi = Bi−1.

Associated to this primitive, the following definition of a directional scan is
an important point in the proposed method.

2.2 Directional Scan

Definition 3. A directional scan DS is an ordered partition restricted to the
image domain I of a thick digital straight line D, called the scan strip, into
scans Si, each of them being a segment of a naive line Ni, called a scan line,
orthogonal to D.

DS =
{

Si = D ∩ Ni ∩ I
∣∣∣∣V (Ni) · V (D) = 0
∧ h(Ni) = h(Ni−1) + p(D)

}
(1)

In this definition, the clause V (Ni) · V (D) = 0 expresses the orthogonality
constraint between the scan lines Ni and the scan strip D. Then the shift of the
period p(D) between successive scans guarantees that all points of the scan strip
are traversed one and only one time.

The scans Si are developed on each side of a start scan S0, and ordered by
their distance to the start line N0 with a positive (resp. negative) sign if they
are on the left (resp. right) side of N0 (Fig. 2). The directional scan is iteratively
parsed from the start scan to both ends. At each iteration i, the scans Si and
S−i are successively processed.

A directional scan can be defined by its start scan S0. If A(xA, yA) and
B(xB, yB) are the end points of S0, and if we note δx = xB − xA, δy = yB − yA,
c1 = δx · xA + δy · yA, c2 = δx · xB + δy · yB and pAB = max(|δx|, |δy|), it is then
defined by the following scan strip DA,B and scan lines N A,B

i :{DA,B = L(δx, δy, min(c1, c2), 1 + |c1 − c2|)
N A,B

i = L(δy, − δx, δy · xA − δx · yA + i · pAB , pAB)
(2)
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Fig. 2. A directional scan. The start scan S0 is drawn in blue, odd scans in green, even
scans in red, the bounds of scan lines Ni with plain lines and the bounds of scan strip
D with dotted lines. (Color figure online)

A directional scan can also be defined by a central point C(xC , yC), a direc-
tion D(XD, YD) and a minimal thickness w. If we note pD = max(|XD|, |YD|),
νD = �w · pD �, c3 = xC · YD − yC · XD − νD

2 , and c4 = xC · XD + yC · YD − pD

2 ,
it is then defined by the following scan strip DC,D ,w and scan lines N C,D ,w

i :
{DC,D ,w = L(YD, − XD, c3, νD )

N C,D ,w
i = L(XD, YD, c4 + i · pD , pD )

(3)

3 The Detection Method

In this line detection method, only the gradient information is processed as it
provides a good information on the image dynamics, and hence the presence of
edges. Trials to use the intensity signal were also made through costly correlation
techniques, but they were mostly successful for detecting shapes with a stable
appearance such as metallic tubular objects [3]. Contrarily to most detectors, no
edge map is built here, but gradient magnitude and orientation are examined in
privileged directions to track edge traces. In particular, we use a Sobel operator
with a 5 × 5 pixels mask to get high quality gradient information [11].

3.1 Previous Work

In a former paper [12], an efficient tool to detect blurred segments of fixed
thickness in gray-level images was already introduced. It was based on a first
rough detection in a local image area defined by the user. At that stage, the
goal was to disclose the presence of a straight edge. Therefore as simple a test
as the gradient maximal value was performed. In case of success, refinement
steps were then run through an exploration of the image in the direction of the
detected edge. In order to prevent local disturbances such as the presence of a
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sharper edge nearby, all the local gradient maxima were successively tested until
a correct candidate with an acceptable gradient orientation was found.

Despite of a good behavior reported, several drawbacks remained. First, the
blurred segment thickness was not measured but initially set by the user accord-
ing to application requirements. The produced information on edge quality was
rather poor, and especially when the edge is thin, the risk to incorporate outlier
points was quite high, thus producing a biased estimation of the edge orien-
tation. Then, two refinement steps were systematically performed. On the one
hand, this is useless when the first detection is successful. On the other hand,
there is no guarantee that this approach is able to process larger images. The
search direction relies on the support vector of the blurred segment detected at
former step. Because the numerization rounding fixes a limit on this estimated
orientation accuracy, more steps are inevitably required to process larger images.
In the following, we present the improvements in the new detector to overcome
these limitations.

3.2 Workflow of the New Detection Process

The workflow of the detection process is summarized in the following figure
(Fig. 3).

Fig. 3. The main workflow of the detection process.

The initial detection consists in building and extending a blurred segment B
of assigned thickness ε0, based on points with highest gradient magnitude found
in each scan of a static directional scan defined by an input segment AB. The
extension is stopped after five point addition failures on each side. Notice that
the gradient direction is not used in this step.

Validity tests are then applied to decide of the detection pursuit. They aim
at rejecting too small segments (less than 4 points) or too sparse ones (more
than 50% of point addition failures) or also those with a close orientation to AB
(less than π/6).

In the fine tracking step, another blurred segment B′ is built and extended
with points that correspond to local maxima of the image gradient, ranked by
magnitude order, and with gradient direction close to start point gradient direc-
tion (less than π/6). At this refinement step, a control of assigned thickness is
applied and an adaptive directional scan based on found position C and direction
D is used in order to extend the segment in appropriate direction. These two
notions are described in following Sects. 3.3 and 3.4.
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Output segment B′ is finally accepted based on application criteria. Final
length and sparsity thresholds can be set accordingly. They are the only param-
eters of this local detector, together with the input assigned thickness ε0.

3.3 Adaptive Directional Scan

The blurred segment is searched within a directional scan with position and ori-
entation approximately drawn by the user, or blindly defined in unsupervised
mode. In most cases, the detection stops where the segment escapes sideways
from the scan strip (Fig. 4a). A second search is then run using another direc-
tional scan aligned on the detected segment (Fig. 4b). In the given example, an
outlier added to the initial segment leads to a wrong orientation value. But even
in case of a correct detection, this estimated orientation is subject to the numer-
ization rounding, and the longer the real segment is, the higher the probability
gets to fail again on an escape from the scan strip.

Fig. 4. Aborted detections on side escapes of static directional scans and successful
detection using an adaptive directional scan. The last points added to the left of the
blurred segment during initial detection (a) lead to a bad estimation of its orientation,
and thus to an incomplete fine tracking with a classical directional scan (b). An adaptive
directional scan instead of the static one allows to continue the segment expansion as
far as necessary (c). Input selection is drawn in red color, scan strip bounds in blue
and detected blurred segments in green. (Color figure online)

To overcome this issue, in the former work, an additional refinement step
was run in the direction estimated from this longer segment. It was enough to
completely detect most of the tested edges, but certainly not all, especially if big
size images with much longer edges were processed. As a solution, this operation
could be iterated as long as the blurred segment escapes from the directional
scan using as any fine detection steps as necessary. But at each iteration, already
tested points are processed again, thus producing a useless computational cost.

Here the proposed solution is to dynamically align the scan direction on
the blurred segment all along the expansion stage. At each iteration i of the
expansion, the scan strip is aligned on the direction of the blurred segment Bi−1

computed at previous iteration i−1. More formally, an adaptive directional scan
ADS is defined by:

ADS =

⎧⎨
⎩Si = Di ∩ Ni ∩ I

∣∣∣∣∣∣
V (Ni) · V (D0) = 0
∧ h(Ni) = h(Ni−1) + p(D0)
∧ Di = DCi−1,D i−1,μi−1 , i > λ

⎫⎬
⎭ (4)
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where Ci, Di and μi are respectively a position, a director vector and a thickness
observed at iteration i, used to update the scan strip and lines in accordance
to Eq. 3. The last clause expresses the update of the scan bounds at iteration i:
Ci−1, Di−1 and μi−1 are respectively the intersection of the input selection and
the central line of Bi−1, the director vector of the optimal line of Bi−1, and the
thickness of Bi−1. λ is a delay which is set to 20 iterations to avoid direction
instabilities when too few points are inserted. Compared to static directional
scans where the scan strip remains fixed to the initial line D0, here the scan
strip moves while scan lines remain fixed. This behavior ensures a complete
detection of the blurred segment even when the orientation of D0 is wrongly
estimated (Fig. 4c).

3.4 Control of Assigned Thickness

The assigned thickness ε to the blurred segment recognition algorithm is initially
set to a large value ε0 in order to allow the detection of thick blurred segments.
Then, when no more augmentation of the blurred segment thickness is observed
after τ iterations (μi+τ = μi), it is set to the observed thickness augmented by a
half pixel tolerance factor, in order to take into account all the possible discrete
lines which digitization fits to the selected points:

ε = μi+τ +
1
2

(5)

This strategy aims at preventing the incorporation of spurious outliers in
further parts of the segment. Setting the observation distance to a constant
value τ = 20 seems appropriate in most experimented situations.

3.5 Supervised Blurred Segments Detection

In supervised context, the user draws an input stroke across the specific edge that
he wants to extract from the image. The detection method previously described
is continuously run during mouse dragging and the output blurred segment is
displayed on-the-fly. Details about the supervised mode are discussed in [12].

An option, called multi-detection (Algorithm 1), allows the detection of all the
segments crossed by the input stroke AB. In order to avoid multiple detections
of the same edge, an occupancy mask, initially empty, collects the dilated points
of all the blurred segments, so that these points can not be used any more.

First the positions Mj of the prominent local maxima of the gradient magni-
tude found under the stroke are sorted from the highest to the lowest. For each
of them the main detection process is run with three modifications:

1. the initial detection takes Mj and the orthogonal direction AB⊥ to the stroke
as input to build a static scan of fixed thickness 2 ·ε0, and Mj is used as start
point of the blurred segment;

2. the occupancy mask is filled in with the points of the dilated blurred segments
B′

j at the end of each successful detection (a 5 × 5 octagonal neighborhood
region of 21 pixels is used);
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Algorithm 1. MultiDetect: finds all segments crossing the selection stroke.
input : Stroke points A, B, occupancy mask M, initial thickness ε0
output: ListOfBS → list of detected blurred segments

ListOfBS ← ∅;
LocMax ← ComputeAndSortGradientLocalMax (A, B);

for i ← 0 to Size (LocMax) do
BlurredSegment ← detect (LocMax [i], AB⊥, 2 ε0, M);
UpdateOccupancyMask (M, BlurredSegment);
ListOfBS ← ListOfBS + BlurredSegment;

end

3. points marked as occupied are rejected when selecting candidates for the
blurred segment extension in the fine tracking step.

3.6 Automatic Blurred Segment Detection

An unsupervised mode is also proposed to automatically detect all the straight
lines in the image. A stroke that crosses the whole image, is swept in both
directions, vertical then horizontal, from the center to the borders. At each
position, the multi-detection algorithm is run to collect all the segments found
under the stroke. Then small blurred segments are rejected in order to avoid the
formation of misaligned segments when the sweeping stroke crosses an image
edge near one of its ends. In such situation, any nearby disturbing gradient
is likely to deviate the blurred segment direction, and its expansion is quickly
stopped. The stroke sweeping step is an additional parameter for automatic
detections, that could be set in relation to the final length threshold parameter.

The automatic detection is available for testing from the online demon-
stration and from a GitHub source code repository: https://github.com/evenp/
FBSD.

4 Experimental Validation

In the experimental stage, the proposed approach is validated through compar-
isons with other recent line detectors: LSD [9], ED-Lines [1] and CannyLines
[14], written in C or C++ language and without any parameter settings. Only
LSD provides a thickness value based on the width of regions with same gradi-
ent direction. This information does not match the line sharpness or scattering
quality addressed in this work, so that it can not be actually compared to the
thickness value output by the new detector. Moreover, we did not find any data
base with ground truth including line thickness. Therefore, we proceed in two
steps: (i) evaluation on synthetic images of the new concepts enhancement on line
orientation and thickness estimation; (ii) evaluation of more global performance
of the proposed approach compared to other detectors. For all these experiments
in unsupervised mode, the stroke sweeping step is set to 15 pixels.

https://github.com/evenp/FBSD
https://github.com/evenp/FBSD
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At first, the performance of both versions of the detector (with and without
the concepts) is tested on a set of 1000 synthesized images containing 10 ran-
domly placed input segments with random thickness between 2 and 5 pixels. The
initial assigned thickness ε0 is set to 7 pixels to detect all the lines in the defined
thickness range in unsupervised mode. The absolute value of the difference of
each found segment to its matched input segment is measured. Results in Table 1
show that the new concepts afford improved thickness and angle measurements,
better precision with a smaller amount of false detections, and that they help
to find most of input segments. More results can be found in a public report:
https://doi.org/10.5281/zenodo.3277091.

Table 1. Measured performance of both versions of the detector on a set of synthesized
images. Old refers to the previous version [12], whereas new is the proposed detector
(with adaptive directional scans and control of assigned width). S is the set of all the
input segments, D the set of all the detected blurred segments.

Detector Old New

Detected blurred segments per image 17.06 ± 3.22 16.83 ± 3.11

Undetected input segments per image 0.152 ± 0.43 0.003±0.05

Precision (%): P = #(D ∩ S)/#D 80.46 ± 7.22 83.87±6.04

Recall (ratio of true detection, %): R = #(D ∩ S)/#S 90.23 ± 3.30 91.15±2.52

F-measure (harmonic mean, %): F = 2 × P × R/(P + R) 84.87 ± 4.42 87.23±3.59

Thickness difference (pixels) to matched input segment 0.70 ± 0.24 0.59±0.19

Angle difference (degrees) to matched input segment 0.61 ± 0.66 0.57±0.62

Next experiments aim at comparing the new approach with recent line detec-
tors. Tests are run on the York Urban database [7] composed of 102 images
with their ground truth lines. As it was set in the scope of Manhattan-world
environments, only lines in the three main directions are provided. For these
experiments, initial assigned thickness ε0 is set to 3 pixels, considering that the
other detectors are designed to find thin lines, and final length threshold to 10
points to suit the stroke sweeping step value. Output lines smaller than 10 pixels
are discarded for all the detectors. Compared measures are execution time T ,
covering ratio C, detected lines amount N , cumulated length of detected lines
L and mean length ratio L/N . On each image of the database and for each line
detector, the execution time of 100 repetitions of a complete detection, gradi-
ent extraction included, was measured using Intel Core i5 processor; T is the
mean value found per image. Then, assuming that a pixel of a ground truth
line is identified if there is a detected line in its 8-neighborhood, measure C is
the mean ratio of the length of ground truth line pixels identified on the total
amount of ground truth line pixels. Results are given in Table 2.

The example of Fig. 5 indicates that the new detector produces many small
segments which could be considered as visually non-meaningful. The other detec-
tors eliminates them by a validation test based on Helmholtz principle [8]. Such

https://doi.org/10.5281/zenodo.3277091
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Fig. 5. Comparison of line detectors on one of the 102 ground truth images of the York
Urban database: (a) input image, (b) ground truth lines, (c) LSD output, (d) ED-Lines
output, (e) CannyLines output, (f) thick lines of the new detector.

Table 2. Measured performance of recent line detectors (LSD [9], ED-Lines [1] and
CannyLines [14]) and of our detector on the York Urban Database [7].

Measure T (ms) C (%) N L (pixels) L/N

LSD 63.5 ± 13.6 60.9 ± 11.2 536 ± 193 17745 ± 5337 34.6 ± 7.9

ED-Lines 55.5 ± 9.9 64.0 ± 11.2 570 ± 210 19351 ± 5669 35.8 ± 8.9

CannyLines 69.6 ± 10.5 60.5 ± 10.6 467 ± 138 17679 ± 4398 39.5 ± 10.1

Our detector 66.9 ± 15.6 67.9±9.6 478 ± 110 19472 ± 3914 41.7±7.5

test is not yet integrated into the new detector. But even so, the mean length
of output lines is greater. Except for execution time where ED-Lines performs
best, global performance of the new detector is pretty similar and competitive to
the other ones. Furthermore, it provides additional information on the detected
line quality through the estimated thickness.

5 Conclusion and Perspectives

This paper introduced a new straight line detector based on a local analysis of
the image gradient and on the use of blurred segments to embed an estimation
of the line thickness. It relies on directional scans of the input image around
maximal values of the gradient magnitude, and on the integration of two new
concepts: adaptive directional scans and control of assigned thickness. Com-
parisons to other recent line detectors show competitive global performance in
terms of execution time and mean length of output lines, while experiments on
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synthetic images indicate a better estimation of length and thickness measure-
ments brought by the new concepts.

A residual weakness of the approach is the sensitivity to the initial conditions.
In supervised context, the user can select a favourable area where the awaited
edge is dominant. But in unsupervised context, gradient perturbations in the
early stage of the line expansion, mostly due to the presence of close edges, can
affect the result. In future works, we intend to provide solutions by scoring the
detection result on the basis of a characterization of the local context.
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Abstract. In this paper we present a method for still image memora-
bility estimation. The proposed solution exploits feature maps extracted
from two Convolutional Neural Networks pre-trained for object recog-
nition and memorability estimation respectively. The feature maps are
then enhanced using a soft attention mechanism in order to let the model
focus on highly informative image regions for memorability estimation.
Results achieved on a benchmark dataset demonstrate the effectiveness
of the proposed method.

Keywords: Memorability · Residual Neural Network ·
Convolutional Neural Network · Deep learning

1 Introduction

A remarkable feature of human cognition is the ability to remember different
images that have been seen only once [14]. Furthermore, different people tend
to remember or forget same pictures. This result suggests that people encode
and discard very similar types of information. Precisely, images that are usually
forgotten seem to lack distinctiveness and a fine-grained representation in human
memory [14]. Taking into account the aforementioned considerations, it seems
that memorable images have some kind of intrinsic visual features, making them
easier to remember. Indeed, past studies have shown that memorability is a
measurable stationary property of an image shared across different viewers [9]
and that it is possible to determine a compact set of attributes characterizing the
memorability of any individual image [8]. These results led researchers wondering
how to predict accurately which images will be remembered and which will be
not, resulting in the first large scale visual memorability estimation with near-
human performance [11].

Nowadays, we are continuously being exposed to photographs when brows-
ing the Internet or leafing through a magazine. Exploiting memorable pictures
can have a huge impact in many applications, also thanks to the relationship
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 171–180, 2019.
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between emotions and memorability [3]. Just to give some examples, estimating
the memorability can help to automatically select the images that can have a key
role in optimizing the conversion rate for media advertisement and online shop-
ping, or in improving the communication of a specific concept. More recently,
researchers started to show interest in how to make an image more memorable,
by exploiting deep architectures for generating memorable pictures by exploiting
style-transfer techniques [24].

In this work, we propose a novel approach to compute memorability that
exploits the combination of feature computed by different Convolutional Neural
Networks (CNNs) and an attention map extracted from a caption generation
model with visual attention. In details, the main contributions of the approach
presented in this paper are:

– it achieves comparable or better results with respect to state-of-the-art
approaches, respectively in terms of Spearman’s rank correlation and Mean
Squared Error (MSE);

– it reduces the amount of parameters with respect to the best performing
technique in terms of Spearman’s rank correlation.

The paper is organized as follows: in Sect. 2 the related works are summarized;
in Sect. 3 the proposed method is described; in Sect. 4 the experimental results
are presented; finally, conclusions and future works are summarized in Sect. 5.

2 Related Works

In the first works on image memorability, Isola et al. [8,9] showed the ability of
our mind to remember certain images better than others and also that memo-
rability is a stable property of an image shared across different viewers. They
introduced a database for which they collected the probability that each image
will be remembered after a single view as well as image attribute annotations
(such as spatial layout, content and aesthetic properties) in order to:

– understand which features are highly informative about memorability;
– demonstrate that memorability is not influenced by content frequency or

familiarity, namely the presence of particular objects, scene categories, rela-
tives or famous monuments. However, some contents like faces are memorable,
while vistas and peaceful settings are not;

– prove that memorability is not correlated with aesthetics, interestingness, and
simple image features.

Furthermore, they developed a method to predict the memorability of an image
involving the use of Support Vector Regressor machines on the combination of
global image features – GIST [19], SIFT [15], HOG [4], SSIM [23], and color his-
togram. Following the intuition of Isola et al. [8] that memorability and visual
attention are correlated, Mancas and Le Meur [17] demonstrated that attention-
related features can effectively replace some of the low-level features used by Isola
et al. [9] and thus reducing the dimensionality of the feature set. Afterwards,
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Bylinskii et al. [2] proved that the interplay between intrinsic image properties
(the fact that some scene categories are more memorable than others) and extrin-
sic factors, such as image context and observer behavior, are necessary to build
an improved image memorability model. The effectiveness of the proposed solu-
tion has been assessed on FIne-GRained Image Memorability (FIGRIM) dataset
that is composed by more than 9K images.

Khosla et al. [11] released LaMem, the first large scale dataset for image mem-
orability containing 60K images. Alongside the dataset, they proposed MemNet,
a CNN for memorability score estimation. The model is based on the fine-tuning
of Hybrid-CNN [28], a CNN trained using 3.5 million images from 1,183 cate-
gories, obtained by merging the scene categories from Places database [28] and
the object categories from ImageNet [22]. They achieved near human consistency
rank correlation (0.68) for memorability. Fajtl et al. [5] proposed AMNet, a model
consisting of a ResNet50 [7] pre-trained on ImageNet, a soft attention mecha-
nism, and a Long Short-Term Memory [6] for memorability score regression. The
AMNet model achieved a performance of 0.677 in terms of Spearman’s rank cor-
relation on LaMem dataset. Recently, Squalli-Houssaini et al. [26] approached
the task of image memorability estimation as a classification problem instead
of a regression one. They developed a model combining features extracted from
both a VGG16 [25] pre-trained on ImageNet and an image captioning system
[13] and outperformed both state-of-the-art and human consistency correlation
(0.72) on LaMem dataset.

3 Proposed Method

Image memorability is influenced by some intrinsic image properties, namely
what kind of objects and scenes are present and what are their characteris-
tics, but also by extrinsic factors such as the image locations where humans
focus their attention. Our approach tries to model memorability according to
the aforementioned aspects by using a CNN for encoding intrinsic characteris-
tics of objects, and a soft attention mechanism for estimating attention maps
that highlight salient regions. Furthermore, we include in the proposed model
a CNN pre-trained on image memorability for mapping how features encode
memorability.

3.1 Architecture

The proposed model, depicted in Fig. 1, estimates a memorability score given as
input an RGB image of size 256×256 pixels. It consists of two CNNs trained on
two different tasks, and a soft attention mechanism based on a system originally
designed for caption generation [27]. The aforementioned blocks (i.e. soft atten-
tion and memorability) are followed by two convolution layers preceding the last
regressor module, which estimates the memorability score.



174 M. Leonardi et al.

Fig. 1. Overview of the proposed model for image memorability estimation. The atten-
tion map produced by the caption generation model is combined channel-wise with the
feature volume.

Feature Extraction. The two considered CNNs are two ResNet50 architectures
pre-trained respectively for: image memorability estimation on LaMem dataset
[11] and object recognition on Imagenet [22] dataset. We consider these two
CNNs to provide the model prior information over the memorability of the image
as well as knowledge of the image context. Both the architectures are truncated
before their last average pooling layer in order to obtain two feature maps of size
2048 × 8 × 8. These feature maps are first passed through a convolution layer
which halves their channel dimension, then they are L2-normalized by dividing
the feature map by its L2-norm, and finally stacked together obtaining a new
feature map having a dimension equal to 2048 × 8 × 8.

Soft Attention Mechanism. To focus the model attention on salient regions that
are highly informative for memorability estimation, we include a state-of-the-art
captioning generation approach [27] for extracting attention maps. This model
is trained on the MS COCO dataset [16] and produces at most 50 attention
maps with spatial size 8 × 8 pixels, each one focusing on a particular detail of
the image. We exploit these maps by averaging them in order to get a single and
global attention map.

Memorability Estimation. The feature map extracted from the two CNNs is
weighted with the attention map generated from the captioning model replicated
channel-wise. Finally, the resulted weighted feature map is given as input to a
three-layer CNN to predict the memorability score.

3.2 Training Procedure

In order to improve the generalization of the model and minimize the risk of over-
fitting, we use data augmentation techniques during the training phase. Specif-
ically, random scaling in the range [0.8, 1.2] is first applied to the image, which
then is randomly flipped along the vertical axis. Subsequently, random crop (0.8
to 1.0) of the image is applied before sub-sampling it to a size of 256×256 pixels.
Finally, the image is normalized by subtracting and dividing each image by the
mean and standard deviation estimated on the ImageNet training set [22] in
order to limit the variability of the input range.
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The training procedure consists of two phases. We first train one ResNet50
from scratch on LaMem [11] dataset for image memorability. Then we fine-tune
the whole model on the same dataset freezing the weights of the two ResNet50
and the weights of the caption generation model with visual attention [27]. Both
of the training processes are trained to minimize the mean squared error between
the ground-truth and the predicted image memorability scores. For the first
stage, we train the model for 150 epochs due to a larger number of parameters
to learn, with a batch size of 10 images. For the second phase, the model is
trained for only 50 epochs with a bigger batch size of 16 images.

During both the training processes, we use the technique of early stopping
analyzing the Spearman’s rank correlation see Sect. 4.2 for the definition) on the
validation set. For both stages we use the ADAM optimizer [12] with starting
learning rates respectively of 5 × 10−7 and 5 × 10−5 for the first and the second
stage. Both the learning rates are decreased every epoch as follows:

LR(epoch) =

[
1 −

(
epoch

total epochs

)0.9
]

∗ LR0, (1)

where epoch is the 0-based index of the actual epoch, LR0 is the initial learning
rate, and total epochs is the total number of epochs for the training process.

4 Experiments

In the following sections, the dataset and metrics adopted for evaluating the
proposed method are described. Experimental results are then reported. We
develop the proposed approach using the PyTorch framework [20], and we run
experiments on a NVIDIA GTX 1070 GPU.

4.1 Dataset

We evaluate our model on the LaMem dataset [11], a massive collection of 58,741
images annotated with a memorability score. The images were sampled from dif-
ferent existing datasets and cover various indoor and outdoor scenes. Figure 2
shows some samples from the dataset. The provided memorability score were
collected on Amazon Mechanical Turk using an improved version of the memo-
rability game introduced in [9]. The data are divided into five random training,
validation and test set splits. Each of these splits has respectively 45k images
as training set, 3741 as validation and 10k as test set. For each split, training
and validation sets are labeled from the same group of people while the test is
labeled from a different group.

4.2 Evaluation Metrics

Following the previous work [11], we evaluate the performance of our method
using the Spearman’s rank correlation coefficient, ρ, [21] and the Mean Squared
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Fig. 2. Sample images from the LaMem dataset [11].

Error (MSE). The Spearman’s rank correlation coefficient is a value, ranging
from −1 to +1, which measures the monotonic relationships between the pre-
dicted and ground-truth ranking. A value of ρ equal to zero indicates no correla-
tion between the two variable while values close to ±1 indicate relatively a strong
positive (+1) or strong negative (−1) correlation. Spearman’s rank correlation
coefficient is defined as follows:

ρ = 1 − 6
∑

d2i
N(N2 − 1)

, (2)

where di is the difference between the two ranks of each variable and N is the
number of samples.

The MSE measures the goodness of fit between reference and observations
in terms of absolute numerical errors as shown in the following equation:

MSE(ŷ, y) =
1
N

N∑
i=1

(ŷi − yi)2, (3)

where ŷi are the ground-truth values for the memorability, yi the predicted
memorability score and N is the number of samples.

4.3 Results

In this subsection we evaluate the performance of the proposed model by averag-
ing both the Spearman’s rank correlation and MSE over the five splits of LaMem
dataset. The proposed model reaches an average rank correlation of 0.687 and a
MSE of 0.0079 over the five splits of LaMem.

Table 1. Results of the ablation study on the LaMem dataset reported in terms of
Spearman’s rank correlation (ρ) and Mean Squared Error (MSE).

Method ρ ↑ MSE ↓
ResNet50-LaMem 0.680 0.0083

ResNet50-LaMem + ResNet50-ImageNet 0.686 0.0080

Whole model 0.687 0.0079
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In Table 1, we report the results of an ablation study investigating how each
module of the proposed model affects the overall performance. In particular,
a single ResNet50 [7] trained on the task of image memorability achieves a
Spearman’s rank correlation of 0.680 and a MSE of 0.0083. The model involving
the combination of the feature maps extracted from the two ResNet50 without
the use of the attention map increases the correlation by 0.006 and lowers the
MSE by 0.0003. Finally, we can see that the whole model, i.e. the addition of
the soft attention mechanism, increases performance by 0.001 for the Spearman’s
rank correlation and decreases the MSE by 0.0001.

In Table 2 we compare the proposed method with respect to the state-of-
the-art on LaMem [11] dataset. We report the performance provided in terms
of correlation and MSE as the average results over the five dataset splits. From
the results reported in Table 2 we can observe that in terms of Spearman’s rank
correlation, our model performs slightly worse with respect to the best state-of-
the-art model [26]. Given that Squalli et al. [26] do not provide the MSE, we
have implemented their solution and obtained an error of 0.00923. Based on this
result, our approach reduces the MSE by 0.0013 using a number of parameters
equal to less than half of those used by [26]. We conduct an analysis of the effi-
ciency of proposed solution respect to previous methods. To this end, in Fig. 3a
we compare the Spearman’s rank correlation and the number of parameters,
while in Fig. 3b we plot the MSE and the number of parameters. Among the
methods that outperform the human consistency correlation (0.68), our model
achieves lower performance by using a reduced amount of parameters. Instead in
terms of MSE, the proposed method is the solution exploiting more efficiently its
parameters by obtaining the smallest MSE with the fewest parameters. In Fig. 4
we show samples from LaMem dataset with memorability scores estimated by
the proposed solution as well as ground-truth memorability scores. Furthermore,
we provide the corresponding attention maps for each image to highlight how
these maps in most cases focus on the relevant subjects in the scenes.

Table 2. Comparison with state-of-the-art methods in terms of Spearman’s rank cor-
relation and MSE on the LaMem dataset. For each model the number of its parameters
(in millions) is also reported.

Method ρ ↑ MSE ↓ # parameters

AMNet [5] 0.677 0.0082 39M

MemNet [11] 0.640 N/A 62M

Squalli et al. [26] 0.720 0.0092* 280M

Ours 0.687 0.0079 130M

*Estimated by the authors.
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Fig. 3. Spearman’s rank correlation vs. model parameters (the dashed line depicts the
human consistency rank correlation [10]) (a). MSE vs. model parameters (b).

Fig. 4. Sample images from LaMem dataset with estimated and ground-truth (in brack-
ets) memorability scores. Below each image its depicted the related visual attention
map produced by the caption generation model.
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5 Conclusion

This work presents a deep learning-based model for image memorability estima-
tion. The proposed approach involves the use of two CNNs trained respectively
on image recognition and image memorability. We use the features extracted
from these two CNNs in order to exploit the knowledge of the context as well as
the information about the memorability of the image. Moreover, we use a soft
attention mechanism to focus the model attention on highly informative regions
for memorability estimation. Results obtained on the LaMem benchmark dataset
are comparable with respect to state-of-the-art approaches demonstrating the
effectiveness of the proposed method. Moreover, our solution achieves the small-
est MSE with the fewest parameters among the methods that outperform the
human consistency correlation (0.68).

As a possible future work, we would like to experiment the approach pro-
posed in [18] to learn combinations of base activation functions (such as the
identity function, ReLU, and TanH), thus to improve the overall performance.
Furthermore, we would investigate alternative attention mechanisms based on
other saliency methods such as [1].
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Abstract. This paper addresses the problem of obtaining a concise
description of spectral representation for color images. The proposed
method is a graph-based formulation of the well-known Color Lines
model. It generalizes the lines to piece-wise lines, been able to fit more
complex structures. We illustrate the goodness of proposed method by
measuring the quality of the simplified representations in images and
videos. The quality of video sequences reconstructed by means of pro-
posed color lines extracted from the first frame demonstrates the robust-
ness of our representation. Our formalism allows to address applications
such as image segmentation, shadow correction among others.

Keywords: Color lines · Gaussian mixture model ·
Minimum Spanning Tree · Spectral representation ·
Graph-based modeling

1 Introduction

Color is an effective cue in computer vision for identifying objects/regions of
interest in images. On one hand, many efforts have been made to find an adequate
color representation via linear and non-linear color spaces as RGB, HSV, and
so on [1]. Color modeling, on the other hand, plays a different role to model the
color diversity as an information vector in a given representation space. These
techniques include statistical models [2], color versions of level sets [3,4], color
lines [5], color-unmixing [6], lattice structures on color spaces [7], among others.
In this work, we propose to model color information by piecewise linear functions,
computed from a simplified version of spectral representation in the same spirit of
color lines [5] which have demonstrated successful results in various applications
as video compression and segmentation [8], interactive shadows correction [9]
and image dehazing [10]. Our model considers non-straight lines by computing
successively longest path on a graph-based representation. Accordingly, we called
our model Graph-based Color Lines (GCL). The proposed method is mainly
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divided in three steps: (i) Compute simplified spectral representation; (ii) Graph
modeling of the color representation; (iii) Build graph-based color lines. We note
that third step is a graph-based generalization of color lines method [5], based
of the spectral representation of images. Our GCL model, allows to identify
more complex geometrical structures in spectral representations than Straight
Color Lines (SCL) [8] but keeping at same time the potential to analyze the
image. Additionally, GCL are not constrained to have orientation in the positive
directions as it is the case of classical CL [5]. We highlight that motivation behind
our contribution is to obtain a reproducible model and preserving the versatility
of original color line model [5]. As a manner of example, we compare the results
obtained by the proposed method against SCL [8], in the example illustrated in
Fig. 1. For this case, four color lines were extracted for both representation and a
quantitative measure is reported (34.96 dB for GCL compared to 21.66 dB on the
SCL) by means of PSNR for a reconstructed image. Details of the computation
are presented in Sect. 3.

(a) Example image (b) RGB (Spectral) representation of
cropped section of a)

(c) Straight Color Lines (PSNR: 21.66
dB)

(d) Graph-based Color Lines (PSNR:
34.96 dB)

Fig. 1. Comparison between SCL and GCL. Our model fits spectral representation by
piecewise lines. (Color figure online)

The rest of the paper is organized as follows: in Sect. 2, we describe the pro-
posed methodology and mathematical fundamentals for computing the proposed
GCL model. In Sect. 3, some experiments are presented to compare SCL and our
GCL for some images and videos. We conclude our findings in Sect. 4.
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2 Graph-Based Color Lines Model

The proposed methodology for computing our Graph-based Color Lines (GCL)
is divided in three stages. As descriptive example, the image in Fig. 1(a) was
used to illustrate all required intermediate steps in Figs. 3, 4 and 6.

2.1 Simplified Color Representation

The aim of the first stage is to find a simplified spectral representation of the
input image. We follow the same approach proposed by [5] and it is summarized
in the workflow of Fig. 2.

Fig. 2. Steps for computing simplified spectral representation.

Firstly, the RGB histogram is computed and associated pixels to each color
are stored. It is important to highlight that: (i) Each point of the spectral repre-
sentation belongs to a different color in the image. In this work, we call it “color
point”; (ii) A color point may be associated to more than one pixel from the
image; (iii) Color points located further from the origin have a greater lumi-
nance. Figure 1(b) shows spectral representation from the image (a). There are
visually identifiable geometric structures representing related colors in the image.
This kind of structures are common in real world images as stated in [11]. From
obtained spectral representation, the RGB space is divided in equally separated
hemispheres to group the color points according to its luminance, as proposed
by [5], to preserve the spectral diversity. The criteria to verify if a color point x is
contained in a slice between two consecutive hemispheres with radius ri and rj ,
is given by ri ≤ ‖x‖ < rj . Following the original formulation of color lines model
[5], we fit a Gaussian mixture model (GMM) by hemisphere where the number
of components is given by the number of local maxima. It allows to consider
color points associated to colors with high density in the image. Additionally, as
proposed by [5], the center of each Gaussian distribution is initialized at each
local maximum, removing the instability of random initialization in GMMs. Due
to spatial split in hemispheres, GMMs describe local behavior of pixels on the
slice and global spectral diversity of the image is preserved.

Image (a) of Fig. 1 contains 13.851 color points. After the calculation of the
local maxima by slice, the number of Gaussian distributions that describes the
spectral representation is n = 313 (see Fig. 3).
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Fig. 3. Gaussian means of spectral representation of cropped section Fig. 1(a). (Color
figure online)

2.2 Graph Modeling of Color Representation

In the second stage, the input is a simplified representation of the image given
by the matrix M, defined as M = [µ0, µ1, . . . , µn,0], where µi is the mean vector
of the i-th Gaussian distribution, n is the number of distributions and 0 is the
origin point vector of the color space. The expected output is a tree describing
the geometric structures of color points. An approach to generate the color lines
from M is to assume a linear behavior in geometric structures of color points as
in [8]. In doing so, each color line may be built as a SCL intersecting the origin.
Figure 4 shows (calculated) SCL from Fig. 1. It is seen that obtained color lines
do not fit geometric structures of the spectral representation.

Fig. 4. First two SCLs of cropped section Fig. 1(a). (Color figure online)

We propose to generalize the method proposed by [5] to piecewise lines, able to
represent more complex geometric structures of spectral representation. In detail,
the first step is to calculate the complete graph G(M,E) given by: M each node
is a vector mean of the Gaussian distributions, and E as the matrix of Euclidean
distances between the vectors in M. Accordingly, we proposed a graph-based app-
roach by linking Gaussian distributions in an economic way via a Minimum Span-
ning Tree (MST). A MST is a subgraph of G that satisfies following conditions: (i)
It spans all the vertices; (ii) Is acyclic; (iii) Minimizes the sum of weights of its
edges [12]. The use of MST at this point, is motivated for different links between
density estimation and the MST from Euclidean distances [13,14].
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2.3 Building Graph-Based Color Lines

In the third stage, we build a graph-based representation from color information.
We note that the MST represents the spectral diversity of an image, in the spirit
of color lines [5]. However, in our case, we define the color lines in the MST, as
the path from the origin to each one of the leaves of the tree (nodes of degree
one). We call each one of these path a color line induced by the MST. For
some applications, one can be interested in the selection of most important color
lines. Accordingly, we propose to rank obtained lines by their length, measured
as sum of their edge weights (Euclidean distance between corresponding nodes).
A simple algorithm to find the top-K lines by means of Dijkstra’s algorithm [12]
is given in Algorithm 1.

Input : M (Defined on Section 2.2)

Compute the MST of G(M,E);
Add 0 to L1;
for k ← 1 to K do

Find longest path p from node 0 (Dijkstra algorithm);
for each edge (i,j) in p do

//If not visited yet

if E(i, j) > 0 then
E(i, j) = 0 ;
Add (j) to Lk;

end

end

end
Output: L1, L2, . . . , LK the top-K color lines

Algorithm 1. Compute top-K color lines

Figure 5 shows a simple example of the implementation of Algorithm 1 for
computing top-3 GCL as follows: (i) In Fig. 5(a), the longest path from the
origin is composed by p = [0, 1, 4, 5] and so the first color line L1 = [0, 1, 4, 5]; (ii)
After updating weights in Fig. 5(b), the longest path from the origin is composed
by p = [0, 1, 2, 3] and so L2 = [2, 3]; finally, (iii) After updating weights in
Fig. 5(c), the longest path from the origin is composed by p = [0, 1, 4, 6, 7] and
so L3 = [6, 7]; the assumption of assigning common nodes to longest line has some
advantages: (i) Every color point is clustered; (ii) Darkest color points (close
to the origin) are grouped on first nodes of the longest color line. According to
the application where GCL is used, assigning common nodes to a particular line
may affect performance. For example, as it is seen in Fig. 1(b), color points close
to the origin represents dark colors or shadowed regions. This may mislead to
identifying pixels as shadowed sections of the image instead of the actual colors.

Figure 6 shows the two longest GCL of the cropped section of Fig. 1(a) (it is
seen how they adapt to spectrum geometry).
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(a) First GCL (b) Second GCL (c) Third GCL

Fig. 5. Illustrative example of Algorithm 1 (Color figure online)

3 Experimental Results

The purpose of this section is to present the potential of our proposed GCL
model. In order to evaluate the quality of image representation using GCL,
we measured the error in the representation by mean of a projection into the
model and then we are able to compare different methods via standard fidelity
measures of representations as Peak Signal to Noise Ratio (PSNR) and Mean
Squared Error (MSE).

3.1 Projection into GCL

In order to evaluate the quality of image simplification using our model, we
propose to project the original image Ii into obtained GCL and measure the error
of the reconstructed image. The procedure for projecting spectral representation
is shown in Fig. 7:

1. Interpolate GCL: As presented in Sect. 2.3, each GCL is defined as a sequence
of Gaussians of related colors. We calculated piecewise linear interpolation
between means of the Gaussians belonging to the same GCL, to add soft
color transitions over the line.

2. Project original image Ii into GCL: From Fig. 6, it can be seen that each GCL
partially simplifies the color representation. In order to find the closest GCL
for each color point, it is calculated Euclidean distance between each color
point and every GCL. Then, it is re-assigned to each color point the value of
the closest GCL. As a result, color diversity from original representation (Ii)
is simplified (Ip) according to number of GCL.

For quantitative comparisons, Table 1 presents the results of PSNR and MSE
using SCL and GCL. It is observed that: (i) PSNR is above 30 dB for images
using GCL. The quality of our representation is greater than the one obtained
using SCL; (ii) Images 1 and 3 have higher contrast and more different colors.
Increasing the number of color lines allows a better fit to more complex geomet-
rical structures. An example of fitting a complex structure is shown in Fig. 6,
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(a) First GCL

(b) Second GCL

Fig. 6. First two GCL of cropped section Fig. 1(a) (Color figure online)

specially in the second line; (iii) Images 2 and 4 do not present considerable vari-
ations on PSNR and MSE when the number of color lines increases. It occurs
because the spectral representation of the image has few geometric structures
so few color lines are required to represent the image. Table 2 shows percents of
pixels grouped in each GCL. From obtained results, is found that in some images
(1, 3 and 4), the percentage of pixels grouped in first four lines is over 85%.

Figure 8 displays the relationship between the number of hemispheres (vary-
ing from 1 to 40) against number of GCL (varying between 1 and 20), of full
Astronaut image from Fig. 1(a). As it is seen on the top of Fig. 8, a reduced num-
ber of GCL and hemispheres represents the lowest image quality. Nevertheless,
increasing both (lines and hemispheres) does not allow to indefinitely improve
the quality of the simplification of the image.

To show the capacity of generalization [15] of our method, we performed an
experiment measuring PNSR error for a set of images in a video, using GCL
model computed uniquely from the first frame denoted by I0. Note that an
excellent model fitting does not guarantee good performance in predicting future
frames, because of possible over-fitting on I0. We have used two videos from [16]
(boxing-fisheye and mallard-fly) and calculated the top-5 GCLs on the first
frame (I0). Figure 9 shows PSNR and MSE over the frames of each video.

We observe that PSNR and MSE were stable in the boxing-fisheye video. It
occurs because the video corresponds to a sequence of frames without signifi-
cant changes. In the video mallard-fly, the error increases for the last frames. It
happens because there is camera panning and the last frames have nothing in
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Fig. 7. Illustrative example of color points projection on a GCL (Color figure online)

Table 1. PSNR and MSE. SCL vs GCL

Id Image K
PSNR (dB) MSE
SCL GCL SCL GCL

1
3 20.19 17.68 1864 3328
4 21.65 34.96 1333 62
5 21.65 35.14 1333 59

2
3 21.44 33.54 1380 86
4 21.56 34.10 1361 75
5 21.57 34.11 1366 75

3
3 27.93 30.56 314 171
4 28.56 35.96 271 49
5 28.70 35.99 262 49

4
3 20.29 30.51 1822 173
4 20.34 32.63 1800 106
5 20.36 32.65 1794 105

Table 2. Percentage of pixels by GCL.

Id % of pixels by line
L1 L2 L3 L4 Sum

1 8.21 17.75 1.6 57.86 85.41

2 69.45 1.96 0.01 1.79 73.2

3 76.58 0.19 7.81 3.5 88.07

4 86.71 5.27 0.82 1.03 93.83

common with I0, for which GCL were calculated. More examples of our methods
for different videos of [16] are available at http://www.cmm.mines-paristech.fr/
∼duque/gcl.

Figures 10 and 11 show the first frame from videos of Fig. 9. It is seen how
the color diversity changes according to the number of GCL in the model. Even
though, as is presented in Fig. 8, adding GCL to the model does not guarantee
an indefinitely gain in PSNR.

http://www.cmm.mines-paristech.fr/~duque/gcl
http://www.cmm.mines-paristech.fr/~duque/gcl
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Fig. 8. PSNR varying the number of GCL and hemispheres from Table 1.

(a) Boxing-fisheye (b) Mallard-fly

Fig. 9. PSNR and MSE in two videos from [16]. PSNR (blue) and MSE (red). (Color
figure online)

(a) Original image (b) 1 GCL (19.74 dB)

(c) 5 GCL (24.06 dB) (d) 20 GCL (30.97 dB)

Fig. 10. Images from boxing-fisheye [16].



190 D. Duque-Arias et al.

(a) Original image (b) 1 GCL (24.2 dB)

(c) 5 GCL (29.81 dB) (d) 20 GCL (31.67 dB)

Fig. 11. Images from mallard-fly [16].

4 Conclusions and Future Work

In this paper, we present a graph-based method to model spectral diversity of
RGB images in the spirit of Color Lines [5]. The resulting GCL model performs
better than [8] in most of the explored examples, which is natural due to the
higher complexity of our model (piecewise linear function instead of straight
lines). However, experiments on videos show that GCL model computed on a
single frame does not over-fit and describes correctly the whole sequence, within
the same scene. Finally, we noted that GCL is general-purpose model and we
are planning to use it for image/video segmentation, image/video simplification,
change detection, etc. In future research, we will also work on methods to correct
shadows and dehazing images using GCL instead of CL as in [9,10].
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Abstract. Texture is an important visual property which has been largely
employed for image characterization. Recently, Convolutional Networks has been
the predominant approach on Computer Vision, and their application on tex-
ture analysis shows interesting results. However, their popularity steers around
object recognition, and several convolutional architectures have been proposed
and trained for this task. Therefore, this works evaluates 17 of the most diffused
Deep Convolutional Neural Networks when employed for texture analysis as fea-
ture extractors. Image descriptors are obtained through Global Average Pooling
over the output of the last convolutional layer of networks with random weights
or learned from the ImageNet dataset. The analysis is performed under 6 tex-
ture datasets and using 3 different supervised classifiers (KNN, LDA, and SVM).
Results using networks with random weights indicates that the architecture alone
plays an important role in texture characterization, and it can even provide useful
features for classification for some datasets. On the other hand, we found that
although ImageNet weights usually provide the best results it can also perform
similar to random weights in some cases, indicating that transferring convolu-
tional weights learned on ImageNet may not always be appropriate for texture
analysis. When comparing the best models, our results corroborate that DenseNet
presents the highest overall performance while keeping a significantly small num-
ber of hyperparameters, thus we recommend its use for texture characterization.

Keywords: Deep Convolutional Neural Networks · Texture analysis ·
Feature extraction

1 Introduction

Texture is a highly discriminating visual characteristic that has been widely studied
since the 1960s. In Computer Vision (CV), texture analysis is an active field of research
and there is a constant need for new methods for texture characterization in several areas
that rely on image recognition systems. Many techniques have then been proposed in
the past years [16] composing a wide and heterogeneous literature on texture analysis,
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however, the recent advances on Deep Learning made Neural Networks the predomi-
nant approach on CV. This trend grew mainly after the success obtained by the AlexNet
[11] Deep Convolutional Neural Network (DCNN) on the 2012 ImageNet [5] challenge.
Several DCNN architectures have then been proposed for object recognition, with vary-
ing structural properties such as different convolutional blocks and their combinations.
These models with pre-trained weights on ImageNet have then been employed as tex-
ture feature extractors [3,30], achieving promising results.

Although it has been shown that transferring the learning of some DCNN pre-
trained on the ImageNet dataset into texture analysis usually provides good results, little
is known on the impacts of different architectures on performance. Moreover, there are
no obvious reasons to believe that the use of ImageNet weights, which have been trained
for object recognition, is the best approach for texture characterization. Therefore, this
works presents a broad evaluation of 17 DCNN models considering these aspects. Tex-
ture descriptors are obtained through the Global Average Pooling (GAP) over the output
of the last convolutional layer, which is then fed to a supervised classifier. We analyze
the importance of the architecture alone and the gain on using ImageNet weights for
texture analysis by comparing the network performance with random weights. More-
over, our experiments include 6 texture datasets with varying properties and 3 classifiers
(KNN, LDA, and SVM) in order to measure the capacity of each model. We also ana-
lyze the efficiency of the networks for texture analysis in terms of its size (number of
hyperparameters) and average performance.

2 Theoretical Background

2.1 Texture Analysis

Texture is a key feature of many types of images and, over the decades, many meth-
ods for texture representation (i.e., extraction of features to describe the texture infor-
mation) have been proposed. In the last century, the research in texture representa-
tion mainly focused on two-well established types of approaches: filtering-based and
statistical-based [16]. In the filtering-based approaches, the image is convolved with a
filter bank. In this category, some important techniques are Gabor filters, wavelet pyra-
mids, and simple linear filters. The statistical-based approaches model the texture using
kth order statistics and use probability distributions to characterize the images, such
as the Markov Random Field, Fractal models and Gray Level Co-occurrence Matrix
(GLCM).

At the end of the last century and in the 2000s, there was the propose of texton-based
approaches such as Bag of Textons [13] and Bag of Words [4]. In these approaches, a
dictionary of textons is obtained and the images are represented by statistics over the
texton dictionary. Furthermore, the need for features invariant to scale, rotation, illu-
mination and viewpoint stimulated the development of local invariant descriptors, such
as SIFT [17] and LBP [19]. These local descriptors were extensively used in com-
puter vision, however, more recently, there was a renaissance of deep neural networks
approaches from the work of Krizhevsky et al. in 2012 [11]. In this way, actually, the
research in textures and image analysis has focused on deep learning approaches. In
texture analysis, important advances have been reported such as in [3,30].
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2.2 Deep Convolutional Neural Networks

A convolutional network is a type of neural network that is mainly used for analyzing
images, videos and any kind of spatially organized data, and it has been studied since
the 1990’s [12]. In a general fashion, we can split a convolutional neural network into
two well-defined components: (i) the feature extraction part and (ii) the classification
part. In most of the DCNN, the latter component is organized into one or more fully-
connected layers, like a traditional multilayer neural network. On the other hand, the
feature extraction part consists of convolutional layers which can vary greatly from one
network to another, as various convolutional blocks have been proposed throughout the
years. In early models [12] it consisted of a few convolutional and pooling layers, how-
ever, since the introduction of the deep learning concept new architectures are increas-
ingly grouping layers. Moreover, different structures of convolutional blocks have been
proposed such as the Inception modules [27] and Residual connections [8].

The input and output of layers in the feature extraction part of a DCNN consists
of a set of nA(l) stacked 2-D matrices A(l), that we refer here as “feature maps”, where

l indicates the layer’s depth and A(l)
j represents the j-th feature map (1 ≤ j ≤ nA(l) ).

In the case of convolutional layers, the trainable weights are organized into a set of
nF(l) filters of fixed size. This set, also known as the filter bank (F(l)), is in charge of
computing a new set of feature maps A(l+1) by convolving A(l) with every filter in F(l).
In addition, there are vastly more types of layers in a DCNN that also yield a feature
map, for example, the Dropout layer, the concatenation layer, and batch normalization.

The set of feature maps A(n) represents the output of the last convolutional layer
(n) of a DCNN, and it is usually flattened to fit into a fully-connected layer. Another
approach is the use of Global Average Pooling (GAP) [14] to reduce the data before
passing it to a classification layer

ϕ j =
∑Aj

(n)

nAj
(n)

(1)

In other words, the GAP takes the mean value of every feature map A(n)
j and con-

catenates into a vector ϕ. This vector acts as a final image descriptor, therefore pre-
trained DCNN can be used as feature extractors by obtaining ϕ.

3 Experiments

3.1 Considered Networks

For a broad analysis of DCNN architectures we considered 17 models with varying
depth and modules proposed along the past years (between 2012 and 2018), details are
given on Table 1. These are well-known models which have been extensively evaluated
by the deep learning community recently, and its source code is open access1. All net-
works are applied as feature extractors by removing its last fully-connected layers and

1 Keras models: https://keras.io/applications/
PyTorch models: https://github.com/Cadene/pretrained-models.pytorch.

https://keras.io/applications/
https://github.com/Cadene/pretrained-models.pytorch
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taking the GAP from feature maps of the last convolutional layer, composing the feature
vector ϕ. A more elaborated approach for feature map characterization is presented in
[3], however, our goal here is to analyze the difference in performance between these
architectures rather than maximizing the obtained results. Regarding the weight initial-
ization policy, we considered the standard definition of the framework from which the
model is imported, as this is the most common case when applying these networks. In
the Keras 2.2.4 library, the 2D convolutional layers employ the Glorot uniform random
weight initialization [6], and the bias terms are initialized with 0. In the case of AlexNet,
PolyNet, PNASNet5 and all the Squeeze-and-Excitation networks, the PyTorch 1.0.0
default initialization policy is used, that is: the convolutional layer weights and bias are
sampled from an uniform distribution U(−√

k,
√
k), where k = 1/Nwc . The term Nwc

is the number of weights at the convolutional layer c. On the other hand, in the case of
the ResNet and DenseNet models, the weights of the convolutional layers are initialized
according to the Kaiming normal distribution [7], N (mean = 0 and std =

√
2/Nwc ), the

batch normalization weights and bias are respectively initialized with 1s and 0s.

Table 1. Details on each DCNN considered for analysis. The network size is measured by the
number of hyperparameters (full includes fully-connected layers and GAP refers to only the
feature extraction part). |ϕ| represents the size of the resulting feature vector.

Network Weight initialization Size (in millions) |ϕ| Framework

Full GAP

AlexNet [11] U(−√
k,

√
k), k = 1/Nwc 61.1008 2.4697 256 Pytorch 1.0.0

VGG16 [25] Glorot uniform 138.3575 14.7147 512 Keras 2.2.4

VGG19 [25] Glorot uniform 143.6672 20.0244 512 Keras 2.2.4

InceptionV3 [27] Glorot uniform 23.8518 21.8028 2048 Keras 2.2.4

ResNet18 [8] Kaiming normal 11.6895 11.1765 512 Pytorch 1.0.0

ResNet50 [8] Kaiming normal 25.5570 23.5080 2048 Pytorch 1.0.0

ResNet152 [8] Kaiming normal 60.1928 58.1438 2048 Pytorch 1.0.0

InceptionResNetV2 [26] Glorot uniform 55.8737 54.3367 1536 Keras 2.2.4

PolyNet [31] U(−√
k,

√
k), k = 1/Nwc 95.3666 93.3176 2048 Pytorch 1.0.0

DenseNet121 [10] Kaiming normal 7.9789 6.9539 1024 Pytorch 1.0.0

DenseNet201 [10] Kaiming normal 20.0139 18.0929 1920 Pytorch 1.0.0

PNASNet5 (large) [15] U(−√
k,

√
k), k = 1/Nwc 86.0577 81.7367 4320 Pytorch 1.0.0

SENet154 [9] U(−√
k,

√
k), k = 1/Nwc 115.0890 113.0400 2048 Pytorch 1.0.0

SEResNet50 [9] U(−√
k,

√
k), k = 1/Nwc 28.0880 26.0390 2048 Pytorch 1.0.0

SEResNet152 [9] U(−√
k,

√
k), k = 1/Nwc 66.8218 64.7728 2048 Pytorch 1.0.0

SEResNeXt50 [9,29] U(−√
k,

√
k), k = 1/Nwc 27.5599 25.5109 2048 Pytorch 1.0.0

SEResNeXt101 [9,29] U(−√
k,

√
k), k = 1/Nwc 48.9554 46.9064 2048 Pytorch 1.0.0

3.2 Experimental Protocol

Six color texture datasets with varying properties are used in our experiments. We con-
sidered well-known traditional datasets and also recent and more complicated ones:
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(1) Vistex [20] (864 images, 54 classes); (2) USPtex [2] (2292 images, 191 classes);
(3) Outex13 [18] (test suite Outex TC 00013, 1360 images, 68 classes); (4) CUReT
[28] (5612 images, 61 classes); (5) MBT [1] (2464 images, 154 classes, clipping of
original images as in [22]); and (6) FMD [24] (1000 images, 10 classes). To process
the datasets with the studied DCNN we resize the images to the corresponding network
input, except for the FMD dataset where images are not square, thus we use the origi-
nal images to preserve its proportions (the DCNN will produce valid feature maps for
GAP). Regarding the gray-level images present in the FMD dataset, we transform them
in RGB by replicating its values for all channels.

We considered different classifiers in our experiments: (1) a K-Nearest-Neighbors
(KNN) approach with k = 1; (2) Linear Discriminant Analysis (LDA) using a least
squares solution; (3) The Support Vector Machine (SVM) using a linear kernel and
penalty parameterC= 1. The classification experiments are performed with 10 random
splits into half for training and a half for the test in a stratified fashion. In the case of
the network random weight initialization, 10 different networks are initialized and the
classification is done using the same 10 random splits for each one, yielding a total of
100 train and test procedures. The performance is measured by the mean and standard
deviation of the test accuracy over the iterations.

4 Results Analysis

4.1 Contribution of the Architecture Versus Learned Weights

Intriguing results [21] have shown that neural networks, convolutional or not, with com-
pletely random weights can achieve interesting performance. This is, in fact, similar to
randomized neural networks [23], where a hidden layer with random weights has the
purpose of projecting non-linearly the input data in another dimensional space where
it is more likely that the feature vectors are linearly separable. Therefore, on these net-
works, the performance relies on the training of the output layer and the shape of the
hidden layer rather than on its weights, as they are random. In the case of DCNN, the
feature extraction part plays a similar role than the hidden layer of the randomized neu-
ral network, projecting the data. The discussion presented in [21] corroborates that the
convolutional architecture alone is of high importance for object recognition, where
they propose a fast method for architecture selection based on the performance on ran-
dom weights. In this context, we verify the contribution of the architecture alone and the
learned weights for texture analysis by analyzing the performance of DCNN using ran-
dom weights or pre-trained on the ImageNet dataset. Figure 1 shows the results obtained
with the simplest classifier, KNN, that we choose in this experiment in order to highlight
the quality of the features itself so that the result does not rely mostly on the classifica-
tion technique. We can verify the contribution of the learned weights over the random
ones by the distance of the points to the dotted line, which represents x = y (where
random weight equals the accuracy of the ImageNet weights).

It is possible to notice different cases regarding random and ImageNet weights,
where performance varies both according to the dataset or the DCNN model. First, the
standard deviation on random weights indicates that different initialization has a rela-
tively small impact in comparison to the architecture performance itself. Regarding the
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Fig. 1. Correlation between the accuracy using DCNN with random weights or pre-trained on
ImageNet. The doted line represents the diagonal of the plan, i.e. x= y. The small black horizontal
lines represents the standard deviation over 10 random networks.

variation between datasets, we observe in USPtex, Vistex, and CUReT a similar behav-
ior, where the learned weights provide a small but relevant improvement. Nonetheless,
in the Outex13 dataset, most of the networks have similar performance either with ran-
dom or ImageNet weights, some of them, in fact, performs better with random weights.
This raises questions concerning the applicability of the ImageNet weights for color tex-
ture characterization. On the other hand, in the MBT and FMD datasets, the gain from
the learned weights is significantly higher for all networks. In terms of texture clas-
sification, these two datasets present different properties in comparison to the others.
MBT, for instance, have complex intraband and interband spatial variations, forming
unusual spectral texture patterns. It seems that these DCNN architectures alone are not
capable of effectively capturing these spectral variations, while learned weights play a
significant role in texture characterization. In the FMD dataset, the gain provided by
the learned weights is the higher, where most networks with random weights perform
poorly (around 20% and 30% of accuracy). FMD is a in-the-wild dataset, with texture
images from various different objects in the same class, which explains why ImageNet
weights are important here, as they are learned in a wide object recognition scenario.
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In conclusion, the architecture alone may be responsible for most of the network per-
formance in some cases, however, in most cases, the use of learned weights is important
for achieving higher performance. On the other hand, the results on the Outex13 dataset
indicates that, for texture analysis, the current models need either modification in its
architecture and/or new training procedures beyond ImageNet, for the learning of more
unusual color texture patterns.

It is also possible to notice that some networks have higher random weight perfor-
mance than the other networks in most cases, but in other hand are overcome when
using the ImageNet weights. This happens with the PNASNet5 and PolyNet networks,
except for the FMD dataset. In fact, in the FMD dataset deeper networks achieve the
highest performance. The ResNet networks, although performing among the best in
some datasets using the ImageNet weights, have a considerably low performance with
random weights, which seems to get worse as we increase its depth. Concerning the
best networks in most cases, we can notice the DenseNet model, with both depths we
tested (121 and 201 layers), performing above the others in all cases, except on the
FMD dataset, where the highest result is achieved by PolyNet.

4.2 Performance Under Different Classifiers

We include the DCNN performance under two additional classifiers, LDA and SVM,
results using the ImageNet weights are shown in Table 2. Both these classifiers perform
better than KNN, where LDA is slightly superior overall (except for the FMD dataset).
Regarding the best networks, we can see a similar pattern as observed with the KNN
classifier, where the DenseNet model overcomes the other networks in most cases. In
the USPtex dataset, the highest results are obtained by both DenseNet models (121
and 201 layers deep), with 99.8% ± 0.1 of accuracy using either LDA or SVM. For
the Vistex dataset, DenseNet201 achieves 100%±0.1 with LDA and 99.9%±0.2 with
SVM, however various networks performs above 99.7% on this dataset, as ResNet50,
PolyNet, PNASNET5, SENet154 and SEResNet152. For Outex13 results are signifi-
cantly lower than for the former 2 datasets, and DenseNet201 present the higher perfor-
mance (91.8%±0.5 with LDA and 90.8%±0.7 with SVM). DenseNet201 also present
the highest results for the CUReT (99.4%±0.2 with LDA and 99.8%±0.1 with SVM)
and MBT datasets (97.6% ± 0.3 with LDA and 97.2% ± 0.3 with SVM). The results
obtained on FMD vary if compared to the other datasets, where DenseNet is overcome
by other networks such as PolyNet, SENet154, and SEResNet50. The highest results
are obtained by PolyNet using LDA, with 87.3% ± 0.9, and SENet154 using SVM,
with 86.4% ± 0.8. However, the standard deviation of their results on this dataset puts
these networks in a similar performance range.

4.3 Efficiency Comparison

For a final comparison, we considered the efficiency of the network, defined here as the
correlation between size (number of hyperparameters) and performance (mean accuracy
for the six datasets). The number of hyperparameters of a network is directly related to
the number of operations performed throughout its layers, which is a good measure for
the cost of computing the image descriptor. Figure 2 shows this analysis with the three
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Table 2. Results of each DCNN using the LDA and SVM classifiers, representing the mean
accuracy and the standard deviation for 10 random data splits into half for train and half for test.
Best results in each dataset are highlighted in bold type.

Network USPtex Vistex Outex13 CUReT MBT FMD

LDA

Alexnet 98.7 ± 0.2 99.4 ± 0.3 87.2 ± 1.0 90.5 ± 0.7 88.2 ± 0.9 70.0 ± 1.4

VGG16 98.7 ± 0.2 99.0 ± 0.4 86.6 ± 0.5 93.6 ± 0.5 93.4 ± 0.7 74.8 ± 1.3

VGG19 98.5 ± 0.3 98.8 ± 0.4 86.3 ± 0.9 93.2 ± 0.6 92.6 ± 0.7 72.5 ± 1.8

InceptionV3 98.4 ± 0.3 98.8 ± 0.5 86.1 ± 0.8 97.4 ± 0.2 92.2 ± 0.5 80.6 ± 1.2

InceptionResNetV2 97.7 ± 0.4 98.8 ± 0.3 88.2 ± 0.6 96.4 ± 0.5 91.2 ± 0.7 82.6 ± 2.2

ResNet18 98.8 ± 0.3 99.3 ± 0.3 86.9 ± 0.7 95.7 ± 0.4 91.3 ± 0.8 82.8 ± 0.4

ResNet50 99.4 ± 0.1 99.7 ± 0.3 90.5 ± 0.5 98.6 ± 0.2 94.1 ± 0.8 84.3 ± 1.5

ResNet152 99.6 ± 0.2 99.5 ± 0.3 89.4 ± 0.8 98.9 ± 0.2 94.8 ± 0.6 86.1 ± 0.7

PolyNet 99.3 ± 0.2 99.6 ± 0.4 88.5 ± 0.7 98.5 ± 0.2 95.4 ± 0.5 87.3 ± 0.9

DenseNet121 99.8 ± 0.1 99.9 ± 0.2 91.1 ± 0.8 98.9 ± 0.2 97.4 ± 0.3 85.9 ± 0.8

DenseNet201 99.8 ± 0.1 100.0 ± 0.1 91.8 ± 0.5 99.4 ± 0.2 97.6 ± 0.3 86.8 ± 1.1

PNASNet5(large) 98.7 ± 0.4 99.7 ± 0.3 86.9 ± 0.9 98.8 ± 0.3 93.5 ± 1.0 83.6 ± 1.6

SENet154 99.5 ± 0.2 99.7 ± 0.3 87.7 ± 0.7 98.1 ± 0.3 93.4 ± 0.4 87.1 ± 1.2

SEResNet50 99.5 ± 0.2 99.6 ± 0.3 88.7 ± 0.6 97.8 ± 0.2 93.2 ± 0.7 87.1 ± 0.7

SEResNet152 98.9 ± 0.2 99.8 ± 0.3 90.1 ± 0.9 96.9 ± 0.3 92.1 ± 0.4 86.0 ± 0.8

SEResNeXt50 99.2 ± 0.3 99.5 ± 0.3 86.2 ± 0.9 97.4 ± 0.3 92.0 ± 0.8 86.0 ± 0.9

SEResNeXt101 99.3 ± 0.3 99.5 ± 0.4 86.9 ± 0.7 96.9 ± 0.3 91.9 ± 0.5 86.2 ± 1.0

SVM

Alexnet 98.9 ± 0.3 99.4 ± 0.4 86.8 ± 0.8 98.3 ± 0.2 86.6 ± 0.6 66.7 ± 2.3

VGG16 99.0 ± 0.2 99.4 ± 0.4 87.7 ± 0.7 98.6 ± 0.1 94.5 ± 0.7 72.5 ± 1.9

VGG19 98.5 ± 0.3 99.3 ± 0.3 87.5 ± 0.7 98.1 ± 0.3 93.3 ± 0.6 69.6 ± 2.4

InceptionV3 98.0 ± 0.3 99.0 ± 0.4 85.4 ± 1.3 99.0 ± 0.2 91.6 ± 0.4 80.7 ± 1.0

InceptionResNetV2 97.6 ± 0.2 98.7 ± 0.3 87.8 ± 1.0 98.6 ± 0.2 89.2 ± 0.5 81.5 ± 1.6

ResNet18 99.1 ± 0.2 98.9 ± 0.5 87.3 ± 0.6 98.9 ± 0.2 90.9 ± 0.8 80.7 ± 1.0

ResNet50 99.2 ± 0.4 99.5 ± 0.4 89.5 ± 0.8 99.3 ± 0.1 92.9 ± 0.6 82.8 ± 1.2

ResNet152 99.1 ± 0.3 99.5 ± 0.4 88.3 ± 0.8 99.4 ± 0.2 93.8 ± 0.6 84.6 ± 1.2

PolyNet 98.7 ± 0.3 99.7 ± 0.4 87.3 ± 0.6 99.2 ± 0.1 94.5 ± 0.6 86.1 ± 0.9

DenseNet121 99.8 ± 0.1 99.8 ± 0.2 90.3 ± 0.8 99.7 ± 0.1 96.9 ± 0.5 84.3 ± 1.2

DenseNet201 99.8 ± 0.1 99.9 ± 0.2 90.8 ± 0.7 99.8 ± 0.1 97.2 ± 0.3 85.2 ± 1.1

PNASNet5 (large) 98.0 ± 0.4 99.3 ± 0.4 85.0 ± 1.0 99.0 ± 0.2 91.5 ± 0.7 84.3 ± 1.1

SENet154 99.1 ± 0.2 99.6 ± 0.3 87.0 ± 0.6 99.3 ± 0.1 92.8 ± 0.7 86.4 ± 0.8

SEResNet50 99.0 ± 0.4 99.4 ± 0.5 87.5 ± 0.7 99.3 ± 0.1 92.3 ± 0.4 85.6 ± 1.0

SEResNet152 98.2 ± 0.3 99.4 ± 0.3 88.6 ± 0.7 99.1 ± 0.2 91.3 ± 0.6 84.8 ± 0.7

SEResNeXt50 98.7 ± 0.4 99.2 ± 0.5 85.6 ± 0.4 99.2 ± 0.2 91.5 ± 0.6 83.9 ± 0.9

SEResNeXt101 98.7 ± 0.4 99.1 ± 0.5 86.0 ± 0.9 99.0 ± 0.2 90.7 ± 0.7 84.7 ± 1.0

classifiers (KNN, LDA, and SVM), where network size refers to the feature extraction
part only. The observed behavior for the three classifiers is similar where, overall, there
is a positive correlation between the increase in size and performance. However, the
DenseNet model seems to escape this rule, presenting the highest mean performance
together with a relatively small size. It has a size around the smallest networks analyzed
while performing significantly better. After DenseNet, the ResNet50 and SEResNet50
models present the highest efficiency, with performance similar to big networks while
keeping a relatively small size.



200 L. F. S. Scabini et al.

0 2 4 6 8 10 12
Network size 107

82

84

86

88

90

92

M
ea

n 
ac

cu
ra

cy
 (%

)

(a) KNN

0 2 4 6 8 10 12
Network size 107

88

90

92

94

96

M
ea

n 
ac

cu
ra

cy
 (%

)

(b) LDA

0 2 4 6 8 10 12
Network size 107

88

90

92

94

96

M
ea

n 
ac

cu
ra

cy
 (%

)

(c) SVM

Fig. 2. The relation between the mean accuracy over the 6 datasets and the network size, i.e.
the number of hyperparameters of the part used as feature extractor (no fully connected layers).
Results are shown for 3 different classifiers (KNN, LDA and SVM).

5 Conclusion

On this work we performed a broad analysis of different DCNN models on texture
analysis, specifically as texture feature extractors coupled with a supervised classi-
fier. Our experiments include 17 DCNN, 6 texture datasets and 3 different classi-
fiers (KNN, LDA, and SVM). The results indicate various interesting properties of
these networks and datasets. First, we observed that the DCNN architecture alone is
of great importance for texture characterization, as results with random weights point
out, and learned weights make a complementary contribution for performance. How-
ever, weights learned on ImageNet may not be always appropriate for texture analysis,
as results in the Outex13 dataset indicates, where random weights outperformed Ima-
geNet weights for some networks. Regarding the performance of the models, our results
indicate that the DenseNet architecture, both with 121 or 201 layers deep, is highly rec-
ommendable for texture analysis as it achieves the highest results in all datasets, except
FMD. Moreover, our efficiency analysis indicates a positive correlation between the
increase in network size and performance, but DenseNet escapes this rule as it has a
significantly small size while keeping higher performance. The pattern of performance
difference between networks is similar regardless of the chosen classifier. However, the
LDA and SVM classifiers perform better than KNN, and LDA is slightly superior over-
all, except for the CUReT dataset where SVM is better. As future works for a better
understanding of DCNN architectures, it is possible to explore the impact of different
weight initialization techniques, as we considered here only the default from the frame-
works. Moreover, it is possible to explore the use of more sophisticated feature map
characterization techniques besides from GAP, in order to obtain better texture descrip-
tors from each network.
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Abstract. Pedestrian detection is a core problem in computer vision,
and is a problem that is gaining prominence due to its importance
in assisted and autonomous driving applications. Many state-of-the-art
approaches, especially those used for autonomous driving, combine ther-
mal and visible spectrum imagery in order to robustly detect persons
independent of time of day or weather conditions. In this paper we
investigate two domain adaptation techniques for fine-tuning a YOLOv3
detector to perform accurate and robust pedestrian detection using ther-
mal images. Our approaches are motivated by the fact that thermal
imagery is privacy-preserving in the sense that person identification is
difficult or impossible. Results on the KAIST dataset show that our
approaches perform comparably to state-of-the-art approaches and out-
perform the state-of-the-art on nighttime pedestrian detection, even out-
performing multimodal techniques that use both thermal and visible
spectrum imagery at test time.

Keywords: Pedestrian detection · Thermal imaging ·
Domain adaptation · Privacy-preservation

1 Introduction

Object detection is a classical problem in computer vision, and person and pedes-
trian detection is one of the most important topics for safety and security appli-
cations such as video surveillance, autonomous driving, person re-identification,
and numerous others. The estimate of the total number of installed video surveil-
lance cameras range was already at 240 million worldwide in 2014 [16]. The
advent of autonomous driving promises to add many more cameras, all detect-
ing and observing humans in public spaces.

Recent works on pedestrian detection have investigated the use of thermal
imaging sensors as a complementary technology for visible spectrum images [21].
Approaches such as these aim to combine thermal and RGB image information
in order to obtain the most robust possible pedestrian and person detection and

c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 203–213, 2019.
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Fig. 1. Thermal imaging and privacy preservation. Shown are three cropped images
from the KAIST dataset. On the left of each is the RGB image, to the right the crop
from the corresponding thermal image. Note how persons are readily identifiable in
visible spectrum images, but not in corresponding thermal images. Although identity
is concealed, there is still enough information in thermal imagery for detection. (Color
figure online)

any time of the day or night. Such detectors require both visible spectrum and
thermal images to function.

Citizens are naturally concerned that being observed violates their right to
privacy. In this paper we are interested in investigating the limits of pedestrian
detection using thermal imagery alone. Figure 1 gives an example of four matched
pairs of color and thermal images from the KAIST dataset [10]. From these
examples we see that, even in relatively low resolution color images, persons
can be readily identified. Meanwhile, thermal images retain distinctive image
features for detection while preserving privacy. Our hypothesis is that thermal
images can guarantee the balance between security and privacy concerns.

The rest of this paper is organized as follows. In the next section, we briefly
review related work from the computer vision literature on domain adapta-
tion, thermal imaging, and pedestrian detection. In Sect. 3 we describe several
approaches to domain adaptation that we apply to the problem of privacy-
preserving person detection. We report on a range of experiments conducted
in Sect. 4, and conclude in Sect. 5 with a discussion of our contribution and
future research directions.

2 Related Work

In this section we review some recent work related to pedestrian detection,
domain adaptation, and computer vision for thermal imagery.

Person and Pedestrian Detection. The literature, both classical and con-
temporary, on pedestrian detection is vast [3]. With the advent of deep neural
networks in recent years, pedestrian detection is achieving higher and higher
accuracy! [1]. However, pedestrian detection remains a challenging task due to
occlusion, changing illumination and variation of viewpoint and background [17].
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Several CNN-based pedestrian detection methods compete for the state-of-the-
art on standard benchmark datasets for pedestrian detection. Examples include
Pedestrian Detection aided by Deep Learning Semantic Tasks [24], Scale-Aware
Fast RCNN [14], Learning Mutual Visibility Relationship [17]. These state-of-
the-art techniques use RGB images as input, while our goal is to investigate the
potential of detection in thermal imagery alone.

Domain Adaptation. Domain adaptation has played a main role in both
supervised and unsupervised recognition in computer vision. Domain adapta-
tion attempts to exploit learned knowledge from the source domain in the target
domain. One of our approaches was inspired by the AdapterNet [8], which pro-
posed adding a new shallow Convolutional Neural Network (CNN) before the
original model that transforms the input image the target domain before pass-
ing through an unmodified network trained in the source domain. Several works
have tried to mitigate the distance between the two domains by applying trans-
formation techniques. For example, the idea from [9] was to transform infrared
data (thermal domain) as close as possible to the color domain by using feature
transformations: inversion, equalization and histogram stretching. A deep archi-
tecture, called Invertible Autoencoder (InvAuto), introduced a method to treat
an encoder as an inverted version of a decoder in order to decrease the trainable
parameters of image translation processing [20].

Pedestrian Detection Exploiting Thermal Imagery. Several works demon-
strate that using thermal images in combination with RGB images can improve
object detection results. An example is the work in [23], which suggests a method
based on a cross-modality learning framework focusing only on visible images at
test time. During training time, they use thermal image features to boost visible
detection results. Their method has two main phases: Region Reconstruction
Network (RRN), for learning a non-linear feature mapping between visible and
thermal image pairs, and a Multi-Scale Detection Network (MDN) which per-
forms pedestrian detection from visible images by exploiting the cross-modal
representations learned with RRN.

A variety of recent works leverage two-stage network architectures to inves-
tigate the combination of visible and thermal features. In [22] the authors inves-
tigated two types of fusion networks. Another approach is the ACF+T+HOG
technique [15] which considers four different network fusion approaches (early,
halfway, late, and score fusion). The authors of [11] introduced a combination
Fully Convolutional Region Proposal Networks (RPN) and Boosted Decision
Trees Classifier (BDT) for person detection in multispectral video. Illumination-
aware Faster R-CNN (IAF RCNN) [13] and Illuminating Pedestrians via Simul-
taneous Detection and Segmentation [4] used the Faster R-CNN detector to
perform pedestrian detection on paired RGB and thermal imagery. A Fusion
architecture network (MSDS-RCNN) including a multispectral proposal network
(MPN) and a multispectral classification network (MCN) was proposed by [5].
This fusion network currently yields the best results on both visible and thermal
image pairs on the KAIST dataset.
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In a slightly different direction, the combination of HOG and SVM in [2]
focused on only nighttime detection. Their method uses a Thermal Position
Intensity Histogram of oriented gradient (TPIHOG) and the additive kernel
SVM (AKSVM) for training and testing.

Differing from most of the above works which used two-stage detectors, some
the papers utilize a one-stage detector [12,21]. The authors of [12] used a decon-
volutional single shot multi-box detector (DSSD) to exploit correlation between
visible and thermal features for person detection. A fast RGB single-pass net-
work architecture (YOLOv2 [18]) was adopted by [21] for fine-tuning for person
detection.

3 Domain Adaptation Approaches

In this section we describe the approaches to domain adaptation that we will
later evaluate in Sect. 4. All of our approaches use the YOLOv3 detector which
is adapted to a target domain through a sequence of domain adaptation steps.
We use YOLOv3 pretrained on the ImageNet and subsequently fine-tuned on
the MS COCO Person class 3.

3.1 Top-Down Domain Adaptation

We use the term top-down domain adaptation to refer to the fine-tuning approach
to domain adaptation in which the network is fine-tuned in the new domain to
adapt weights to the new input distribution. Thus it is top-down in the sense
that adaptation happens only via backpropagation from the detection loss at
the end of the network. We investigate three different top-down approaches. In
the descriptions below we use a notational convention to refer to each technique
that indicates which image modalities are used for training and testing. For
example, the technique indicated as TD(VT, T) is Top-Down domain adaptation,
with adaptation on Visible spectrum images, followed by adaptation on Thermal
images, and finally tested on Thermal images.

Top-Down Visible: TD(V, V). This domain adaptation approach directly
fine-tunes YOLOv3 on visible images in the target domain (pedestrians in the
KAIST dataset for all experiments). Testing is performed on visible spectrum
images. This baseline adaptation approach serves as a sort of upper bound for
performance achievable during daytime (since visible spectrum images should
contain most information).

Top-Down Thermal: TD(T, T). This approach directly fine-tunes YOLOv3
on thermal images by duplicating the thermal image three times, once for each
input channel of the RGB-trained detector. Testing is performed only on thermal
imagery. This baseline adaptation method serves as a sort of upper bound for
the performance achievable at nighttime (since thermal images should convey
most information).
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Top-Down Visible/Thermal: TD(VT, T). This approach is a variant of
the two top-down approaches described above. First we adapt YOLOv3 to the
visible spectrum pedestrian detection domain, then we fine-tune that detector
on thermal imagery. Testing is performed on thermal images. The idea here is to
determine if knowledge from the visible spectrum can be retained and exploited
after final adaptation to the thermal domain.

3.2 Bottom-Up Domain Adaptation: BU(VAT, T)

A hypothesis of ours is that in top-down domain adaptation, as described in
the previous section, early convolutional layers are difficult and slow to adapt
to the new input distribution due to their distance from the backpropagated
loss. Here we propose a type of bottom-up domain adaptation which first trains
a bottom-up adapter segment and then proceeds to fine-tune the detector using
a top-down loss. A conceptual schema of this approach is given in Fig. 2. The
main components of our bottom-up domain adaptation approach are as follows.

Fig. 2. Bottom-up domain adaptation. (a) An adapter segment is first trained to take
thermal images as input, then matches the feature activations of a RGB-pretrained
detector on the corresponding RGB image. (b) After training the adapter segment,
the RGB input branch is discarded and the entire detector pipeline is fine-tuned on
thermal images.

Adapter Segment Training. As illustrated in Fig. 2(a), the main idea of the
Adapter Segment is to intervene at some early stage of the RGB-trained detec-
tor network and to train a parallel branch that takes only thermal imagery as
input and matches as best as possible the RGB feature maps at the point of
intervention. In our implementation, we decapitate the YOLOv3 network after
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the first ten convolutional layers and train a ten-layer adapter segment to match
the RGB-network using only thermal images as input. We use a simple L2 loss
function on the output feature maps from the truncated network and adapter
segment.

The starting point for this approach is the TD(V, V) network described
above. That is, the detector weights we start from are already adapted to the
KAIST domain on visible images. We then train the adapter segment using
RGB/thermal image pairs from the KAIST training set. This is the “A” in the
“VAT” for training in the mnemonic for this approach: BU(VAT, T).

Final Adaptation. After adapter segment training has converged, we reconnect
the newly trained adapter segment to the original network for final fine-tuning
of the entire detector on thermal images Fig. 2(b).

4 Experimental Results

In this section we report results of experiments we performed to evaluate the
performance of adapted detectors for pedestrian detection in thermal imagery.

4.1 Experimental Setup

To evaluate our proposed approaches to domain adaptation we used a stan-
dard benchmark dataset of RGB/thermal image pairs and standard evaluation
protocols.

Dataset and Evaluation Metrics. All experiments were performed on the
publicly available KAIST Multispectral Pedestrian Detection Benchmark [10],
which consists of 95,328 color-thermal pairs images. The KAIST dataset contains
103,128 annotations of 1,182 unique pedestrians with. The originally proposed
splits had 50,328 training and 45,000 test images. According to the official sam-
pling method from the some recent papers [10,11,21], we also do a 2-frame
sample on the training set and 20-frame sample on the test set. The training set
used contains 19,058 RGB/thermal pairs after sampling filtering (e.g occlusion,
the bounding box under 50 pixels), and the test set consists of 2,252 images
(after 20-frame sample).

To evaluate the performance of our detection results, we use log-average
miss rate (miss rate) and precision/recall metrics, which almost all pedestrian
detectors use and is described in [6]. The evaluation protocol we followed is the
same as reported in [21], which is an updated version of the Matlab code from [6].

Implementation Details. We used the YOLOv3 [19] detector to evaluate our
approach on KAIST. Our detectors were implemented using PyTorch, and we
trained every domain adaptation strategy for 50 epochs with a learning rate
0.0001 and the Adam optimizer.
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Fig. 3. Comparative performance analysis. Precision/Recall (left, higher is better) and
Log-average Miss Rate (right, lower is better) of our method and other state-of-the-art
papers are given. See text for detailed analysis.
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4.2 Comparative Performance Analysis

The plots in Fig. 3 show detailed results for our approach and those described
in [21] in terms of precision/recall (left column) and log-average miss rate (right
column). The plots also break down results in terms of time-of-day: first row
averaged over all times, second row daytime only, third row nighttime only.

From the results in Fig. 3 we can make several observations. First of all,
for combined day and night results (first row) multimodal techniques like
YOLO TLV which exploit both thermal and visible spectrum images at test
time are superior to our domain adaptation approaches which use only thermal
imagery. Surprisingly, however, the gap between bottom-up domain adaptation
BU(VAT, V) and YOLO TLV is only about 4% in log-average miss rate, which
is quite promising.

The reason that multimodal approaches outperform domain adaptation
seems to be due to the advantage they have when detecting during the day.
In the second row of Fig. 3, in fact, we see that the technique exploiting visi-
ble spectrum images during at test time on daytime images outperform all our
approaches which only use thermal imagery.

Or two domain adaptation approaches, both top-down and bottom-up, out-
perform all other techniques when testing at nighttime only (third row of Fig. 3).
Though this is not very surprising, of particular note is the fact that performing
domain adaptation on to visible images before adapting to thermal input only is
beneficial. This can be seen in the difference between TD(VT, T), BU(VAT, T)
– both of which start by fine-tuning YOLOv3 on KAIST visible images – and
TD(T, T), which directly fine-tunes YOLOv3 on thermal images. This seems
to indicate that both top-down and bottom-up domain adaptation are able to
retain and exploit some domain knowledge acquired when training the detector
on visible spectrum imagery.

As a final comment, we note that the BU(VAT, T) approach requires sig-
nificantly less training time that the others. In only 15 epochs it converged
to 84.4% precision, which is the same result for top-down adaptation after 50
epochs. Bottom-up adaptation seems to be an effective way to accelerate top-
down adaptation through fine-tuning.

In Table 1 we provide a comparison of our methods and 10 others methods
from the state-of-the-art. Our approaches outperform all other single modal-
ity techniques (both visible- and thermal-only). Compared to multi-model
approaches, we outperform all of them at nighttime, and comparably on all.
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Table 1. Log-average miss rate on KAIST dataset (lower is better). The final two
columns indicate which image modality is used at test time. Our approaches outperform
all single-modality techniques from the literature, and outperform all methods at night.

Method MR all (%) MR day (%) MR night (%) Visible Thermal

KAIST baseline [10] 64.76 64.17 63.99 � �
Late fusion [22] 43.80 46.15 37.00 � �
Halfway fusion [15] 36.99 36.84 35.49 � �
RPN+BDT [11] 29.83 30.51 27.62 � �
IATDNN+IAMSS [7] 26.37 27.29 24.41 � �
YOLO TLV [21] 31.20 35.10 22.70 � �
DSSD-HC [12] 34.32 – – � �
RRN+MDN [23] 49.55 47.3 54.78 �
TPIHOG [2] – – 57.38 �
SSD300 [9] 69.81 – – �
Ours: TD(V, V) 33.30 31.70 39.00 �
Ours: TD(T, T) 36.00 40.90 22.40 �
Ours: TD(VT, T) 36.30 42.30 20.40 �
Ours: BU(VAT, T) 35.20 40.00 20.50 �

4.3 Qualitative Evaluation

In Fig. 4 we show some example detection results on the KAIST dataset for our
BU(VAT, T) domain adaptation approach in daytime (first row) and nighttime
(second row). Note how, even though person identification is impossible in all of
the example images, the detector adapted using bottom-up domain adaptation
is able to detect pedestrians even in the presence of occlusion, scale variation,
and changing illumination conditions.

Fig. 4. Qualitative results on the KAIST test set. The first row gives example detections
on daytime images from KAIST, and second row on nighttime images. Even in the
presence of occlusions and scale variations, thermal imagery retains enough information
to effectively perform pedestrian detection – day or night – in a privacy-preserving way
without using any visible spectrum imagery at detection time.
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5 Conclusions and Future Work

In this paper we investigated the potential of two domain adaptation strategies
for adapting pedestrian detectors to work in the thermal domain. The goal of this
work is to achieve the best possible person detection performance while relying
solely on thermal spectrum imagery. This is motivated by the privacy-preserving
aspects of thermal images, since persons are difficult, if not impossible, to reliably
identify in thermal images.

Our results indicate that relatively simple domain adaptation schemes can be
effective, and that the resulting detectors can outperform multimodal approaches
(i.e. those that use thermal and visible images at test time) at nighttime, and
can perform comparably when testing on day night images combined. Moreover,
results seem to indicate that a first adaptation to visible imagery can be useful
to acquire domain knowledge that can then be exploited after final adaptation
to thermal spectrum images.

Ongoing work is concentrated on improving daytime and overall performance
of adapted detectors. We are investigating techniques to retain more infor-
mation from visible spectrum adaptation in order to close the gap between
privacy-preserving detection in thermal imagery and multimodal techniques
which require visible spectrum images.
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Abstract. We propose a No-reference Image Quality Assessment (NR-
IQA) approach based on the use of generative adversarial networks. To
address the problem of lack of adequate amounts of labeled training
data for NR-IQA, we train an Auxiliary Classifier Generative Adversar-
ial Network (AC-GAN) to generate distorted images with various dis-
tortion types and levels of image quality at training time. The trained
generative model allow us to augment the size of the training dataset by
introducing distorted images for which no ground truth is available. We
call our approach Generative Adversarial Data Augmentation (GADA)
and experimental results on the LIVE and TID2013 datasets show that
our approach – using a modestly sized and very shallow network – per-
forms comparably to state-of-the-art methods for NR-IQA which use
significantly more complex models. Moreover, our network can process
images in real time at 120 image per second unlike other state-of-the-art
techniques.

Keywords: Image Quality Assessment ·
Generative Adversarial Networks · Data augmentation

1 Introduction

In the last few decades images are increasingly a part of everyday life and are used
for many purposes. However, images are often not of the best possible quality.
This can be caused by many factors, such as the device used for acquisition, the
lossy compression algorithm used to store the information (e.g. JPEG), and the
entire image acquisition, storage, and transmission process.

Image Quality Assessment (IQA) [21] refers to a range of techniques devel-
oped to automatically estimate the perceptual quality of images. IQA estimates
should be highly correlated with quality assessments made by multiple human
evaluators (commonly referred to as the Mean Opinion Score (MOS) [15,19]).
IQA has been widely applied by the computer vision community for applications
like image restoration [8], image super-resolution [20], and image retrieval [24].
c© Springer Nature Switzerland AG 2019
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IQA techniques can be divided into three different categories based on the
available information on the image to be evaluated: full-reference IQA (FR-IQA),
reduced-reference IQA (RR-IQA), and no-reference IQA (NR-IQA). Although
FR-IQA and RR-IQA methods have obtained impressive results, the fact that
they must have knowledge of the undistorted version of the image (called the
reference image) for quality evaluation, makes these approaches hard to use in
real scenarios. On the contrary, NR-IQA only requires the knowledge of the
image whose quality is to be estimated, and for this reason is more realistic (and
also more challenging).

In the last few years Convolutional Neural Networks (CNNs) have obtained
great results on many computer vision tasks, and their success is partially due
to the possibility of creating very deep architectures with millions of parameters,
thanks to the computational capabilities of modern GPUs. Massive amounts of
data are needed for training such models, and this is a big problem for IQA
since the annotation process is expensive and time consuming. In fact, each
image must be annotated by multiple human experts, and consequently most
available IQA datasets are too small to effectively train CNNs from scratch.

In this paper, we propose an approach to address this lack of large, labeled
datasets for IQA. Since obtaining annotated data to train the network is dif-
ficult, we propose a technique to generate new images with a specific image
quality and distortion type. We learn how to generate distorted images using
Auxiliary Classifier Generative Adversarial Networks (AC-GANs), and then use
these generated images in order to improve the accuracy of a simple CNN regres-
sor trained for IQA. In Fig. 1 we show patches of images generated with our
approach alongside their corresponding patches with real distortions.

Fig. 1. Patches extracted from images generated by the proposed method compared
with the same patches from true distorted images with the same image quality and
distortion type.
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2 Related Works

In this section we briefly review the literature related to No-Reference Image
Quality Assessment (NR-IQA) and Generative Adversarial Networks (GANs).

No-Reference Image Quality Assessment. Most traditional NR-IQA can be
classified into Natural Scene Statistics (NSS) methods and learning-based meth-
ods. In NSS methods, the assumption is that images of different quality vary
in the statistics of responses to specific filters. Wavelets, DCT and Curvelets
are commonly used to extract the features in different sub-bands. These feature
distributions are parametrized, for example with the Generalized Gaussian Dis-
tribution. The aim of these methods is to estimate the distributional parameters,
from which a quality assessment can be inferred. The authors of [12] propose to
extract NSS features in the spatial domain to obtain significant speed-ups. In
learning-based methods, local features are extracted and mapped to the MOS
using, for example, Support Machine Regression or Neural Networks [3]. Code-
book Methods combines different features instead of using local features directly.
Datasets without MOS can be exploited to construct the codebook [25,26] by
means of unsupervised learning, which is particularly important due to of the
small size of existing datasets. Saliency maps can be used to model human vision
system and improve precision in these methods.

Deep Learning for NR-IQA. In recent years several works have used deep
learning for NR-IQA. These techniques requires large amounts of data for train-
ing and IQA datasets are especially lacking in this regard. Therefore, to address
this problem different approaches have been proposed. Kang et al. [6] use small
patches of the original images to train a shallow network and thus enlarging the
initial dataset. A similar approach was presented in [7] where the authors use
a multi-task CNN to learn the type of distortion and the image quality at the
same time. Bianco et al. [1] used a pre-trained DCNN fine tuned with an IQA
dataset to extract features, and then train a Support Vector Regression model
that maps extracted features to quality scores. Liu et al. in [11] use a learning
from rankings approach. They train a Siamese Network to rank images in term
of image quality and subsequently the information represented in the Siamese
network is transferred, trough fine-tuning, to a CNN that predicts the quality
score. Another interesting work is from Lin et al. [10] who use a GAN to gen-
erate a hallucinated reference image corresponding to a distorted version and
then give both the hallucinated reference and the distorted image as input to a
regressor that predicts the image quality.

In our work we present a novel approach to address the scarcity of train-
ing data: we train an Auxiliary Classifier Generative Adversarial Network (AC-
GAN) [14] to produce distorted images given a reference image together with a
specific quality score and a category of distortion. In this way we can produce
new labeled examples that we can use to train a regressor.

Auxiliary Classifier GANs. In the last few years GANs have been widely
used in different areas of computer vision. The Auxiliary Classifier GAN (AC-
GAN) [14] is a variant of the Generative Adversarial Network (GAN) [4] which
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uses label conditioning. This kind of network produces convincing results. Our
aim is to use this architecture to generate distorted images conditioned to a
distortion category and image quality value. Since the main objective of the work
is NR-IQA and the performance of the quality regressor is highly related to the
generated image, it is crucial that the generator produce convincing distortions.

3 Generative Adversarial Data Augmentation
for NR-IQA

In this section we describe our approach to perform data augmentation for NR-
IQA datasets. We first show the general steps that characterize our technique,
and then describe the use of AC-GAN in this context.

3.1 Overview of Proposed Approach

The main idea of this work is to generate new distorted images with a spe-
cific image quality level and distortion type to partially solve the problem of
the poverty of annotated data for IQA. We use an AC-GAN to generate new
distorted images. Once the generator has learned to produce distorted images
convincingly we use it to generate new examples to augment the training set
as we train a deep convolutional regressor to estimate IQA. The pipeline of our
technique is as follows:

1. Training the AC-GAN. Using patches of the training images we train an
AC-GAN. The generator learns to generate distorted images with a given dis-
tortion class and quality level starting from reference images. The regressor,
which aims is to predict the image quality, is trained with both generated
and real distorted images using the adversarial GAN loss.

2. Generative data augmentation. Once the training of the AC-GAN con-
verges, the generator is able to produce convincing distortions and we can
stop its training. We continue training the discriminator branch, augmenting
the training data via the trained generator. The regressor is trained with both
real distorted images from the training set and images artificially distorted
using the generator.

3. Fine-Tuning of the regressor. Once convergence is reached in step 2 we
perform a final phase of fine-tuning: the regressor is trained with only real
distorted images from the IQA training set.

3.2 Auxiliary Classifier GANs for NR-IQA

An Auxiliary Classifier Generative Adversarial Network is a GAN variant in
which it is possible to condition the output on some input information. In the
AC-GAN every generated sample has a corresponding class label, c ∼ pc, in
addition to the noise z. This information is given in input to the generator which
produces fake images Xfake = G(c, z). The discriminator not only distinguishes
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between real and generated examples but predicts also the class label of the
examples. The sub-network that classifies the input is called the classifier. The
objective function is characterized by two components: a log-likelihood on the
correct discrimination LS and a log-likelihood on the correct class LC :

LS = E[logP (S = real | Xreal)] + E[logP (S = fake | Xfake)] (1)
LC = E[logP (C = c | Xreal)] + E[logP (C = c | Xfake)] (2)

The discriminator is trained to maximize LS + LC and the generator is trained
to minimize LC − LS .

Our approach is slightly different from a standard AC-GAN: the latter
expects only noise and class label as input, but in our case we want to gen-
erate an output image that is a distorted version of a reference one, so we also
need to feed the reference image and force a reconstruction with an L1 loss.
Moreover, we want to distort the reference image so that the output matches a
target image quality, so we feed also this value as input. Because we would like
to reconstruct a distorted version of the reference image given in input, we can
write the additional L1 loss as it follows:

LL1 = E[||y − G(z, x, c, q)||1]

where y is the distorted ground truth image, z is a random Gaussian noise vector,
x is the reference image, c is the distortion class and v is the image quality.

The goal of this work is to predict the quality score of images, so we introduce
a regressor network whose aim is to predict the quality score of input images.
The loss used to train this component is a mean squared error (MSE) between
the predicted quality score and the ground truth:

LE = E[(q − q̂)2] (3)

where q and q̂ are the ground truth and the prediction of the image quality score,
respectively.

The expectations for all losses defined here are taken over minibatches of
either generated or labeled training samples.

3.3 The GADA Architecture

In Fig. 2 we give a schematic representation of the proposed model. The compo-
nents of the GADA network are as follows.

Generator. The Generator follows the general auto-encoder architecture. It
takes as input a high quality reference image, a distortion class, and a target
image quality. The input information is encoded through three convolutional lay-
ers (one with 64 feature maps and two with 128). Before up-sampling we concate-
nate a noise vector z to the latent representation, together with an embedding
of the distortion category and image quality. We use skip connections [5,16] in
the generator, which allows the network to generate qualitatively better results.
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Fig. 2. A schematic representation of the proposed network.

Discriminator. The Discriminator takes as input a distorted image and through
three convolutional layers (one with 64 feature maps, and two with 128 to mimic
the encoder) followed by a 1 × 1 convolution extracts 1024 feature maps (that
are also fed to the classifier and the regressor). A single fully-connected layer
reduces these feature maps to a single value and a sigmoid activation outputs
the prediction of the provenance of the input image (i.e. real or fake). This output
is used to compute the loss defined in Eq. 1.

Classifier. The Classifier takes as input the feature maps described for the
Discriminator. This network consists of two fully-connected layers. The first
layer has 128 units and the second has a number of units equal to the number of
distortion categories and is followed by a softmax activation function. The output
of this module is used in the classifier loss for the AC-GAN as defined in Eq. 2.

Evaluator. The Evaluator takes as input the feature maps described for the
Discriminator and should accurately estimate the image quality of the input
image. This module consists of two fully-connected layers, the first with 128 and
the second with a single unit. The MSE loss defined in Eq. 3 is computed using
the output of this module.

4 Experimental Results

In this section we describe experiments conducted to evaluate the performance
of our approach. We first introduce the datasets used for training and testing
our network, then we describe the protocols adopted for the experiments.
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4.1 Datasets

For our experiments we used the standard LIVE [18] and TID2013 [15] datasets
for IQA. LIVE contains 982 distorted versions of 29 reference images. Original
images are distorted with five different types of distortion: JPEG compression
(JPEG), JP2000 compression (JP2K), white noise (WN), gaussian blur (GB)
and fast fading (FF). The ground truth quality score for each image is the
Difference Mean Opinion Score (DMOS) whose value is in the range [0, 100].
TID2013 consist of 3000 distorted images versions of 25 reference images. The
original images are distorted with 24 different types of distortions. The Mean
Opinion Score of distorted images varies from 0 to 9.

4.2 Experimental Protocols

We analyze the performance of our model using the standard IQA metrics. For
each dataset we randomly split the reference images (and their corresponding
distorted versions) in 80% used for training and 20% used for testing, as described
in [6,28]. This process is repeated ten times. For each split we train from scratch
and compute the final scores on the test set.

Training Strategy. At each training epoch, we randomly crop each image in
the training-set using patches of 128×128 pixels and feed it to the model. For all
the three phases we train using these crops with a batch size of 64. During the
first one we use Adam optimizer with a learning rate of 1e−4 for the discriminator
and 5e−4 for the generator, classifier and evaluator. During the second and third
phases we divide the learning rate by 10.

Testing Protocol. At test time We randomly crop 30 patches from each test
image as suggested in [1]. We then pass all 30 crops through the discriminator
network (with only the evaluator branch) to estimate IQA. The average of the
predictions for the 30 crops gives the final estimated quality score.

Evaluation Metrics. We use two evaluation metrics commonly used in IQA
context: the Linear Correlation Coefficient (LCC) and Spearman Correlation
Coefficient (SROCC). LCC is a measure of the linear correlation between the
ground truth and the predicted quality scores. Given N distorted images, the
ground truth of i-th image is denoted by yi, and the predicted score from the
network is ŷi. The LCC is computed as:

LCC =
∑N

i=1(yi − y)(ŷi − ŷ)
√∑N

i (yi − y)2
√∑N

i (ŷi − ŷ)2
(4)

where y and ŷ are the means of the ground truth and predicted quality scores,
respectively.

Given N distorted images, the SROCC is:

SROCC = 1 − 6
∑N

i=1 (vi − pi)
2

N (N2 − 1)
, (5)



GADA: Generative Adversarial Data Augmentation 221

where vi is the rank of the ground-truth IQA score yi in the ground-truth scores,
and pi is the rank of ŷi in the output scores for all N images. The SROCC
measures the monotonic relationship between ground-truth and estimated IQA.

4.3 Generative Data Augmentation with AC-GAN

As described in Sect. 3.1 our approach consists of three phases: a first one where
we train the generator, a second phase where we perform data augmentation, and
the final fine-tuning phase of the evaluator over the original training-set. As a
first experiment, we calculated the performance obtained after each of the three
different phases and compared with the performance of a direct method which
consists of training only the evaluator and classifier branches of the discriminator
directly on labeled training data (e.g. no adversarial data augmentation). We
trained and tested the proposed method and the direct baseline on the LIVE
dataset as described in Sect. 4.2, but for this preliminary experiment we used
crops of 64 × 64 pixels and a shallower regression network.

In Table 1 we give the LCC and SROCC values computed for the baseline
and after each of the three phase of our approach. We note first that each phase
of our training procedure results in improved LCC and SROCC, which indicates
that generative data augmentation and fine-tuning both add to performance. At
the end of phase 3 the LCC and SROCC results surpass the direct approach by
∼2%, confirming the effectiveness of GADA with respect to direct training.

Table 1. Comparison of baseline and each phase of the GADA approach in LCC and
SROCC. In the first block results for the direct baseline method (directly training the
evaluator with only labeled IQA data) are shown. In the second block results for our
method are shown after each of the three phases: training of the AC-GAN (Phase 1),
generator data augmentation (Phase 2), and evaluator fine-tuning (Phase 3).

JP2K JPEG WN GBLUR FF ALL

Baseline LCC 0.950 0.964 0.973 0.938 0.933 0.943

SROCC 0.938 0.931 0.977 0.939 0.898 0.935

Phase 1 LCC 0.944 0.952 0.967 0.920 0.912 0.933

SROCC 0.933 0.930 0.980 0.926 0.889 0.930

Phase 2 LCC 0.958 0.958 0.974 0.939 0.924 0.942

SROCC 0.941 0.933 0.988 0.945 0.891 0.939

Phase 3 LCC 0.959 0.973 0.993 0.953 0.935 0.962

SROCC 0.955 0.941 0.990 0.953 0.912 0.955

4.4 Comparison with the State-of-the-Art

Here we compare GADA with state-of-the-art results from the literature.
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Results on LIVE. We trained on LIVE dataset following the protocol described
in Sect. 4.2. The results are shown in Table 2. Each column of the table represents
the partial scores for a specific distortion category of LIVE dataset. Our method
seems to be very effective on this dataset despite the fact that many other
approaches process larger patches (e.g. 224 × 224, the input size of the VGG16
network) and capture more context information. We observe from the table that
our model performs very well on Gaussian noise (GN) and JPEG2000 (JP2K).
We obtain worse results for Fast Fading (FF), which is probably due to the fact
that FF is a local distortion and we process patches of small dimension, so for
each crop the probability of picking a distorted region is not 1.

Table 2. Comparison between GADA and the state-of-the-art on LIVE.

LCC SROCC

JP2K JPEG GN GB FF ALL JP2K JPEG GN GB FF ALL

DIVINE [13] .922 .921 .988 .923 .888 .917 .913 .91 .984 .921 .863 .916

BLIINDS-II [17] .935 .968 .980 .938 .896 .930 .929 .942 .969 .923 .889 .931

BRISQUE [12] .923 .973 .985 .951 .903 .942 .914 .965 .979 .951 .887 .940

CORNIA [26] .951 .965 .987 .968 .917 .935 .943 .955 .976 .969 .906 .942

CNN [6] .953 .981 .984 .953 .933 .953 .952 .977 .978 .962 .908 .956

SOM [28] .952 .961 .991 .974 .954 .962 .947 .952 .984 .976 .937 .964

BIECON [9] .965 .987 .970 .945 .931 .962 .952 .974 .980 .956 .923 .961

PQR [27] – – – – – .971 – – – – – .965

DNN [2] – – – – – .972 – – – – – .960

RankIQA+FT [11] .975 .986 .994 .988 .960 .982 .970 .978 .991 .988 .954 .981

Hall.-IQA [10] .977 .984 .993 .990 .960 .982 .983 .961 .984 .983 .989 .982

NSSADNN [23] – – – – – .984 – – – – – .986

GADA (ours) .977 .978 .994 .968 .943 .973 .963 .948 .991 .958 .917 .964

Table 3. Comparison between GADA and the state-of-the-art on TID2013 (SROCC).

Method #01 #02 #03 #04 #05 #06 #07 #08 #09 #10 #11 #12 #13
BLIINDS-II [17] 0.714 0.728 0.825 0.358 0.852 0.664 0.780 0.852 0.754 0.808 0.862 0.251 0.755
BRISQUE [12] 0.630 0.424 0.727 0.321 0.775 0.669 0.592 0.845 0.553 0.742 0.799 0.301 0.672
CORNIA-10K [26] 0.341 -0.196 0.689 0.184 0.607 -0.014 0.673 0.896 0.787 0.875 0.911 0.310 0.625
HOSA [22] 0.853 0.625 0.782 0.368 0.905 0.775 0.810 0.892 0.870 0.893 0.932 0.747 0.701
RankIQA+FT [11] 0.667 0.620 0.821 0.365 0.760 0.736 0.783 0.809 0.767 0.866 0.878 0.704 0.810
NSSADNN [23] – – – – – – – – – – – – –
HALLUCINATED IQA [10] 0.923 0.880 0.945 0.673 0.955 0.810 0.855 0.832 0.957 0.914 0.624 0.460 0.782
GADA (ours) 0.932 0.897 0.943 0.825 0.949 0.920 0.919 0.790 0.881 0.775 0.886 0.435 0.702
Method #14 #15 #16 #17 #18 #19 #20 #21 #22 #23 #24 ALL
BLIINDS-II [17] 0.081 0.371 0.159 -0.082 0.109 0.699 0.222 0.451 0.815 0.568 0.856 0.550
BRISQUE [12] 0.175 0.184 0.155 0.125 0.032 0.560 0.282 0.680 0.804 0.715 0.800 0.562
CORNIA-10K [26] 0.161 0.096 0.008 0.423 -0.055 0.259 0.606 0.555 0.592 0.759 0.903 0.651
HOSA [22] 0.199 0.327 0.233 0.294 0.119 0.782 0.532 0.835 0.855 0.801 0.905 0.728
RankIQA+FT [11] 0.512 0.622 0.268 0.613 0.662 0.619 0.644 0.800 0.779 0.629 0.859 0.780
NSSADNN [23] – – – – – – – – – – – 0.844
HALLUCINATED IQA [10] 0.664 0.122 0.182 0.376 0.156 0.850 0.614 0.852 0.911 0.381 0.616 0.879
GADA (ours) 0.206 0.200 0.196 0.739 0.688 0.950 0.679 0.937 0.895 0.843 0.889 0.790

TID2013. We follow the same test procedure for TID2013 and report our
SROCC results in Table 3. We see that for 11 of the 24 types of distortion we
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obtain the best results. For local and challenging distortions like #14, #15 and
#16 the performance of our model is low, and again we hypothesize that the
small size and uniform sampling of patches could be a limitation especially for
extremely local distortions.

5 Conclusions

In this paper we proposed a new approach called GADA to resolve the problem of
lack of training data for No-reference Image Quality Assessment. Our approach
uses a modified Auxiliary Classifier GAN. This technique allows us to use the
generator to generate new training examples and to train a regressor which
estimates the image quality score. The results obtained on LIVE and TID2013
datasets show that our performance is comparable with the best methods of the
state-of-the-art. Moreover, the very shallow network used for the regressor can
process images with an high frame rate (about 120 image per second). This is
in stark contrast to state-of-the-art approaches which typically use very deep
models like VGG16 pre-trained on ImageNet.

We feel that the GADA approach offers a promising alternative to labori-
ously annotating images for IQA. Significant improvements can likely be made,
especially for highly local distortions, through saliency-based sampling of image
patches during training.
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Abstract. It is a very well known fact in computer vision that classi-
fiers trained on source datasets do not perform well when tested on other
datasets acquired under different conditions. To this end, Unsupervised
Domain adaptation (UDA) methods address the shift between the source
and target domain by adapting the classifier to work well in the target
domain despite having no access to the target labels. A handful of UDA
methods bridge domain shift by aligning the source and target feature
distributions through embedded domain alignment layers that are based
on batch normalization (BN) or grouped whitening. Contrarily, in this
work we propose to align feature distributions with domain specific full-
feature whitening and domain agnostic colouring transforms, abbreviated
as F2WCT. The proposed F2WCT optimally aligns the feature distri-
butions by ensuring that the source and target features have identical
covariance matrices. Our claim is also substantiated by the experimen-
tal results on Digits datasets for both single source and multi source
unsupervised adaptation settings.

Keywords: Feature whitening · Colouring ·
Unsupervised Domain Adaptation · Multi source domain adaptation

1 Introduction

In the recent years deep learning has been exceptionally successful in super-
vised object recognition tasks [1,2]. Despite its effectiveness in supervised regime,
object recognition in unsupervised regime is still an open ended problem because
the lack of labels makes the training complicated. Off-the-shelf networks pre-
trained on some domain do not work well when transferred to a novel but
related domain due to a problem called domain-shift [3]. To mitigate domain
shift among datasets numerous Unsupervised Domain Adaptation (UDA) meth-
ods [4–10] have been proposed which leverage unlabeled target data together
with labeled source data to learn a predictor for the target samples.

UDA methods can be roughly categorized under two broad categories. The
first category includes Generative Adversarial Network (GAN) based meth-
ods [10–12] that learn a cross-domain mapping to emulate target-like source
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 225–236, 2019.
https://doi.org/10.1007/978-3-030-30645-8_21
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images, which are then leveraged for training a target classifier. The second
category of methods aims to reduce the discrepancy between source and target
domains by leveraging the first order statistics [13,14] or second order statistics
[15,25]. Some of the methods from this category achieve alignment of feature
distributions by directly embedding batch normalization (BN) based [9,16,17]
domain alignment (DA) layers into the network.

Fig. 1. Visualization of 2D features with different normalization transformations: (a)
Feature standardisation; and (b) Feature whitening.

While BN based methods align feature distributions by setting variance of
features to 1 and mean to 0, yet they leave the feature correlations intact (see
Fig. 1a), leading to sub-optimal alignment. Conversely, we argue that to com-
pletely eliminate discrepancy between domains the source and target features
should have the same covariance matrix. This can be ensured by projecting
the feature distributions onto a canonical unit hyper-sphere through full-feature
whitening (see Fig. 1b), such that both source and target domain features have
identity covariance matrix. While Roy et al. [8] proposed to align feature distri-
butions with domain-specific grouped -feature whitening (DWT), it suffers from
imperfect alignment due to partial feature whitening (see Sect. 2).

To overcome the drawbacks of previous DA layers we propose to first whiten
the feature representations and then apply colouring. Our whiten operation use
domain specific whitening, while colouring operation is domain agnostic and is
used to re-project the whitened features to a distribution having an arbitrary
covariance matrix. Inspired by [18], we realize these transformations through
Full-Feature Whitening and Colouring Transform (F2WCT) blocks, embed-
ded inside the network, replacing the BN-based and DWT-based DA layers.
However, different from [18], which uses these operations for conditional image
generation, we propose this technique for UDA. We also extend this to multi-
source unsupervised DA (MSDA) setting where multiple source domains are
available during training. Finally, we evaluate our proposed method on the digits
datasets for both single source UDA and MSDA settings and set new state-of-
the-art results.
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Fig. 2. Covariance matrices of features undergoing different normalization transforma-
tions: (a) BN [9]; (b) DWT [8]; and (c) Full-Feature Whitening. Black pixels denote
value 1, white pixels denote value 0 and gray denotes intermediate values.

2 Related Works

Single Source UDA. Several UDA methods have been proposed in the recent
years that operate under the assumption that there is only a single source
domain. A multitude of UDA methods have utilized GAN [10–12] to learn a
mapping between the source and target domains in order to generate synthetic
data in the target domain. SBADA-GAN [10] and CyCADA [11] are trained with
adversarial and cycle-consistent losses to generate labeled target-like source sam-
ples which are used for training a classifier for the target domain. Although very
effective, GAN based methods require large amount of data from each domain
to capture the inherent data distributions.

Fig. 3. Visualization of 2D features after whitening and different feature re-projection
techniques: (a) whitening with scale and shift as in DWT [8]; and (b) proposed whiten-
ing with colouring for aligning feature distributions. (Color figure online)

Another genre of UDA methods aim to reduce the discrepancy between source
and target domains by leveraging the first and second order statistics. Minimum
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Mean Discrepancy based methods [13,14] minimize the discrepancy between
domains by minimizing the difference of the mean (i.e., first order statistics)
of their respective feature representations. Correlation alignment methods [5,
15,25] leverage second order statistics by minimizing the loss derived from the
covariance matrices of source and target feature representations. Carlucci et
al. [9] and Roy et al. [8] showed that discrepancy between domains can be reduced
efficiently by directly embedding BN-based and DWT based DA layers into the
network, respectively. Albeit effective, BN-based and DWT based DA layers
result in features which are correlated and therefore imperfectly aligned. As
can be observed from the covariance matrices in Fig. 2a and b, the variance
of the features are 1 but the features are still correlated due to non-zero off-
diagonal elements. Ideally, we would like to have identity covariance matrix,
Σ = I, (see Fig. 2c) to achieve complete alignment of features. This is achieved
with our proposed F2WCT. Moreover, DWT [8] re-projects partially whitened
features with scale and shift transforms of [9] which is sub-optimal because
it reduces the capacity of the network [18]. Hence, we propose to re-project
whitened features with colouring operation as shown in Fig. 3b. Different from
scale and shift operation of DWT (see Fig. 3a), which can only have axis-aligned
re-projection of features, our colouring operation can re-project the whitened
features to any arbitrary orientation and the network is flexible to choose through
training.

Multi Source UDA. In practical scenarios source data can possess differ-
ent underlying marginal distributions and therefore multiple domain shifts need
to be addressed coherently while adapting to the target domain. MSDA was
first addressed in [19] which showed the necessity to borrow knowledge from
nearest source domains to avoid negative transfer. Xu et al. [20] adapted to
the distribution-weighted combining rule in [21] with an adversarial framework.
More recently, Peng et al. [22] proposed a Moment Matching Network for reduc-
ing domain shift from multiple sources to the target domain. Departing from
the above methods, we easily extend F2WCT to simultaneously align feature
distributions of multiple source and target domains to a reference distribution.

3 Method

In this section we present our proposed method for UDA and MSDA. Specifically,
first we will discuss some preliminaries and then introduce the proposed F2WCT.

3.1 Preliminaries

Let us assume that S = {(Isj , ys
j )}Ns

j=1 be the labeled source dataset, where
Isj is the jth source image and ys

j ∈ Y = {1, 2 . . . , C} be its associated label.
Also, let T = {Iti}Nt

i=1 be the unlabeled target dataset where Iti is the ith target
image without any associated label. The aim of UDA is to train a target domain
predictor by jointly utilizing samples from S and T .
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A fairly common technique to bridge domain shift is to use DA layers, which
can either be BN-based [9] or DWT-based [8], that project source and target
feature distributions onto a canonical distribution through per feature standard-
isation and grouped feature whitening, respectively. As mentioned in Sect. 1,
we propose to replace these feature alignment techniques with domain specific
full-feature whitening and domain agnostic colouring. Before introducing the
proposed F2WCT we will briefly recap BN [23] below.

A BN layer takes as input a mini-batch B = {x1, . . . ,xm} of m samples,
where xi is the ith element in the batch B and xi ∈ R

d. As the name suggests,
given a batch B the BN layer transforms each xi ∈ B in the following way:

BN(xi,k) = γk
xi,k − μB,k√

σ2
B,k + ε

+ βk, (1)

where k (1 ≤ k ≤ d) signifies the k-th dimension of input data, μB,k and σB,k

are, respectively, the mean and the standard deviation corresponding to the k-
th dimension of the samples in B and ε is used to prevent division by zero.
Finally, γk and βk are learnable scaling and shifting parameters. In essence, BN
transforms a batch of features into having zero mean and unit variance and then
re-projects the features with γ and β.

In Sect. 3.2 we present our proposed F2WCT for UDA, while in Sect. 3.3 we
extend the proposed F2WCT for MSDA.

3.2 Full-Feature Whitening and Colouring Transform for UDA

As stated in Sect. 2 that BN based per-dimension feature standardization and
DWT based grouped feature whitening is sub-optimal for marginal source and
target distribution alignment due to the presence of correlated features. To alle-
viate domain shift we argue to replace BN and DWT with F2WCT, derived from
[18], and is defined as follows:

F2WCT(xi;Ω) = Γx̂i + β, (2)
x̂i = WB(xi − μB). (3)

In Eq. (3), μB is the mean of B while WB is the whitening matrix such
that: W�

B WB = Σ−1
B , where ΣB is the covariance matrix derived from B.

Ω = (μB, ΣB) indicates the batch-specific first and second-order statistics.
Equation (3) performs the whitening of xi ∈ B and the resulting elements of
B̂ = {x̂1, . . . , x̂m} lie in a hyper-spherical distribution, i.e., with a covariance
matrix equal to the identity matrix (see Fig. 2c). Additionally, and differently
from [8], in Eq. (2), with the help of learnable d dimensional vector β and d × d
dimensional matrix Γ the whitened B̂ is projected back to a multivariate Gaus-
sian distribution having an arbitrary covariance matrix through the colouring
operation. Implementation wise Eq. (2) can be realized with a convolutional layer
having kernel size 1 × 1.



230 S. Roy et al.

Our network, at any intermediate layer, takes as input two batches of input
samples, Bs = {xs

1, . . . ,x
s
m} and Bt = {xt

1, . . . ,x
t
m} from the source and tar-

get domain, respectively. Every xs
i ∈ Bs and xt

i ∈ Bt is transformed through
the F2WCT block, where the whitening operation is domain specific but the
colouring operation is domain agnostic. In details, using Eqs. (2)–(3) the output
of F2WCT blocks for the source and target samples are given respectively by:

F2WCT(xs
i ;Ω

s) = ΓWBs(xs
i − μBs) + β, (4)

F2WCT(xt
i;Ω

t) = ΓWBt(xt
i − μBt) + β. (5)

Separate statistics (Ωs = (μs
B, Σs

B) and Ωt = (μt
B , Σt

B)) are estimated for
Bs and Bt which are then used for whitening the corresponding activations and
then followed by colouring the spherical distribution to an arbitrary one (see
Fig. 3b). Details about the computation of WB can be found in [18]. In addition,
the F2WCT blocks maintain a moving average of the statistics Ωt

avg of the target
domain which is used during inference.

3.3 Full-Feature Whitening and Colouring Transform for MSDA

In the MSDA scenario we have access to P labeled source datasets {Sj}Pj=1,
where Sj = {(Ii, yi)}Nj

i=1, and a target unlabeled dataset T = {Ii}Nt
i=1. Since, we

are addressing closed-set DA all the datasets share the same categories and each
of them is associated to a domain Ds

1, . . . ,D
s
P ,Dt, respectively. Our end goal is

to learn a predictor for the target domain Dt exploiting the data in {Sj}Pj=1∪T .
Unlike many UDA methods [10,11], the proposed F2WCT can be extended

to the MSDA setting in a very straightforward way by having dedicated F2WCT
blocks for every domain D, where the colouring parameters are shared amongst
P + 1 domains. In details:

F2WCT(xDs
1

i ;ΩDs
1) = ΓW

BDs
1 (xDs

1
i − μ

BDs
1 ) + β, (6)

...

F2WCT(xDs
P

i ;ΩDs
P ) = ΓW

BDs
P

(xDs
P

i − μ
BDs

P
) + β, (7)

F2WCT(xDt

i ;ΩDt

) = ΓWBDt (xDt

i − μBDt ) + β. (8)

The whitening operation of F2WCT projects the marginal feature distri-
butions of all P + 1 domains onto a hyper-spherical reference distribution,
thereby minimizing the multiple domain discrepancies in a coherent fashion.
As in Sect. 3.2, the moving average of target statistics ΩDt

avg is maintained during
training and is used during inference.

3.4 Training

Let Bs = {xs
1, . . . ,x

s
m} and Bt = {xt

1, . . . ,x
t
m} be two batches of the network’s

last-layer activations, from the source and target domain, respectively. Since, the
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source samples are associated with labels, the standard cross-entropy loss (Ls)
can be used for Bs:

Ls(Bs) = − 1
m

m∑
i=1

log p(ys
i |xs

i ), (9)

However, for the target samples entropy loss is calculated as in [9], which
acts as a regularizer. The entropy loss forces the network to be more confident
in its predictions by producing peaked probability distribution at the output.

Lt(Bt) = − 1
m

m∑
i=1

p(xt
i) log p(xt

i), (10)

Finally, the network is trained with a weighted sum of Ls and Lt:

L(Bs, Bt) = Ls(Bs) + λLt(Bt) (11)

4 Experimental Results

In this section we describe the datasets and provide details about the experi-
mental protocols adopted. We also report our experimental evaluation on the
considered datasets and compare our proposed method with the state-of-the-art
methods in UDA and MSDA, respectively.

4.1 Datasets

We conduct all our experiments on the Digits-Five dataset, built for recognizing
digits, consists of five unique domains having numerical digits ranging between 0
and 9. It includes the USPS, MNIST, MNIST-M, SVHN and Synthetic numbers
(SYN) datasets. SVHN contains images of real-world house numbers acquired
from Google Street View. SYN includes about 500K computer generated digits
having varying orientation, position, color, etc. USPS and MNIST are datasets
of digits scanned from U.S. envelopes but having different resolutions. Finally,
MNIST-M is the colored counterpart of MNIST.

4.2 Experimental Setup

To ensure fair comparison with other UDA and MSDA methods we adopt base
networks from [8] and [22] for UDA and MSDA experiments, respectively. In the
network we have plugged F2WCT blocks right after each of the first two convolu-
tional layers. We reason that strong alignment of low level features (e.g., colour
and texture) is very important to bridge the domain gap. As a consequence,
we act in the early convolutional layers of the network, which deal with low
level features, by fully aligning intermediate feature distributions with F2WCT
blocks. A typical block in the network is given by (Conv Layer → F2WCT →
ReLU). For the remainder layers we have used BN based DA layers as in [9].
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We trained the networks with Adam for 150 epochs with an initial learning
rate of 1e−3 and we dropped the learning rate by a factor of 10 after 50 and
90 epochs. To ensure well-conditioned covariance matrices we have used a mini-
batch size of 128 and 512 for the UDA and MSDA settings, respectively. The
source and target samples are drawn randomly such that each domain is well
represented in a mini-batch. The value of λ in Eq. 11 is set to 0.1 as in [9].

4.3 Results and Discussion

In this section we analyze the impact of the proposed components on the final
classification accuracy and compare F2WCT with the state-of-the-art methods.

Ablation Study. We conduct ablation studies on the digits dataset for single
source UDA to demonstrate the benefits of performing full-whitening followed by
a colouring transformation. We consider the following models: (i) F2WCT, our
full model, is composed of full-feature whitening and colouring; (ii) F2WT where
the colouring operation is replaced by scale-shift operation. This will validate the
importance of colouring transform over scaling and shifting; and (iii) DWT [8]
which considers grouped whitening. This comparison allows us to determine the
necessity of full-feature whitening as opposed to grouped whitening.

Table 1. Ablation study of full-feature whitening and colouring transform versus rel-
evant normalization techniques on Digits-Five. The target domain is shown in italics.
The best numbers are highlighted in bold and the second best numbers are underlined.

Methods MNIST →
USPS

USPS →
MNIST

SVHN →
MNIST

MNIST →
MNIST-M

Avg

Source only 78.9 57.1 60.1 63.6 64.92

F2WCT (Ours) 99.13± 0.05 98.81± 0.07 97.37 ± 0.10 96.33± 0.09 97.91

F2WT 99.03 ± 0.04 98.30 ± 0.07 78.96 ± 0.64 81.41 ± 0.98 89.42

DWT [8] 99.09 ± 0.09 98.79 ± 0.05 97.75± 0.10 45.46 ± 0.05 85.27

Target only 96.5 99.2 99.5 96.4 97.9

As can be observed from Table 1 our proposed F2WCT outperforms all other
baselines. F2WT demonstrates that the need of colouring is particularly evi-
dent for more complicated adaptation settings as in SVHN → MNIST and
MNIST → MNIST-M. While in simpler MNIST ↔ USPS settings the network
has enough capacity already. DWT [8] is especially worse than F2WCT in the
MNIST → MNIST-M setting because grouped feature whitening can not align
the source and target feature distributions optimally (see Sect. 2). Conversely,
F2WCT enables strong alignment of low level features through full whitening.

Comparison with State-of-the-Art Results. We compare our proposed
F2WCT with state-of-the-art methods, in both single source UDA and MSDA
settings.
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Table 2. Classification accuracy (%) on the Digits-Five for single source UDA settings
in comparison with the state-of-the-art methods. The target domain is shown in italics.
The best numbers are highlighted in bold and the second best numbers are underlined.

Methods MNIST →
USPS

USPS →
MNIST

SVHN →
MNIST

MNIST →
MNIST-M

Avg

Source only 78.9 57.1 60.1 63.6 64.9

CORAL [5] 81.7 – 63.1 57.7 –

DANN [30] 85.1 73.0 ± 2.0 73.9 77.4 77.3

DSN [29] 91.3 – 82.7 83.2 –

CoGAN [12] 91.2 89.1 ± 0.8 – 62.0 –

ADDA [7] 89.4 ± 0.2 90.1 ± 0.8 76.0 ± 1.8 – –

DRCN [28] 91.8 ± 0.1 73.7 ± 0.1 82.0 ± 0.2 – –

ATT [27] – – 86.20 94.2 –

AutoDIAL [9] 97.96 97.51 89.12 36.86 80.36

SBADA-GAN [10] 97.6 95.0 76.1 99.4 92.02

GAM [26] 95.7 ± 0.5 98.0 ± 0.5 74.6 ± 1.1 – –

MECA [25] – – 95.2 – –

SE [24] 88.14 ± 0.34 92.35 ± 8.61 93.33 ± 5.88 – –

DWT [8] 99.09 ± 0.09 98.79 ± 0.05 97.75± 0.10 45.46 ± 0.05 85.27

F2WCT (Ours) 99.13± 0.05 98.81± 0.07 97.37 ± 0.10 96.33 ± 0.09 97.91

Target only 96.5 99.2 99.5 96.4 97.9

Single-Source Unsupervised Domain Adaptation. In Table 2 we consider
single-source adaptation settings where we adapt from a single source domain to
a target domain. We consider four adaptation settings: MNIST → USPS, USPS
→ MNIST, SVHN → MNIST and MNIST → MNIST-M. The entire labeled train
set of the source domain and unlabeled train set of the target domain is used for
training a network whereas the dedicated test set of the target domain is used
for evaluating the performance. We have considered the baselines reported in [8].
It is to be noted that we have chosen the baselines that do not utilize data aug-
mentation. The variant of SE [24] which does not make use of data augmentation
is therefore reported for fair comparison with other methods. However, for some
baselines we could not report all the numbers due to the lack of availability in
the corresponding adaptation settings.

From Table 2 we observe that on average our proposed F2WCT outperforms
all considered state-of-the-art methods by a considerable margin. Individually,
our F2WCT has the best accuracy in MNIST ↔ USPS settings and is the sec-
ond best in SVHN → MNIST and MNIST → MNIST-M settings. Particularly,
SBADA-GAN performs the best in the MNIST → MNIST-M setting due to
the implicit data-augmentation through generation of synthetic data. Surpris-
ingly, in overall F2WCT achieves at par performance with the target only setting
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Table 3. Classification accuracy (%) on Digits-Five for multi-source domain adaptation
settings. The target domain is shown in italics. Best number is in bold and second best
is underlined.

Models MNIST,

USPS,

SVHN, SYN

→ MNIST-M

MNIST-M,

USPS,

SVHN, SYN

→ MNIST

MNIST,

MNIST-M,

SVHN, SYN

→ USPS

MNIST,

USPS,

MNIST-M,

SYN →
SVHN

MNIST,

USPS,

SVHN,

MNIST-M →
SYN

Avg

Source combine

Source only 63.70± 0.83 92.30± 0.91 90.71± 0.54 71.51± 0.75 83.44± 0.79 80.33

DAN [13] 67.87± 0.75 97.50± 0.62 93.49± 0.85 67.80± 0.84 86.93± 0.93 82.72

DANN [30] 70.81± 0.94 97.90± 0.83 93.47± 0.79 68.50± 0.85 87.37± 0.68 83.61

Multi-source

Source only 63.37± 0.74 90.50± 0.83 88.71± 0.89 63.54± 0.93 82.44± 0.65 77.71

DAN [13] 63.78± 0.71 96.31± 0.54 94.24± 0.87 62.45± 0.72 85.43± 0.77 80.44

CORAL [5] 62.53± 0.69 97.21± 0.83 93.45± 0.82 64.40± 0.72 82.77± 0.69 80.07

DANN [30] 71.30± 0.56 97.60± 0.75 92.33± 0.85 63.48± 0.79 85.34± 0.84 82.01

ADDA [7] 71.57± 0.52 97.89± 0.84 92.83± 0.74 75.48± 0.48 86.45± 0.62 84.84

DCTN [20] 70.53± 1.24 96.23± 0.82 92.81± 0.27 77.61± 0.41 86.77± 0.78 84.79

M3SDA [22] 72.82± 1.13 98.43± 0.68 96.14± 0.81 81.32± 0.86 89.58± 0.56 87.65

AutoDIAL [9] 80.15± 1.32 99.30± 0.04 98.60± 0.09 80.87± 0.68 95.28± 0.13 90.84

DWT [8] 80.68± 1.35 99.26± 0.05 98.81± 0.08 86.11± 0.25 95.94± 0.10 92.16

F2WCT (Ours) 93.47± 0.41 99.41± 0.04 98.97± 0.06 82.46± 0.81 95.92± 0.12 94.04

without having access to any target label, demonstrating the effectiveness of our
method.

Multi-source Unsupervised Domain Adaptation. In Table 3 we report
results for MSDA setting where we adapt from multiple source domains to a
single target domain. We consider all possible combinations of the 5 domains
in Digits-Five for the experiments. For fairness in comparison with the baseline
methods we follow the training protocol used in [22]. According to this pro-
tocol we randomly sample 25000 training images from each domain and 9000
images for evaluation. For the USPS, entire train and test set is used instead.
We compare our method with DWT [8], Autodial: Automatic domain alignment
layers [9] (AutoDIAL) and other baselines taken from [22]. We observe simi-
lar behaviour in the MSDA setting as our proposed F2WCT also out-performs
all the baselines on average accuracy, thereby obtaining state-of-the-art results.
Notably, for the adaptation setting where MNIST-M is the target domain, the
proposed full-feature whitening and colouring provides a boost of 12.79% over
grouped whitening and scale-shifting in [8]. This validates our hypothesis that
complete alignment of source and target feature distributions with full-feature
whitening followed by colouring of the whitened features is more beneficial for
tackling domain shift.

5 Conclusions

In this work we address UDA and MSDA by proposing domain alignment layers
based on domain specific full-feature whitening and domain agnostic colouring
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with F2WCT blocks. On the one hand, full-feature whitening of intermediate
features allows optimal alignment of source and target feature distributions by
guaranteeing same covariance matrices for both source and target features. On
the other, the colouring transform helps in restoring the capacity of the net-
work. The proposed F2WCT blocks can be easily incorporated in any standard
CNN. Our experiments on digits dataset show consistent improved performances
over other state-of-the-art methods in both UDA and MSDA settings. As future
work, we plan to adapt the proposed feature alignment technique for large scale
benchmarks with deeper networks.
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Abstract. We propose a CNN regression method to generate high-level,
view-invariant features from RGB images which are suitable for human
pose estimation and movement quality analysis. The inputs to our net-
work are body joint heatmaps and limb-maps to help our network exploit
geometric relationships between different body parts to estimate the fea-
tures more accurately. A new multiview and multimodal human move-
ment dataset is also introduced part of which is used to evaluate the
results of the proposed method. We present comparative experimental
results on pose estimation using a manifold-based pose representation
built from motion-captured data. We show that the new RGB derived
features provide pose estimates of similar or better accuracy than those
produced from depth data, even from single views only.

Keywords: Pose analysis · View-invariant CNN · Health monitoring

1 Introduction

Assessing the quality of human movement is of paramount importance in many
areas of human activity, such as sports, health, and surveillance, exemplified by
recent works such as [7,11–15]. For example, amongst many clinic and home-
based tests for patient monitoring in Parkinsons disease [19], a patient’s qual-
ity of walking or steadiness while standing must be observed, e.g. both soon
after prescribing medication and longitudinally across weeks and months as the
progression of the disease is assessed. Using computer vision to automate such
rehabilitation assessments would eliminate the costs and subjective variability
associated with clinicians, and allow the generation of clinical scores that are
more consistently and autonomously applied, e.g. [9].

Our motivation is therefore to design a system that allows us to measure
both frame-by-frame and the overall abnormality in human movement when
performing certain actions – with the aim of eventual development of corre-
sponding scores to reflect a measure of (ab)normality. These requirements call
for the design of a robust pose estimation method that provides accurate frame-
by-frame estimates. Our specific application area is for patient rehabilitation
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actions, such as walking, sitting-to-standing, and so on [2,6,8]. Thus, the pose
estimation must be based on robust features obtained from realistic sensor set-
tings for home environments, such as affordable single, or just a small few, RGB
cameras.

There is a significant body of work on vision-based human body motion
analysis, which for our purposes may be categorised into: (i) traditional meth-
ods using high level human pose features [1,12,15,18], and (ii) deep learning
approaches [10,13,14,20] that extract features directly from images using CNN
networks. The latter may then score a movement’s quality directly from such
features, or they may use them to provide a body pose estimate, to be used
for movement analysis in a later stage. We consider works that rely on wearable
technology, such as [8,16], as out of scope, since we wish to focus on both remote
sensing for patient comfort and design methods that may have potential use in
other applications, such as sports and surveillance.

Pirsiavash et al. [15] proposed a regression-based method to score sport
actions in an Olympic sports dataset, that they also released. They trained an
SVM classifier on both low-level edge and velocity features and high-level pose
features represented in the frequency domain by the discrete cosine transform.
While their method was able to narrow down which segments included higher
scoring movements, the performance of their features dropped particularly when
encountering self-occlusions. Their method predicts action scores better than
human non-experts, but it is far from human expert judgment.

Using 3D joints data to analyse human movements, often generated by RGBD
cameras and VICON systems, has picked up pace in recent years, for example in
[4,12,17,18]. Not surprisingly, the pose features derived from 3D data are richer
and can be leveraged to assess a wider range of movements. However, then the
curse of dimensionailty can strike and the application of dimensionality reduc-
tion methods, such as PCA or manifold learning, becomes necessary to reduce
the redundancy presented in the 3D joints space. In [12], Paiement et al. used
skeleton data to model pose information in a reduced dimension manifold for a
stairs-climbing rehabilitation analysis application. They then trained a custom-
designed statistical model on the pose information gathered from the action
video to score the movement’s quality on a frame-by-frame basis. Chaaraoui et
al. [4] generated a body-joints motion history volume from 3D spatio-temporal
skeleton joint features, and reduced the dimension of their volume based on axis
projections. They then classified abnormal gait in their own frontal-view dataset
using BagOfKeyPoses on their skeletal joints volume.

Deep learning based methods have also been increasingly applied to assess
the quality of movement, for example [7,10,13,14]. Crabbe et al. [7] modified
the work by Paiement et al. [12] by proposing a CNN regression approach to
estimate the high dimensional body pose from depth silhouettes in the same
low-dimensional manifold space that was developed for their SPHERE Stairs
dataset [12]. AlexNet was applied to perform their pose estimation by mapping
depth silhouettes onto the manifold space. The authors discussed that the use of
depth silhouettes allowed simplifying the learning task for their deep CNN in the
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absence of a large training dataset. However, the extraction of good, accurate-
enough silhouettes for movement quality assessment can be a difficult process.
Parmar et al. [13] divided a video into 16-frame video clips and averaged the
spatiotemporal features from all clips, obtained by applying 3D CNNs [20], to
classify sports actions and estimate their score. Li et al. [10] also divided each
video into several parts, and extracted their features using 3D CNNs [20]. Then,
all features were concatenated and fed into a two-layer convolutional network
to predict the action scores. Since such methods extract spatiotemporal features
for a whole video, they are better suited to providing a global score rather than
analysing human movement in each frame.

In a similar fashion to Paiement et al. [12], Liao et al. [11] verified that
dimensionality reduction, implemented through an autoencoder in their case,
combined with statistical modelling of a movement’s kinematics may provide
discriminating pose estimates and movement quality scores for an instance of
a movement. They then trained three different types of NNs (CNN, RNN, and
HNN) to perform a (whole) movement quality score prediction from sequences
of raw VICON skeleton data. Although they effectively used multiview data to
generate their model, the data for their testing must also be obtained by their
mocap system which makes their method somewhat impractical for participants,
especially in more everyday applications, and requires the presence of experts to
set up the system. In addition, their fully integrated NN approach extracts spa-
tiotemporal features that do not allow disentangling the pose from the kinematic
problems and cannot finely analyze movement on a frame-by-frame basis.

In this paper, we propose a ResNet-based regression method that extracts
high-level pose features from body joint heatmaps and body limb-maps from
single RGB images of arbitrary viewpoint. A view-invariant manifold obtained
from motion-captured 3D joint positions serves as the target pose estimate space
for our CNN. A customised statistical model, from [12,18] is then used to detect
and score movement abnormalities on a frame-by-frame basis using our pose

Fig. 1. The overall schema of the proposed approach (including training and testing
phases) for normal/abnormal pose estimation.
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estimate. The overall approach is illustrated in Fig. 1. The major contributions
of our method are its ability to determine and score movement abnormality (in a
healthcare setting) from any reasonable viewpoint given an RGB video and with-
out relying on explicit 3D (skeleton or depth) information. Further, we introduce
a new fully annotated multiview and multimodal dataset that will be available
to the community for the development of health-related or rehabilitation meth-
ods. To the best of our knowledge, it is the first time that features extracted
from single RGB images are demonstrated to be suitable for movement quality
analysis in a healthcare application.

Next, in Sect. 2, a new multiview and multimodal dataset is introduced, fol-
lowed by our proposed method in Sect. 3. Experiments and comparative results
are presented in Sect. 4. Conclusions are in Sect. 5.

2 SMAD: Sphere Multiview and Multimodal Movement
Assessment Dataset

There is increasingly more datasets becoming available for human movement
analysis, but there is simply no ‘one size fits all’ that would be of use across
different applications and outcomes. For example, the Olympics sports dataset
introduced by Pirsiavash et al. [15], which includes diving and skating actions
extracted from Youtube videos, is useful for assessment of overall human move-
ment performance, but would not be of use in rehabilitation movement analy-
sis. Parmar et. al [13] also collected a multiview dataset for the diving action.
Paiement et al. [12,18] captured three single (frontal) view datasets of walking,
walking up stairs, and sitting to standing movements, to evaluate their move-
ment quality assessment method for health-related applications. The skeleton,
depth, and colour data was captured by a Primesense camera [18], and a phys-
iotherapist manually annotated all frames into normal and abnormal. Vakanski
et al. [21] developed a skeletal movement dataset using a VICON system and a
Kinect camera for physical rehabilitation exercises involving 10 healthy subjects
who performed their exercises in both correct and incorrect fashion. This dataset
was then used in [11] as described briefly in the previous section.

We have captured a new multiview human movement dataset that combines,
for the first time, motion capture1, and skeletons, depth and RGB images from
one Microsoft Kinect and three Primesense cameras. While the dataset includes
different types of actions, here we focus on only the ‘turn and walk’ action, per-
formed both normally and with 3 types of abnormalities by 19 healthy subjects:
turn and walk action (turn-walk), turn and walk with stroke (stroke), turn and
walk with short limp (short limp), turn and walk with Parkinson (Parkinson).
For the last three actions, the participants were trained by a specialist Physio-
therapist. The turn-walk action was repeated five times, while the other actions
were performed only once. The actions were videoed from four camera view-
ing directions for the entirety of each walk – towards one camera and back to
1 We used the Optitrack Flex 3 acquisition system and VICON’s NEXUS skeleton

building software.
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Fig. 2. Sample frames from the proposed dataset from four different viewing directions
for turn-walk (top row), and limp action (bottom row).

the opposite camera, one side view, and one downward view of the scene. Two
samples from the dataset are displayed in Fig. 2.

3 Proposed Method

To use 3D human body joints to generate a pose space and assess the quality of
human movement, dimensionality reduction becomes inevitable to discard the
redundant or correlated dimensions. Here, we follow the approach adopted by
other works, such as [7,12,18], to generate a reduced dimensionality manifold to
capture the pose variation in our dataset. However, while these previous works
produced a pose manifold from PrimeSense or Kinect skeletons, we use the less
noisy VICON skeletons derived from motion capture measurements.

A simple approach to view-invariant manifold learning would be to generate
one manifold per view and operate on each independently to exhaustively seek a
solution. In [22], Zhao et al. learnt a latent space multiview manifold from several
images at once, which may be from different modalities, e.g. RGB or RGB-D,
with locality alignment using both a supervised and an unsupervised algorithm.
This effectively integrated several individual views of a scene into a single man-
ifold. Motion-capture 3D skeletons combine information from multiple cameras
and as such are view-independent. Therefore, we generate a view-invariant man-
ifold by applying Diffusion Maps [5] on our motion capture skeletons, which as a
result will allow a reduced dimensionality, view-independent model of an action.

We propose a CNN regression-based method to estimate human pose from
single RGB images. The view-invariant pose manifold serves as a target space to
our pose estimation method, which is trained from groundtruth poses obtained
by projection of motion capture skeletons onto the manifold space. Our CNN is
made view-invariant through the combined uses of a view-independent manifold
and multiple RGB views in its training set.

Skeleton Data Normalization and Manifold Learning. As in [7,12,18],
before applying Diffusion Maps, we must normalise our data since different sub-
jects come in various shapes and sizes and they also do not perform actions
at the same world coordinates. To normalise for translation, we considered the
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centre of the hip (p(hip center)) as our coordinate centre and normalised the other
joint positions relative to it as:

pjt = pjt − p
(hip center)
t , (1)

where t is the frame number, p is the joint position, and j = {1, 2, . . . , J} is
the joint number for the J = 39 joint positions supplied by our motion capture
system. To normalise for scaling, we defined a model skeleton as a template and
then used its torso, hand and leg sizes for normalising the data as follows:

torsoratio = torso sizetemplate/torso sizepose,

pjt = pjt ∗ torsoratio, where j ∈ torso,
(2)

handratio = hand sizetemplate/hand sizepose,

pjt = pjt ∗ handratio, where j ∈ hand,
(3)

legratio = leg sizetemplate/leg sizepose,

pjt = pjt ∗ legratio, where j ∈ leg.
(4)

To normalise for rotation, we applied Procrustes analysis. This approach was not
used for translation and scaling since the center of human body shape is different
with the center computed by Procrustes, e.g. different body parts have different
scale ratios while the Procrustes analysis method scales the whole shape at once.

Finally, we applied Diffusion Maps [5] to reduce the dimensionality of our
data by selecting the manifold’s first N = 5 dimensions to represent 95% of the
total variance of our original data. This exceeds the 3 dimensions used in [7], but
our more complex movement requires more dimensions to describe it. While in
previous works a Robust Diffusion Map algorithm was used [7,12,18], the robust
extension was not required in our case because we work with skeletons extracted
from motion capture data, which do not suffer from the same level of noise as
the Kinect or PrimeSense skeletons used in these previous works.

Proposed Network Architecture. The overall structure of the network is
shown in Fig. 3. We propose a regression CNN that can exploit the geometric
relationship between different body parts to allow the estimation of 3D pose in
a reduced-dimensionality manifold space. To this end, and to prevent overfitting
on subject appearance during the training of our CNN, we propose to explore
body joint heatmaps and a set of 2D vectors which encode the orientation and
location of body limbs (as limb-maps) as input, instead of RGB images. This
has the added benefit of reducing our data input size. We apply OpenPose [3]
to all our images, delimited by the bounding box containing the subject, to
generate 26 body joint heatmaps and 52 body limb-maps. All the images are at
first zero-padded and resized into 244 × 244 pixels to remove scale variations.

By injecting priors on position and structure of body parts to the CNN, we are
able to estimate the 3D reduced pose of each person in manifold space accurately
since we force the CNN to extract the features from our desired regions.
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Fig. 3. The overall structure of the network to estimate high-level view-invariant
human pose in our view-invariant manifold.

Our input contains J + L channels, (J is the number of body joints, and L
is the number of limbs) where each channel describes one body joint or limb,
which leads to the size of the kernels in the first convolution layer to be J + L.

After [3], for each joint j ∈ {1, . . . , J}, we produce a heatmap Hj whose
value at pixel position p is

Hj(p) = exp(−‖p − Pj‖22
σ2

), (5)

where Pj is position of joint j and σ determines the spread of the peak.
For each body limb l ∈ {1 . . . L}, we generate a body limb-map Bl, such that,

if j1 and j2 are body joints defining a limb, then

Bl(p) =

{
v if p on limb l

0 otherwise
where v =

pj1 − pj2
‖pj1 − pj2‖ . (6)

To implement our network, we use ResNet and modify its first and last layers.
We replace the first layer with a convolutional layer, with a depth of J + L, and
the last layer with a regression layer with the size of the manifold dimension.
Our mean square error (MSE) loss function computes the difference between the
groundtruth X and the 3D reduced pose Y estimated by the proposed method,

Loss(X,Y ) =
1
N

N∑
i=1

‖xi − yi‖22. (7)

4 Experimental Results

We perform 3 experiments on the turn-walk action. First we show the importance
of our heatmap and limb-map in estimating high-level view-invariant human pose
on normal subjects. Then, we probe our method’s performance, given single and
combined of views at training time, to assess the ability of a CNN to attain view
invariance for pose estimation. Finally, we perform movement quality classifica-
tion (into normal and abnormal) using spatio-temporal modeling.
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Experimental Setup. Our experiments were performed under Pytorch on a
GeForce GTX 750 GPU, training our pose estimation model for the turn-walk
action for 15 epochs with a learning rate of 0.001, and batch size of 10. Our
training was on 12 subjects at 53544 frames, and testing was on 5 subjects
at 21991 frames. For assessing movement quality, we additionally tested on 6
subjects with stroke, 8 subjects with limp, and 12 subjects with Parkinsons.

For evaluation against the closest possible approach, in our first experiment,
we compare against Crabbe et al. [7]. Since their dataset does not contain RGB
data, the only possible comparative analysis is for us to apply their method
using depth silhouettes generated from our data. In addition, [7]’s simple depth
silhouette extraction method is not robust to cluttered environments. Instead,
we use OpenPose [3] to obtain better depth silhouettes and do region growing
from seeds located at joint positions estimated by OpenPose. For robustness, we
only use as seeds the non-occluded torso joints. The same depth and contrast
normalisation as in [7] was then applied to the silhouette and its background.
Also, [7] used Alexnet to train their model, but for a fairer comparison, we apply
ResNet for all our experiments. In the following experiments, since it is not simple
to extract a depth silhouette, we also use the depth bounding box (Depth BB)
of the subject to compare against. For accuracy, we compute the MSE between
groundtruth pose and estimated human pose in our manifold space.

Comparison of Input Features. We train our network with different types of
inputs, i.e. RGB bounding box (RGB BB) of subject, depth BB of subject, depth
silhouette similar to Crabbe et al. [7] but extracted using OpenPose [3], body
joint heatmaps, body limb-maps, and combined heatmap and limb-maps, from
all our views, to assess the performance of the proposed method. Table 1 shows
that when trained by using combined heatmap and body limb-maps, the network
has the least error in estimating high-level pose. As a result, for the rest of our
experiments, we only train the network with heatmaps and body limb-maps.
The result from Crabbe et al. [7] using depth silhouettes is poorer than when
Depth BB is used potentially due to the general difficulty in accurate silhouette
extraction. While in [7] the small size of the dataset required simplifying the
learning task for the CNN by extracting the depth silhouette as a preprocessing
stage, with our dataset and ResNet architecture this is not the case anymore
and the depth BB obtains good results. For this reason, for the rest of the
experiments, instead of depth silhouettes, we compare against Crabbe et al.’s
work with the simpler Depth BB put through the network.

Assessing Single and Combinations of Views. The first four rows of Table 2
report the pose estimation MSE when we train our method each time using single
individual views only. View 1 and View 4 are the opposite camera views, View 2
is the camera view from the side, and View 3 is around 45◦ above View 1. View
3 provides the best result and will hereafter be used as the basis of all other
experiments. Furthermore, for all single views, the proposed method performs
better than Depth BB.
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Table 1. The MSE for pose estimation when training with different inputs

Error RGB
BB

Depth
BB

Depth
silhouette [7]

Heatmap Limb-map Heatmap &
limb-map

MSE 0.72 0.70 0.72 0.67 0.67 0.66

Row 5 in Table 2 illustrates that training from a single view only, even if
it is the best view, is not sufficient if the test data comes from others views.
We only show the case for the best single training view, i.e. View 3, while the
results for the other train/test combinations are similar or worse. The remaining
rows in Table 2 show the MSE between the estimated pose and groundtruth for
different combinations of views for Depth BB and the proposed method. Again,
we only show sample combinations that are rooted in View 3, including the
combination of all views, while other results remain quite similar. These results
indicate that the proposed method can maintain a high accuracy when more
views are provided and has learnt well to distinguish between views.

Quality of Movement Assessment. We need to examine if the high-level
view-invariant poses extracted by the proposed method are suitable for assessing
the quality of human movement. For spatio-temporal analysis of the movement,
we apply the framework proposed in [12] which generates two statistical mod-
els of normal pose and dynamics. A frame is classified as normal or abnormal
depending on how far away from these models it is, based on an empirically
determined threshold on log-likelihood. We test on both normal and abnormal
sequences which contain all normal (resp. abnormal) frames.

For sequences with abnormal movements, no motion capture skeleton data is
available. It is therefore not possible to measure MSE error for pose estimation
due to lack of groundtruth. However, we may still assess our method’s perfor-
mance indirectly through movement quality analysis, which depends directly on
the quality of pose estimate, as highlighted in [7].

We note from Table 3 the overall poorer performance of the movement quality
assessment method compared to previous uses of it in [7,12,18]. This may not
necessarily indicate a poor performance of pose estimation, but rather be due in
large part to the method being designed for modelling and assessing the quality
of single movements, while in our case we consider a more complex action made
up of two distinct basic movements (walk-turn). Since improving on this method
is not the topic of the present study, we leave this to future works, and we focus
on comparing pose estimates from the Depth BB and proposed methods.

Table 3 shows that the specificity for the proposed method to estimate pose
of normal sequences is higher at 0.60 than for depth BBs at 0.48, which implies
that the estimated poses are close to motion-captured data. Table 4 shows that
the movement analysis modelling mostly finds pose to be normal, while the
dynamics is particularly abnormal in all abnormal sequences. This is in line
with our scenarios where all three abnormality types mostly imply abnormal
dynamics with relatively normal poses. The depth BB approach tends to yield
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Table 2. MSE between estimated pose and groundtruth on single and multiple views.

Train set Test set Depth BB Proposed method

View 1 View 1 0.73 0.67

View 2 View 2 0.76 0.71

View 3 View 3 0.70 0.63

View 4 View 4 0.73 0.65

View 3 View 1 1.13 1.02

View 2 1.42 1.36

View 4 1.10 1.04

Average (inc View 3) 1.21 1.14

Views 3, 4 View 1 1.07 0.95

View 2 1.42 1.36

View 3 1.59 0.64

View 4 0.70 0.64

Average 1.19 0.89

Views 1, 3, 4 View 1 0.68 0.67

View 2 1.40 1.20

View 3 1.66 0.64

View 4 0.68 0.65

Average 1.10 0.79

Views 2, 3, 4 View 1 1.09 0.95

View 2 0.73 0.75

View 3 1.63 0.62

View 4 0.69 0.62

Average 1.03 0.73

Views 1, 2, 3, 4 View 1 0.69 0.69

View 2 0.75 0.72

View 3 1.73 0.64

View 4 0.69 0.64

Average 0.96 0.67

more abnormal pose outcomes than ours, in line with the results of previous
experiments (Tables 1 and 2). This may contribute to explaining its poorer classi-
fication results on normal sequences in Table 3 and its better results on abnormal
sequences.
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Table 3. Frame classification performance for normal and abnormal sequences

Normal Stroke Limp Parkinson All sequences

TN FP Specificity TP FN TP FN TP FN Precision Recall

Depth BB 3795 4095 0.48 3793 1497 5665 2663 8939 3950 0.81 0.69

Proposed 4780 3110 0.60 3540 1750 4592 3736 6699 6190 0.82 0.55

Table 4. Percentage of frames classified as normal by the pose/dynamics models

Normal Stroke Limp Parkinson

Depth BB 79%/55% 79%/30% 78%/34% 80%/32%

Proposed method 86%/65% 78%/35% 81%/48% 85%/51%

5 Conclusions

We proposed a CNN regression method to extract high-level view-invariant pose
and applied it to asses the overall quality of human movement. We also intro-
duced a new multiview, multimodal human movement dataset to evaluate the
performance of the proposed method and which we hope will be of use to the rest
of the community. The implication of our approach is that a CNN may learn
to estimate high-level pose from arbitrary view points. We also demonstrated
the superiority of RGB-derived heatmaps and limb-maps as input data for pose
estimation, over depth data. For future work, we plan to build on our method
to produce a multiview framework that may combine any number of arbitrary
view points for a more robust pose estimation.
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Abstract. Videos with low frame rate lacks the visual quality element
and unable to meet the standards of new multimedia systems. In this
paper, a technique for frame interpolation utilizing phase information is
proposed. Phase information gives the intuition that the motion of sig-
nals can be depicted as a phase shift. The two consecutive input frames
of video are passed through a guided filter to preserve edges of objects
in frames. These frames then decompose into multi scale pyramid and
the difference in each pixel is calculated to compute the phase difference
which then used to interpolate the in-between frame. The proposed tech-
nique can be used to increase the frame rate of videos. Subjective and
objective comparison is performed with the state of art existing technique
to prove the significance of proposed technique.

1 Introduction

Frame interpolation becomes the significant part of video processing. Frame
interpolation is the process of generating intermediate frame based on the exist-
ing frames from the video sequence. Video frame interpolation plays an impor-
tant function in increasing the frame rate of video and presents the smoother
video playback. Traditional approaches to frame interpolation used two steps
to interpolate a frame; first step is to compute the correspondences using stereo
methods or leveraging (optical flow), and perform image warping based on corre-
spondences. Generally correspondences computation is called motion estimation
and image warping and blending of input frame is frame interpolation. Interme-
diate frame generation is a very complex task because of moving objects, object
occlusion and sudden light changing.

Kim et al. [1] proposed hierarchical motion estimation method to track the
motion. Modified 3-D recursive search along with the motion vector refining pro-
cess is performed to achieve the higher efficiency. Gracewell et al. [2] proposed fast
forward motion estimation method for the frame rate up conversion. Overlapped
blocked motion compensation approach is used to reduces the blocking artifacts.
Motion vectors are refined using spatial correlation between the neighbouring
blocks. Philip et al. [3] proposed a modification in block matching technique
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to increase the quality of video playback. Dynamic looping refined the motion
vectors acquired from block matching. Dikbas et al. [4] proposed a true motion
estimation technique with the low computational complexity using predictive
search. Blocking artifacts catered at the interpolation stage are minimized by
extracting the dense motion field in backward and forward direction. Liu et al.
[5] trained a deep network by combining the benefits of optical flow methods and
neural network methods. Missed frames were calculated by flowing pixel values
in the available frames. The blurring artifacts were removed in most of the cases
but constructing frames by using RGB differences failed to interpolate the true
frame when scenes are repetitive.

Li et al. [6] proposed optical flow based video interpolation technique and
used Laplacian cotangent mesh to preserve the smoothness in interpolated frames
by minimizing differentials in mesh. Creating accurate mesh for the image of
interest is complex and takes more computation time. Huang et al. [7] used the
predictive square search motion estimation technique to refine the motion vec-
tors. Markov random field correction and block refinement were incorporate to
enhance the interpolated frames quality. The algorithm maintains to achieve bet-
ter quality but it expend extensive amount of resources. Xiao et al. [8] proposed
an algorithm to lessen the ghost and blurring artifacts. The algorithm performed
classification of the edge blocks and flat blocks based on depth map threshold
value and then the motion estimation was performed distinctively on blocks.
Hole filling based interpolation was effectuated to remove the holes artifact from
the interpolated frame.

Zhao et al. [9] presented a motion vector refinement method to correct the
false motion vectors for the problems of holes and overlap. Motion vectors of
holes and overlapping regions were obtained by constructing label array. The
algorithm achieved the better results by removing holes but the blurriness near
edges still exist. Ji et al. [10] presented a hybrid motion estimation technique by
using spatial and temporal information. The algorithm was blend of unidirec-
tional and bidirectional sum of absolute differences performed on multi resolution
frames. However, the technique has the blurring artifact when the scene changes
quickly. Matsuo et al. [11] proposed contrast compensation based linear filtering
interpolation to reduce motion blur. This technique utilized spatiotemporal con-
trast information to enhance the frame rate of video. The algorithm improved
the quality of interpolated frames however, this method induced other artifacts.
Lim et al. [12] proposed motion compensated method based on region segmen-
tation. Motion estimation step was based on the shapes that created arbitrarily
by using pixel intensity. This makes this method computationally complex. Jim
et al. [13] proposed a technique to reduce block artifacts in interpolated frames
by estimating the true motion vectors. Sum of absolute differences (SAD) were
calculated using three consecutive frames. However, SAD alone does not give
the reliable results.

Kovacevic et al. [14] presented a block matching correlation method for frame
rate up conversion. True motion vectors were calculated using phase plane cor-
relation. However, this approach does not consider occlusion handling feature.
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Okade et al. [15] proposed a technique to remove outlier motion vectors by using
weighted vector median filter. Motion vector field was smoothed by median fil-
tering to remove false motion vectors. The algorithm improves motion estimation
but because of computational complexity unable to use in real-time applications.
Qu et al. [16] proposed a post processing technique to extract refined motion vec-
tors. Combination of bilateral and unilateral motion estimation techniques was
introduced and the outliers of both were removed using vector extrapolation
and weighted summation. However, motion jerkiness is still the issue in videos
in which scenes are swiftly changing. Lu et al. [17] proposed a frame rate up con-
version (FRUC) method utilizing spatial and temporal information of missing
frames and integrated with HEVC coding for the limited bandwidth communica-
tion channels. However, the quality of reconstructed frames depends on accuracy
of spatial and temporal information. Umnyashkin et al. [18] proposed a motion
compensation technique utilizing hexagonal blocks. Motion estimation process
was performed using mesh search structure instead of full search to lessen the
computational load but the motion regions still have jerkiness.

Qu et al. [19] presented a non-integer FRUC technique to reduce motion
blurriness and jerkiness in fast motion regions. The algorithm based on decimal
multiples interpolation which is computationally expensive. Lu et al. [20] pro-
posed a motion vector processing technique using artifact information metric to
extract true motion vectors. It performed processing on those motion vectors
that were unreliable and resulted in artifacts in frame interpolation. However,
the complexity of this method is high if large numbers of initial motion vectors
are unreliable. Lu et al. [21] also proposed the multi-frame based FRUC method
and estimates motion vectors using unidirectional approach in both forward and
backward directions. The motion dubiety regions were also handled using occlu-
sion handling process. The computational complexity of method increase with
the increase in occluded regions. Kim et al. [22] used prediction method motion
vector smoothing in motion estimation process. It uses bidirectional motion esti-
mation as a base algorithm which lacks to estimate reliable motion trajectories.
Dong et al. [23] presented an image interpolation method which is based on
sparse representation and depends on data fidelity term that fails to restrain the
image local structures that lead to the increase in missing pixels.

In this paper, a technique for frame interpolation utilizing phase information
is proposed. Phase information gives the intuition that the motion of signals
can be depicted as a phase shift. The two consecutive input frames of video
are passed through a guided filter to preserve edges of objects in frames. These
frames then decompose into multi scale pyramid and the difference in each pixel
is calculated to compute the phase difference which then used to interpolate the
in-between frame. The proposed technique can be used to increase the frame
rate of videos. Subjective and objective comparison is performed with the state
of art existing technique to prove the significance of proposed technique.
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Algorithm 1. Frame interpolation algorithm using phase information
1: Input frames F1, F2

2: Interpolation parameter α
3: Decomposition using steerable pyramid: (PD1, PD2) ← decompose(F1, F2)
4: Phase computation: (φ1, φ2) ← phase(PD1, PD2)
5: Amplitude extraction: (A1, A2) ← amplitude(F1, F2)
6: Phase difference computation: φdiff ← phase(φ1, φ2)
7: φdiff = attan2(sin(φ1 − φ2), cos(φ1 − φ2))
8: l= current level; L= total levels of steerable pyramid
9: for all l = L-1:1 do

10: φ̃l
diff ← correction of shift (φ̃l+1

diff )
11: end for
12: to achieve smooth interpolation between phase φ1 and phase φ2:
13: φ̂diff ← phaseadjustment(φdiff , φ̃diff )
14: Interpolation of phase: φα ← phaseinterpolation(φ1, φ̂diff , α)
15: Output frame F12

2 Proposed Methodology

The algorithm takes two consecutive frames input and performed three major
steps (guided filtering, phase based interpolation and restoration).

2.1 Guided Filtering

Edge preserving guided filtering [24] transmit the guidance image structure to
the filtering image to preserve edges. The proposed algorithm takes input of two
consecutive frames. The filter is applied on first frame F1 and extract the base
layer and then it is applied on second frame F2 to extract base layer of second
frame. After that respective input frames are used to extract the detail layers
using base layers. The edge-preserving smoothing is performed by decomposition
of an frame F1 into two layers i.e. [24],

F1 = Ox + t (1)

where Ox is filtered output image and t is texture image. Ox is known as a base
layer and t is a detail layer. The concept of image guided filter is based on the
assumption that filtering output image O is a linear transform of guidance image
G in a window wy which is centred by the pixel y,

Ox = ayGx + by∀x ∈ wy (2)

where ay and by are linear coefficients and are assumed to remain constant in wy.
The efficient frame interpolation algorithm used the guided filter to decompose
input frames into base layers and detail layers. The base layer is obtained by
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Fig. 1. Example 1: (a, b) input frames (c) Meyer et al. [25] (d) proposed

applying guided filter to the input frame. After this, base layer Ox is used to
obtained the detail layer t as,

t = F1 − Ox (3)

In the next step, extracted base layers and detail layers of input frames are
forwarded to the phase information algorithm to interpolate the intermediate
frame.

2.2 Frame Interpolation Using Phase

After separating base layer and detail layer of input frames using guided fil-
tering next step is interpolation. The phase based algorithm [25] takes base
layers of frames as an input and then performs decomposition of frames using
steerable pyramids. The steps of phase based algorithm are summarized in the
Algorithm 1.

2.3 Joint Image Restoration

After frame interpolation, post-processing step is performed to improve the visu-
ally appealing quality of frame. To cater the light issues gradient loss and vari-
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Fig. 2. Example 2: (a, b) input frames (c) Meyer et al. [25] (d) proposed

ation in gradient magnitude. The proposed efficient technique used joint image
restoration algorithm [26]. The problems produced by intrinsic discrepancy in
structure of images are called cross field problem [26]. Simple image filtering algo-
rithm might create weak edges because of smoothing property of filter, even if
gradients of reference image transferred to the noisy field outcome might appears
artificial.

To solve this problem algorithm [26] construct a map. This map apprehend
the structure discrepancy between both images. On the basis of this map an
optimal scale map is derived to preserve edges and manipulate reference strength
in the frames when sudden change in colors or brightness occur.

The algorithm takes input of interpolated frame F12 which might have noise
and a reference frame R. In proposed algorithm F2 is considered as a reference
frame. The algorithm recovered a frame from F12 with retained structure and
removed noise. A map m is introduced with size of R. To estimate the map m
and restore frame F , the main objective function is expressed as

DT (m,F ) = DT1(m,F ) + λDT2(F ) + βDT3(∇m) (4)

where DT1, DT2 and DT3 are data terms used to remove various outliers. λ
and β are parameters, λ is a confidence constraint and β controls smoothness
of map m. DT1 is used to remove outliers between map m and frame F using
reference frame R. DT2 is defined to control the wild difference between the
noisy input frame F12 and restore frame F . DT3 is used to produce the smooth
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Fig. 3. Example 3: (a, b) input frames, (c) Meyer et al. [25], (d) proposed

map m with strong edges. The iterative method is proposed [26]. To solve func-
tion DT (m,F ), iterative re-weighted least squares (IRLS) [26] approach is used.
After this step the proposed efficient frame interpolation algorithm is completed
and the final interpolated frame having better edges is achieved especially the
proposed approach handles the abrupt light changes more sophistically.

3 Experiment and Results

To test the abrupt change in brightness and light MEF datasets [27] is used which
includes the images captured belong to the same scene but under different light
condition. Quantitative analysis of the proposed and existing techniques are
performed using Peak Signal to Noise Ratio (PSNR) and Structure Similarity
Image Measure (SSIM).

Figure 1(a, b) shows the input frames of dump-truck sequence. Figure 1(a) is
a frame in which the cars and truck are visible, the frame is challenging because
it has brightness which is difficult to handle while interpolation because of not
showing the correct pixels. Figure 1(b) is a frame in which cars and truck are
move little forward with respect to their position. Both input frames have trees
which shows the correct interpolation should also interpolate the trees movement
in a natural way. Figure 1(c, d) shows the results of phase based approaches.
Figure 1(c) shows the frame of existing technique Meyer et al. [25] interpolation
result, which have blurriness around the edges of cars. Trees are also lacking
the same colors of input frames. Figure 1(d) shows the proposed interpolation
result in which the edges of cars and truck is more clear and blurriness is visi-
bly reduced. The lines on roads are also more clear. Figure 2(a, b) show input
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Fig. 4. Example 4: (a, b) input frames, (c) Meyer et al. [25], (d) proposed

frames of leaves which are placed on a two types of surface text and design of very
short flowers, the frame have variety of different colors. Figure 2(b) is a frame
in which leaves and the surface is moving clockwise, because the movement of
text surface and the design surface it is a challenging frame sequence to inter-
polate. Figure 2(c, d) shows the interpolation results of phase based approaches.
Figure 2(c) represents the frame of existing technique Meyer et al. [25] result,
which shows blurry edges around the leaves. Surface also lacks the clarity of edges
specially near text. Figure 2(d) represents the proposed interpolation result in
which leaves edges are more sharp and blur factor is significantly reduced. The
surface of text is also interpolated visually better result.

Figure 3(a) shows the frame which is underexposed and have very less infor-
mation and Fig. 3(b) shows the frame which reveals the severe illumination
change occur in scene. The first input frame is not able to show the writing
on the balloons and colors of balloons because of very less lighting are also not
visible in the first input frame. The second input frame shows the information
better than the first frame but it has the effect of severe lighting and the edges
of balloons exposed to sun are also not visible. Figure 4(c) shows the result of
the Meyer et al. [25] and Fig. 3(d) shows the result of the proposed algorithm.
It can be perceived that the frame created by proposed algorithm handles light
change sophistically.

Figure 4(a) shows a frame which shows a frame from the inside of the build-
ing and some of the outside information is also visible. It has least information
most of the scene is covered under darkness and the region around the door
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Table 1. PSNR and SSIM comparison

Examples Meyer et al. [25] Proposed
PSNR SSIM PSNR SSIM

Example 1 26.4819 0.9583 27.2222 0.9494
Example 2 31.4658 0.9749 32.0195 0.9868
Example 3 19.4597 0.8675 21.2116 0.8916
Example 4 22.6511 0.8714 22.4293 0.8500

is not showing proper edges. The inside plants are also not visible. It shows
the region which is outside the building. Figure 4(b) shows the frame which has
overexposure to light and most of the information is invisible because of light.
The region outside the building is totally not visible because of the severe sun
exposure. The region inside the building in clear in this frame and indoor plants
are also clearly visible. This abrupt change in light becomes a challenge to inter-
polate in-between frame. Figure 4(c) Meyer et al. [25] represent the result of
phase based approach which generate the better result and the Fig. 4(d) repre-
sents the proposed algorithm which represents the better edges, cater the sudden
light exposed regions better as compared to existing phase based approach. The
region around the door is more smooth and exhibiting sharp edges near light
changing regions. The information shown outside the frame is also clearly visible
in the proposed interpolated frame (Table 1).

4 Conclusion

A technique for frame interpolation utilizing phase information is proposed.
Phase information gives the intuition that the motion of signals can be depicted
as a phase shift. The two consecutive input frames of video are passed through a
guided filter to preserve edges of objects in frames. These frames then decompose
into multi scale pyramid and the difference in each pixel is calculated to compute
the phase difference which then used to interpolate the in-between frame. The
proposed technique can be used to increase the frame rate of videos. Subjective
and objective comparison is performed with the state of art existing technique
to prove the significance of proposed technique.
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Abstract. Image retargeting is devoted to preserve the visual content
of images with a proper resizing, removing vertical and/or horizontal
paths of pixels which contain low semantic information. In this paper,
a method based on the Generalised Gradient Vector Flow (GGVF) is
presented. The GGVF formulation allows the balancing of the smooth-
ing term and data term of the flow by proper parameter tuning. The
proposed approach has been tested by considering a data set of 1000
images and varying the percentage of resizing from 10% to 50% and for
different values of the aim involved parameter K. Results show that our
algorithm better preserves the important information compared to GVF
and Seam Carving approaches. Preliminary results show an underlying
relation between parameter K and the percentage of resizing has been
also exploited.

Keywords: Image resizing · Image retargeting · Seam carving · GGVF

1 Introduction

In the last years, with the improvement of technology, many display devices
are built with different resolution. This increases the request of image resizing
techniques aimed to guarantee the quality of salient visual information. The aim
of content-aware image resizing is the reduction of the overall number of pixel
of a given image, while preserving the content and aspect ratio of the depicted
objects. The problem of image retargeting is defined as follows. Given an image
I of size H × W , the purpose is to map it in a new image I ′ of size H × W ′

(H ′ × W in horizontal case), with 0 < W ′ < W (0 < H ′ < H), where W ′

is defined as W ′ = W − N (H ′ = H − N) and N is the number of paths to
be removed. The two simplest techniques to resize an image are cropping and
uniform scaling but they introduce deformation or distortion of the subjects.
Moreover, these methods do not take into account the content of the image (i.e.,
the semantic).

In 2007, Avidan et al. [1] proposed the seam carving technique, which consists
in finding proper pixel paths (called seams) which are related to background or
other parts not related to the semantic of the picture. In the last years, several
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E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 260–270, 2019.
https://doi.org/10.1007/978-3-030-30645-8_24

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-30645-8_24&domain=pdf
http://orcid.org/0000-0003-0380-6870
http://orcid.org/0000-0003-3461-4679
http://orcid.org/0000-0001-6127-2470
https://doi.org/10.1007/978-3-030-30645-8_24


Generalised Gradient Vector Flow for Content-Aware Image Resizing 261

methods have been proposed. To establish the paths to be considered during the
resizing, in [2], a method based on the Gradient Vector Flow (GVF) of the image
is presented. The authors also proposed an approach which takes into account the
visual saliency properties of the images, to find an optimal path in the resizing
space. GVF, introduced in [14], is computed as a diffusion of the gradient vectors
of a gray-level or binary edge map computed from the image. Xu et al. [15]
proposed a method that generalises the GVF formulation, called Generalised
Gradient Vector Flow (GGVF), to improve active contour (snake) convergence to
long, thin boundary indentations, while maintaining other desirable properties of
GVF. In particular, they add two weighting coefficients which can be dynamically
changed in the image region. In [18] and [19] GGVF is improved in term of noise
robustness, weak edge preserving and convergence, for the task of medical image
segmentation. To solve the high computational cost of GVF, virtual electric field
(VEF) [7] and its extension [16] have been proposed. The hypothesis of these
methods is that each pixel of an image is an electron and all pixels generate a
virtual electric filed.

Many approaches try to combine different techniques to resize images and
define new metrics to measure the quality of proposed methods. In [5], an algo-
rithm which iteratively applies seam carving, cropping, warping, and scaling is
proposed. Structural Similarity Metric (i.e., SSIM) is adopted to measure the
similarity between original and retargeted images. The work in [13] combines
several resizing operators and defines a new image similarity measure which
is used with a dynamic programming algorithm whereas in [12], the authors
present a comprehensive perceptual study and analysis of image retargeting.
The authors of [12] propose a metric that can predict human retargeting per-
ception. A measure that simulates the human vision system is also proposed
in [10]. In particular, global topological property is the core of the method and
image scale space is considered to extract the global geometric structures from
retargeted images. In [11], a real-time approach based on axis-aligned deforma-
tion space is introduced. It minimizes convex energy under feasible constraints
with the aim to guarantee the convergence of the method and the quality of the
results. In [6], a metric that measures the geometric distortion of a retargeted
image based on the local variance of SIFT flow [9] vector fields of the image is
presented. To measure the quality of retargeted image, the work in [8] proposes
an objective quality assessment method which takes account the following fac-
tor: preservation of saliency regions, symmetry and global structure, influence
od introduced artifacts and aesthetics.

In the last years, deep neural network models have been considered for image
resizing. The work in [3] proposes a weakly- and self-supervised deep Convolu-
tional Neural Network (CNN) that takes a source image and a target aspect ratio
as input. In [17], it is presented a perceptually aware model that reduces the
dimension of the original photo/video by deeply encoding human gaze shifting
sequences. Even if CNN based methods show encouraging results, the end-to-
end approach implemented by such encoder-decoder models creates a new image
with a pre-defined aspect ratio, without any knowledge about the process that
determined the pixels that have been removed.
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Fig. 1. GGVF of test image for different values of K. 1th column: K=0.001, 2th column:
K=0.05, 3th column: K= 0.75, 4th column: K=1, 5th column: K=1.25.

In this paper, we present a new method for image retargeting which is based
on GGVF. We assess and investigate the importance of one of the main involved
parameter (K) of GGVF, which balances the smoothing term and data term.
The proposed approach has been compared with respect to a method based
on GVF [2] and a seam carving approach [1] for different values of percentage
of resizing. Experimental results demonstrate the relation between K and the
scale factor of retargeting. They also show that the proposed method is able to
overcome some difficulties of method based on GVF.

The paper is organised as follows. In Sect. 2, the comparison between GVF
and GGVF is introduced and our algorithm is detailed. Section 3 presents and
discuss the results. Finally, conclusions and hints for future works are given in
Sect. 4.

2 Proposed Method

Gradient Vector Flow [14] is a force field F of vector v(x, y) = [u(x, y), v(x, y)]
that minimizes the following energy function:

E =
∫∫

µ(u2x + u2y + v2x + v2y) + |∇f |2|v − ∇f |dxdy

=
∫∫

µ∇2v + |∇f |2|v − ∇f |dxdy
(1)

where µ is a regularisation parameter that controls the trade-off between the
first term, called smoothing term, and the second term, named data term, in
the integrand. The terms ux, vx, uy, vy indicate the partial derivatives along x
and y axes, f is an edge map of the input image, |∇f | is the gradient of f and
∇2 is the Laplacian operator. If |∇f | is close to zero, the energy E in Eq. 1 is
dominated by µ∇2v, hence GVF is a slowly varying field. On the other hand,
when this quantity is large the values of GVF field are close to |∇f | and presents
slow variations in homogeneous regions.

To solve the difficulty of GVF in driving a path into long and thin indenta-
tions that could be due to the smoothing of the field near the boundaries, µ and
|∇f |2 are replaced by generic weighting coefficients. Therefore, GGVF field [15]
is the equilibrium solution of the following partial differential equation:

vt = g(|∇f |)∇2v − h(|∇f |)(v − ∇f). (2)
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To preserve the proprieties of GVF, the weighting function g(·) and h(·) should be
monotonically non-increasing and non-decreasing functions of |∇f |, respectively.
These coefficients are spatially varying, since they depend on the gradient of
the edge map which is spatially dependent. In our experiments, the following
function [15] are used:

g(|∇f |) = exp −(|∇f |/K), (3)

h(|∇f |) = 1 − g(|∇f |), (4)

where the parameter K balances the smoothing term and data term. Hence, the
deformation curve can converge rapidly in the flat field and protect weak borders.
Figure 1 shows the output of GGVF applied on a test image for different values
of K. As we can observe, the value of K affects the both the gradient distribution
and intensity.

In this paper, the magnitude of GGVF is used to detect the seams to be
removed. So, fixed K, the proposed algorithm computes GGVF and its normal-
isation from the input image I that was previously converted from RGB to grey
scale. The seams are built starting from the top of the image and following the
direction of the normalisation of GGVF, in order to preserve edges and propa-
gates their contributions in the neighbouring pixels, by creating a repulsive field.
A cost ct is associated to each seam st by the following equation:

ct =
∑

(i,j)∈st

|GGV F (i, j)|. (5)

The seam with the lower cost is hence removed from the image at each itera-
tion. The GGVF map is then updated and a new iteration of the seam removal
algorithm is performed for each seam to be removed. Such heuristic is partially
inspired by the work in [2].

To drive the selection of seam to be removed and to maintain the strong edges
of the images and propagates their contributions also in their neighbouring, the
proposed method exploits the properties of the GGVF field without considering
all the possible paths, as GVF approach present in [2]. GGVF comprises two
weighting functions that are dependent on the gradient of the edge map, this
guarantees the dynamic change of the field in each image region.

3 Results

In the experimental evaluation, we compared the proposed method with respect
to the GVF scheme paired with seam carving approach [2] and only seam carving
technique [1] on a dataset used in [2] and [4] which is composed by 1000 images,
including several scenes and objects which appear in multiple instances and
in different locations of the image. For each image I, the dataset provides the
ground-truth map which denotes the pixels of the areas containing the main
salient objects (i.e., the parts of the image that we want to preserve after the
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Fig. 2. Example of image reduction with resizing percentage from 10% to 50% with
seam carving (1th row), GVF (2th row) and GGVF with K = 0.75 (3th row).

resizing). In our experiments, we evaluated the GGVF algorithm with several
values of K, namely 0.001, 0.05, 0.75, 1, 1.25 whereas the parameter µ of GVF is
set to 0.1 as in [2]. The three retargeting approaches have been tested at varying
the percentage of resizing from 10% to 50%. Figure 2 shows the progressive
resizing of a sample image.

Figures 3 and 4 report some image examples obtained by resizing images with
a scale factor of 30% and 50%, respectively, with respect the original resolution
of the processed image. The three algorithms have different behaviours. In par-
ticular, comparing the seems generated by the proposed algorithm (3th column)
and the ones generated by the GVF scheme (5th column) or by the seam carving
approach (7th column), is possible to observe that the methods of the state of
the art remove information from the object introducing deformations and dis-
tortions on the image, whereas the GGVF approach preserves the visual content
of the scene by maintaining both size of the objects and the details related the
visual stimuli of textures and edges.

To evaluate the performance of our algorithm for different values of K, the
corresponding binary mask is used. Indeed, the same seams of the input image
are removed from each mask and then the remaining pixels are counted. This
number is compared with GVF results. More specifically, let N be the total
number of images in the dataset (i.e., N = 1000). Let T = {x : nGGV F ≥ nGV F }
be the set of images such that the number of pixels of the binary mask removed
with our approach nGGV F is greater or equal to the number of pixels removed
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Fig. 3. Examples of image resizing at 70% of the original width. Original image (1th

column), binary mask (2th column), seams generated by our approach with K = 1
(3th column), our result (4th column), seams generated by GVF (5th column), GVF
result (6th column), seams generated by seam carving (7th column) and its result (8th

column).

with approach based on GVF nGV F . Based on these variables, the following
evaluation score is computed:

Score1 =
|T |
N

(6)

where |T | is the cardinality of set T, and N is the total number of images in the
dataset.

Figures 7 and 8 show the obtained scores for each evaluation setting and the
trend of this evaluation score by varying the value of K. The achieved results
suggest that the best values of K are 0.75 and 1 if the percentages of resizing are
in the range [10%–30%], whereas for larger scale factor (40% or 50%), the best
values of parameter K are 0.05 and 0.001, respectively. Therefore, it seems that
there is an inversely proportional relationship between K and the percentage of
resizing.

Furthermore, for each i-th image, we considered the number of pixels in its
binary mask pbmi and the number of successfully preserved pixels after the appli-
cation of the Seam Carving (SC), the GVF and the GGVF methods, denoted as
nSC
i , nGV F

i and nGGV F
i respectively. The quality of a resized image is evaluated
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Fig. 4. Examples of image resizing at 50% of the original width. Original image (1th

column), binary mask (2th column), seams generated by our approach with K = 0.05
(3th column), our result (4th column), seams generated by GVF (5th column) and GVF
result (6th column), seams generated by seam carving (7th column) and its result (8th

column).

by considering the ratio between nm
i and pbmi :

qmi =
nm
i

pbmi
(7)

where m ∈ {SC,GV F,GGV F} is the resizing method applied to the input
image. Based on these definitions, the following evaluation score is computed:

Score2 =
1
N

|T |∑
i=1

qmi (8)

Figure 9 shows the achieved experimental results in terms of average Score2, by
varying the resizing factor and the value of K. Figure 10 shows how the value of K
affects the performances, depending on the resizing factor. The achieved results
suggest that there is a relationship between K and the percentage of resizing.
However, when the resizing factor is set to extreme values, the performances
start to decrease after a certain value of K (see Fig. 10).
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Fig. 5. Examples of image resizing at 40% of the original width. The original images
are shown in the first column. The second column reports the resizing results obtained
by applying GGVF and the related cost (i.e., Eq. 7). The third column shows the results
obtained by GVF, whereas the fourth column reports the seam carving results. The
last three columns show some details of the outputs obtained by GGVF, GVF and
seam carving.

Figure 5 shows three examples with a scale factor of 40%. The 2th and 4th

columns show the results obtained by GGVF (with the best choice for K), by
GVF and by Seam Carving respectively. The values reported under each image
are the cost obtained with Eq. 7. The 5th column highlights how our approach
better preserves the main object of the input image with respect to other algo-
rithms (6th and 7th column). Although the proposed method achieves interesting
performances compared to the state of the art approaches, some challenging cases
have been found, as shown in the Fig. 6. As we can observe, GGVF, GVF and
seam carving methods do not preserve the main object introducing distortions
with respect to the original image. However, the performances in terms of cost
(i.e., Eq. 7) show that the proposed approach still achieves better performances
compared to GVF.
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Fig. 6. Challenging cases by reducing image by 30%. The first column shows the origi-
nal images, the second, third and fourth columns show the results obtained by applying
the GGVF, GVF and seam carving approaches respectively. Each output image reports
the results in terms of cost (i.e., Eq. 7). The best results are highlighted in green. (Color
figure online)

0.001 0.05 0.75 1 1.25

10% 74.1% 76.6% 79.7% 79.1% 79.3%
20% 67.7% 68.3% 70.3% 71.1% 70.2%
30% 60.6% 61.5% 62.3% 63.3% 61.7%
40% 57.7% 59.9% 56.1% 55.1% 53.9%
50% 52.6% 50.3% 41.9% 40.5% 39.8%

Fig. 7. Experimental results in terms
of Score1 (i.e., Eq. 6).

Fig. 8. Average GGVF performances
in terms of Score1 computed over 1000
images at varying of percentage of
resizing and K.
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0.001 0.05 0.75 1 1.25

10% 72.7% 74.7% 78.2% 77.7% 77.9%
20% 65.!% 65.6% 67.7% 68.2% 67.6%
30% 56.4% 56.8% 57.6% 58.2% 57.1%
40% 50.3% 51.4% 48.4% 47.7% 46.7%
50% 44.1% 43.9% 38.9% 37.7% 37.7%

Fig. 9. Score2 obtained with Eq. 8. Fig. 10. Average Score2 values
achieved by the GGVF approach at
varying of the resizing faction and the
value of K.

4 Conclusions

This paper addresses the problem of content-aware image resizing. The proposed
work evaluates the generalised version of the Gradient Vector Flow approach
(i.e., GGVF) which allows the adaptation of the algorithm parameters. Indeed,
the experiments shown that with a proper parametrization, the GVF and seam
carving approaches are outperformed by its generalised version. According to our
hypothesis, the GGVF can be controlled by varying the parameter K. Moreover,
this parameter can be properly tuned based on the percentage of resizing. Our
experiments demonstrated that a good choice of K can be a critical factor, and
that there is a relationship between the percentage of resizing and the optimal
K value. Moreover, our experiments considered extreme percentage values of
resizing, with the aim to observe the behaviour of such relationship for extreme
values. The results revealed that, for reasonable resizing factors (i.e., from 10%
to 30%), the performances increase by augmenting the value of K. At a certain
point, augmenting the value of K does not provide substantial improvements.
However, when the resizing factor is set to extreme values (i.e., 40% to 50%), the
algorithm is forced to remove a large amount of seams. As result, the algorithm
removes some pixels related to the objects that we want to preserve.

In this paper, the best K has been obtained empirically for each considered
percentage of resizing. In the future works, methods to automatically determine
the best K will be investigated. Future experiments will include horizontal paths
in the resizing process, in order to further improve the method performances.
Furthermore, the exploitation of saliency maps in the algorithm will be also
evaluated.
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Abstract. In this paper, we introduce a novel GPU-based Connected
Components Labeling algorithm: the Block-based Union Find. The pro-
posed strategy significantly improves an existing GPU algorithm, taking
advantage of a block-based approach. Experimental results on real cases
and synthetically generated datasets demonstrate the superiority of the
new proposal with respect to state-of-the-art.

Keywords: Connected Components Labeling · Image processing ·
GPU · CUDA

1 Introduction

In the last decades, the maturity of Graphic Processing Units (GPUs) encour-
aged the development of algorithms specifically designed to work in a data-
parallel environment [4]. Indeed, applications characterized by irregular control
flow and irregular memory access patterns usually break the parallel execution
model when ported on GPU: they must be redesigned to take advantage of the
GPU architecture [12]. Connected Components Labeling (CCL), an essential
image processing algorithm that extracts objects inside binary images, is such
a kind of algorithm. The labeling procedure transforms an input binary image
into a symbolic one in which all pixels belonging to a connected component
are given the same label. Even though labeling has an intrinsically sequential
nature [7,19,24], many algorithms exploiting the parallelism of both CPUs and
GPUs have been recently proposed [3,11,13,27,38].

CCL, originally introduced by Rosenfeld and Pfaltz in 1966 [35], has an exact
solution, and the algorithms are mainly characterized by their execution time.
Since labeling represents the base step of many image processing applications [14,
15,17,18,28,33,34], it is required to be as fast as possible. Unfortunately, CCL
is not as easy to parallelize as other image processing tasks: CPU and GPU algo-
rithms usually have comparable performance [32]. However, efficient data-parallel
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algorithms are valuable for applications that totally run on GPU, allowing to
remove the need for data transfers between CPU and GPU memory.

In this paper, we introduce a new 8-connectivity GPU-based connected com-
ponents labeling algorithm, which improves previously proposed solutions by
taking advantage of the 2 × 2 block-based approach originally presented in [21]
for sequential algorithms. The proposed method reduces the amount of memory
accesses, significantly improving state-of-the-art performance in terms of execu-
tion time over both real case and synthetically generated datasets. The source
code of our proposal is available in [36].

The rest of this paper is organized as follows. In Sect. 2, the main contribu-
tions on parallel CCL are resumed. Section 3 analyzes the Union Find algorithm,
which represents the basis of our work, then Sect. 4 details our proposal. Section 5
demonstrates the effectiveness of our approach in comparison with other state-
of-the-art methods, providing an exhaustive evaluation. Finally, conclusions are
drawn in Sect. 6.

2 Related Work

The first work on GPU CCL dates back in 2010, when Hawick et al. [22] pro-
posed Label Equivalence (LE). LE is an iterative algorithm that propagates the
minimum label through every connected component. The process is sped up by
alternating the propagation phase with label equivalences resolution. In 2011,
Kalentev et al. [26] proposed an optimization of Label Equivalence, which we
will call OLE, obtained by removing overabundant operations and memory allo-
cations. Komura Equivalence (KE) [27] was also created as an improvement over
Label Equivalence, which removes the need for multiple iterations. The original
algorithm employs 4-connectivity, and it has been extended to 8-connectivity
in [2]. Zavalishin et al. [38] further improved OLE, applying a block-based strat-
egy to reduce the number of temporary labels, and memory accesses. The result
is known as Block Equivalence (BE). The benefit introduced by blocks was par-
tially lessened by an increased allocation time, caused by the need for additional
data structures to record block labels and connectivity information. Union Find
(UF), by Oliveira and Lotufo [31], is a parallel algorithm that employs the Union-

p q r

s x

P Q R
S X

Fig. 1. Neighborhood masks used by the algorithms described in the paper. UF employs
the mask in (a), where the central pixel is x. The block-based mask (b) is used by BUF
instead. Central block is X.
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Find data structure, commonly used to solve labels equivalences by sequential
algorithms [10,21,37].

3 Preliminaries

Algorithm 1. Possible implementa-
tion of Union-Find. L is the Union-
Find array, a and b are both array
indexes and pixel identifiers.
1: function Find(L, a)
2: while L[a] �= a do
3: a ← L[a]

4: return a

5: procedure Union(L, a, b)
6: a ← Find(L, a)
7: b ← Find(L, b)
8: if a < b then
9: L[b] ← a

10: else if b < a then
11: L[a] ← b

The proposal of this paper is an optimiza-
tion of the Union Find algorithm (UF),
by Oliveira and Lotufo, which is briefly
introduced in this section. UF performs
a partitioning of the output image L by
creating subsets of connected pixels, and
merging together those belonging to the
same connected component. To perform
this task, it takes advantage of the Union-
Find paradigm, which represents subsets
as directed rooted trees and provides con-
venient functions to deal with them: Find
that returns the root of a tree and Union
that joins together two different trees.

Trees are coded in the output image L,
using temporary labels: for a pixel p, with
raster index idp, L[idp] = idf is the father
node of p. A possible implementation of the Union-Find functions is reported in
Algorithm 1. A description follows:

– Find(L, a) consists of traversing the tree to which a belongs, starting from a
up to the root node.

– Union(L, a, b) first calls Find twice to get the roots of the trees containing
a and b, and then sets the smaller root as the father of the other one, thus
joining the two trees into a single one. The procedure used in the source code
is slightly more complicated, to avoid race hazards in a parallel environment.

An example of execution of the whole algorithm is depicted in Fig. 2. The
algorithm consists of three kernels: Initialization, Merge and Compression. Dur-
ing Initialization, single-node trees are coded in the output image L, by assigning
each foreground pixel its own raster index. All background pixels are set to 0.

The aim of the Merge kernel is to build a single tree for each connected
component. To achieve this goal, each thread working on a foreground pixel
x joins the tree of x to those of its foreground neighbors, by means of Union
procedures. Since Union is symmetric, checking the whole neighborhood is not
necessary. Instead, only half of it is considered, identified by the mask depicted
in Fig. 1a. The effects of Merge on Union-Find trees are shown in Fig. 2c. In this
example, the thread operating on pixel 15 performs a Union between 15 and 1,
and then another Union between 15 and 5.

In the Compression kernel, every Union-Find tree is flattened, by linking
every node directly to the root. This process ends the connected components
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Fig. 2. Example of Union Find execution. (b) is the expected labels image after Initial-
ization. (c) is a temporary result of Merge kernel, under the assumption that threads
run in raster scan order, and the execution reached thread 15. (d) is the final labels
image after the execution of the Compression kernel.

labeling task, because every pixel of the same connected component is given the
same value.

4 Proposed Algorithm

Grana et al. noticed in [21] that, in the case of a two-dimensional image and 8-
connectivity, all foreground pixels within 2×2 blocks always share the same label.
Consequently, they designed a CCL algorithm that uses block labels instead
of pixel labels throughout the process, to greatly reduce the total amount of
memory accesses and speed up performance consequently.

We propose a new GPU CCL 8-connectivity algorithm, which is an optimized
variation of UF obtained through the application of 2 × 2 blocks. Our proposal,
named Block-based Union Find (BUF), inherits the base structure of Union Find
(Sect. 3). The difference resides in the use of block labels. In fact, every thread
works on a 2×2 block, which we will refer to as the X block. The algorithm imple-
ments the same kernels as UF, plus the additional FinalLabeling, which is needed
to copy block labels into pixels. Differently from the work by Zavalishin et al. [38],
we do not allocate memory for block labels. Instead, until the end of the algorithm,
we store them directly in the output image: the label assigned to a block is stored
in its top-left pixel, whose raster index is also used as the block id.
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Algorithm 2. Block-based Union Find Merge kernel. I and L are input and
output images, linearly stored in memory. A padding can be added at the end of
rows for alignment purpose, so step stores their total size in memory. A thread
is identified by (tx, ty) ∈ N 2, with tx ∈ [0, �cols/2�] and ty ∈ [0, �rows/2�].
1: kernel Merge(I, stepI , L, stepL)
2: xI ← 2 × ty × stepI + tx × 2
3: xL ← 2 × ty × stepL + tx × 2

4: BS ← 0
5: if I[xI ] = 1 then BS |= 0x777

6: if I[xI + 1] = 1 then BS |= (0x777 << 1)
7: if I[xI + stepI ] = 1 then BS |= (0x777 << 4)

8: if BS > 0 then

9: if HasBit(BS, 0) and I[xI − stepI − 1] then
10: Union(L, xL, xL − 2 × stepL − 2)

11: if (HasBit(BS, 1) and I[xI − stepI ]) or
12: (HasBit(BS, 2) and I[xI − stepI + 1]) then
13: Union(L, xL, xL − 2 × stepL)

14: if HasBit(BS, 3) and I[xI − stepI + 2] then
15: Union(L, xL, xL − 2 × stepL + 2)

16: if (HasBit(BS, 4) and I[xI − 1]) or
17: (HasBit(BS, 8) and I[xI + stepI − 1]) then
18: Union(L, xL, xL − 2)

The first kernel of the algorithm, Initialization, creates the starting Union-
Find trees. At the beginning, one separate tree is built for each block X, by
performing L[idX ] ← idX . Then, the Merge kernel joins the trees of connected
blocks, as illustrated in Algorithm2. The block neighborhood mask, which con-
tains half the neighborhood, is depicted in Fig. 1b. Since blocks connections are
determined by lower level pixel connections, for every neighbor block of the mask
we must check whether some of its pixels are connected to some internal pixels
of block X. A naive approach, which just checks each adjacent block one by
one, would require multiple readings of internal pixels. So, it is better to find a
more efficient way. We adopted a strategy based on the work by Zavalishin et
al. [38], which involves a preliminary scan of pixels inside the block: for each
foreground one, its external neighbors are added to a set of pixels that will be
checked subsequently. The aforementioned set of pixels is represented as a bitset
that contains a bit for each pixel in a 4 × 4 square that encloses the X block,
as reported in Fig. 4. Initially, every bit is set to 0. When an internal pixel a
is read and recognized as foreground, each external pixel e neighbor to a must
have its corresponding bit set to 1. To conveniently achieve this goal, the whole
3 × 3 square centered on a is set accordingly, by means of a bitmask (Fig. 4b).
Bitmask 0x777 is required to set neighbors of the top-left pixel inside block X.
The bitmasks of other pixels can be obtained in the following way: if the pixel
is in the right column of the block, 0x777 is shifted one bit left. If the pixel is
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Fig. 3. Example of Block-based Union Find execution. (a) are the labels after Initial-
ization. Every block has its own label, equal to the raster index of its top-left pixel.
(b) are final block labels, after Compression. Blocks in the same connected component
shares the same label, and the only remaining thing to do is to copy block labels into
internal foreground pixels.

in the bottom row, the bitmask is shifted four bits left. The bottom-right pixel
of X is never responsible for connections between blocks inside the mask, so it
is never used. To find out which neighbor blocks are connected to X, the Merge
kernel must then check which pixels of the bitset are set, and read their values.
A Union is performed between X and connected blocks, as it happens for single
pixels in UF.

The BUF Compression kernel then performs the flattening of Union-Find
trees, by linking each block directly to the result of the Find. The effects of
Merge and Compression on an input image are depicted in Fig. 3. Eventually,
FinalLabeling copies the label of each block into its internal foreground pixels,
thus producing the final output.

5 Comparative Evaluation

The proposed strategy is evaluated by comparing its performance with state-of-
the-art algorithms. Experimental results reported and discussed in this Section
are obtained running the YACCLAB benchmark [10,20] on an Intel Core i7-
4770 CPU (with 4 × 32 KB L1 cache, 4 × 256 KB L2 cache, and 8 MB of L3

Fig. 4. (a) shows how pixels in a 4 × 4 square centered on the X block are numerated.
These numbers correspond to the pixel position in the associated bitset. Bits 0, 1, 2, 3, 4,
and 8 are used to record whether the corresponding pixel is to be checked for determining
blocks connectivity or not. The other bits are stored for convenience. (b) depicts the 3×3
bitmask (0x777) corresponding to the neighbors of the top-left internal pixel.
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Table 1. Average run-time results in ms obtained under Windows (64 bit) OS with
MSVC 19.15.26730 and NVCC V10.0.130 compilers using a Quadro K2200 NVIDIA
GPU. The bold values represent the best performing CCL algorithm on a given dataset.
Our proposals are identified with ∗.

3DPeS Fingerprints Medical MIRflickr Tobacco800 XDOCS

BUF* 0.512 0.441 1.313 0.495 3.268 12.088

BE [38] 1.517 1.164 2.730 1.165 5.966 20.278

UF [31] 0.594 0.529 2.040 0.659 4.304 17.316

OLE [26] 1.211 1.128 3.013 1.281 8.173 35.242

KE [2] 0.568 0.481 1.622 0.526 3.978 15.432

cache), and using a Quadro K2200 NVIDIA GPU with Maxwell architecture,
640 CUDA cores and 4 GB of memory. All the compared algorithms have been
implemented using CUDA 10.0 and compiled for x64 architectures, employing
MSVC 19.15.26730 and NVCC V10.0.130 compilers with optimizations enabled.
The benchmark provides a set of datasets covering real case scenarios for CCL,
among which we selected the most significant ones: MIRflickr [25], Medical [16],
Tobacco800 [1,29], XDOCS [6,8,9], Fingerprints [30], and 3DPeS [5]. A com-
plete description of these datasets can be found in [10]. The first experiment
carried out is the comparison between algorithms in terms of average execution
time over real datasets (Table 1). Our proposal outperforms state-of-the-art on
all test collections. The speed-up between BUF and KE, the best among com-
petitors, varies from 1.1 (MIRflickr) to 1.3 (XDOCS ).

To better investigate the algorithms behavior, Fig. 5 is also reported, where
bar charts report separately the time needed for allocating data structures and
the time required by the labeling procedure. The allocation time is the same for
each strategy, but for BE. Indeed, all the algorithms must only allocate memory
for the output image. BE always requires a higher allocation time, since it relies
on additional matrices to store equivalences between blocks and their labels.
Obviously, this additional time is data dependent. We can notice that OLE
always has the highest execution time. The main drawback of the algorithm is
its iterative nature, which is inherited by its block-based variation, BE. In fact,
the benefits introduced by blocks allow BE to only have comparable performance
to UF, which employs a direct, non iterative approach. Moreover, BE is partially
hindered by its increased allocation time.

With our approach, we greatly improve the performance of UF. In fact, the
use of block labels allows to divide by four the initial number of Union-Find
trees. Consequently, the amount of Union operations required to merge trees in
the same connected component drastically decreases, and the lessened average
depth of trees allows to simplify Find calls. Besides, BUF, while benefiting from
the advantages of blocks, avoids the main flaw of BE, namely the allocation of
additional memory.
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Fig. 5. Average run-time results with steps in ms. Lower is better.

Following a common approach in literature [21,23,37], additional tests have
been performed on images with increasing foreground density, in order to high-
light strengths and weaknesses of the algorithms (Fig. 6). OLE has an increasing
trend in the execution time up to 40% of foreground density, and then a decreas-
ing one after this value. Indeed, the number of iterations required by the labeling
procedure reaches the highest value when foreground density is about 40%. BE
has a similar behavior, albeit with better performance. The execution time of
UF grows with foreground density. The reason is that each pixel thread has to
perform one Union for each connected neighbor, and the number of those pix-
els depends on image density. BUF has a similar trend to UF, since it inherits
its basic behavior. The adoption of a block-based approach, anyway, allows to
decrease the amount of operations, drastically reducing the total execution time.
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Fig. 6. Granularity results in ms on images at various densities. Lower is better.

At 80% density and above, the high number ot Union operations makes BUF
slower than BE. Anyway, such density values are rather uncommon in real cases.

6 Conclusion

In this paper, the problem of GPU-based Connected Components Labeling in
binary images has been addressed. A new algorithm has been proposed, Block-
based Union Find, which was obtained by combining an existing strategy with a
block-based approach. This allows to considerably lessen the number of memory
accesses and consequently reduce execution time. Experimental tests on a wide
selection of real case datasets, covering most of the fields where CCL is commonly
used, confirm that our proposal represents the state-of-the-art for GPU-based
Connected Components Labeling.
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Abstract. Recognizing group activities from still images is a challeng-
ing problem since images lack motion and temporal information that
makes it easier to differentiate foreground from background. Neverthe-
less, images present rich spatial content that can be effectively lever-
aged for better feature representation and recognition. In this paper, we
propose a two-stream convolutional neural network approach for group
activity recognition. Our proposed approach is based on using person
segment mask images to guide feature learning process. Our method
is capable of inferring group relations without the need of bottom-up
approaches and low-level annotations. To this end, we utilize three ways
of fusing RGB and person segment mask feature maps. Experimental
results demonstrate that person mask guidance provides a complemen-
tary learning process by outperforming previous methods with a large
margin.

Keywords: Group activity recognition · Multi-stream fusion ·
Person segments

1 Introduction

Group activity recognition is a challenging task in various ways. It shares sim-
ilar challenges with human activity recognition problem such as occlusions,
background clutter and change of appearance over time. However, recogniz-
ing group activities needs a more refined semantic understanding of the group
scene, inter-relations between members and their possible appearance features
like view points. Although group activity recognition in videos is a considerably
active topic of interest for computer vision community, group activity recognition
in images is seldomly studied. It should be noted that recent successful meth-
ods [10,11,15] for group activity recognition in videos need complex hierarchi-
cal designs to explore semantic understanding of interactions with a bottom-up

This work was supported in part by the Scientific and Technological Research Council
of Turkey (TUBITAK) Research Program (1001), Project No: 116E102.

c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 282–291, 2019.
https://doi.org/10.1007/978-3-030-30645-8_26

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-30645-8_26&domain=pdf
https://doi.org/10.1007/978-3-030-30645-8_26


Mask Guided Fusion for Group Activity Recognition in Images 283

Fig. 1. The main framework of the proposed method.

approach. Although bottom-up approaches are effective to make use of such con-
textual information; they require intense annotation work and complex design of
low level components. This is partly because there is an exponential possibility
of interactions between individuals and group activities show high variance in
appearance.

In this paper, we tackle with the problem of recognition of group activities
in images and we demonstrate an effective and simple method to deal with the
aforementioned challenges. Our method improves spatial feature learning that
possibly includes rich interaction and orientation features fiercely needed for
group activity recognition. We intend to use the guidance of binary pose mask
stream onto RGB stream to achieve a better representation of group activities
in still images. Group activities can be inferred as a product of the interaction
between individuals, their orientation and appearance information. Therefore,
we explore ways of utilizing mask information to lead feature representation
process by localizing some potentially significant parts of the image. Namely, our
goal is to emphasize rich potentials of the image more than the remaining parts
to capture valuable information for representing interactions and appearances
within a group.

A simple illustration summarizing the proposed method is given in Fig. 1. In
our framework, for each input RGB image, a binary pose mask pair is generated
using DeepLab [3] semantic image segmentation algorithm. Then, both RGB
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image and the binary pose mask are fed to separate CNN streams for feature
extraction. Both RGB and Mask stream have identical CNN architectures. At
intermediate steps, extracted feature maps from intermediate layers of Mask
stream are fused into corresponding RGB stream to guide final feature map
representation. We utilize three ways of fusing RGB and binary pose segment
mask feature maps. Finally, fully connected layers at the end of the fused network
is followed by the classification layer to compute group activity class scores.

The main contribution of this paper is three-fold. Firstly, we present a frame-
work in which binary pose masks can guide feature learning from RGB images
so that rich interaction between individuals and spatial appearance information
can be extracted. Secondly, we evaluate different ways of fusing binary pose mask
and RGB features in a convolutional network. Finally, we use SGD dataset [4]
comprehensively to test our hypothesis against previous work and baselines.

2 Related Work

Group activity recognition research can be classified according to the type of
source data. Research based on both video and image have been utilized in lit-
erature resulting in two distinctive approaches to this task. Although this paper
focuses on activity recognition from still images, it is worth to mention video-
based works in order to underline the similar motives behind both approaches.
[8] is a GAN-based method in which generator can learn action codes from
person level and group level features in a fusion scheme, while discriminator
performs group activity recognition by validating the action codes as real or
fake. In video-based research, RNNs are general preference to temporally reason
over video frames. Authors in [2], propose a framework that is composed of fully-
convolutional networks to extract a fixed-size representation and RNN to reason
temporally for sequence of frames. In [11] and [10], LSTMs are utilized to capture
temporal relations of the video and to represent and aggregate action dynamics.
Another work using LSTMs is [15] in which authors designs a hierarchical LSTM
network to model individual actions and interaction representations to reason
on group activity. In [6], authors combine graphical models with RNN layers
to leverage both rich spatial information and individual interactions. Inference
algorithm reasons over individual estimates within a graphical model consisting
of RNN nodes.

Group activity recognition using still images as the source of data has been
limited by the availability of related datasets. One example is the work of Choi
et. al [4], in which pose classifier, interaction classifier and group context classifier
are learned using manually annotated RGB images. This bottom-up, hierarchi-
cal method makes a strong baseline for comparison. While this method uses
rich low-level ground truth annotations including group, pose, orientation and
interaction information during learning and detection (ground truth or poselet
detector) information during test, we only use group information during the
learning process.

Lack of crucial information in still images like temporal and motion compo-
nents has been a natural force to find peculiar approaches for exploiting the most
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out of the spatial data. In [13], authors propose a method to compensate lack
of temporal information. A Segnet based encoder-decoder framework is trained
with segments of videos to learn temporal images hypothetically representing a
sequence of frames. Then, these temporal representations are used to reason over
still images for action recognition. Distinctively, [14] proposes a method to com-
pensate for motion information missing in images. Unfortunately, both methods
require manually annotated frames extracted from videos to recognize actions
in images. Our method only relies on images during training without requiring
extensive annotation burden.

3 Proposed Method

3.1 Problem Definition

Given a set of images IN , the task of group activity recognition is defined as
prediction of group activity classes for each image Ii. Let (Ii, Yi) denotes the
training set of RGB images and corresponding group activity class labels where
Yi takes labels from finite set, L = {1, 2, . . . C} for C classes. Then, we first
obtain binary mask poses Mi for every image and form (IH×W×3

i ,MH×W×1
i )

input pairs. The final form of dataset can be denoted as {(Ii,Mi, Yi) | Ii ∈
R

H×W×3,Mi ∈ R
H×W×1, Yi ∈ {1, 2, . . . C} for i = 1, . . . N} where H and W

denotes the resolution of the input. A pair of RGB and mask images is given in
Fig. 2.

Fig. 2. A pair of RGB and mask inputs.

3.2 Approach

We propose a CNN-based two-stream framework to fuse RGB and binary pose
masks as shown in Fig. 3. Streams of the network are fed with RGB images and
its corresponding pose masks are extracted by a recently developed semantic
image segmentation algorithm [3]. We use this segmentation tool for person
class without any fine-tuning.
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Our work is inspired by the encoder-decoder architecture proposed in [9]
that uses depth images for semantic segmentation. Since we focus on classifica-
tion task, our network streams consist of encoder architectures only. RGB and
Mask streams include identical network architectures consisting of five sequen-
tial blocks of convolution, batch normalization and ReLU layers. Output of the
encoder part is a combined feature map from two streams fused by one of the
three fusion strategies. This is a high-level representation of a given image learnt
from both RGB and binary pose masks. Finally, the combined feature map is
fed to fully connected layers and a classification part to compute class scores.

Fig. 3. Binary pose mask and RGB two-stream Convolutional Neural Network fusion
architecture.

The network extracts feature maps in the guidance of masks through fusion
operation. Then, classification scores for input image I is computed as fc(I,W )
for each class c where W refers to parameter set of the network and C is number
of classes. In order to transform scores to a class probability distribution, Softmax
function is used:

p(c | x,W ) =
exp(fc(I;W ))

∑C
j=1 exp(fj(I;W ))

, (1)

To learn network parameters, we follow the optimization process used in [9]
and [1], and use cross-entropy loss that is very useful for multi-class classifica-
tion problems. Cross-entropy loss measures the Kullback-Leibler (KL) divergence
between an input probability distribution and a target distribution. Since num-
ber of samples per each class show an unbalanced nature, median frequency
balancing [7] is applied. This method balances classes of large sample numbers
with smaller weights to compensate the unbalance of class size during training.



Mask Guided Fusion for Group Activity Recognition in Images 287

3.3 Network Architecture

We use a VGG-16 based network with 13 convolutional and 3 fully connected
layers as shown in Fig. 3. RGB and Mask streams are identical in terms of layer
structure. We have 5 sequential blocks stacking convolutional, batch normaliza-
tion and rectified linear unit layers (RELU). First two blocks have 2 × (64, 128)
weight layers respectively. Remaining 3 blocks have 3×(256, 512, 512) weight lay-
ers. We keep the original pooling layers from VGG-16 network at the end of each
block. At the end of the network, 3 fully connected layers reside as in the original
VGG-16 model. We think VGG-16 is a sufficient and well-purposed architecture
for exploring fusion methods; nevertheless, more complex architectures can also
be explored.

3.4 Fusion Methods

We fuse features from both streams to explore the effect of guidance. Here, we
follow the approach from [9], in which fusion of maps is performed by addition
operation. There could be multiple ways to fuse feature maps from two-stream
networks. In fact, fusion by element-wise addition operation is simply shown to
have a stronger signal than single channel activations [9].

We utilize two of proposed fusion methods in [9], sparse fusion (SF)
and dense fusion (DF) and we explore one additional fusion strategy called
late fusion (LF). In sparse fusion, fusion is applied at the end of each
(Conv.+Batch N.+ReLU) block. In Fig. 4a, sparse fusion is shown for second and
third (Conv.+Batch N.+ReLU) blocks. Feature map after second Convolution-
BatchNorm-ReLU layer from Mask stream, referred as MASK2-2, is added to
the corresponding feature map from RGB stream and fed to pooling layer of
second (Conv.+Batch N.+ReLU) block. Therefore, there are five fusion connec-
tions for five (Conv.+Batch N.+ReLU) blocks in SF experiment. Dense fusion
is a more dense one in which features are fused after each layer in every block.
As can be seen in Fig. 4b, number of dense fusion connections are two for second
(Conv.+Batch N.+ReLU) block. In other words, there will be 13 fusion connec-
tions in total for DF experiment as number of layers in each block are (2, 2, 3,
3, 3) for all five blocks. In late fusion (LF), we only fuse features for once at the
end of fifth block, before FC layers. Illustration of these fusion types are given
in Fig. 4.

4 Experiments

In this section, we present our results of the proposed approach for group activity
recognition in still images.

4.1 Dataset

We use the Structured Group Dataset [4] that contains 600 images of groups
of individuals generally encountered in daily life, such as at bus stop, cafeteria,



288 A. Akar and N. Ikizler-Cinbis

Fig. 4. Fusion methods for RGB and Mask streams of convolutional neural networks.
a. Sparse fusion at 2nd and 3rd (Conv.+Batch N.+ReLU) block b. Dense fusion at 2nd
(Conv.+Batch N.+ReLU) block c. Late fusion at 5th (Conv.+Batch N.+ReLU) block
are shown.

classroom, conference, library and park. The dataset is rich in annotation-wise;
group annotations, individual bounding boxes, 8 different viewpoints and indi-
vidual poses (standing, sitting on an object, sitting on the floor) are provided for
each image. There are 7 labeled group activities: queuing (Q), standing facing-
each-other (SF), sitting on an object facing-each-other (OF), sitting on the ground
facing-each-other (GF), standing side-by-side (SS), sitting on object side-by-side
(OS) and sitting on the ground side-by-side (GS). Since there can be multiple
groups in a single image, 600 images contain 1743 group bounding boxes in total.
We exclude 19 erroneous ones that have no person or only one person with no
collective activity. This results in 1724 group images. It is also stated in [4] that
similar amount of group images are removed as being outliers but no information
on these images was disclosed in detail.

We split 1724 images into 80%–20% train-test split. Training set is augmented
by flipping all 1379 images horizontally, resulting in 2758 images in total. Test
split contains 345 images. The original work [4] also performed augmentation by
flipping operation on the whole dataset, of which we only did for training part.
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4.2 Training

We train all models with a batch size of 8 for 250 epochs (86250 iterations
in total) with random shuffling at each epoch. All models are trained end-to-end
with stochastic gradient descent (SGD). Learning rates were initially assigned
between [0.0003, 0.0005] and decayed 10% at every 20 epochs. All networks are
initialized with the standard VGG-16 model [16] pretrained using ImageNet [12].

Pose masks were generated using a DeepLabV3 [3] pretrained on Inception [5]
using MS-COCO and VOC2012. Next, we transform all mask images into binary
masks by filtering out every detected segments except for human segments. Mask
images were resized to the resolution of 240× 320 and paired with RGB images.

4.3 Baselines

The closest previous work that we can compare our method is [4], where authors
apply a bottom-up solution to recognize group activities by learning individual
poses, interactions and group context classifiers. Throughout their learning pro-
cess, they make use of ground truth information including individual poses, indi-
vidual bounding boxes, view points and group annotations. Unlike their method,
our method uses only group annotations.

Our interest is to find out whether pose masks provide strong signals in
emphasizing group interaction inference by masking out irrelevant surrounding
context. Therefore, we also train baselines using only RGB-stream or mask-
stream to evaluate the effect of the fusion.

Table 1. Accuracy comparison with previous work for group activity recognition on
Structured Group Dataset [4].

Method Accuracy

Choi [4] (poselet det.) 52.7

Choi [4] (ground truth det.) 64.9

VGG-16 (RGB-only) 60.3

VGG-16 (mask-only) 64.6

Dense fusion 64.6

Late fusion 65.8

Sparse fusion 70.4

4.4 Results

We report experimental results for group activity recognition in Tables 1 and 2.
Table 1 shows the overall accuracies of the baselines and related work, whereas
Table 2 shows the classwise average precision, recall and F1 score comparisons
between [4]’s best model and our best model.
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Table 2. Class-wise average precision, recall and F1 scores over the Structured Group
Dataset.

Method P/R Q SF OF GF SS OS GS Avg

Choi [4] (ground truth det.) Prec 41.86 55.78 62.48 60.19 39.08 53.85 37.65 50.13

Recall 27.48 64.55 65.56 65.00 21.33 40.86 26.52 44.47

F1 33.18 59.85 63.98 62.50 27.60 46.46 31.12 47.13

Our method (SF) Prec 58.33 68.92 72.91 83.33 45.28 73.13 89.47 70.19

Recall 38.89 66.23 87.50 71.42 58.53 72.06 58.62 64.75

F1 46.67 67.55 79.54 76.92 51.06 72.59 70.83 66.45

As can be seen in Table 1, RGB-only model has the lowest accuracy amongst
all of our models, whereas it still produces more accurate results than [4]’s model
that operates on poselet detections. When using ground truth person detec-
tions, [4] method outperforms RGB-only CNN. Mask-only model is nearly on
par with [4]-GT model; and this shows that person mask images can be a rich
source for group activity recognition. It can be stated that dense fusion do not
add much to learning more representative feature maps; probably due to the
saturation in addition of similar inputs. This result also confirms findings in [9]
where similar level of saturation observed for dense connections.

Late fusion of the RGB and pose mask streams seems to slightly increase
the recognition performance; indicating that these two streams indeed carry
complementary information, and pose masks extracted this way can be used as
a guidance for focusing on the foreground and inferring collective group activity.

It is remarkable that sparse fusion of mask stream is able to improve group
activity recognition accuracy with high margin. This result is interesting in two
ways. Firstly, mask-guided fusion can lead network to learn high-level represen-
tative features within an end-to-end framework. This can help improvement of
learning process for similar vision tasks even when a large-scale annotated data
is not available. Secondly, the result implies that an optimum fusion method as
in the case of sparse fusion is implicitly possible and can be searched in a finite
architecture search space.

5 Conclusion

We have proposed a CNN-based two-stream fusion network to develop rich high-
level representations of group activities. Our method does not require any low
level annotations except for group activity label. In contrast to related work on
the subject, our method directly infers interactions using binary person pose
mask guidance. Experimental results show that mask guidance is complemen-
tary to learning feature maps from RGB stream, yielding superior recognition
performance over bottom-up, annotation-heavy approaches for group activity
recognition in images. Mask-based fusion can be applied to other tasks that
need interaction inference for a better scene understanding.
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Abstract. Within the realm of information extraction from documents,
detection of tables and charts is particularly needed as they contain a
visual summary of the most valuable information contained in a docu-
ment. For a complete automation of the visual information extraction
process from tables and charts, it is necessary to develop techniques
that localize them and identify precisely their boundaries. In this paper
we aim at solving the table/chart detection task through an approach
that combines deep convolutional neural networks, graphical models
and saliency concepts. In particular, we propose a saliency-based fully-
convolutional neural network performing multi-scale reasoning on visual
cues followed by a fully-connected conditional random field (CRF) for
localizing tables and charts in digital/digitized documents. Performance
analysis, carried out on an extended version of the ICDAR 2013 (with
annotated charts as well as tables) dataset, shows that our approach
yields promising results, outperforming existing models.

Keywords: Document analysis · Image classification ·
Object detection · Saliency detection

1 Introduction

Production and storage of digital documents have increased exponentially in
the last two decades. Extracting and retrieving information from this massive
amount of data have become inaccessible to human operators and a large amount
of information captured in digital documents may go lost or never seen. As a
consequence, a large body of research has focused on automated methods for
document analysis. Most of these efforts are directed towards the development
of Natural Language Processing (NLP) methods, that analyze both grammar
and semantics of text with the goal of automatically extracting, understanding
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and, eventually, summarizing key information from digital documents. However,
while text is, inarguably, a fundamental way to convey information, there are
contexts where graphical elements are much more powerful. For example, in sci-
entific papers, many experiments, variables and numbers need to be reported in
a concise way that fits better with tables/figures than text. “A picture is worth a
thousand words” describes exhaustively the power that graphical elements pos-
sess in conveying information that would be otherwise cumbersome, both for the
writer to express and the reader to understand. Thus, it is of primary importance
for an effective automatic document processing approach to gather information
from tables and charts. Several commercial software products that convert digi-
tized and digital documents into processable text already exist. However, most
of them either largely fail when dealing with graphical elements or require an
exact localization of such elements to work properly. For this reason, a crucial
pre-processing step in automated data extraction from tables and charts is to
find their exact location. The problem of identifying objects in images tradition-
ally falls in the object detection research area, where, nowadays, Deep Convolu-
tional Neural Networks (DCNNs) play the leading role [14,18]. However, naively
employing DCNN-based object detectors in digital documents, suitably trans-
formed into images, leads to failures mainly because of the intrinsic appearance
difference between digital documents and natural images (the data for which
models are mainly thought for). Trying to train models from scratch may be
unfeasible due to the large number of images required and to the lack of suitably
annotated document datasets. Moreover, such approaches generally exploit the
visual differences between object categories: while the visual characteristics of
certain graphical elements (e.g., charts) significantly differ from text, the same
cannot be said for tables, whose main differences from the surrounding content
lie mostly in the layout. Finally, many of the existing object detectors are often
prone to potential errors by upstream region proposal models and are not able
to detect simultaneously all the objects of interest in an image [5,19].

In this paper we propose a general deep neural network model for pixelwise
dense prediction, and consequently for detection of arbitrary graphical elements,
rather than only for tables as existing methods, in digitized documents. The key
intuition to make the whole model generalizable to arbitrary graphical elements
is to pose the detection problem as a saliency detection one as those elements
generally stand out in documents. Additionally, in order to provide a stronger
supervision to the internal saliency detectors, we employ the approach intro-
duced in [16], by adding a loss term related to the capability of the saliency
maps to identify regions that are distinctive for visual classification in one of
the four target categories. Finally, predictions of our network are enhanced with
a fully connected Conditional Random Field (CRF) [12]. We demonstrate that
our method generalizes well as demonstrated by the performance achieved on
an extended version of ICDAR 2013 dataset (with annotated charts as well as
tables and we also release).
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2 Related Work

Given the large quantity of digital documents that are available today, it is
mandatory to develop automatic approaches to extract, index and process infor-
mation for long-term storage and availability. Consequently, there is a large body
of research on document analysis methods attempting to extract different types
of objects (e.g., tables, charts, pie charts, etc.) from various document types
(text documents, source files, documents converted into images, etc.). Before the
advent of deep learning, most works on document analysis for table detection
were based on exploiting a priori knowledge on object properties by analyzing
tokens extracted from source document files [2,3,21]. For example, [3] proposes
a method for table detection in PDF documents, which uses tags of tabular
separators to identify the table region. Of course, the main shortcoming of all
methods that rely on detecting horizontal or vertical lines for table detection is
that they fail to identify tables without borders. Alternatively, methods oper-
ating on image conversion of document files and exploiting only visual-cues for
table detection have been proposed [9,15].

Similar computer vision–based methods have been proposed for detecting
other types of graphical elements (e.g., charts, diagrams, etc.) than tables [8].
These methods basically employ simple computer vision techniques (e.g., con-
nected components, fixed set of geometric constraints, edge detection, etc.) to
extract chart images, but, as for the table detection case, they show scarce
generalization capabilities. Low-level visual cues (e.g., intensity, contrast, homo-
geneity, etc.) in combination with shallow machine learning techniques have been
used for specific object classification tasks [17] with fair performance, but these
methods are mainly for classification as they tend to aggregate global features
in compact representations which are less suitable for performing object detec-
tion. With the recent rediscovery of deep learning, in particular convolutional
neural networks, and its superior representation capabilities for high-level vision
tasks, the document analysis research community started to employ DCNNs for
document processing, with a particular focus on document classification [1,7] or
object (mainly chart) classification – after accurate manual detection [22]. One
recent work presenting a DCNN exclusively targeted to table detection is [4],
which employs Faster R-CNN for object detection. Nevertheless, this method
suffers from the limitations mentioned in the previous section, i.e., its perfor-
mance is negatively affected by the region proposal mistakes and it does not
provide multiple detections for each image.

In this paper, we tackle the detection problem from a different perspective,
i.e., we pose it as semantic image segmentation problem, by densely predicting—
according to visual saliency principles—for each pixel of the input image the
likelihood of being part of a salient object. This allows us to detect arbitrary
graphical elements by only fine-tuning the classification stream as the salient
objects have been already outlined by the saliency network of the proposed
approach.
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3 Deep Learning Models for Table and Chart Detection
and Classification

The approach for table and chart extraction presented here works by receiv-
ing an image as input and generating a set of binary masks as output, from
which bounding boxes are drawn. Each binary mask corresponds to the pix-
els that belong to objects of four specific classes: tables, pie charts, line charts
and bar charts. The main processing engine driving our approach consists of a
fully-convolutional deep learning model that performs table/chart detection and
classification, followed by a conditional random field for enhancing and smooth-
ing the binary masks (see Fig. 1).

Fig. 1. The proposed system. An input document is fed to a convolutional neural
network trained to extract class-specific saliency maps, which are then enhanced and
smoothed by CRF models. Moreover, binary classifiers are trained to provide an addi-
tional loss signal to the saliency detector, based on how useful the computed saliency
maps are for classification purposes.

Given an input document page transformed into an RGB image and resized
to 300 × 300, the output of the system consists of four binary masks, one for
each of the aforementioned classes. Pixels set to 1 in a binary mask identify
document regions belonging to instances of the corresponding class, while 0
values are background regions (e.g., regular text).

We leverage visual saliency prediction to solve our object detection problem.
As a result, the first processing block in our method is a fully-convolutional
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neural network (i.e., composed only by convolutional layer) that extracts four
class-specific heatmaps from document images. Our saliency detection network
is based on the feature extraction layers of the VGG-16 architecture. However,
we applied a modification aimed at exploiting inherent properties of tables and
charts: in particular, the first two convolutional layers do not employ traditional
square convolution kernels, as in the original VGG-16 implementation, but use
rectangular ones instead, of sizes 3 × 7 and 7 × 3. This set up gives our network
the ability to extract table-related features (e.g., lines, spacings, columns and
rows) even at the early stages. Padding was suitably added in order to keep the
size of the output feature maps independent of the size of the kernels.

After the cascade of layers from the VGG-16 architecture, the resulting 75×
75 feature maps are processed by a dilation block, consisting of a sequence of
dilated convolutional layers. While the purpose of the previous layers is that
of extracting discriminative local features, the dilation block exploits dilated
convolutions to establish multi-scale and long-range relations. Dilation layers
increase the receptive field of convolutional kernels while keeping the feature
maps at a constant size, which is desirable for pixelwise dense prediction as we do
not want to spatially compact features further. The output of the dilation block
is a 4-channel feature map, where each channel is the saliency heatmap for one
of the target object categories. After the final convolutional layer, we upsample
the 75 × 75 maps back to the original 300 × 300 using bilinear interpolation.

In theory, the saliency maps could be the only expected output of the
model, and we could train it by just providing the correct output as supervi-
sion. However, [16] recently showed that posing additional constraints to saliency
detection—for example, forcing the saliency maps to identify regions that are
also class-discriminative—improves output accuracy. This is highly desirable in
our case as output saliency maps may miss non-salient regions (e.g., regular text)
inside salient regions (e.g., table borders), while it is preferable to obtain maps
that entirely cover the objects of interest.

For this reason, we add a classification branch to the model. This branch
contains as many binary classifiers as the number of target object classes. Each
binary classifier receives as input a crop of the original image around an object
(connected component) in the saliency detector outputs, and aims at discrim-
inating whether that crop contains an instance of target class. The classifiers
are based on the Inception model and are architecturally identical, except for
the final classification layer which is replaced by a linear layer with one neuron
followed by a sigmoid nonlinearity.

To train the model we employ a multi-loss function that combines the error
measured on the computed saliency maps with the classification error of the
binary classifiers. The saliency loss function measured between the computed
saliency maps Y (expressed as a N × 300 × 300 tensor, with N being the number
of object classes, 4 in our case) and the corresponding ground-truth mask T
(same size) is given by the mean squared error between the two:
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LS(Y,T) =
1

N · h · w
N∑

k=1

h∑

i=1

w∑

j=1

(Ykij − Tkij)2 (1)

where h and w are the image height and width (in our case, both are 300), and
Ykij and Tkij are the values of the respective tensors at location (i, j) of the
k-th saliency map. The binary classifiers are first trained separately from the
saliency network, so that they can be used to provide a reliable error signal to
the saliency detector. Training is performed using original images cropped with
ground-truth annotations. For example, for training the table classifier, we use
table annotations (available in the ground truth) and crop input images so as to
contain only tables: these are the “positive samples”. “Negative samples” are,
instead, obtained by cropping the original images with annotations from other
classes (pie chart, bar chart and line chart) or with random background regions.
This procedure is performed for each classifier to be trained. Since cropping may
result in images of different sizes, all images are resized to 299 × 299 to fit the
size required by the Inception network.

Each classifier is trained to minimize the negative log-likelihood loss function:

LCi
(I, ti) = −ti logCi(I) − (1 − ti) log (1 − Ci(I)) (2)

where Ci (1 ≤ i ≤ 4) is the classifier for the ith object class, and returns the
likelihood that an object of the targeted class is present in image I: ti is the target
label, and is 1 if i is the correct class, 0 otherwise. After training the classifiers,
they are used to compute the classification loss for the saliency detector, as
follows:

LC =
N∑

i=1

LCi
(I, ti) (3)

The saliency detector, in this way, is pushed to provide accurate segmentation
maps so that whole object regions are passed to the downstream classifiers,
Indeed, if the saliency detector is not accurate enough in identifying tables, it
will provide incomplete tables to the corresponding classifier, which may be then
misclassified as non-table objects with a consequent increase in loss. Note that
while training the saliency detector, the classifiers themselves are not re-trained,
and are only used to compute the classification loss. This prevents the binary
classifiers to learn to recognize objects from their parts, thus forcing the saliency
network to keep improving its detection performance.

The multi-loss used for training the network in an end-to-end manner is,
thus, given by the sum of the terms LC and LS :

L = LC + LS (4)

The outputs of our fully convolution network, usually, show irregularities such
as spatially-close objects fused in one object or one object oversegmented in mul-
tiple parts. In order to mitigate segmentation errors, we integrate in our system
a downstream module based on the fully-connected CRFs employed in [13].
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4 Performance Analysis

4.1 Dataset

Training Dataset. To train our method, we developed a web crawler that
searched and gathered images from Google Images, using the following queries:
“tables in documents”, “pie charts”, “bar charts”, “line charts”. Additionally,
we manually collected a set of documents available online related to banking
reports, using queries constructed by prefixing the name of a banking institute
to “research report” and “financial report”. All retrieved documents were then
converted to images (one per page), resulting in a total of 50,466 images.

Training Annotations and Splits. Annotation was carried out on the web-
crawled training dataset by paid annotators using an adapted version of the
annotation tool in [10]. In particular, among the 50,442 retrieved images only
19,564 had at least one object of interest, while the remaining 30,878 images did
not. The 19,564 images with positive instances had in total 22,544 annotations.
From the set of retrieved images (and related annotations), 10% were used as
a validation set for model selection, while the remaining 90% as training set.
The distribution of instances of the four target classes between the training and
validation sets were approximately equal.

Test Datasets. To test how well our approach generalizes we computed the
performance on an extension of the ICDAR 2013 [6] benchmark. In particular we
extended the ICDAR 2013 dataset (that contained table-only annotations) into
a new version containing annotations of pie charts, line charts and bar charts. We
refer to this new dataset as the “extended ICDAR 2013”; chart annotation was
carried out as previously described for the training dataset. In terms of number
of annotations, only 161 out of 238 images from ICDAR 2013 contained objects
of interest. In these 161 images, there were 156 tables (with annotations already
available) and 58 charts (of either “pie”, “bar” and “line” types). We did not
test on ICDAR 2017 as the test split is unavailable.

Saliency detector and binary classifiers were trained in an end-to-end fashion
using an image as input and (a) the annotation masks as training targets for
the saliency detector, and (b) presence/absence labels of target objects on image
crops for the classifiers. The input image resolution was set to 300 × 300 pixels.
The training phase ran for 45 epochs, which in our experiments was the point
where the performance of the saliency network on the validation set stopped
improving. All networks were trained using the Adam optimizer [11] (learning
rate was initialized to 0.001, momentum to 0.9 and batch size to 32).

4.2 Performance Metrics

Our evaluation phase aimed at assessing the performance of our DCNN in local-
izing precisely tables and charts in digital documents, as well as in detecting and
segmenting table/chart areas.
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– Table/chart localization performance. To test localization performance
we computed precision Pr, recall Re and F1 score by calculating true posi-
tives, false positives and false negatives.

– Segmentation accuracy was measured by intersection over union (IOU).
While the detection scores above provide information on the ability of the
models to detect the tables and charts that overlap with the ground truth
over a certain threshold, IOU measures per-pixel performance by comparing
the exact number of the pixels that are detected as belonging to a table
or chart. In other words, the IOU score reflects the accuracy in finding the
correct boundaries of table and chart regions.

The proposed model consists of several functional blocks (saliency detection,
binary classification) which are stacked together for final prediction. In order
to assess how each block influenced performance, we computed the performance
of the model when using only the saliency network (SAL); saliency detector
followed by the binary classifiers (SAL-CL) and the whole system including all
parts (saliency detection, fully connected CRF and binary classifiers) (ALL).

4.3 Results

The results obtained by the two configurations previously described are reported
in Table 1. Our system performed very well in all object types, and this perfor-
mance increased progressively from the baseline configuration (SAL) to the more
complex architecture (i.e, ALL). In particular, the baseline configuration (SAL)
achieved an average F1 score of 69.0%, with the top performance achieved on the
“Tables” category (76.3%) and the worst on the “Line charts” category (63.4%).
By comparing with the results obtained by SAL-CL model, we can infer that
the lower performance was due to the difficulty by the saliency detector alone in
extracting discriminative features between these two types of charts. Indeed, this
shortcoming was countered by introducing the classification loss in the model
(SAL-CL configuration). The classifiers managed to aid the saliency detector
network in recognizing the distinguishing features between line charts (increase
of F1 score of about 24%) and bar charts (increase of F1 score of about 23%)
w.r.t. the baseline, bringing the average F1 score to 87%.

Finally, adding the fully-connected CRF to SAL-CL led to a further 6.4%
increase to the system’s performance, reaching a maximum average F1 score of
93.4%. it appears evident that CRFs influence the number of false negatives and
subsequently, the recall, more than they influence the number of false positives.
In fact, w.r.t. the SAL-CL configuration, the CRF module increased more the
recall (about 7.5%) than the precision (about 4.5%). This can be explained by
the fact that the major contribution of CRF models consisted in filling gaps and
holes resulting from the deep learning methods, especially for very large tables
with extensive white areas. Figure 2 show examples of, respectively, good and
bad detections obtained by our method.

Comparison against state of the art methods was done only in terms of
table detection. In particular, we compared the performance of the four different
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Table 1. Performance—in terms of precision, recall, F1 and IOU—achieved by the two
different configurations of our method on the extended ICDAR 2013 dataset. Values
are in percentage.

Configuration Class Precision Recall F1 IOU

SAL Tables 78.4 74.4 76.3 65.3

Pie charts 75.0 66.7 70.6 62.7

Bar charts 62.5 69.0 65.6 63.5

Line charts 61.9 65.0 63.4 62.1

Average 69.5 68.8 69.0 63.4

SAL–CL Tables 93.8 87.2 90.4 75.5

Pie charts 87.5 77.8 82.4 72.2

Bar charts 86.7 89.7 88.1 76.4

Line charts 89.5 85.0 87.2 74.8

Average 89.4 84.9 87.0 74.7

ALL Tables 98.1 98.1 98.1 81.3

Pie charts 100.0 88.9 94.1 78.1

Bar charts 90.0 93.1 91.5 79.6

Line charts 90.0 90.0 90.0 78.5

Average 94.52 92.52 93.43 79.4

Fig. 2. Examples of good (top row) and bad (bottom row) detections.

configurations of our method to those achieved by both traditional and more
recent approaches in detecting only tables on the ICDAR 2013. The comparison
is reported in Table 2 and shows that our system achieved an F1 score of 98.1%,
outperforming all of the state-of-the-art methods.
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Table 2. Comparison of state of the art methods in table detection accuracy on the
standard ICDAR 2013 dataset (IoU = 0.5)

Table detection

Precision Recall F1

DeepDeSRT [20] 97.4 96.1 96.7

Tran [23] 95.2 96.4 95.8

Hao [7] 97.2 92.2 94.6

Silva [21] 92.9 98.3 95.5

Nurminen [6] 92.1 90.8 91.4

Our method 98.1 98.1 98.1

5 Conclusion

The identification of graphical elements such as tables and charts in documents is
an essential processing block for any system that aims at extracting information
automatically, and finds applicability to the analysis of financial documents,
where numeric information is typically represented in tabular format. In this
paper, we presented a method for automatic table and chart detection in doc-
ument files converted to images, hence without exploiting format information
(e.g., PDF tokens or HTML tags) that limit the general applicability of these
approaches. The core of our model is a DCNN trained to detect salient regions
from document images, with saliency based on the categories of objects that we
aim to identify (tables, pie charts, bar charts, line charts). An additional loss
signal based on the generated saliency maps’ discriminative power in a classifi-
cation task was provided during training, and a fully-connected CRF model was
finally employed to smooth and enhance the final outputs. Performance evalu-
ation, carried out on the standard UNLV dataset and ICDAR 2013 benchmark
for table detection, and on an extended version of ICDAR 2013 with additional
annotations for chart detection, showed that the proposed model achieves bet-
ter performance than state-of-the-art methods in the localization of tables and
charts. At Tab2ex, a technology based on the presented approach is employed
at industrial level to extract tabular information from scanned images. Future
directions of research in this complex task envision the detection of individual
headers, rows and columns of tables, and the extraction of numeric data from
charts based on axis values: such technologies would provide businesses with the
means to process large amounts of documents (e.g. orders, invoices, financial
trends) in an automated way.
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12. Krähenbühl, P., Koltun, V.: Efficient inference in fully connected CRFs with Gaus-
sian edge potentials. In: NIPS 2011 (2011)
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Abstract. In the past few years, various datasets for semantic segmen-
tation have been presented. However, dense per-pixel groundtruths are
difficult and expensive to obtain, therefore every single dataset contains
only a subset of the semantic classes required to fully understand outdoor
environments for real-world applications, e.g. autonomous or assisted
driving. In this work, we investigate a simple approach to modify seman-
tic segmentation CNNs in order to train them on multiple datasets with
heterogeneous groundtruths. We trained and tested six efficient Deep
CNN models on three datasets with different types of annotations such
as generic objects, traffic signs and lane markings. Experiments show that
the networks are trainable with the implemented method even though it
highlights the limit of current efficient architectures when dealing with
heterogeneous and large datasets.

Keywords: Deep Convolutional Neural Networks ·
Semantic segmentation · Scene understanding

1 Introduction

CNN architectures for semantic segmentation can be classified in two categories:
accuracy-oriented and efficiency-oriented methods. Former methods achieve high
accuracy with very high computational costs whereas latter methods attain
very high inference speed and low memory footprint with evident loss in accu-
racy. Most efficiency-oriented methods are fast enough to run in real-time on
recent embedded devices [7,9–11]. This enables novel applications in fields like
autonomous or assisted driving where a complete scene understanding is of
paramount importance. In such scenarios the perception model should be able
to deal with a high number of heterogeneous classes in order to approach the
real-world complexity. However, efficiency-oriented CNNs in literature are usu-
ally benchmarked on small datasets with a limited set of classes. In this work
we modify six efficient Deep CNN models in order to enable them to deal with
multiple datasets during training. We tested the networks on three datasets:
Cityscapes, GTSDB and Vistas. GTSDB in particular has only bounding-box
annotations, thus we investigate an approach, inspired by [12], to train seman-
tic segmentation networks on dense per-pixel groundtruth along with bounding
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 303–314, 2019.
https://doi.org/10.1007/978-3-030-30645-8_28
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boxes. We assess the performance of efficient CNN models focusing on three
aspects: tracking model behavior when it deals with an increasing number of
datasets; assessing the impact of decoder structure; and quantify the influence
of pretraining.

2 Datasets

In the following sections we describe the datasets and metrics adopted to carry
out our experiments (Fig. 1).

a) Cityscapes b) GTSDB c) Mapillary Vistas

Fig. 1. Sample images from Cityscapes, GTSDB and Mapillary Vistas together with
their associated groundtruth maps. GTSDB annotations are very sparse and include
traffic signs only. Mapillary Vistas exhibit a richer classes set compared to Cityscapes,
e.g. including lane markings.

Cityscapes [2] is a dataset of urban scenes images with semantic pixelwise
annotations. It consists of 5000 finely annotated high-resolution images (2048 ×
1024) of which 2975, 500, and 1525 belong to train, validation and test sets
respectively. Annotations include 30 different object classes but only 19 are used
to train and evaluate models. With its basic classes hierarchy, Cityscapes it is not
fully comprehensive of important annotations like lane markings or the different
traffic signs. Such categories are instead annotated on other datasets presented
in this Section.

German Traffic Sign Recognition Benchmark [5] (GTSDB) is a dataset for
traffic sign localization and classification. It contains 900 images of street scenes
acquired with different illumination and weather conditions. 43 classes of pole
traffic signs are annotated with bounding-boxes. To our knowledge there is no
publicly available dataset with per-pixel dense semantic segmentation annota-
tions of traffic signs. GTSDB contains bounding-box annotations for traffic signs
and no other annotations for different objects in the scene. In the next Section
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we introduce a technique, inspired by [12], to modify all the architectures in
order to deal with bounding-box annotations.

Mapillary Vistas [13]. It is one of the biggest datasets for urban scene under-
standing publicly available to date. It is composed of 25000 images from different
locations all over the world. It contains 18000, 2000 and 5000 images for train-
ing, validation and test respectively. Images have been acquired with a high
variability of light and weather conditions. Annotations consist of 66 finely-
annotated semantic classes. Since this dataset contains a large number of object
categories, we employ it in two different settings: In the first setting we utilize
only four classes relatives to lane markings (road, lane markings, crosswalk plain
and crosswalk). In the following Sections, we will call it Lane Markings dataset,
even though it is actually a subset of the Vistas dataset. In the second setting,
we will make use of all the classes included in the dataset naming it Vistas in
the next Sections.

2.1 Evaluation Metrics

Semantic segmentation quality has been evaluated by means of the mean of
class-wise Intersection over Union (mIoU) which is computed, following [4], as
the class-wise mean of the intersection over union measure. Models’ speed is
computed in Frame Per Second (FPS), defined as the inverse of time needed for
our network to perform a single forward pass on a single NVidia Titan Xp GPU.

3 Efficient Semantic Segmentation Networks

In this Section, we introduce and describe the efficient models for semantic seg-
mentation considered in this work. We outline a brief overview of the peculiar
characteristics of each architecture:

ENet [14] adopts an encoder-decoder design with 28 stacked bottleneck layers.
Its efficiency is due to different factors, mainly the use of asymmetric convolu-
tions. Different works investigated the use of asymmetric convolutions both from
a theoretical point-of-view [1,17] and in a practical setting [18,19]. The main
idea is to spatially decompose 3 × 3 convolutional filters into 3 × 1 followed by
1 × 3 filters. ENet introduced other design patterns that have become common
in other efficient architectures: e.g. early downsampling and dilated convolutions
[20].
GUNet [8] makes use of a multi-resolution encoder to exploit at the same time
low-resolution structures and high-resolution details. The two resolutions are
processed by different branches of the network which shares the same weights.
Multi-resolution features are fused by means of a Fusion Module. The decoder
part consists of a Guided Upsampling Module to efficiently output the prediction
map improving the predictions near objects’ boundaries.
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ERFNet [15] employs an encoder-decoder structure inspired by ENet where the
main building block is modified to increase model accuracy. It introduces a new
block called Non-Bottleneck-1D and a fast downsampling strategy where the
inner activations are spatially downsampled in the earlier part of the network
to keep the majority of the computational burden for the deepest stages.
iGUM-Net [10] is an encoder-only architecture. In [10] is introduced an
improved version of the GUM module, first presented in [8], that allows remov-
ing the decoder part of the network without any loss in segmentation quality.
The encoder is inspired by ERFNet [15] with early downsampling and a modified
Non-Bottleneck-1D Module.
Edanet [7] is heavily based on ERFNet. It makes use of asymmetric convo-
lutions and dilated residual blocks. Subsampling is performed with ENet [14]
downsampling blocks. The main difference with other architectures is the adop-
tion of dense connectivity patterns between residual blocks. Like [10], Edanet
is an encoder-only architecture but without any refinement module to improve
high-resolution boundaries.
ESPNet [11] is an encoder-decoder architecture with concatenated skip con-
nections similar to U-Net [16]. The peculiar trait of ESPNet is the introduction
of the Efficient Spatial Pyramid (ESP) module. It consists in a reduce-split-
transform-merge pattern. It is composed of point-wise convolutions to project
features to a low-dimensional space, a pyramid of dilated convolutions to per-
form large receptive-field operations and point-wise convolutions to merge the
computational paths (Fig. 2).
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Fig. 2. Schematic view of the considered efficient CNN architectures. Light blue blocks
represent encoders whereas darker blocks represents models’ decoders. (Color figure
online)
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4 A Simple Method to Train on Heterogeneous Datasets

We modified each network in order to handle multiple heterogeneous datasets
simultaneously during training. Our setup is inspired by [12] but presents some
differences. We address the problem in a straightforward way, adopting one
encoder and multiple decoders: one for each dataset. This is referred as flat
classification in [12]. The main advantage of adopting such architectural choice
is that we do not have to take care of the relations between the different dataset
hierarchies. Each decoder is trained with an independent softmax on that spe-
cific dataset’s classes, whereas the encoder is trained jointly. We made only one
experiment towards modifying this general structure. We tested two different
configurations modifying the network layers trained on the specific dataset: the
whole decoder vs only a single final convolution. All the details of these experi-
ments are described in Sect. 5.2.

Dealing with Bounding Boxes Annotations. All models considered in our
evaluation have been conceived to produce a dense per-pixel prediction map of
scene semantic segmentation. They are designed to be trained and tested with
dense per-pixel annotations. However, the GTSDB dataset has only bounding
boxes annotations. To overcome this issue we implemented a training setup,
inspired by [12], that allows training semantic segmentation models with GTSDB
annotations. A schematic view of the whole pipeline is depicted in Fig. 3. A per-
pixel groundtruth is shaped in two steps: first, the GTSDB bounding-boxes are
converted into pseudo per-pixel groundtruths, i.e. squared areas corresponding
to the bounding box size and location. As a second step, they are merged with
the prediction from the Cityscapes branch corresponding to the generic traffic
sign class. The obtained groundtruth is then employed in the usual way to train
the network branch with a per-pixel cross entropy loss.

Dealing with Heterogeneous Cardinalities. Each dataset adopted in our
experiments has very different cardinality from each other. In order to balance
the impact of each dataset when training CNNs, we replicate the datasets with
lower dimension to the cardinality of the dataset with the maximum number
of images, see Sect. 2 for details. We set the number of training iterations to a
fixed number, corresponding to 150 Cityscapes epochs, to make the network see
the same number of images independently of the dataset choice. Furthermore,
to balance the information gain from each dataset, we weight the loss generated
by each model branch with a learned variable parameter.

Architecture Alternatives. Many networks considered in this work have a
complex decoder composed of multiple Conv-Batchnorm-Relu blocks followed
by upsampling or transposed convolution operators. Duplicating the decoder
part leads in computationally heavier models. For this reason, we also evaluate
an alternative architectural choice in which only the last convolutional layer is
repeated for each dataset instead of the whole decoder.

Training Recipe. We trained all models minimizing the cross entropy loss
between the ground-truth and the predicted classes for each pixel. We employed
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Fig. 3. Overview of the training setup to train models on multiple datasets simulta-
neously. Every model has been modified to follow this general architecture. The online
ground truth modifier allows to train the GTSDB decoder with bounding box annota-
tions.

ADAM as stochastic optimizer [6] with a base learning rate of 5 × 10−4. We
adopted a polynomial decay learning rate policy defined as follows: LR(epoch) =(
1 − (epoch/total epochs)0.9

)
∗ LR0 where epoch is the 0-based index of the

actual epoch, LR0 is the initial learning rate, and total epochs is the total num-
ber of epochs for the training process. The batch size is set to six for all the
experiments. Furthermore, we employed early stopping technique against over-
fitting, analyzing the mean intersection over union on the validation set for every
epoch. The only preprocessing step consists in normalizing the input image by
subtracting the mean and dividing by the standard deviation computed on Ima-
genet [3].

Data Augmentation. We adopted classical augmentation techniques during
training. In particular, since images from different datasets have different sizes,
we scale input images such as the longest axis is 1024 for the width or 512 for the
height. We apply random scale augmentation sampling the scaling factor from
a uniform distribution with interval [0.5, 2].

5 Experiments

In order to assess the behaviour of the considered models on multiple heteroge-
neous datasets, we investigated three research directions that led to three related
sets of experiments. In the first set, we benchmark CNN models and track their
behaviour when dealing with an increasing number of datasets. In the second
and third set of experiments, we evaluate respectively the impact of the decoder
structure and the influence of pretraining.
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5.1 Scaling up with Dataset Complexity

We evaluate each model in four experimental settings. In each set a dataset is
added to the training set with new images and the set of object categories is
extended:

1. Baseline. The baseline experiment consists of training on Cityscapes dataset:
it comprises 19 semantic classes. CNN architectures have been evaluated on
this dataset with no modification to the original structure. Unique images:
2975. We adopt this dataset as our baseline for two main reasons: first,
Cityscapes is a well-known benchmark dataset for semantic segmentation
methods and it is widely adopted in literature. The performance of all meth-
ods considered in this work has been evaluated on Cityscapes in the original
papers. Second, it includes only the basic classes to perform a complete scene
understanding on urban environments whereas the other datasets consist of
a superset of Cityscapes i.e. Vistas, or they include only a specific subset of
classes with finer annotations i.e. traffic signs or lane markings.

2. Cityscapes+ GTSDB. In this experiment, models have to predict simulta-
neously Cityscapes and GTSDB classes for a total of 62 classes (i.e. 19 from
Cityscapes +43 from GTSDB). In this case, the architectures have been mod-
ified to include two decoders. Unique images: 3490. We included this dataset
before Lane Markings or Vistas for reasons bound to the specific application.
Traffic signs are a fundamental element when dealing with scene perception
for autonomous driving.

3. Cityscapes+ GTSDB+ Lane Markings. In this setup CNN models pre-
dict 62 classes plus 4 classes form Lane Markings dataset. The number of
decoders for each architecture in this setting is three. Unique images: 21490.

4. Cityscapes+ GTSDB+ Vistas. In this experiment, the models are
required to predict all the 104 classes from all datasets. The number of
decoders is three (since Vistas includes Lane Markings). Unique images:
21490.

In Fig. 4 is reported a plot of the mean Intersection over Union versus the num-
ber of datasets. With this visualization, we want to track the mean performance
of each model when dealing with increasing images and/or classes cardinality.
The general tendency is a degradation of the overall performance as the prob-
lem complexity increases. The considered models are not designed for highly
complex problems, and since their limited number of parameters, their capacity
is presumably close to saturation. Models behaviour with respect to the Lane
Markings dataset seems a counter example to the general trend. This behaviour
is plausible since the visual appearance of lane markings is very distinguishable
from other semantic classes.

The same set of experiments can be visualized in Fig. 5 from a different point
of view. It represents the mIoU computed on the Cityscapes validation set with
Cityscapes classes only. By looking from this perspective we want to assess mod-
els behaviour on the original dataset when trained with additional images and
extra classes. Interestingly the considered models exhibit better performance on
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Fig. 4. Average mIoU measured on the joint datasets. On the x axis the datasets
considered to train and test the models along with the resulting number of classes and
unique images.

Fig. 5. mIoU on the Cityscape validation dataset versus the datasets employed in
training along with the resulting number of classes and unique images.

Cityscapes +GTSDB +Vistas experiment than in previous experiments. Even
if it is more complex with higher number of classes, this behaviour is plausible
since the Vistas dataset includes a large superset of the Cityscapes class set.

In Table 1 we report the comprehensive set of results of the experiments
introduced in this Section and shown in Figs. 4 and 5. We also included results
from [12] which is the only work in the state of the art that experimented with a
similar setup, main differences are: their network structure is specifically tailored
to handle the classes hierarchy of the joint datasets; there is a difference in
the cardinality of Cityscapes and Vistas classes. For Cityscapes they use more
than 19 classes. For Vistas they report performance over all classes while our
performance regards only the additional classes w.r.t Cityscapes.
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Table 1. Benchmarks of different models trained and tested on different datasets
(* number of classes is higher)

mIoU

Tested on Cityscapes Cityscapes GTSDB Cityscapes GTSDB Lane

markings

Cityscapes GTSDB Vistas

# Classes 19 19 43 19 43 4 19 43 48

Meletis et al. N/A N/A N/A N/A N/A N/A 57.3* 41.5 31.9*

GUNet 64.8 61 51.7 53.2 43.6 54.7 57.2 48.5 14.4

iGUM-Net 64.1 56.3 38.4 56 49 47.6 60 50.6 16.8

Enet 47.3 44.9 28.2 45.4 30.2 41.9 47.3 27.4 11.4

ESPNet 48.2 48.4 35.7 45.6 31.7 39.5 48.4 27.3 12.4

ERFNet 59.2 55.7 41.2 47.5 34.5 46.1 56.1 24.3 10.6

Edanet 61.5 56.5 37.9 50.7 43 44.9 54.6 41.7 15.2

Trained on Cityscapes Cityscapes+GTSDB Cityscapes+GTSDB+Vistas Cityscapes+GTSDB+Vistas

5.2 Multiple vs Single Decoder

Figure 6 shows a comparison of mIoU versus model complexity, expressed in
Parameters and FPS, tested on Cityscapes and GTSDB datasets. All models
benefit in term of speed from the adoption of a single decoder whereas the
number of parameters does not visibly decrease. Enet is the only model that
take advantage even in terms of accuracy from this architectural design. Some
models are represented by a single point in Fig. 6 i.e. GUNet, iGUM-Net and
Edanet. They have been conceived, in their original structure, with a lightweight
decoder design composed by only a convolutional layer.

Fig. 6. Multiple decoders (solid colors) vs single decoder (transparent colors): compar-
ison between accuracy in terms of mean intersection over union and frame per second.
Models have been trained jointly on Cityscapes and GTSDB and separately tested.
Circle dimension reflects the number of model parameter.

5.3 Impact of Pretraining

It is well known from semantic segmentation literature that the overall model
performance improves by adopting a pretrained encoder on Imagenet [8,10,15].
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Fig. 7. mIoU on different combinations train and test datasets. Lower bars represent
the non-pretrained baseline. Higher bars express the absolute gain when pretraining.

Input GUNet iGUM-Net Enet ESPNet ERFNet Edanet GT

Fig. 8. Sample images from Cityscapes (first row), GTSDB (second row) and Mapillary
Vistas (third row) datasets, together with their groundtruths.

For this reason, we want to investigate the impact of pretrained encoders on
our experimental setup. In Fig. 7 we show a comparison on the use of a pre-
trained encoder. As delineated in Fig. 7, the benefit obtained using the pre-
trained encoder is effective only in the experiments trained solely on Cityscapes
with an average increment in accuracy of 7%. On the contrary, models trained
on both the Cityscapes and GTDSB improve on average by 0.2 on Cityscapes
but decrease by −0.2 on GTSDB (Fig. 8).

6 Conclusions

We investigated a simple approach to train semantic segmentation CNNs on mul-
tiple datasets with heterogeneous groundtruths. We assessed the performance of
six efficient semantic segmentation networks trained with such approach. We
tracked the behavior of all models across different experiments with increased
training datasets. Experimental results shows that, by training on increasingly
large and diverse datasets, performance of all models decreases as a general
trend. These results show that, actual efficient models, are probably not able to
deal with more complex datasets and classes hierarchies. We also tested two dif-
ferent decoder variants to deal with multiple datasets and evaluated the impact
of pretraining on models performance. Results of these experiments suggest that
their influence on the overall pipeline is beneficial in terms of speed but not effec-
tive in terms of accuracy gain. As possible future work, it would be interesting
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to study the benefits and the drawbacks on the use of more complex architec-
tures. Future experiments will also investigate the different elements involved
in employing multiple heterogeneous datasets (e.g. diverse groundtruths, classes
and images distributions) in order to disentangle the contribution of each factor.
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Abstract. Image cropping is a common image editing task that aims
to improve the composition as well as the aesthetics of an image by
extracting well-composed sub-regions of the original image. For choosing
the “best” autocropping method it is therefore important to consider
on which datasets this method is validated and possibly trained. In this
work we conduct a detailed analysis of the main datasets in the state
of the art in terms of statistics, diversity and coverage of the selected
sub-regions, namely the ground-truth candidate views. An analysis of
how much semantics of ground-truth candidate views is preserved with
respect to original images and a comparison among dummy autocropping
solutions and state of the art methods is also presented and discussed.
Results show that each dataset models the cropping problem differently,
and in some cases very high performance can be reached by using a
dummy autocropping strategy.

Keywords: Autotagging · Dataset comparison · Evaluation

1 Introduction

Image cropping is an important step to improve the aesthetic quality of an
image. It can be used in many applications such as efficient image transmission,
image retargeting, or photo collages [1]. For choosing the “best” image cropping
method it is important to consider on which datasets this method is validated
and possibly trained. Computer Vision (CV) researchers benchmark algorithms
using public available datasets [11]. This practice allows to achieve quantitative
performance evaluation and comparison between algorithms as well as it helps
new researchers to get, in a short time, a clear view of the state of the art
performance. The availability of benchmark datasets is increasing in all the CV
domains ranging from object tracking [15] to object recognition [7]. Although
much effort has been made to enrich the number of available datasets, in contrast,
a little effort has been made to assess the quality of the available ones. Quality
is related to two aspects: (i) how much data are representative of the domain;
(ii) how much the ground-truth is consistent with the modeled problem.
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In this paper we provide a thorough analysis of datasets that are commonly
used for the benchmark of autocropping algorithms. In the last 10 years several
benchmark datasets have been proposed by the scientific community as well as
suitable measures to rank algorithms in terms of match between ground-truth
sub-region or sub-regions with the one or ones selected by the algorithm [2,
6,21,22]. Each dataset usually consists in a set of images and corresponding
cropped sub-region or sub-regions as selected by human subjects. In order to
evaluate the characteristic and effectiveness of the datasets in the literature, in
this paper, we analyze the most used datasets in terms of: (1) statistics of the
ground-truth, namely position, size and aspect-ratio of the candidate views; (2)
diversity and coverage of each candidate views with respect to the original image;
(3) performance evaluation and comparison with the state of the art of a dummy
solution that crops regions with area ranging from 100% to 10% of the image
area; (4) semantic analysis in terms of number of times a semantic concept is
preserved in ground-truth sub-regions with respect to original images.

2 Related Works

2.1 Datasets for Image Cropping Assessment

Many databases for the evaluation of image autocropping methods have been
proposed in the literature. Table 1 summarizes the available datasets. For each
dataset we report the number of images it contains, the number of views per
image i.e. the number of crops available for each image, the source of the images,
how the crops have been determined (either by human annotation, or by an
automatic procedure), who validated the crops i.e. if the human subjects were
experts in the field or not, whether the different views are ranked by preference,
and finally the corresponding reference where the dataset has been presented for
the first time. Briefly, the characteristics of the five datasets in Table 1 are the
following.

Table 1. Comparison of publicly available image cropping databases.

Dataset Images Views Source Crops Evaluation Ranking Ref

CPC 10, 797 24 Misc(a) Generated AMT workers Yes [21]

CUHK-ICD 950 3 CUHKPQ Human Experts No [22]

FCDB 348 1 Flickr Human AMT workers No [2]

FLMS 500 10 Flickr Human Experts No [6]

XPView 992 ≤ 23 Misc(b) Generated Experts Yes [21]
(a)AVA, MS-COCO, AADB, Places
(b)FCDB, CUHK-ICD, MS-COCO,...
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Comparative Photo Composition Database. The Comparative Photo Composi-
tion (CPC) database contains 10,797 images [21]. For each image, 24 candidate
views with 4 standard aspect-ratios have been pooled among candidates auto-
matically generated by exploiting existing re-composition and cropping algo-
rithms. Finally, the aforementioned candidate views have been ranked by 6
Amazon Mechanical Turk (AMT) workers. The source of the images is quite
diverse. It consists of a combination of images taken from different benchmark
datasets in the literature: AVA [16], MS-COCO [13], AADB [10] and the Places
dataset [24]. Most of the images contain two or more principal objects.

CUHK Image Cropping Database. The CUHK Image Cropping Database
(CUHK-ICD) is a collection of 950 images gathered from the CUHKPQ dataset
[22]. It contains seven classes of images, i.e. animal, architecture, human, land-
scape, night, plant and static. A cropped region is respectively annotated for each
image by three different professional photographers. The images are taken from
an existing image quality assessment dataset, the CUHKPQ dataset [18]. The
images are of varying aesthetic quality and are of different image categories.

Flickr Cropping Database. The Flickr Cropping database (FCDB) contains 1,743
non-iconic images gathered from Flickr [2]. The cropping annotation for each
image derives from the choices of four AMT workers who evaluated several can-
didate views manually drawn. 348 out of the 1,743 images are adopted as test
set and is the dataset’s cardinality reported in Table 1. Also, since there are no
multiple views for each image, and thus no ranking of different crops, in the
table the “Ranking” attribute is set to “No” for this dataset.

FLMS Database. The FLMS database consists of 500 images crawled from Flickr
[6]. These images have been selected for their imperfect composition and have
different contents. Each image is cropped by 10 expert users on AMT who passed
a strict qualification test. There is no ranking of the views. Each view is consid-
ered separately. No further details are provided in [6] about this dataset.

eXPert View Database. The eXPert View (XPView) database is a collection
of 992 images with dense compositions [21]. This dataset has been created by
the same authors of the CPC dataset in order to test their method on another,
unrelated dataset. The origin of the XPView is mixed with the images taken
from different sources. Specifically, the MS-COCO [13], the FCDB and CUHK-
ICD datasets, and other, unspecified, sources. The candidate views have been
generated as already described for the CPC dataset but with 8 diverse aspect-
ratios. In this case, the candidate views are annotated by three experts, and a
ranking of the views is provided. From the analysis of the dataset, each image
has up to 23 views.

2.2 Image Cropping Algorithms

The problem of automatic image cropping has been traditionally tackled by
designing ad-hoc algorithms based on different visual cues that are considered
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relevant. Many methods consider salient regions to guide the selection of the
important portion of the images. For example, in [4], depending on the image
contents, different cropping attributes are used such as faces, skin, saliency and
the image category itself. Another example is [14]. Visual composition, bound-
ary simplicity and content preservation are used in [6] as features to force a
cropped image to contain a salient object. Yan et al. [22] propose a method
for learning what features are important in a good crop among color, texture,
foreground, shape complexity, sharpness, saliency maps, segmented regions, per-
spective ration, and prominent lines.

Recently, another category of cropping algorithms has emerged that incor-
porate aesthetic cues as a feature in order to select the best cropping region. For
example, a Generative Adversarial Network is used in [5] with a discriminator
that attempts to distinguish images of poor and good aesthetic quality. Aesthetic
and gradient energy maps are used in [9] to learn a compositional model for the
best crop. The View Finding Network (VFN) [3] tries to correctly rank candidate
crops according to certain photographic guidelines learned on an aesthetically
annotated database. In [19,20] candidate crops are firstly generated and then
their aesthetic is assessed to generate the cropped image. A similar approach
based on aesthetic quality classification is the CNN-based Cascaded Cropping
Regression (CCR) method [8]. Li et al. [12] propose an Aesthetic Aware Rein-
forcement Learning (A2-RL) framework to sequentially search the best cropping
windows automatically generated by applying a set of cropping actions. Finally,
a fast View Proposal Net (VPN) is presented in [21], where a teacher network,
is used to teach the VPN (i.e. the student) to output the correct score rankings
for the crops.

3 Autocropping Ground-Truth: Candidate Views
Analysis

Figure 1 shows some sample images generated from each dataset with the corre-
sponding candidate views superimposed. For the CPC and the XPView datasets,
the views are ranked so greenish colors represent the best ranked views while
the reddish colors represent the worst ranked ones. As it can be seen, the views
selected for both the CPC and XPView have a high degree of variability with
the different views covering the most part of the original image. For the CUHK-
ICD, we can see that the three views mostly overlap although in some cases they
can be quite different (as in the case of the building and the cake). The single,
favorite, candidate view of the FCDB dataset covers the relevant object in the
image. Given the presence in the image of a single relevant subject, the images
themselves seem quite simple to crop. Finally, for the FLMS dataset, again, the
ten candidate views are quite diverse. For instance, the bounding boxes have
small overlaps. This could indicate that the ten experts have different personal
opinions about image aesthetics and composition. Following the above prelimi-
nary examination, we next analyze in details the five datasets, their annotations,
and provide some observations on their use for the evaluation of automatic crop-
ping algorithms.
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CPC

CUHK-ICD

FCDB

FLMS

XPView

Fig. 1. Sample images from the five cropping datasets. Superimposed are the crop
regions. For the CPC and the XPView datasets, reddish to greenish colors represent
ranked crops from worst to best. (Color figure online)
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Fig. 2. (Best viewed magnified.) Distribution of candidate views for each considered
dataset with respect to 13 aspect-ratios commonly used in digital photography (a).
Average error between aspect-ratios of the candidate views and closest standard aspect-
ratios for each database (b).

3.1 Diversity and Coverage

For each dataset, we quantitatively analyze several properties of candidate views.
Firstly, we investigate the aspect-ratio of the candidate views to understand how
much these differ from common aspect-ratios. We categorize candidate views
aspect-ratios into 13 common classes in still camera photography, namely 1:1, 5:4,
4:3, 3:2, 5:3, 16:9, 3:1 and their complementary versions (4:5, 3:4, 2:3, 3:5, 9:16,
and 1:3) [23]. Figure 2a shows the distribution of candidate views aspect-ratios
for each database. As it can be seen, the majority of candidate views for all the
datasets has a 16:9 aspect-ratio. CPC dataset candidate views equally distribute
among 1:1, 4:3, 16:9, and 3:4 aspect-ratios. The other datasets (CUHK-ICD,
FCDB, FLMS, and XPView) have a larger variety of candidate views aspect-
ratios. Figure 2b reports the error resulting from the categorization step, that
is the average distance between candidate views aspect-ratios and the closest
standard aspect-ratios for each dataset. The small error for the CPC dataset
is motivated by the fact that candidate views were also sampled from standard
aspect-ratios as described in Sect. 2.1. Instead, the error for the other datasets
is higher because candidate views have been freely chosen by humans.

Secondly, we consider the surface of all candidate windows for estimating
their diversity and also their coverage with respect to the surface of the whole
image. We scale the size of images as well as the corresponding candidate views
to the same fixed dimension, then the value of the pixel oij of the heatmap,
which represents the probability of being part of a candidate view, is obtained
as follows:

oij =
1
N

N∑

n=1

α(xij) α =

{
val, if xij ∈ Wn

0, otherwise
(1)
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where N is the total number of candidate views for all dataset samples, Wn

is the candidate n-th view and val corresponds to 1 for datasets that do not
provide the rank of candidate views, namely CUHK-ICD, FCDB, and FLMS
dataset. For CPC and XPView datasets, whose candidate views do not have
all the same relevance, val is equal to wn, where it represents the rank of the
n-th candidate view, normalized in the interval [0,1]. In Fig. 3 we display the
heatmaps for all the datasets. The heatmaps are normalized in the range [0,1],
where pixel value close to 1 means that there is a high probability that the
corresponding pixel belongs to a candidate view. The high energy in the center
of the heatmaps for all the datasets shows that many candidate views crop the
central region of the image. Moreover, we highlight that the energy is very high
for almost the entire surface of CUHK-ICD images, while it is lower in the edges
of the other datasets, in particular, those of the CPC and XPView. This means
that most of the CUHK-ICD candidate views cover almost the total surface of
the image, while the CPC and XPView candidate views are very different from
each other and focus on image regions much smaller than the entire surface. The
previous qualitative results are validated by quantitative analysis. Precisely, we
estimate the average percentage of candidate views coverage respect to the whole
image area. The values obtained for each photographer P of the CUHK-ICD
dataset correspond respectively to: 82.07 ± 14.74 for P1, 82.69 ± 17.89 for P2,
and 80.49 ± 16.76 for P3. For FCDB dataset, it is equal to 65.55 ± 16.64. The
percentage coverage obtained for the candidate views of the FLMS dataset is
58.59 ± 17.41. Finally, CPC and XPView datasets have similar statistics equal
respectively to 41.82 ± 16.95 and 43.68 ± 17.07.

CPC CUHK-ICD FCDB FLMS XPView

Fig. 3. Heatmaps showing the spatial coverage of all candidate views for each dataset.

Finally, we analyze the semantic of images and how the crop of candidate view
sub-regions alter it. To this end, we exploit the Hybrid-CNN [24], a CNN trained
using 3.5 million images for 1,183 categories, obtained by merging the scenes
categories from Places database [24] and the object categories from ImageNet
[17]. The table in Fig. 4a reports the percentage of times that the semantic
concept of an image is maintained in the crop obtained by applying the candidate
views. Figure 4b presents the distribution of semantic concepts on the images of
each dataset. We can see that the distributions are very spread across all the
categories and some peaks are present in correspondence of landscape concepts
like: promontory, lakeside, and valley.
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Fig. 4. Semantic analysis. Number of times semantic concept is preserved in candidate
views for each dataset (a). Distribution on the 1,365 semantic concepts of the Hybrid-
CNN for dataset images (b).

3.2 Performance Evaluation of Autocropping Algorithms

We measure the baseline by considering a dummy solution consisting of crops
sampled in different ways with a surface that covers the image area with decreas-
ing percentages from time to time. More in detail, we estimate the performance
by cropping regions keeping from 100% to 10% of the image area, and by aver-
aging the results of 100 iterations of random crops retaining from 100% to 10%
of the image area. The evaluation metrics commonly used for cropping perfor-
mance comparison are intersection-over-union (IoU) and boundary displacement
error (BDE).

Intersection-over-Union (IoU). The intersection-over-union (IoU), also referred
to as the Jaccard index, is essentially a method to quantify the percent overlap
between the ground-truth candidate view and the predicted crop. Given the area
of the ground-truth candidate view WGT and the area of the predicted crop W ,
the IoU is defined as follows:

IoU = (WGT ∩ W )/(WGT ∪ W ) (2)

Boundary Displacement Error (BDE). The boundary displacement error com-
putes the distance between the four edges of the ground-truth candidate view
and the corresponding edges of the predicted crop. By denoting the four edges
of the ground-truth candidate view and of the predicted view respectively as
BGT(l), BGT(r), BGT(t), BGT(b), and B(l), B(r), B(t), B(b). The BDE is esti-
mated as follows:

BDE =
∑

j={l,r,u,b}
|BGT(j) − B(j)|/4, (3)
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Fig. 5. IoU and BDE obtained by comparing ground-truth candidate views with
dummy central crops covering image areas from 100% to 10%.

Table 2. Comparison in terms of IoU and BDE respectively for CUHK-ICD, FCDB
and FLMS datasets. The ΔBest row reports the absolute error between the result (in
blue) of the best method in the state of the art and the best value (in magenta) among
the various scales of the dummy solution.

Method CUHK-ICD FCDB FLMS

P1 P2 P3

IoU BDE IoU BDE IoU BDE IoU BDE IoU BDE

VFN (2017) [3] 0.749 0.071 0.729 0.075 0.732 0.074 0.675 0.086 0.747 0.067

A2-RL (2018) [12] 0.802 0.052 0.796 0.053 0.790 0.053 0.663 0.089 0.820 –

ABP-AA (2017) [19] 0.813 0.030 0.806 0.032 0.816 0.032 – 0.810 0.057

AIC (2018) [20] 0.815 0.031 0.810 0.030 0.830 0.029 0.650 0.080 0.830 0.052

CCR (2018) [8] 0.850 0.032 0.837 0.033 0.828 0.035 – –

VPN (2018) [21] – – – 0.711 0.073 0.835 0.044

VEN (2018) [21] – – – 0.735 0.072 0.836 0.041

Dummy (100%) 0.823 0.046 0.830 0.046 0.808 0.050 0.636 0.100 0.586 0.116

Dummy (95%) 0.819 0.047 0.819 0.048 0.805 0.050 0.648 0.095 0.597 0.112

Dummy (85%) 0.798 0.052 0.778 0.058 0.778 0.058 0.661 0.089 0.615 0.104

ΔBest 0.027 0.015 0.007 0.016 0.022 0.021 0.074 0.017 0.221 0.063

Results. We collect performance for all the datasets at varying crop scales both
for the center and random dummy solutions: the two dummy solutions achieved
performance that is not significantly different. Figure 5 exhibits the IoU and the
BDE at varying center crop scales for each database. As it is possible to see, the
performance for the CUHK-ICD dataset is initially very high, both in terms of
IoU and BDE, and declines in an almost linear fashion as the surface covered
by the dummy crops decreases. Achieved results for FLMS and FCDB are linear
until scale 0.5 where they go down. Finally, performance is stably low for CPC
and XPView datasets. Table 2 shows comparison, in terms of IoU and BDE,
between several algorithms in the state of the art with the dummy solution. We
include CUHK-ICD, FCDB and FLMS because they are the datasets commonly
used for benchmarking cropping algorithms. From the table is clear that CCR
[8] and AIC [20] are the best methods in terms of IoU and BDE for the CUHK-
ICD dataset. However, the best dummy solution achieves, on the same dataset,
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an IoU that is about 2.7% lower and a BDE that is about 1.5% lower than the
best in the state of the art. This behavior can be explained by looking at the
heatmap of the CUHK-ICD dataset (see Fig. 3). The heatmap shows that the
ground-truth candidate views cover quite completely all the image. VEN [21]
algorithm is the best on FCDB and FLMS datasets. In the case of FCDB, the
best dummy solution achieves a performance that is 7.4% and 1.7%, in terms
of IoU and BDE, lower than the best in the state of the art. In the case of
FLMS, the best dummy solution achieves a performance that is 22.1% and 6.3%
lower than the best in the state of the art. FLMS dataset contains ground-truth
candidate views at aspect-ratios that are quite different from the common ones
(see Fig. 2b). Moreover, Fig. 3 shows that candidate views do not cover the entire
image.

4 Conclusions

In this work we conduct a detailed analysis of the main datasets in the state of
the art for the evaluation of autocropping methods in terms of statistics, diversity
and coverage of the ground-truth crops. Results show that each dataset models
the cropping problem differently. Moreover, CPC and XPView datasets consist of
very diverse candidate views, and most of the datasets do not consist of candidate
views having standard aspect-ratios. Comparison between state of the art and
dummy solutions show that, in case of the CUHK-ICD dataset, comparable
results with the best solution in state of the art can be reached by using a
dummy autocropping strategy that does not crop anything. Results obtained on
the FCDB and FLMS show that these datasets are more challenging and diverse,
with the dummy solutions performing worse than state of the art algorithms, and
thus making them more suitable for the evaluation of autocropping algorithms.
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Abstract. We address the task of image saliency estimation through
proper recombination of existing methods in the state of the art. We
define a general scheme, which we then specialize to perform dataset-
specific and image-specific recombination, based on either linear weight
regression, or method selection. The advantage of this approach lies in
the possibility of exploiting the different strengths of existing methods.
Experiments are conducted with both deep learning and hand-crafted
methods on a widely used dataset, using standard evaluation measures.
The proposed recombination strategy allows us to improve upon the
state of the art, by exploiting a linear combination of the saliency maps
produced by existing methods. We also show that image-specific combi-
nation and selection of saliency maps is limited by the apparent lack of
relevant information intrinsic in the image itself.

Keywords: Saliency estimation · Combining · Deep learning

1 Introduction

Saliency estimation refers to the localization of the areas in an image having
particular clue for a human observer, while salient object detection refers to the
detection and segmentation of the most salient objects in the scene. There is,
however, no consensus about the definition of “what saliency is” in the com-
munity. Multiple observers may consider salient different elements in the scene,
and some elements may be considered more salient than others depending on the
scene context and/or on the observer’s cultural background. This makes saliency
estimation an ill-posed problem [1,29]. This is also reflected by the many saliency
detection methods proposed in the literature. As demonstrated by the authors
in [6] and [10], there is no best overall saliency detection algorithm that is able
to achieve equally good results across different benchmark datasets. They ana-
lyze and benchmark many different saliency detection algorithms each based on
different assumptions, heuristics and features that can be either hand-crafted,
learned by Convolutional Neural Networks (CNN), or both.

Among the hand-crafted approaches is [17] that computes saliency from the
perspective of image reconstruction error of background images generated at dif-
ferent level of details. A graph-based manifold ranking is used in [30] to classify
superpixels into foreground and background regions. In [34] an image patch is
c© Springer Nature Switzerland AG 2019
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considered not salient if it is heavily connected to the image boundaries. Other
graph-based approaches are the ones presented in [11], and [2]. In [32] is pre-
sented a graph-based approach that exploits a fast Minimum Barrier Distance to
measure a pixel’s connectivity to the image boundary. In [7] the saliency of each
image region is carried out by simultaneously evaluating global contrast differ-
ences and spatial coherence with nearby regions. Color is used in [12] where the
saliency is based on a linear combination of high-dimensional color spaces. In
[22] global contrast, spatial sparsity, and object priors are integrated to estimate
the saliency of image regions. Finally, an approach based on multiple features
computed in a multi-level segmentation schema is presented in [26].

CNN-based approaches are able to process images extracting information
at different levels of details, and can automatically learn what is the relevant
information within an image given a specific task. For example, a multi-branch
approach is proposed in [33] and [15], processing the image at a different level
of details. In [16] the image is analyzed to produce pixel-level and super-pixel
level segmentation maps that are then fused together, while a multi-task learn-
ing scheme based on saliency and segmentation is used in [18]. In [19] it is
designed a novel network architecture that works in a global-to-local manner to
improve saliency detection performance. In [14] both low level and high level
features are exploited in a unified deep learning approach. A CNN is used in
[31] as an embedding function to map pixels and their attributes to classify
them as salient/background. Using different layers in the neural architecture
provides multi-scale feature maps that can be exploited for an efficient salient
object detection. Example of algorithms using this approach are [10], and [3].
Recurrent network architectures can effectively help reducing prediction errors
by iteratively integrating contextual information which is important for saliency
detection. To this end, recurrent convolutional networks are used to refine the
saliency map by correcting errors during the learning process [20,27,28].

2 Proposed Approach to Saliency Estimation

Our approach to saliency estimation is based on the analysis, selection, and
combination of existing saliency estimation methods.

Given an input image i ∈ I, and a set Si = {si,m : m ∈ M} of saliency
predictions produced by |M | existing saliency estimation methods, we construct
a novel saliency map ŝi by linear combination:

ŝi =

( ∑
m∈M

wi,m · si,m

)
≥ T (1)

where wi,m ∈ R, and T = 0.5. Imposing a threshold T on the predictions even-
tually produces a binary estimation of image saliency, which has been shown to
positively affect standard measures [3].

We introduce various additional constraints into Eq. 1, that allow us to frame
the problem in terms of either combination of saliency methods, or selection of
saliency methods.
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2.1 Combination of Saliency Methods

Equation 1 is formulated in terms of linear combination of weights. A Convolu-
tional Neural Network (CNN) is trained to generate the proper set of weights by
processing either the RGB image itself, or the related existing saliency estima-
tions. To this extent, preliminary investigation led to the adoption of a ResNet-18
[9], trained with the objective of reproducing the ground truth saliency maps.
The hard threshold T cannot be directly applied during the training process, as
its non-differentiability would compromise the gradient backpropagation. It has
been instead replaced, at training-time only, with a soft threshold implemented
through a steep sigmoid function. On top of this solution, we experiment with
further constraints:

1. We impose a fixed set of weights for all images:

wi,m = wj,m, ∀i, j ∈ I (2)

In this case, the weights will be optimized globally on the defined training
set, instead of learning to infer them from each RGB image.

2. We limit the linear combination to M (N), defined as the subset of the N
best-performing methods. That is:

wi,m = 0, ∀m ∈ M \ M (N) (3)

2.2 Selection of Saliency Methods

The weight-regression problem defined in the previous sections can be reformu-
lated as a classification task:∑

m∈M

wi,m = 1, wi,m ∈ {0, 1} (4)

To this extent, a CNN is trained with the objective of selecting, for each
image, the best performing method. In this case, the model is trained with a
softmax cross-entropy loss, comparing the performed selection with the defined
best method. The ground truth best method can be determined as the one with
the best performance evaluated with standard measures (see Sect. 3.1). The input
to the neural model can either be the RGB image itself, or the related existing
saliency maps.

Existing literature covers this classification-oriented view of the problem as
an Ensamble Dictionary Learning task (EDL) [35]. Here we focus on whole-image
selection of more-recently developed methods for saliency estimation.

3 Experimental Results

In this section we present the experimental setup, along with results obtained
on saliency estimation with the proposed combination and selection of existing
solutions.
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3.1 Experimental Setup

State of the art methods for saliency estimation are often published along with
the corresponding predictions on standard datasets. The most popular ones are
the MSRAB dataset [21] and the related MSRA10K dataset [7]. In order to setup
a common dataset among all algorithms exploited in this paper, we defined
the MSRAB Validation Subset (366 images) and MSRAB Test Subset (1516
images), as the intersection between the original splits of MSRAB and the entire
MSRA10K dataset. For the optimization of a fixed set of weights, we train on the
MSRAB Validation Subset and evaluate on the MSRAB Test Subset. To learn
the more complex image-specific models, instead, we train on a combination
of existing datasets for saliency estimation from [3], and also evaluate on the
MSRAB Test Subset. Following [10], evaluation is performed in terms of both
MAE and Fβ :

MAE =
1
|I|

∑
i∈I

1
|C|

∑
c∈C

|PRi,c − GTi,c| (5)

Fβ=
√
0.3 = max

t∈T

(
1 + β2

)
1

|I|
∑

i∈I Precisioni(t) · 1
|I|

∑
i∈I Recalli(t)

β2 · 1
|I|

∑
i∈I Precisioni(t) + 1

|I|
∑

i∈I Recalli(t)
(6)

where I is the set of images, C the set of coordinates for every given image,
and T the set of possible thresholds. PR and GT are, respectively, the saliency
prediction and ground truth. Expansion of Precision and Recall is here omitted
for brevity reasons. A mixture measure can also be defined as the average of the
complemented rescaled MAE, and the rescaled Fβ :

mixi,m =
(
1 − normMAE

i,m

)
+ norm

Fβ

i,m (7)

where:

normx
i,m =

xi,m − minm∈M (xi,m)
maxm∈M (xi,m) − minm∈M (xi,m)

(8)

In this work we considered a total of 20 saliency estimation algorithms: ten
hand-crafted, and ten deep-based. For the hand-crafted ones we analyzed SC
[33], DHS [19], MDF [15], ELD [14], DS [18], DCL [16], RFCN [27], DRCN [20],
DSS [10], and MFCN [3]. For the had-crafted algorithms, we considered GMR
[30], DSR [17], MC [11], ST [22], RBD [34], EQC [2], MB+ [32], RC [7], HDCT
[12], and RFI [26].

3.2 Dataset Content Analysis

Before evaluating the combination strategies, we investigated if there is any
connection between image content and best performing algorithm. The first col-
umn in Table 1 shows a priori probabilities of each method (belonging to either
the deep learning, or hand-crafted family) being the best one for the analyzed
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Table 1. A priori and conditioned probabilities of different methods (M) given a
certain type of content (belonging to either C1 and C2). Algorithms are sorted in
descending order by the mixture measure defined in Eq. 7.

Method P (M) P (M|C1) P (M|C2)

Object Scene/in Scene/out No-people People

Deep learning (DL) DHS [19] 0.553 0.517 0.709 0.593 0.553 0.553

ELD [14] 0.193 0.249 0.109 0.117 0.206 0.142

DSS [10] 0.144 0.118 0.073 0.190 0.130 0.198

RFCN [27] 0.012 0.018 0.000 0.003 0.013 0.006

DCL [16] 0.046 0.038 0.036 0.059 0.044 0.053

DS [18] 0.003 0.002 0.018 0.002 0.003 0.003

MFCN [3] 0.007 0.008 0.000 0.005 0.006 0.009

SC [33] 0.001 0.002 0.000 0.000 0.002 0.000

MDF [15] 0.033 0.041 0.055 0.019 0.037 0.019

DRCN [20] 0.008 0.006 0.000 0.012 0.006 0.016

Hand-crafted (HC) EQC [2] 0.201 0.193 0.200 0.214 0.216 0.145

DRFI [26] 0.119 0.104 0.127 0.139 0.114 0.138

ST [22] 0.171 0.159 0.200 0.185 0.169 0.179

MB+ [32] 0.108 0.097 0.091 0.126 0.105 0.119

RBD [34] 0.113 0.139 0.055 0.080 0.119 0.088

GMR [30] 0.123 0.148 0.182 0.081 0.125 0.116

DSR [17] 0.068 0.057 0.073 0.083 0.063 0.085

RC [7] 0.030 0.026 0.000 0.039 0.028 0.041

MC [11] 0.035 0.052 0.018 0.012 0.040 0.016

HDCT [12] 0.032 0.024 0.055 0.041 0.021 0.072

dataset. We can see how these distributions change when conditioned on two
types of image content: the first conditioning (C1) partitions the possible subjects
into “object”, “scene (indoor)”, and “scene (outdoor)”. The second conditioning
(C2) considers the presence or absence of people in the image. We observe little
impact on the probability distribution over M with or without different types of
conditioning. This suggests little to no connection between the considered image
content and best performing method.

3.3 Combination of Saliency Methods

The first experiment consists in determining a set of linear combination weights
specific for each input image. This has been dealt with by defining a CNN that
predicts the linear weights as a function of either the RGB image itself, or the
saliency estimation maps produced by existing saliency estimation methods.

The second experiment consists in evaluating a dataset-specific weights com-
bination instead of image-specific ones. In order to do this, we optimize a fixed
set of weights in Eq. 1 to be applied for all the images. As shown in the third and
fourth rows of Table 2, for this experiment the best results were obtained on deep
learning methods using as input the RGB images, producing 0.0253 MAE and
0.9418 Fβ . These values represent an improvement with respect to the reported
baselines in the first and second rows of Table 2: best single method and com-
bination with uniform weights. The best single method refers, respectively, to
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Table 2. Performance obtained with method combination on the MSRAB Test Subset.

Deep learning (DL) Hand-crafted (HC)

MAE Fβ MAE Fβ

Single best method (DHS [19] and EQC [2]) 0.0275 0.9365 0.0927 0.8365

Uniform weights 0.0265 0.9407 0.0715 0.8803

Image-specific weights (from RGB) 0.0253 0.9418 0.0601 0.8928

Image-specific weights (from saliency) 0.0254 0.9426 0.0590 0.8953

Dataset-specific weights (fixed) 0.0242 0.9445 0.0528 0.8887

DHS for deep learning solutions and EQC for what concerns hand-crafted algo-
rithms. The fixed weights optimization allowed reaching 0.242 MAE and 0.9445
Fβ on deep learning methods, compared to the best single-method DHS (0.0275
MAE and 0.9365 Fβ). Significant improvements are also observed on hand-
crafted methods, although the obtained performance does not reach the level of
deep learning solutions. As a general observation, the simpler fixed-weights setup
appears to outperform the generation of image-specific weights. We hypothesize
that the RGB images do not contain enough information to provide the necessary
nuanced image-specific sets of weights.

To further explore the promising fixed-weights setup, we optimize on a
varying subset of saliency estimation methods. Figure 1 shows the performance
obtained, in terms of MAE and Fβ , by imposing zero weights on all but the
first N best performing methods, as ordered as in Table 1. As a comparison,
uniform weights are also reported. It can be seen that introducing more than
four best-performing methods in a uniform-weight linear combination, deterio-
rates the overall performance. This is especially evident for what concerns the
deep learning methods (sub-figures (a) and (b)). Corroborating this observation,
the improvement introduced by proper weight optimization on less performing
methods appears to be negligible. Notice that the curve trend on the training set
is not strictly decreasing due to the optimization being guided by a mixture of
the two metrics, and due to the randomness of the mini-batch training process.

3.4 Selection of Saliency Methods

In this Section, we present an analysis on image-specific selection of saliency
estimation methods. To this extent, Table 3 offers several baselines: uniform
sampling is a purely random selection of the input saliency estimation method,
while prior sampling takes into account the a priori probability of each method
being the best solution on the MSRAB Test Subset. It should be noted that
the prior sampling under-performs with respect to the best single method, due
to the adopted metrics not being directly related to classification accuracy. An
ideal oracle could be based on MAE, Fβ , or a mix of the two measures, as
shown in rows four to six in Table 3, reaching in the best scenario 0.0200 MAE
and 0.9553 Fβ for deep learning methods. These values can therefore be consid-
ered the upper-bound of any solution for automated selection of image-specific
saliency estimation methods.
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Fig. 1. Performance of fixed weights on the MSRAB Validation Subset and Test Sub-
set, obtained by optimizing on only the first N best performing saliency estimation
methods.

For this experiment, a CNN has been trained with the task of replicating the
effect of each mix-based oracle, in selecting the best saliency estimation method
for each specific image, based on a processing of the RGB image or the existing
saliency estimation maps. The results reported in the last two rows of Table 3
show that, for deep learning solutions, only a small improvement over the best
single method can be obtained by analyzing the available saliency maps, while
the RGB images do not contain enough information to perform the task. This
is in line with what has already been observed for methods combination. In the
case of hand-crafted methods, the results obtained by the trained neural models
outperform all reported baselines (Fig. 2).

3.5 Embedding Analysis

In this section we want to assess if indeed the RGB images contain enough
information to capture the necessary nuanced for the optimization of image-
specific weights (Sect. 3.3) or to predict the best method to apply (Sect. 3.4). To
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Input
(a)

GT
(b)

Best
single
method

(c)

Ours
(fixed

weights)
(d)

Fig. 2. Visual results of our approach to combination of saliency estimation maps. Rows
(a) and (b) show, respectively, the starting image and the corresponding ground truth
annotation. Row (c) is the best single method solution. Row (d) is our fixed-weight
optimization.

Table 3. Performance obtained with method selection on the MSRAB Test Subset.

Deep learning (DL) Hand-crafted (HC)

MAE Fβ MAE Fβ

Single best method (DHS [19] and EQC [2]) 0.0275 0.9365 0.0927 0.8365

Uniform sampling 0.0734 0.8632 0.0889 0.8406

Prior sampling 0.0355 0.9213 0.0863 0.8444

Oracle (MAE) 0.0173 0.9538 0.0473 0.9105

Oracle (Fβ) 0.0200 0.9521 0.0610 0.8997

Oracle (mix) 0.0175 0.9553 0.0465 0.9171

Image-specific selection (from RGB) 0.0298 0.9319 0.0795 0.8565

Image-specific selection (from saliency) 0.0270 0.9368 0.0835 0.8524

this end, we extract a set of features that describe images from different points

Table 4. 1-NN classification performance of the different features considered.

Features Accuracy (macro) Accuracy (micro)

Single best method (DHS [19]) 0.4677 0.1000

RGB 0.2863 0.1066

RGB histogram 0.2850 0.1060

LBP 0.2876 0.1206

HOG 0.2559 0.0945

AlexNet 0.3008 0.1209

Inception-ResNet-v2 0.3047 0.1200
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of view: simple RGB statistics (channel average and standard deviation), RGB
histograms (concatenation of the channel histograms each with 16 bins), LBP
[24], HOG [8], CNN features from two models trained on ImageNet: AlexNet
[13], chosen for its popularity, and Inception-ResNet-v2 [25], chosen for its good
balance between accuracy and number of operations [4]. Further experiments
might also take into account local descriptors [5]. The analysis is performed by
creating 2D projections of each feature with t-SNE [23]. The projections are
reported in Fig. 3. Each point represents the projection of a feature extracted
from one image, and its color corresponds to the best method for that given
image. From the projections it is possible to notice that for certain features some
clusters emerge. In the ideal case, an informative feature, would create a separate
cluster for each method. In order to measure the purity of the clusters created, we
perform a 1-NN classification on each feature. The classification results in terms
of both macro-averaged and micro-averaged accuracy are reported in Table 4. As
a further comparison, we also add the performance of the classifiers that always
predicts to use the global best method (i.e. DHS). From the results reported it
is possible to notice that the best results are obtained by the CNN features, but
that the results are very low, suggesting a large impurity in the clusters thus
enforcing the hypothesis that the RGB images do not contain enough information
(or do not provide suitable information) to perform this task.

RGB RGB histogram LBP

HOG AlexNet Inception-ResNet-v2

Fig. 3. 2D t-SNE [23] projections of each feature considered. (Color figure online)
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4 Conclusions

By considering all the different rationales in existing saliency estimation algo-
rithms, and their diverse levels of performance, we define a general scheme for
saliency estimation through proper recombination of existing methods in the
state of the art. The advantage of this approach lies in the possibility of exploiting
the different strengths of existing methods. We treat the combination problem
as either linear weight regression, or method selection. We are able to improve
performance on the state of the art by optimizing a linear combination over
a subset of saliency estimation method. Several attempts at producing image-
specific combination resulted in sub-optimal results. Further analysis showed the
apparent non-correlation between image content and best performing saliency
estimation algorithm for both the combination and selection tasks.
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Abstract. The work presented in this paper aims to investigate the
effect of pre-processing on image classification by using CNN pre-trained
models. By considering how different quality factors of the input images
affect the performances of a CNN based classifier, we propose a pre-
processing pipeline (i.e., padding) that is able to improve the classifica-
tion of the model on challenging images. The presented study allows to
improve the performances by only acting on the input images, instead
of re-training the model or augmenting the number of CNN’s parame-
ters. This finds very practical applications, since such model adaptation
requires high amounts of labelled data and computational costs.

Keywords: Image preprocessing · Padding · Convolutional ·
Neural network

1 Introduction

In this paper, we investigated the impact of three different padding strategies
in the usage of pre-trained Convolutional Neural Networks (CNNs) for the task
of image classification. CNNs play a central role in Computer Vision since 2012,
when AlexNet [5] dramatically decreased the state-of-the-art error rate in the
ImageNet Large Scale Visual Recognition Challenge (ILSVRC) [9]. From that
on, innovative and increasingly complex architectures have been proposed year
by year with the aim to further improve the performances.

CNNs usually require a fixed size for the input images. Typical input sizes for
a CNN are 224 × 224 [5] or 299 × 299 [10]. When training a CNN, the scale invari-
ance is usually addressed by changing the input scale and presenting cropped
version of the variable size image to the network. This is usually done by consid-
ering very high quality images containing only one subject related to the image
class. However, in real-case scenarios, images are acquired in very low quality
conditions depending on the device’s settings and environment conditions such
as distance and target’s pose. Typical example tasks are licence plate recogni-
tion from street surveillance cameras and low-resolution target recognition [3].
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In these contexts, a previously trained CNN on high quality images would not
be able to adapt to real image domain [8]. Usually, when the input image has a
resolution lower than the network input size, the image is padded with zero or
an up-scaling of the image is performed (i.e., interpolation). Image resizing faces
an amount of issues, indeed, downscaling causes loosing of information, whereas
upscaling introduces a sort of “structured” noise to the input image. Saliency
based seam carving [1] might be a effective approach to preserve the salient image
information but it requires additional time and computational efforts. Moreover,
is not possible to detect in a deterministic way regions of the background are
not exploited by the CNN to perform the prediction (e.g., subject’s context).

Only few works investigated image pre-processing approaches to improve the
CNN classification results. The work in [7] evaluated different pre-processing
strategies for CNN inputs, namely Mean Normalization, Standardization and
Zero Component Analysis. The authors of [6] performed successful pre-processing
studies on histopathological images. However, in both works, the model needs to
be trained with the new pre-processed images to achieve performance improve-
ments. The work in [4] evaluated several CNN models by degrading images with
blurring, adding noise, reducing contrast and JEPG compression. Improvements
can be further provided by data augmentation techniques [2]. Previous works
on the evaluation of the effect of input image resolution in CNNs shown that
the performances are stable for mid-resolution images, but there is a drop in
performances when decreasing image resolution at 50 × 50 pixels [3] (i.e., critical
resolution).

In the proposed work, we first show how input image quality factors affect
CNN performances. Then, for very low resolution images, we evaluate the effect
of three padding strategies. The achieved results show that is possible to improve
the classification performances on low quality images by applying proper padding
strategies, without editing the architecture structure nor performing fine-tuning
on the new image domain.

2 Proposed Approach

Figure 1 shows the proposed evaluation pipeline. The input image is first trans-
formed by applying the padding. Then, for each resulting image, three images
with resolution 500× 500, 100 × 100 and 70 × 70 are generated. In order to pro-
cess such images by the pre-trained CNN, they need to be resized to the input
resolution of the CNN (i.e., 299× 299). Therefore, the images with resolution
500 × 500 are downscaled by sampling, whereas images with lower resolution
(i.e., 100 × 100 and 70 × 70) are scaled-up by interpolation. In our experiments,
we evaluated the classification accuracy on very low resolution images of the
pre-trained CNN named InceptionV3 [10], which input resolution is 299× 299
(see Fig. 1). A schema of the eight resulting padding patches, after the original
image is centered in the padding area is shown in Fig. 2.

We evaluated the following padding strategies:
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Fig. 1. Proposed pipeline: the low resolution input images are first padded by using
one of the three proposed strategies, then different resolutions of the padded images
are generated. The images with resolution higher than the input size of the employed
CNN (i.e, 299× 299) are downscaled, whereas the other images are resized by interpo-
lating pixels. The resulting 299× 299 images are then fed to the pre-trained CNN for
evaluation.

Fig. 2. Overall schema of the eight image patches that can be treated differently based
on the padding strategy.

– Constant Padding: the image is surrounded by a constant value padding
(see Fig. 1 (a)). In our experiments we filled the padding area with all 0;

– Edge Padding: in this case, the edge pixels (i.e., top/bottom rows and
left/right columns) of the original image are repeated along the related direc-
tion (see Fig. 1(b)). The patch P2 is filled by repeating the top pixel row of
the image, patch P7 with the bottom row, patch P4 with the most left column
and patch P5 with the most right column. P1, P3, P6 and P8 are defined by
repeating the value of the top-left, top-right, bottom-left and bottom-right
corner pixel of the image respectively;

– Mirror Padding: in this case each row/column is padded with the wrap
of the corresponding vector along the axis. The first values are used to pad
the end, and the end values are used to pad the beginning (see Fig. 1(c)).
Therefore, for instance, the left part of the image is mirrored in P5, whereas
the right part of the image is mirrored in P4 (see Fig. 2).
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Fig. 3. Data augmentation performances by varying the input image resolution and
color-space in terms of Average Confidence (first column), Top1-Accuracy (second col-
umn) and Top5-Accuracy (third column). (Color figure online)

Fig. 4. Performances by varying the input image resolution and color-space in terms
of Average Confidence (first column), Top1-Accuracy (second column) and Top5-
Accuracy (third column). (Color figure online)

The images lose their information when resolution or color space reduced.
In order to quantitatively analyze the information lost, we evaluate the CNN
performance by image downscaling as well as changing color space from the
RGB to grey scale. These two approaches along with the data augmentation
method [10] compared in Fig. 3. In order to assess the improvements provided
by the proposed pre-processing approaches, we also performed experiments with-
out applying padding as our baseline, by just resizing the input low resolution
image to the CNN input size (i.e., 299 × 299). In the following, we refer to this
baseline experimental setting as “interpolation” for which bilinear method has
been implemented.

The classification results have been evaluated considering the Top-1 and Top-
5 accuracy, as well as the classifier average confidence. In particular, the average
confidence is the mean probability assigned by the CNN classifier to the correct
class label (i.e., class confidence). This measure is useful to assess the confidence
of a model with respect to the correct class. Indeed, considering only the topk
highest probability outputs give an indication about the capability of the model
to classify. With this metric we want to measure the confidence of the model in
assigning the right class. In other words, we are interested in measuring what
is the probability score by which the model would assign the input to the right
class, beside the general classification capability.
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Fig. 5. Experimental results in terms of Average Confidence, Top1-Accuracy and Top5-
Accuracy by varying the padding stride (i.e., step size). For each plot, the results
obtained by the three evaluated padding approaches and the interpolation are com-
pared.

3 Experiments and Results

In our experiments we considered three different image datasets and the Incep-
tionV3 CNN model [10] previously trained on ImageNet.

3.1 Problem Exploration

We first performed some preliminary experiments aimed to assess how the
quality of the input images, in terms of resolution and color-space (i.e., RGB
or grayscale), affects the CNN classification results. To this aim, we tested
the model performances on a dataset of Flickr images depicting the image of
an “apple”. Specifically, we downloaded 100 RGB images related to the cate-
gory “granny smith” with resolution higher than 500× 500. Figure 3 shows the
results related to the top-5 considered resolutions, ranging from 500× 500 to
300 × 300 pixels, whereas the Fig. 4 shows the results obtained with low resolu-
tion images (i.e., images with resolution lower than the CNN input size). Before
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the image is fed to the CNN, a cropping or downscaling is applied to fit the CNN
input size. The cropping techniques we borrowed from [10] “google crop”. Google
crop is used in Inception architecture regarding as one of the data augmentation
approach. In the experiment, we adopted a less aggressive cropping approach
than that of [10]. In fact, we resize the image to lower scales whereas the short
width or length is 500, 400, 350 and 300 shown in Fig. 3, in the meanwhile, we
take the squared image from left (top), center and right (bottom) in case of
landscape (portrait) images. For each squared image, 4 corners along with the
center area have been cropped by 299 × 299 size as well as squared image itself.
We also take into account the mirror version and it has 3 × 6× 2 =36 augmented
images per each of original image. As we expected, the model performs better on
RGB images, as it is able to exploit the additional information provided by col-
ors. Moreover, we see in Fig. 3 data augmentation only provides a improvement
with top-5 accuracy results, as to the top-1 accuracy and confidence, the RGB
space difference is fairly small. The google crop has its ability to slightly improve
the distortion problem when we simply resize the image to squared input image
size to 299 × 299. However, it requires higher image dimension (height or width)
to crop, which means the image should contain more information. While the
image size less than the CNN input size 299 × 299, the information is hardly
to recover as when we have larger dimension image to crop in order to fit the
CNN input size. We see in Figure 3, in the image size of resized to 300, the
performance is comparable with the downscale approach. Then we downscale
the image size as well as interpolate it to the 299 × 299, the CNN accuracy and
confidence get worse correspondingly. Figure 4 shows that there is a progressive
decrease in performances when the image resolution is reduced, with a drop at
50 × 50. The results obtained in the above described experiments show that the
resolution of the original image is a crucial factor for the model performances,
and that the most challenging scenario occurs with gray 50 × 50 images. The
aim of the above exploratory experiments was to find the input image quality
factor that are critical for CNNs. Our pipeline is hence aimed to stress the CNN
classification by tuning the input quality in several ways.

3.2 Image Padding

The second part of evaluation is devoted to assess the effect of the proposed
pre-processing pipeline (Fig. 1), based on several padding approaches, to the
model performances. In addition to the above described Flickr images, we con-
sidered other two datasets: a subset of ImageNet including ∼10K images related
to 5 classes (i.e., jelly fish, electric guitar, steel bridge, acoustic guitar, fish),
and 500 images from CIFAR100 related to 5 classes (i.e., clock, keyboard, lamp,
telephone, television). In particular, considering the results obtained in the pre-
liminary exploration of the problem, we considered only gray images with reso-
lution 50× 50 (i.e., Flickr and ImageNet) or 32 × 32 (i.e., CIFAR100). Figure 5
shows the results obtained by the proposed pipeline considering different values
of padding stride (i.e., step size) from a minimum of 2 to a maximum equal
to the double of the original image dimension (i.e, 100 or 64 pixels). Each plot
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compares the three padding approaches and interpolation as the baseline. In
the experiments on Flickr dataset, the mirror padding with a padding stride
between 15 and 50 pixels allows an improvement in the CNN classification per-
formances with respect to the classic approach (i.e., interpolation) considering
either the Average Confidence, the Top-1 and the Top-5 accuracy. Intrinsically,
the Flickr dataset are made of a swarm of apples that make sense on mirror
padding better than others. We also observe on ImageNet the object dupli-
cated has excellent performance by mirror padding such as jellyfish, while in
the scenario of outdoor, small stride edge padding makes sense because it has
ability to limit the prediction on outdoor images. Constant padding seems as
the traditional method extracting image edge outperform the interpolation as
well. However, the padding size also affect the performance which means the
large padding stride conduct the saliency vanishing and small one will not be
so helpfully effect the image. In particular, the best results have been obtained
with padding stride equal to 25 in ImageNet, 16 in cifar-100 that the window
approximately half of image size. In this setting, the proposed method is able
to more than double the performances in terms of Top1-Accuracy, as well as to
achieve an improvement of 4% for both Average Confidence and Top5-Accuracy.
A possible reason is that the mirror padding produces a periodic redundancy
that allows the neurons related to the correct classification to be activated even
though the low quality of the input image (i.e., 50× 50 gray image). The exper-
imental results on larger datasets considering more classes (i.e., CIFAR100 and
Imagenet) show that also the constant and edge padding outperform the baseline
method for a range of padding stride values. In all the experiments we observed
that when the padding stride is over the input dimension (i.e., 50 or 32) the
performances have a sharp drop (see Fig. 5).

4 Conclusions and Future Works

In this study we have investigated various image pre-processing approaches with
the aim of improving the classification performances using pre-trained CNN
classifiers. First, we have experimentally studied the effects of several qualitative
image factors on the classification performances, including image resolution and
color-space. Then, we have evaluated three different padding strategies, for a
specific challenging scenario. The experiment results show that a padding with a
stride size set with a value close to the half of the image dimension improves the
performance and, in some cases, allows to double the classification accuracy with
respect to the standard pipeline. Results and insights achieved by the presented
study have an impact on all the scientific works and applications aimed to employ
CNNs on real-case input images characterized by very low quality, or when the
adaptation of the model to a specific domain is not possible. If we evaluate the
effects of this approach only on pre-trained models, the proposed method can
be easily applied to improve the performances of CNNs trained classifiers from
scratch. Further efforts will be employed toward this direction. In future works,
we will extend the experiments to a larger number of pre-processing approaches,
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as well as several CNN models. We will continue to work understand how padding
strategies produce proper redundancy patterns that are exploited by CNNs to
accomplish the classification task. Furthermore, we will evaluate the proposed
pipeline on a challenging scenario concerning real-case low quality images, such
as license plate classification from surveillance images.
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addition, the image quality of the morphed face images produced with
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1 Introduction

Recently, automated face recognition systems (FRSs) are increasingly being used
in different application scenarios, such as mobile device authentication or Auto-
mated Border Control (ABC). This wide spread deployment makes them attrac-
tive for attacks. In particular, their expected robustness to different environmen-
tal and user-specific conditions, e.g. varying illumination and subject poses, and
the widespread use of deep neural networks in FRS has been found to increase
their vulnerability against presentation attacks [14]. In this context, face mor-
phing attacks have attracted notable interest from the research community in
the recent past.

Ferrara et al. [6] unleashed the vulnerability of FRSs against attacks based
on morphed face images, which can be introduced in the issuance process of elec-
tronic travel documents due to security gaps. They compared morphed images
with images of the original subjects using two commercial face recognition solu-
tions, and concluded with the high vulnerability of face recognition to such
attacks. Further studies considered the human expert vulnerability to morphed
face images when comparing faces [7,20]. They found out that human experts
fails most of the times in detecting morphing attacks.

Different solutions were developed to detect face morphing attacks.
Ramachandra et al. [19] were first to propose the automated detection of mor-
phed face images. They applied local image descriptors such as the Binarised
Statistical Image Features (BSIF) that capture textural properties of the image,
which are later classified using a Support Vector Machine (SVM). Later works
looked into using convolutional neural network(CNN) based features [18], image
quality measures [16], the effect of printing and re-scanning the images [23],
and differences between triangulating and averaging the facial landmarks on the
detection [17]. Recent works by Debiasi et al. [4] propose to exploit the Photo
Response Non-Uniformity (PRNU) of an image sensor to detect morphed face
images, which is a widely used tool in the field of Digital Image Forensics (e.g.
image forgery detection).

A standardised manner to evaluate the vulnerability of biometric systems
to morphing attacks was recently proposed by Scherhag et al. [22]. A recent
work by Ferrara et al. [8] viewed the morphing attack detection problem from a
different perspective by proposing an approach to revert the morphed face image
(demorph) enough to reveal the identity of the legitimate document owner, given
a bona fide capture.

Other works considered that it might be possible in practice to use a live
probe image along with the investigated image to detect a morphing attacks.
This was done either by looking at the differential vector between both images
[24], analysing the absolute distances and angles of the landmarks in both images
[21], analysing the directed distances between these landmarks [1], or using the
live probe image for demorphing [8]. The mentioned works so far developed
and evaluated their approaches based on morphing attacks databases that were
created based on facial landmarks.
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Recently, a work by Damer et al. [2] proposed a new possibility of morphing
attacks. They built their solution on generative adversarial networks (MorGAN).
They morphed the latent representation of the morphed images and generated
the morphing attacks based on that morphed latent vector. These morphing
attacks proved to be hard to detect in the cases where they were not considered
in the training process of the morphing detector [2].

The work presented in this paper aims at evaluating the detectability of
LMA- and GAN-based morphed face images in different attack scenarios (known
and unknown attacks) using several state-of-the-art morph detectors based on
different features. The experimental evaluation performed in this work gives a
preliminary outlook on the detectability future face morphing attacks. These
attacks might include novel morphing strategies such as GANs for face morph
generation, where it is not clear how the morph detection performance is affected
by the artefacts that they introduce. For example, it is not clear if the properties
of the image’s PRNU are preserved in morphed images generated using a GAN-
based approach or if the properties are altered, which has a decisive impact on
the detection performance of PRNU-based morph detection approaches. Further-
more, this work also includes an image quality assessment of morphed face images
generated using the MorGAN approach compared to classical LMA morphs.

The paper is organised as follows: the MorGAN approach and data set are
described in Sect. 2. The image quality assessment of the generated MorGAN
images is reported in Sect. 3, while the experimental setup and investigated state-
of-the-art morph detectors are described in Sect. 4. The experimental results are
reported and discussed in Sect. 5 and the paper is concluded in Sect. 6.

Fig. 1. Examples of the used morphing attacks, both the MorGAN and LMA. Original
reference images are on the right and left.

2 MorGAN Dataset

A database containing attacks created by the conventional landmark-based mor-
phing technique, as well as the recently MorGAN-based approach, is used in this
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work. This allows the evaluation of detection performance of known and unknown
attacks of the investigated morph detection approaches.

The database is based on recent work by Damer et al. [2] foreseeing using
GANs to create morphing attacks and built on the CelebA [12] data set.

The MorGAN database contains a total of 1500 bona fide references, 1500
bona fide probes, 1000 LMA morphing attacks, and 1000 MorGAN morphing
attacks. The database is split into disjoint (identity and image) and equal train
and test sets, each including 750 bona fide references, 750 bona fide probes, and
500 attack images from each of both attack types (LMA and GAN). Because
of computational and structural limitations of the MorGAN approach, the Mor-
GAN attack images are of 64× 64 pixels size (below the ICAO recommenda-
tions). Examples of the resulting image attacks and the original images creating
these attacks are presented in Fig. 1.

3 Quality of Morphed Face Images

As shown in [2] by Damer et al., the morphed face images contained in the
MorGAN data set are capable of successfully attacking pre-trained FRS, i.e.
OpenFace and VGG-Face. They conclude that MorGAN attacks are weaker than
the LMA ones, however, still make successful attacks on both FRSs. It has to
be noted that the MorGAN approach has only recently been presented and that
images with higher quality and resolution are expected to be generated with
future versions of the approach.

In this work, the insights on the vulnerability of FRSs against face morph
presentation attacks are complemented by an image quality analysis of the Mor-
GAN morphs, which is compared to the quality of bona fide images and LMA
morphs. Ferrara et al. [6] demonstrated, that even human experts are not able to
discriminate between bona fide and high quality morphed face images. Therefore,
the image quality of morphed plays an important role, since common pattern
recognition techniques and humans in particular can easily detect obvious arte-
facts within the images. For examples on such obvious artefacts, the reader is
referred to [22]. In order to assess the image quality of the different images in
the MorGAN data set (bona fide, MorGAN and LMA morphs), the following
no-reference image quality metrics have been evaluated on all 1500 bona fide,
1000 MorGAN and 1000 LMA images: BIQI [15], BRISQUE [13], OG-IQA [10]
and SSEQ [11]. To render a fair comparison with the MorGAN images possi-
ble, LMA and bona fide images have been downsized to the same resolution of
64× 64 pixels. We did not consider any face-specific sample quality assessment
metrics in this work due to the small resolution of the MorGAN images.

All image quality results are illustrated in Table 1, while only two selected
quality metrics are presented in Fig. 2. Overall, the evaluation shows that the
image quality of both morphed MorGAN and LMA images is very similar to
the image quality of the bona fide images within the MorGAN data set. BIQI,
OG-IQA and SSEQ show that the image quality score distributions of MorGAN
images are more resemblant of the bona fide distribution compared to LMA
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Table 1. Statistical properties of image quality metrics for bona fide images and LMA
and MorGAN-based morphed images.

Metric Property Bona fide MorGAN LMA

BIQI Mean 35.06 34.56 43.55

Std 8.95 9.51 10.71

Min 8.43 10.83 17.47

Max 71.86 67.13 73.17

BRISQUE Mean 25.22 17.23 28.30

Std 9.13 9.45 8.50

Min −3.31 −12.71 2.28

Max 59.76 90.29 59.29

OG-IQA Mean −0.82 −0.87 −0.74

Std 0.09 0.07 0.10

Min −0.95 −0.95 −0.94

Max −0.25 −0.39 −0.39

SSEQ Mean 30.25 29.51 37.80

Std 9.30 7.82 7.70

Min −6.78 4.71 3.48

Max 59.76 55.81 62.26
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Fig. 2. Image quality score distributions of bona fide images compared to LMA and
MorGAN-based morphs.

morphs. Only BRISQUE shows a different result, where the quality scores of
LMA morphs are more alike the ones of bona fide images compared to MorGAN
morphs. Due to time and space constraints, this deviation will be investigated
more thoroughly in future work.

These results, using equally sized images of 64× 64 pixels, reveal that mor-
phed images generated with the MorGAN approach are more similar to bona
fide images compared to the classical LMA approach in respect to their image
quality, which is underlined by the distortion independence (BIQI), generalisabil-
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ity (OG-IQA) and closeness to human perception (SSEQ) of the image quality
metrics supporting these results.

4 Experimental Setup

This study aims at investigating the detection performance of various morph
detection approaches based on distinct features for MorGAN attacks. In partic-
ular, their ability of dealing with known and unknown attacks is of special inter-
est, especially when future attacks based on unknown (neural network based)
morphing techniques are considered.

4.1 Morph Detection Algorithms

Our morph attack detection methodology aims at enabling a wider range of
conceptual evaluation and more diverse coverage of the state-of-the-art by con-
sidering image feature extraction methods of three different natures. One is the
hand crafted classical image descriptors, the Local Binary Pattern Histogram
(LBPH) [18], the second is based on transferable deep-CNN features [19] and
the third type is based on the Photo Response Non-Uniformity (PRNU) [3,4]. All
three types of features were previously utilised for the detection of face morphing
attacks based on LMA approaches.

4.2 Experiments

The morph attack detection experiments are ordered by the feature type (CNN,
LBPH, PRNU-VAR and PRNU-HIST) and by the type of attack, i.e. known
or unknown and the type of morphs used for the attack (MorGAN and LMA).
Due to the nature of the investigated detection algorithms and their design, the
experiments had to be conducted in a slightly different manner for the various
detectors, in order to ensure fair and comparable results. This has an effect on
the sample size used for evaluation and the number of unknown attacks, which
is described in more detail in the following.

Since CNN and LBPH are learning-based algorithms, the data is split into
distinct train and test sets, both containing 750 bona fide images and 500 images
for each attack type (LMA and MorGAN). A “known” attack (K) is given when
the algorithm is evaluated with the same attack type as it is trained with, e.g. the
algorithm was trained using LMA morphs and is evaluated on LMA morphs. An
“unknown” attack (U), on the other hand, is given when different attack types
are used to train and evaluate the algorithm, e.g. the algorithm is trained using
LMA morphs and evaluated on MorGAN morphs. This leads to the following
attack types for CNN and LBPH:

– K-LMA: Trained with LMA morphs, tested with LMA morphs.
– K-MorGAN: Trained with MorGAN morphs, tested with MorGAN morphs.
– U-LMA: Trained with MorGAN morphs, tested with LMA morphs.
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– U-MorGAN: Trained with LMA morphs, tested with MorGAN morphs.

The two PRNU-based algorithms, PRNU-VAR and PRNU-HIST, do not rely
on any training for classification, thus the whole data set, comprised of 1500 bona
fide images and 1000 images for each attack type (LMA and MorGAN), is used
for evaluation of the detectors. Therefore, all attacks with LMA or MorGAN
morphs can be considered as “unknown” (U) for the PRNU-based algorithms.
This leads to the following attack types for PRNU-VAR and PRNU-HIST:

– U-LMA: Tested with LMA morphs.
– U-MorGAN: Tested with MorGAN morphs.

4.3 Evaluation

The assessment of the morph detection performance is based on metrics defined
in ISO/IEC 30107-3 [9]: Attack Presentation Classification Error Rate (APCER)
and Bona Fide Presentation Classification Error Rate (BPCER), as suggested
in literature [22]. APCER defines the proportion of morphed face presentations
incorrectly classified as bona fide presentations, while BPCER is the proportion
of bona fide presentations incorrectly classified as morphed face presentation
attacks. The detection systems are evaluated at different operating points: The
operation point of the system, where APCER = BPCER, is defined as detec-
tion equal error rate D-EER. Furthermore, two additional operation points,
BPCER10 (where APCER = 10%) and BPCER20 (where APCER = 5%), are
reported.

5 Morph Detection Results

The outcome of the morph detection experiments described in Sect. 4, are sum-
marised in Table 2 and illustrated with DET plots in Fig. 3.

Table 2 shows the D-EER, BCPER10 and BCPER20 results for the various
attack scenarios and morph detection algorithms described in Sect. 4. CNN shows
the best performance at detecting LMA morphs, independent of the attacks
being known or unknown. It achieves a perfect result for the K-LMA attack, and
a D-EER of only 4% for U-LMA. However, it struggles in case of K-MorGAN or
completely fails to detect U-MorGAN attacks. LBPH yields the overall lowest
error rates among all morph detection algorithms and across all attack scenar-
ios. It is able to detect both LMA and MorGAN morphs, but the performance
gap between known and unknown attacks is very large. For known attacks, it
is able to achieve low D-EERs of 9% for LMA and 1% for MorGAN attacks,
while for unknown attacks the performance drops significantly to 23% and 19%,
respectively. The results indicate that the CNN and LBPH detectors are not
able to generalise well over different attack types, as it can be clearly seen in
Fig. 3(a) and (b), which might be caused by the closed-set training design of
both algorithms.
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Table 2. Morph detection performance of investigated algorithms under different
attack scenarios.

Algorithm Attack type D-EER BCPER10 BCPER20

CNN K-LMA 0.00 0.00 0.00

K-MorGAN 0.34 0.67 0.78

U-LMA 0.04 0.00 0.02

U-MorGAN 0.50 0.90 0.95

LBPH K-LMA 0.09 0.08 0.14

K-MorGAN 0.01 0.00 0.00

U-LMA 0.23 0.38 0.49

U-MorGAN 0.19 0.29 0.39

PRNU-VAR U-LMA 0.47 0.85 0.92

U-MorGAN 0.43 0.85 0.92

PRNU-HIST U-LMA 0.30 0.49 0.58

U-MorGAN 0.33 0.69 0.81

The performance of the two PRNU-based algorithms is worse compared to
the previously discussed CNN and LBPH algorithms, with D-EERs around 45%
for PRNU-VAR and 30% for PRNU-HIST. Nonetheless, the results for these
two algorithms show a very promising property: their stable performance across
all attack types (known and unknown) and morph types (MorGAN and LMA).
This consistency becomes evident when looking at Fig. 3(c) and (d). While they
might not perform as well as CNN and LBPH in some cases, the results indicate a
high potential for the generalisabilty of PRNU-based algorithms across different
morph types, independently of the morph type being known or unknown. Fur-
thermore, it can be observed that the PRNU of MorGAN morphs shows similar
properties as the PRNU of LMA-based morphs, which leads to an almost equal
detection performance for the PRNU-based detectors. Due to time and space
constraints, a more thorough investigation of the PRNU signal resulting from
the GAN operations is left for future research, in particular whether a PRNU-
based identification of the source camera in images generated with GANs might
still be possible. The D-EER performance of the two approaches is reported to
be much better for larger images (320× 320 pixels) in [4] and [3], thus we con-
clude that the overall poor performance for the PRNU-VAR and PRNU-HIST
is a result of the small image size of 64× 64 pixels in the MorGAN data set. It
is commonly known in the field of Digital Image forensics, that the performance
of PRNU-based approaches tends to degrade significantly with smaller image
resolutions, as it is shown in [5].

Summarising the morph detection results, it can be observed that all inves-
tigated detection algorithms have their advantages and drawbacks. CNN works
well for detecting LMA attacks, but fails at detecting MorGAN attacks. LBPH
works quite well overall, but shows a high performance gap between known and



On the Detection of GAN-Based Face Morphs 353

unknown attacks, leaving it vulnerable for unknown attacks. PRNU-HIST and
PRNU-VAR show an overall weak performance (presumably caused by the low
image resolution), but they have the big advantage of being very stable across all
evaluated attacks. If the general performance of the PRNU-based algorithms can
be improved, it can be expected that they will show a high robustness against
many unknown attack scenarios.
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Fig. 3. DET plots for investigated morphing detection algorithms and different attack
scenarios.

6 Conclusion

The detection of morphed face images has become an important part of auto-
mated face recognition systems, due to their severe vulnerability to such attacks.
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In this work, we investigate the performance of different state-of-the-art
face morph detection algorithms on the recently proposed MorGAN data set.
This data set, besides containing bona fide images and classical landmark-based
morphs, also contains morphed images generated using the MorGAN approach.
As the name implies, this novel type of morphed face images is created using
Generative Adversarial Networks. The focus of this work lies on the evaluation of
different attack scenarios: known and unknown attacks as well as different morph
types. Furthermore, we also compare the image quality of MorGAN images to
LMA based morphs using different well-established no-reference image quality
metrics to evaluate the quality of generated morphs. The experimental evalu-
ation performed in this work gives a preliminary prospect at the detection of
future face morphing attacks, which might make use of unknown, most likely
neural network based, morph generation techniques.

Summarising, the image quality assessment shows that the quality of Mor-
GAN face morphs is closer to the quality of bona fide images as compared to
classical LMA morphs, which underlines the capabilities of the MorGAN morph
generation approach.

The morph detection performance results for the state-of-the-art detectors
show that CNN fails at detecting the MorGAN morphs, but excels at detect-
ing the classical LMA morphs. LBPH can achieve a very low D-EER of 1% for
MorGAN and 9% for LMA morphs, but only in the case of known attacks. How-
ever, the performance of LBPH lacks consistency when confronted with unknown
attacks. The two PRNU-based algorithms show a weaker overall performance of
around 30% in the best case for both MorGAN and LMA morphs, which is most
likely caused by the small image resolution.

Clearly, the MorGAN approach needs to be enhanced and further developed
to produce images with higher resolutions, i.e. ICAO compliant images. This
would allow for a more comprehensible analysis of the detectability and quality
of the generated morphed face images.
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Abstract. Recognition of accurate human activities is a challenging research
problem in video surveillance problem of computer vision research. The task of
recognizing activities of human from video sequence exhibits more challenges
because of real time processing of data. In this paper, we have proposed a
method for recognition of human activities based on Daubechies complex
wavelet transform (DCxWT). Better edge representation and approximate shift
invariant properties of DCxWT over the other real valued wavelet transform
motivates us to utilize properties of DCxWT in recognition of human activities.
The multi-class SVM is used for classifying the recognized human activities.
The proposed method is compared with other state-of-the-art method, on various
standard publicly available dataset, in terms of different quantitative perfor-
mance measures. We found that the proposed method has better recognition
accuracy in comparison to other state-of-the-art methods.

Keywords: Human activity recognition �
Daubechies complex wavelet transform � Multiclass support vector machine �
Feature extraction

1 Introduction

Recognition of human activity is crucial and popular area in computer vision research,
because it is the foundation of development of many applications [1, 2]. Human
monitoring-based surveillance system has many industrial applications [3]. These types
of system are also very useful in police investigation after a crime or any other illegal
action has occurred. Hence, one can say that, human activity recognition-based system
is very essential for effective video surveillance system. Clutter background, multi-
view point, varying lighting condition, and other similar problems, make accurate and
efficient human activity recognition a challenging task. The objective of human activity
recognition is to automatically analyze ongoing activities from a video (sequence of
frames), and classify an activity which is a member of a given set of abstract activities
into one such abstract activity, for ex. Running, walking, jumping, etc.

Based on different detail studies [1, 2, 4, 5], human activity recognition approach
can be classified in various categories. According to analysis done by Aggarwal and
Ryoo [2], human activities can be conceptually categorized into four levels, depending
on their complexities: gesture, actions, interaction, and group activities. Gesture are
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elementary movements of body part of a person for ex. ‘raising a leg’ or ‘stretching an
arm’. Actions are single person activity that are results of multiple gestures temporally
such as ‘walking’, running’, ‘jogging’, etc. In Interaction type of human activity, two or
more persons and/or objects are involved, for ex. ‘two-person fighting’ is an interaction
between two humans. Group activities have more complexity is comparison to other
three types. In group activities, activities are performed by a one group, which is
composed of multiple persons and/or objects. For ex. ‘A group of persons marching’ is
a typical example of group activities.

Now a day’s machine learning based approach for human activity recognition is
widely used because the amount of unannotated training data is readily available for the
unsupervised training of these systems. In this type of approach, after learning from a
collection of data, algorithm try to answer questions related to that data. The training
used in this type of approach is either pixel-based or feature-based [6]. Feature-based
approach is better than the pixel-based approach in terms of execution time and speed.
For any good computer vision application, an activity recognition algorithm should
hold two properties - (i). activity recognition algorithm should perform under real time
constraint, and (ii). activity recognition algorithm should be able to solve multi-view as
well as multiclass problem.

A lot of works have been proposed to solve activity recognition problem in last few
decades. A method for activity recognition using Principal Component Analysis, and
Hidden Markov Model was proposed by Uddin et al. [7]. Method based on background
subtraction with shape and motion information features for activity recognition method
was proposed by Qian et al. [8] for a smart surveillance system. Bobick and Davis [9]
proposed an activity recognition method based on motion templates. Human recog-
nition method based on constrained Delaunay triangulation technique, which divides
the posture into different triangular meshes, was proposed by Hsieh et al. [10]. Holte
et al. [11] proposed a machine learning-based approach to detect motion of the actors
by computing the optical flow in video data.

While most existing human action recognition methods adopted feature(s) that
works for single resolution of images, an image can be with complex structures and
consists of varying levels of details. To remedy this issue, multi-resolution analysis
(MRA) can be adopted. In MRA, images can be analyzed at more than one resolution,
so that the features that are left undetected at one level can get a chance to consider in
another level. Wavelet transform is the most popular tool of MRA. Wavelet transform
can be categorized into real valued and complex valued wavelet transforms. Real
valued wavelet transform uses real-valued filters to get real valued coefficients while
complex wavelet transform uses complex valued filters to get complex valued
coefficients.

Method proposed by Khare et al. [12] uses real valued wavelet transform for
activity recognition, but real valued wavelet transform is not suitable in various
computer vision application. Use of complex wavelet transform can avoid different
shortcomings of real valued wavelet transform. Khare et al. [13] proposed dual tree
complex wavelet transform based approach for human action recognition. Dual tree
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complex wavelet transform is not a true sense complex wavelet transform and its
implementation is based on real valued wavelet transform.

Motivated by the work of Khare et al. [12, 13], in this paper, we have proposed
Daubechies complex wavelet transform (DCxWT) based approach for recognition of
human activities. DCxWT is a true sense complex wavelet transform and having
advantages of approximate shift-invariance and better edge representation as compared
to real valued wavelet transform. We have used multiclass support vector machine as a
classifier for classifying different human activities in video frames. We have experi-
mented the proposed method at multiple levels of DCxWT and shown that performance
of the proposed method is becoming better as we move toward higher levels. We have
conducted the experiments on different standard action datasets for evaluation of the
proposed method. The proposed method is compared with some other state-of-the-art
methods proposed by Qian et al. [8], Holte et al. [11], and Khare et al. [12, 13], for
showing effectiveness of DCxWT.

The rest of paper is organized as follows: Sect. 2 describes DCxWT used as a
feature for recognition of human activities. Section 3 describes the proposed method in
detail. Experimental results of the proposed method and other state-of-the-art methods
are given in Sect. 4. Finally, conclusions of the work are given in Sect. 5.

2 Daubechies Complex Wavelet Transform

In any recognition algorithm, selection of appropriate feature is very important. If
correct feature is selected for recognition then performance of classifier will improve.
In our proposed work for recognition of human activities, we have used DCxWT
coefficients as feature set. A brief description of Daubechies complex wavelet trans-
form and why this is useful for recognition of human activities is given in below –

For activity recognition, we require a feature which remains invariant by shift,
translation and rotation of object, because object may be present in translated and
rotated form among different scenes. Due to its approximate shift-invariance and better
edge representation property, we have used DCxWT as a feature for recognition of
human activity.

Any function f ðtÞ can be decomposed into complex scaling function and mother
wavelet as:

f ðtÞ ¼
X
k

cj0k /j0;kðtÞþ
Xjmax�1

j¼j0

d j
kwj;kðtÞ ð1Þ

where j0 is given low resolution level, cj0k
� �

and d j
k

� �
are approximation coefficients

/ðuÞ ¼ 2
P
i
ai/ð2u� iÞ

� �
and detail coefficients wðtÞ ¼ 2

P
n
ð�1Þna1�n/ð2t � nÞ

� �
.

where /ðtÞ and wðtÞ share same compact support [−L, L + 1] and ai’s are coefficients.
The ai’s can be real as well as complex valued and

P
ai ¼ 1.
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Daubechies’s wavelet bases wj;kðtÞ
� �

in one-dimension is defined through above
scaling function /ðuÞ and multiresolution analysis of L2ð<Þ[14]. During the formu-
lation of general solution if we relax the condition for ai to be real [14], it leads to
complex valued scaling function.

DCxWT holds various properties [14], in which reduced shift sensitivity and better
edge representation properties of DCxWT are important one for classification

3 The Proposed Method

This section describes, new method for human activity recognition, in which we used
Daubechies complex wavelet transform coefficients as a feature of objects. Block
diagram of the proposed method is given in following Fig. 1.

Details of the proposed method are described in following steps –

Step 1: first step of the proposed method is to collect and represent data for training
and testing. In our method, we have tested the proposed method with various publicly
available standard datasets for ex. CASIA dataset [15] and KTH dataset [16]. Human
activities are presented in form of video which is a sequence of frames. These videos
can be used either for training or testing, depends on purpose. Each frame of video can
be considered as an image.

Step 2: Videos in dataset, are may be of different size or having different color format.
Therefore, normalization of these videos is required to reduce complexity and maintain
uniformity between all dataset with respect to algorithm. In the present work, the
collected data are scale normalized to 256 � 256-pixel dimension. After scale nor-
malization, color format of normalized collected data was converted into gray-level
format.

Step 3: Third step of the proposed method is feature set computation. For feature set
computation in the proposed method, frames of video dataset are decomposed into

Fig. 1. Block diagram of the proposed method
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complex wavelet coefficients using DCxWT. After applying DCxWT, coefficients are
in form of four sub-bands namely – LL, HL, LH, HH, in which LL is approximately
coefficients and rest other HL, LH, HH gives details coefficients. Each detail coefficient
matrix (HL, LH, and HH) is used separately to construct feature vector. Values of LL
sub-bands are dropped for construction of feature and this is used for further higher-
level decomposition due to multi-resolution property of DCxWT. When we decompose
wavelet transform for level 2, then in this level, we further decompose approximation
coefficients (LL sub-band) of level 1. This again produces one approximation coeffi-
cients and three detail coefficients matrix. In case of level 2, the feature of level 1 are
combined with the present level 2, which constitute level 2. Similar process is repeated
for successive level of decomposition.

Step 4: Forth and last step of the proposed method is recognition of human activities.
For this process, we have performed classification-based recognition of human activity.
For this process, we compute feature set of test and trained video dataset using step 1–3
of the proposed method, then both trained and test feature sets are supplied into multi-
class SVM classifier. Multi-class SVM classifier analyzes test feature set with trained
feature set and gives result in form of recognized human activities. Same process will
repeat for all other video datasets. In multi-class SVM classifier we have used radial
basis function (RBF) as a kernel function.

4 Experimental Results

In this section, we demonstrate the experimental results of the proposed method, with
those of the method proposed by Qian et al. [8], Holte et al. [11], and Khare et al. [12,
13], in terms of Precision, Recall, F-Score, and Recognition Accuracy. The proposed
method and other state-of-the-art methods, mentioned above for human activity
recognition have been presented here for CASIA action datasets [15] and KTH dataset
[16].

CASIA dataset is a collection of sequences of human activities captured by video
cameras in outdoor environment from different angle of view. In CASIA dataset, video
sequences have non-uniform background. In this dataset, a total of 1446 video
sequences, containing fifteen types of different actions. All video sequences were taken
simultaneously with three non-calibrated cameras from different view angles (hori-
zontal view, angle view, and top-down view). Resolution of videos in dataset is
320 � 240 pixels with frame rate 25 frames per second. Figure 2, shows the different
activities with different viewpoints of CASIA dataset, in which we have performed
experiments. For the experiments, we have taken five different activities out of 15
activities, namely – walk, run, bend, fight, and rob. KTH dataset [16] is one of the
largest dataset with 192 videos for training, 192 videos for validation, and 216 videos
for testing, in which six types of human actions (Walking, Jogging, Running, Boxing,
Hand waving, and Hand clapping), performed by 25 persons. Figure 3 shows the
different activities of KTH dataset [16].
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From the Figs. 2 and 3, one can see that, human activities are differently illumi-
nated and objects are scaled in different camera positions as well as one can observe
that both frontal as well as side view of objects are taken for experimentation of human
action recognition.

Angle View Horizontal View Top down View
(A). Walk activity

(B). Run activity

(C). Bend activity

(D). Rob activity

(E). Fight activity

Fig. 2. Examples of different activities in the CASIA Dataset [15]
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Recognition results for CASIA dataset [15] and KTH dataset respectively are
shown in Tables 1 and 2 for the proposed method and other state-of-the-art methods [8,
11–13]. For comparison we have used four different performance metrices [17]
including Precision, Recall, F-score and Recognition accuracy.

Precision is an average per-class agreement of the data class labels with those of a
classifier. Recall is an average per-class effectiveness of a classifier to identify class
labels. F-Score is a relation between data positive labels and those given by a classifier
based on a per-class average; it conveys the balance between the precision and recall.
Recognition accuracy is an average per-class effectiveness of a classifier.

Precision ¼
PL
i¼1

TPi
TPi þFPi

� �

L
ð2Þ

Recall ¼
PL
i¼1

TPi
TPi þFNi

� �

L
ð3Þ

F�Score ¼ 2:
Precision � Recall
PrecisionþRecall

� 	
ð4Þ

Accuracy ¼
PL
i¼1

TPi þ TNi
TPi þFNi þFPi þTNi

� �

L
ð5Þ

Fig. 3. Examples of KTH Dataset frames for different activities [16] [(a) Walking, (b) Jogging,
(c) Running, (d) Boxing, (e) Hand waving, (f) Hand clapping]
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where L is the number of classes, TP is true positive, FP is false positive, FN is false
negative, and TN is true negative.

Tables 1 and 2, shows the recognition results in form of four different performance
evaluation matrices for the proposed method and other state-of-the art methods [8, 11–
13] for CASIA dataset [15] and KTH dataset [16] respectively. From Tables 1 and 2,
we can see that, the proposed method gives better recognition accuracy in comparison
to other state-of-art methods [8, 11–13]. Methods proposed by Holte et al. [11] works
for multi-view human activity recognition, but from table we can see that the proposed
method gives better recognition results in comparison to these methods, so that we can
see that the proposed method works good for multi-view poses as well.

Table 1. Performance measures values for CASIA Dataset [15]

Method Precision Recall F-score Recognition
accuracy

The proposed method with DCxWT (Level - 1)
as a feature

0.8339 0.8240 0.8257 0.9295

DCxWT (Level - 3)
as a feature

0.8606 0.8520 0.8534 0.9408

DCxWT (Level - 5)
as a feature

0.8852 0.8780 0.8789 0.9512

DCxWT (Level - 7)
as a feature

0.8981 0.8940 0.8938 0.9572

Method with DTCWT as
feature (Khare et al. [13])

DTCWT (Level - 1)
as a feature

0.8008 0.7980 0.7985 0.9192

DTCWT (Level - 3)
as a feature

0.8221 0.8200 0.8203 0.9280

DTCWT (Level - 5)
as a feature

0.8408 0.8380 0.8385 0.9352

DTCWT (Level - 7)
as a feature

0.8610 0.8580 0.8584 0.9430

Method with DWT as a
feature (Khare et al. [12])

DWT (Level - 1)
as a feature

0.7544 0.7440 0.7456 0.8976

DWT (Level - 3)
as a feature

0.7761 0.7660 0.7682 0.9068

DWT (Level - 5)
as a feature

0.7899 0.7820 0.7835 0.9128

DWT (Level - 7)
as a feature

0.8164 0.7791 0.7964 0.9181

Qian et al. [8] 0.7719 0.7640 0.7658 0.9056
Holte et al. [11] 0.8189 0.8180 0.8182 0.9272
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5 Conclusion

In this paper, we demonstrated a new method for recognition of human activities. The
proposed approach used DCxWT coefficients as a feature of activities of human
objects. We evaluated results for multiple levels of DCxWT. we compared results of
the proposed method with other state-of-the-art methods [8, 11–13] on CASIA dataset
[15] and KTH dataset [16], in terms of four different performance measures: Precision,
Recall, F-Score, and Recognition accuracy. From the results, we could conclude that
the proposed method for human action recognition has better recognition accuracy at
higher levels of DCxWT in comparison to DWT or DTCWT, and the proposed method
outperforms the other methods. From the results, we can conclude that the complex
wavelet transform is better than real wavelet transforms for action recognition in terms
of the different performance measures.

Table 2. Performance measures values for KTH Dataset [16]

Method Precision Recall F-score Recognition
accuracy

The proposed method with DCxWT (Level - 1)
as a feature

0.8210 0.8117 0.8148 0.9378

DCxWT (Level - 3)
as a feature

0.8277 0.8317 0.8333 0.9439

DCxWT (Level - 5)
as a feature

0.8632 0.8583 0.8598 0.9528

DCxWT (Level - 7)
as a feature

0.9013 0.8983 0.8993 0.9661

Method with DTCWT as
feature (Khare et al. [13])

DTCWT (Level - 1)
as a feature

0.8008 0.7933 0.7946 0.9311

DTCWT (Level - 3)
as a feature

0.8216 0.8283 0.8227 0.9400

DTCWT (Level - 5)
as a feature

0.8573 0.8517 0.8525 0.9506

DTCWT (Level - 7)
as a feature

0.8755 0.8716 0.8724 0.9572

Method with DWT as a
feature (Khare et al. [12])

DWT (Level - 1)
as a feature

0.7320 0.7284 0.7292 0.9094

DWT (Level - 3)
as a feature

0.7733 0.7567 0.7599 0.9189

DWT (Level - 5)
as a feature

0.7838 0.7700 0.7728 0.9233

DWT (Level - 7)
as a feature

0.7854 0.7717 0.7745 0.9239

Qian et al. [8] 0.8252 0.8183 0.8200 0.8394
Holte et al. [11] 0.9445 0.9350 0.9391 0.9297
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Abstract. An automatic framework for multiple sclerosis (MS) follow-up by
Magnetic Resonance Imaging (MRI) is presented. It is based on the identifi-
cation and segmentation of lesions by using convolutional neural network
(CNN) architecture applied to the volumes collected by different imaging
modalities and on the registration of the volumes obtained by two consecutive
examinations. The resulting binary masks obtained from the identification/
segmentation strategy on each examination are used to calculate the volume of
each lesions, their status (chronic or active) and, hence, to estimate the pro-
gression of the disease. Preliminary results are reported demonstrating that the
calculations performed by the proposed framework are capable, when the dis-
ease is stable, to gather the same information obtainable when the contrast agent
(CA) is administered to the patient.

Keywords: Image registration � Image segmentation � Multiple sclerosis �
MRI � Deep learning � Convolutional neural networks

1 Introduction

Multiple sclerosis (MS) is a chronic and degenerative disease of the brain and spinal
cord with very heterogenous clinical presentation which can vary greatly between
patients in severity and symptoms [1]. Also the clinical course of MS is unpredictable
and most patients are initially diagnosed as having relapsing-remitting MS character-
ized by inflammatory attacks separated by variable periods of remission and recovery.
After this first phase, the majority of patients transit into a progressive phase consisting
in an unremitting and progressive accumulation of disability. Actually there is no cure
for MS and existing therapies focus on symptomatic management and prevention of
further damage, with variable effectiveness, though recent advancements are promising.
MS origins are not well understood but characteristic signs of tissue damages are
recognizable, such as white matter lesions and brain atrophy or shrinkage due to
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degeneration. These signs can be observed by MRI which has become a special tool to
follow-up MS patients with reduced invasiveness due to the usage of specific contrast
agents. In fact, focal lesions in the brain and spinal cord are primarily visible in the
white matter on structural MRI observable as hyperintensities on T2-weighted images,
proton-density images (PD), or fluid-attenuated inversion recovery images (FLAIR),
and as hypointensities, or “black holes”, on T1-wheighted images [2]. These imaging
procedures are all performed in a single MRI examination and the corresponding
images (thousands), collected both in pre and post CA administration, are all used for
MS monitoring and follow-up. Identification of the lesions affecting the white matter
and their count and volume calculation by MRI have become well established protocols
for assessing the progression of MS and treatment effect. For this reason, MRI is
currently used routinely in clinical practice, though it is not well correlated with clinical
disability progression due to the presence of different forms of disability (besides
physical impairments, also cognitive impairments could occur), to neuroplasticity and
to the effects of de-myelinization of nerves, a critical effect of MS, which is not
observed by MRI (white matter could appear normal though it has reduced myelin).
Moreover imaging markers are capable to capture volumetric changes but they are
unable to indicate brain changes and spatial dispersion of the lesions. Besides that, MS
patients routinely have MR imaging with CA every 6–12 months to assess response to
medication but, recently [3], evidence has been provided of tissue deposition of con-
trast agents questioning the long-term safety of CA. Since in [3] it has been shown that
there is no added benefit of CA over and above that of increased lesion burden, it could
be argued that, since the proportion of individuals with worsening lesion load is a small
proportion, there is no need for CA administration in those with stable disease.

In what follows, we present a framework to increase the precision and the objec-
tiveness of MRI analysis in monitoring MS by improving lesion identification and
comparison of the actual control with those collected previously in order to establish if
new lesions have occurred and if old lesions have expanded or modified. Moreover, the
framework is intended to optimize the use of CA, by eliminating it when the disease is
stable. To the best of our knowledge, the proposal of a system which merges the
advantages of an automatic MS lesion identification/segmentation strategy with those
of registering data collected at different times to perform numerical comparisons of
lesions is new.

The manuscript is structured as follows: Sect. 2 provides the related work, Sect. 3
details the proposed framework, Sect. 4 presents promising, though preliminary, results
and Sect. 5 concludes the paper.

2 Related Work

MRI is considered the gold standard between imaging modality for identification and
evaluation of MS lesions affecting white matter, thanks to its richness of imaging
parameters, which allow to highlight the shape of these lesions with respect to the
healthy tissue, to the usage of CA to establish the status of the lesions (active or
chronic) and to new perspectives offered by MRI evolutions [4]. Thousands of MRI
images composing a single examination are usually analyzed by expert radiologists: the
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operation is time consuming, subjective and difficult to be carried out without errors
due to the huge number of evaluations required for each of the identified lesions.
Moreover, additional evaluations and comparisons are required between the current
examination and data collected previously, necessary to follow-up the disease. This has
implied that both registration methods between data from different examinations and
lesion identification process were automatized.

Regarding automatic segmentation of MS lesions by MRI images segmentation,
several attempts have been done with success, though the huge variability of MS
lesions in size, shape, intensity and location make automatic and accurate identification
and segmentation really challenging [5–7]. Though classical segmentation techniques,
based on shapes, could be effective [8], a particular attention to deep neural networks is
necessary, due to their accuracy in solving computer-vision tasks with low manual
intervention with respect to other approaches. The great advantage of deep learning is
that the feature set would be no longer defined by the user but learned directly by the
system from the training images. This is a useful property because it is often difficult
for people to characterize features that best serve to separate healthy tissue from MS
lesions. From the perspective of deep learning application, the high dimensionality of
the MR images, the difficulty of obtaining reliable ground truth and the high accuracy
required for clinical practice, all contribute to make white matter lesion segmentation a
worthy test application. CNN have demonstrated breaking performance also in brain
imaging segmentation [9–11]. In particular, Yoo et al. [9] were the first to propose an
automated learning approach for MS lesion segmentation. Besides the architecture of
the used system, the interesting innovations were that 3D patches of the MRI volume
were used and that segmentation preferred combinations (co-registration) of T2-w and
PD images because they were proven to carry more information than MRI images by
other modalities and more information than T2-w or PD taken singularly. In 2015,
Vaidya et al. [10] proposed a method that used 3D CNNs to learn features by different
datasets of the same patient: T1-w, T2-w, PD and FLAIR MRIs. The method proposed
in [11] has proven to use efficiently the information carried on by different MRI
imaging modalities by reducing the number of parameters (and hence the training set)
through the usage of two CNNs in cascade, trained separately. To date, the method
presented in [11] represents for MS lesion segmentation one of the benchmark
architectures.

Regarding registration techniques, the problem has been afforded since medical
imaging moved its first steps [12] due to the necessity of matching images by different
modalities. In the following years, the problem has been refined and effectively solved
by using recently proposed learning-based deformable strategies and optimization,
suitably studied for MRI of the brain [13, 14].

3 The Proposed Framework

The framework we propose is based on the utilization of both the data collected in the
current examination and those collected in the previous examination, in turn composed
by MRI data and by its corresponding lesion identification/segmentation. The frame-
work sketch is reported in Fig. 1.
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After the acquisition of the current MRI data, lesions are identified and segmented
by using the method described below. Following lesion segmentation, data from the
current and the previous exams follow a 3D registration (also summarized below).
After volume registration, the binary images containing ones where lesions are present
and zeros elsewhere are used for binary operations to obtain resulting binary images
indicating whether a lesion was present in both examinations (chronic lesion), if a
lesion, though present in both examinations, has grown up with time (increased vol-
ume) or, finally, if a lesion is present in the actual examination and absent previously
(new and, potentially, acute and active lesion). Moreover, a lot of objective numerical
calculations are possible, such as: the number of lesions (calculated as the number of
connected classified regions); single volume calculation; global volume occupied by
lesions; calculation of the brain volume in the actual examination with respect to the
previous exam or any other modification occurring in the brain that can be calculated
numerically.

3.1 Lesion Segmentation

Being a benchmark method, we have used the supervised paradigm presented in [11]
by extending its concept to contain, besides the parallel pipeline involving T1-w, T2-w,
PD-w and FLAIR images also the linear combination T2-w + PD. The reason of using
also T2-w + PD is because this modality has more information than the others

Current
control

Lesion
identification

Registration

Lesion count

Parameters
calculation

Evaluation

Previous
control

Fig. 1. Framework description. Two temporal controls (examinations) concur to evaluate the
disease progression. The recent control is first classified for identifying lesions. Then its data are
registered with those of the previous control (also previously classified) and logically compared
with it in order to evaluate the status of the identified lesions.
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regarding MS lesions [9]. Moreover, the linear combination contains more information
than each of the singular modality (in particular, it increases the contrast of the lesions
with respect to the background). In this way, we provided a simpler segmentation task
to the system, thus increasing the segmentation accuracy while reducing the dimension
of the training, labeled, dataset. This, in MS lesion segmentation, still remains a critical
point because the number of available images with data is usually low [5]. A scheme of
the used assembly is reported in Fig. 2.

The method is based on a cascade of two CNNs. Though computer vision archi-
tectures used for object recognition in natural images usually require up to hundreds of
layers [15], the low variations of contrast in MRI images allows the use of smaller
networks, thus reducing the training set dimension. The used method consisted of a 7-
layers architecture for each of the two CNNs. Each network consisted of two stacks of
convolution and max-pooling layers with 32 and 64 filters, respectively. Convolutional
layers were followed by a fully-connected layer of size 256 and a soft-max fully
connected layer of size 2 whose output was the probability of each voxel to belong to a
lesion. For a complete specification of the used parameters, please refer to [11]. In the
proposed approach, MS lesions were calculated using 3D neighboring patch features
from the different input modalities. The used 3D patches were cubic, 11 � 11 � 11
voxels. The splitting in two different CNNs allowed to separate the training procedure
in two and this allowed a reduction of the number of parameters without reducing
accuracy. To reorder data balance for training, that is to equilibrate the number of

T1 W

T2 W

PD

CNN1

Image
Patch

Conv – pool
layers

Fully
connected

Image
Patch

Image
Patch

Flair

Image
Patch

T2 + PD

Image
Patch

CNN2

Conv – pool
layers

Fully
connected

Training
dataset

Fig. 2. Two stage CNNs architecture used for identifying and segmenting MS lesions. Input of
the system are the volume collected by different imaging modalities and by a linear combination
of some of them. Training of CNN2 is made with a separated dataset.
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“positive” patches (those containing lesions) with “negative” patches (those containing
no lesions, much greater than the other), the dataset used for training consisted of the
whole dataset of positive patches and of an equal number of randomly selected neg-
ative, healthy patches. In this way, the first network (CNN1) was trained by using the
resulting balanced dataset and then tested on the whole dataset, thus obtaining a list of
probabilities for each voxel of each patch to be “positive” (part of a lesion). After that, a
balanced dataset was created by using the previous test results and by considering as
positive all patches containing voxels whose probability was greater than 0.5. As for
the previous balanced training dataset, negative patches (those in which all voxels had
probability < 0.5), were randomly selected to be the same number of “positive” pat-
ches. The second network (CNN2) was trained from scratch with this resulting dataset.
Once the whole pipeline is trained, new unseen MRI volumes can be processed using
the same, two stage, architecture. The dataset is first decomposed in patches and, then,
all volume patches are evaluated using CNN1. CNN1 discards all voxels with low
probability (<0.5). The rest of the voxels, included into corresponding patches, are re-
evaluated by CNN2 to obtain the final probabilistic lesion mask. Resulting binary
masks (ones where lesion are present, zeros elsewhere) are computed by thresholding
the probability lesion masks (prob > 0.5 are considered lesions).

Finally, an additional false positive reduction is performed by discarding binary
connected regions with very low number of positive voxels (this number is calculated
with respect to the minimal volume of the lesions used for testing). The proposed
method, trained with the same dataset used in [11], had an average score of about 90%
(about 3% greater than the original method) without using any artificial strategy for
increasing the training dataset of patches. The improvement is probably due to the
usage, between the others, also the volume composed by T2-w + PD which simplifies
the identification/segmentation process.

4 Image Registration

Let assume that we want to compare and register two volumes composed by slices. We
have the situation that some R(x, y, z) points (actual examination) are the reference
points and some M(x, y, z) points (previous examination) are those to register with.
Then the major goal of image registration is to find a geometric transformation T such
that T(M(x, y, z)) is as close to R(x, y, z) as possible. Mathematically, the image
registration problem can be formulated as a maximization problem:

Topt ¼ arg maxT2XT S R; T Mð Þð Þ ð1Þ

where Topt denotes the optimal transformation, S is a selected similarity metric and XT

is the space of all possible transformations [16].
A conventional registration process is performed by applying the optimization (1)

after having selected a similarity metric S. One way to solve the maximization (1) is not
using the whole datasets to find the optimal T but to select a series of N fiducial
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corresponding points (landmarks, or control points) in both examinations and to search
the optimal T to best match the two point sets in the two datasets. More specifically, let
xi; yi; zið Þ; i ¼ 1; 2; . . .:;N and Xi; Yi; Zið Þ; i ¼ 1; 2; . . .:;N be the two point sets in R(x,
y, z) and in M(x, y, z), respectively. Then the task of mapping M to R becomes the
problem of finding a transformation T such that T Xi; Yi; Zið Þ are close to xi; yi; zið Þ. This
transformation can be regarded as a coordinate transformation which transform the
coordinate of the N points in M to the N points in R. By applying T on all the points of
M, we can also use it as an interpolation strategy, as used in [17, 18].

We can indicate the transformation T as its representation in homogeneous
coordinates:

T ¼
t1;1 t1;2 t1;3 t1;4
t2;1 t2;2 t2;3 t2;4
t3;1 t3;2 t3;3 t3;4
0 0 0 1

2
664

3
775 ð2Þ

The transformation T is considered to be affine because different MRI examinations
could be performed by different equipment, different imaging parameters and different
resonators that could produce, besides translations and rotations, also scale variations
and shear (scaling is produced by setting different field of view or different resolution
and shear can be produced by magnetic field inhomogeneities [19]). The optimization
problem is to find the coefficients of T that best fit M into R. The N points can be
selected manually or automatically by a computer (we used a manual selection).

The similarity metric S that we have used in our optimization (1) is the least-
squares metric:

minT2XT

Xn

i¼1
R xi; yi; zið Þ � T M Xi; Yi; Zið Þð Þ½ �2 ð3Þ

We could choose between different metrics [20] but we decided for the least
squares metric (LSM) for two reasons: the examinations we aimed at register were both
MRI of the same subject, though at different times, and, for this reason, had a high
degree of correlation; LSM is the classical, simple, and most widely employed metric.

5 Preliminary Results

The proposed framework has been tested on data collected at 4 different times (4
consecutive examinations: 2010, 2011, 2017 and 2018, compared in couples: 2010–
2011 and 2017–2018) a 55 years old male patient with a GE Healthcare Signa 1.5T
system (https://www.gehealthcare.com/en/products/magnetic-resonance-imaging/1-5t).
Some representative results are reported in Figs. 3 and 4 (2010–2011) and Figs. 5 and
6 (2017–2018).
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Fig. 3. Representation of one of the slices of the volume collected by each of the MRI imaging
modalities (columns) for the examinations collected at consecutive times (2010, first row, and
2011, second row) for the same patient. Exception is represented by the FLAIR section
representation which served to better individuate the lesions at the sagittal plane. Last column
contain the image obtained by summing T2w image and PD image (not directly collected by the
MRI equipment).
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Fig. 4. The slice corresponding to Fig. 3 after the calculation with the proposed framework
(left) and after the administration of the CA (right). Different colors (left) are used for indicating
different information. Green is used for chronic lesions, red for new lesions and blue for lesions
segmented in the previous examination but absent in the following (outliers or reabsorbed
edema). Both images are referred to the situation at the time of the second control (2011, in this
case). (Color figure online)
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In particular, Fig. 3 shows one of the slices, after registration, for the two controls
(2010 in the first row, 2011 in the second row), collected with different imaging
modalities (columns). Exception is made for the FLAIR image to better highlight the
extension of the lesions. The last column contains T2-w + PD. All the reported vol-
umes were the input of the segmentation method. Figure 4 shows the mask of the
lesions calculated by using the proposed framework from the masks obtained by the
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Fig. 5. Representation of one of the slices of the volume collected by each of the MRI imaging
modalities (columns) for the examinations collected at consecutive times (2017, first row, and
2018, second row) for the same patient. The Figure has the same significance of Fig. 3. No
exception has been made for FLAIR image because no relevance was found in the present
lesions.
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Fig. 6. The Figure has the same significance of Fig. 4. No red and blue regions are present, to
indicate the absence of new lesions (red) and of old lesions (blue) appeared in the old control but
not detected in the recent control by the classification strategy. Both images are referred to the
situation at the time of the second control (2018, in this case). (Color figure online)
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segmentation procedure on both the controls (left) and the image obtained after CA in
the second 2011 control (right). In particular, the final mask contained the logical AND
between: the two masks (green); the second and the negative of the first (red); the first
and the negative of the second (blue). Green indicates old, chronic, lesions (present in
both examinations); red indicates new, maybe acute, lesion (present in the most recent
examination but not in the previous); blue indicates lesions present in the old exami-
nation but not in the most recent (outliers or old, reabsorbed, edema). It is important to
note that in the last image relevant information are represented by the colored regions
(the brain image was just reported for reference but it was not part of the mask). By
analyzing left image of Fig. 4, it could be deduced that some lesions occurred in the
time between the two controls. If CA was not used (right image of Fig. 4 was
unavailable), the framework could not decide regarding the status of red lesions (active
or chronic). By using also the information from the right image in Fig. 4 (T1-w CA) it
could be better defined the status of the new lesions in the red regions: that in the right
hemisphere was active, the other was not. CA was, in this case, useful to ascertain
better the disease progression. However, since new lesions occurred in between con-
trols, the framework results helped in deciding for the CA administration.

By considering the consecutive controls performed recently (Figs. 5 and 6), it could
be deduced that the diseases remained stable (just green lesions were present). In this
case, framework results (Fig. 6, left) indicate to the radiologists to avoid CA admin-
istration since nothing CA would add. In fact, the information gathered by using CA
(Fig. 6, right) allow to confirm the hypothesis suggested by our framework (CA was, in
that case, unnecessary). The usage of the proposed framework before CA adminis-
tration would have avoid CA administration in the control of 2018.

6 Conclusion

We have presented an automatic framework to analyze and evaluate the progression of
the MS disease by evaluating the status of the lesions. The framework is based on the
separate classification of data collected by using MRI, in different modalities, from two
consecutive controls, on the registration of data and on the logical comparison of the
binary masks containing lesions. The framework is capable to identify the status of the
lesions (chronic od new). Preliminary results have demonstrated that it could be pos-
sible to ascertain the relevance of the disease progression and, in case of irrelevant
disease progression, the framework is capable to avoid CA administration. Future work
will be dedicated to an extensive system evaluation and characterization to perform an
accurate quantitative analysis, to calculate other important numerical parameters and to
optimize the overall running time that could allow its usage during data acquisition for
helping radiologists to take the correct decision regarding the CA administration.
Moreover, it will be studied how to use the results of the framework to improve the
performances of the segmentation algorithm, in particular for reducing outliers.
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Abstract. Recent semantic segmentation systems have achieved sig-
nificant improvement by performing pixel-wise training with hierarchi-
cal features using deep convolutional neural network models. While the
learning process usually requires pixel-level annotated images, it is diffi-
cult to get desirable amounts of fine-labeled data and thus the training
set size is more likely to be limited, often in thousands. This means
that top methods for a dataset can be fine-tuned for a specific situation,
making the generalization ability unclear. In real-world applications like
self-driving systems, ambiguous region or lack of context information can
cause errors in the predicted results. Resolving such ambiguities is cru-
cial for subsequent operations to be performed safely.

We are inspired by work from CodeSLAM where optimizable pixel-
wise depth representation is learned. We modify the regression method
to work on the pixel-wise classification problem. By training a varia-
tional auto-encoder network conditioned with a color image, the com-
puted latent space works as a low-dimensional representation of seman-
tic segmentation, which can be efficiently optimized. As a consequence,
our model can correct the error or ambiguity of the prediction during
the inference phase given useful scene information. We show how this
approach works by giving partial scene truth and perform optimization
on the latent variable.

Keywords: Semantic segmentation · Variational autoencoder ·
Optimization

1 Introduction

Semantic segmentation task aims to predict the categorical label for every pixel
in the image, which has been one of the grand challenges in computer vision
domain. It is a topic of broad interest because of potential applications like auto-
matic driving. Most of the state-of-the-art semantic segmentation works [4,17,19]
are based on FCN [10] liked networks, where performing end-to-end training is
c© Springer Nature Switzerland AG 2019
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possible along with useful hierarchical features to catch both context and local-
ization information. However, the successful training of these networks usually
requires large number of annotated training samples, which are usually beyond
reach in many cases. That leads to a problem that for most of the current FCN
based models, the generalization ability is questioned when applied to dynamic
and complex scenes. Ambiguities and errors are common in the results, and in
real-world applications, enhancing the prediction accuracy is important before
further actions are made.

In this paper, we use image-conditioned variational auto-encoder to encode
semantic segmentation map, making it possible to optimize predicted result
with changeable latent space. While some models [2,3,16] adopt conditional ran-
dom fields (CRFs) as a post-processing step to refine the prediction result, our
proposed model maintains a trainable end-to-end system by incorporating the
stochastic neurons inside the network architecture as in [9,12,15]. Besides, since
our work models the conditional distributions of semantic segmentation output
by using sampled latent variable, different modes of result can be inferred as the
variants change. That is to say, unlike other deterministic models, our model can
make diverse predictions and thus initial prediction can be optimized as long as
additional scene information provided.

Our work is inspired by CodeSLAM from Bloesch et al. [1] where pixel-wise
depth information is encoded with the latent space named code. The code is a
compact representation of dense scene geometry, which can be jointly optimized
with camera poses when multiple overlapping frames are available. While [1]
is a regression model using encoded information to retrieve shape parameters
that can’t be predicted with a single image, our model is its counterpart in the
classification task. Provided additional information of the scene, we can perform
optimization on latent space using constraints like consistency of semantic con-
text or geometry. In self-driving systems, depth data, ego-motion or methods like
white line detection can serve to provide such additional information, making
it able to resolve ambiguities in semantic segmentation results. In our current
implementation, instead of combining with other methods or sensors to attain
additional information, we manually provide partial scene truth by giving true
label of one certain class and evaluate optimization result. This is practical in a
similar way to active learning introduced in [11].

Two key contributions of our paper are:

– The extension of the architecture in CodeSLAM that makes it possible to
optimize semantic segmentation result on learned models.

– The design of a unique cost function to attenuate error term in learning
process using heteroscedatic uncertainty.

In the rest of this paper, we will explain our model and then we show how
the learned multimodal distribution of semantic segmentation model can resolve
ambiguities and errors of prediction.



Learning an Optimisable Semantic Segmentation Map 381

Fig. 1. Illustration of our learning framework. Top part: U-net [13]. Bottom part:
VAE. Top left: input color image. Bottom left: input ground truth label. Top right:
prediction uncertainty. Bottom right: reconstruction of semantic segmentation (Color
figure online)

2 Color Image Conditioned VAE

Similar to CodeSLAM, our model uses an image conditioned variational auto-
encoder (CVAE) to learn the semantic representation. The basic learning frame-
work is shown in Fig. 1. The bottom part is a variational auto-encoder network
that learns the conditional probability densities of semantic segmentation, with
the conditioning feature maps provided by the U-Net [13] on the top part. As
described in [1,14], a naive implementation of auto-encoder will be limited by the
information bottleneck, making only major traits of input able to be retrieved.
By conditioning with feature maps from color image, the auto-encoder part no
longer need to encode full scene information. The semantic segmentation pre-
diction SS thus becomes a function (decoder) of image I and c, where c(named
code in CodeSLAM) is the latent space composed of a N-dimensional vector.

SS = f(I, c) (1)

We can say that common semantic segmentation architectures solve a none-code
version of the above problem. Due to the introduction of the latent variants (code
c), the model becomes able to efficiently produce unlimited number of hypothe-
ses. Our model is a combination of common FCN based semantic segmentation
and probabilistic generative model (VAE), where every random sample on the
latent space can produce a corresponding segmentation map. Provided useful
information about the scene, we can find the optimized code to resolve ambigu-
ities during the inference phase.

2.1 Network Architecture

Our detailed network architecture is provided in Fig. 2. Ground truth segmenta-
tion labels are one-hot encoded before being inputted to the Conditional Varia-



382 P. Zhuang et al.

Fig. 2. Network architecture of our CVAE model. The computed feature maps are
concatenated to the corresponding layers of both encoder and decoder (conditioning).
The bottleneck of VAE is composed of two fully connected layer, each meaning mean
and variance. Then latent space is sampled according to Gaussian distribution. We
use stride length 2 to perform down-sampling, and bilinear interpolation to perform
up-sampling. While the VAE part outputs S’ as the reconstructed segmentation map,
the U-Net part outputs b as uncertainty.

tional Auto-encoder. Then latent space is calculated through two fully connected
layers in the bottleneck part, each with a dimension of N, computing mean and
variance respectively. Then, we sample the latent space according to the Gaus-
sian distribution. During the learning process, a KL-divergence cost is added to
reconstruction loss as described in [8]. In the equation below 2, N stands for
the length of latent vector (code size). μ and σ represent mean and variance
respectively.

Lkld =
N∑

x=1

(− log(σx) − 1 + σx + μ2) (2)

We perform condition on the VAE by concatenating feature maps calculated
by the U-Net to corresponding layers (same resolution) in both encoder and
decoder part. At each downsampling step we double the number of channels for
the feature maps, and at every upsampling step we half the number of feature
channels. Between every downsampling and upsampling pair, skip layer con-
nection is used to take advantage of both coarse but discriminative features and
fine, shallow features. Unlike the U-Net architecture in CodeSLAM [1] or original
paper [13], we stop downsampling at ×16 times and replace the bottleneck part
with recently popular dilated convolution [4,17–19]. Dilated convolution enlarges
the receptive field of the network while maintaining the resolution by inserting
holes in the convolution kernels, which effectively prevents the information loss
caused by repetitive downsampling operations.

Besides the prediction of segmentation map S’, we predict a pixel-wise uncer-
tainty b to attenuate the cost function. While [1] uses a cost term computing
negative log-likelihood of the observed depth, we follow the classification model
introduced in [7] to form our own loss function. For every pixel i, S′

i is the pre-
dicted logits before the final softmax layer. And bi is the predicted uncertainty
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(variance). We sample from these logits T times following Gaussian distribution,
each represented by Si,t. With the ground truth label being c for pixel i, Eq. 4
gives the uncertainty aware loss function for our model.

Si,t = P ′
i + biεt εt ∼ N (0, I) (3)

LS =
∑

i

log
1
T

∑

t

exp(Ŝi,t,c − log
∑

c′
exp Ŝi,t,c′) (4)

The network will learn and adjust the pixl-wise uncertainty b so that loss
attenuation can be achieved to get better segmentation result, in a similar way
to its regression counterpart in CodeSLAM. We also use ReLu as activations for
most of the layers, except for the computation of fully connected layer in latent
space, the decoder part of VAE and final output where identity activations are
used. Especially, the decoder part without nonlinear activations are regarded as
linear decoder, allowing the pre-computation of the Jacobians.

2.2 Training

Our network is trained on the CityScapes Dataset [5]. The Cityscapes Dataset
is a large dataset mainly focusing on semantic understanding of urban street
scenes. The fine labeled dataset we use contains 5000 images, with the training,
validation, and test set contains 2975, 500, and 152 images respectively.

We choose the ADAM optimiser with an initial learning rate of 10−4. With
a batch size of 8, we train the network for 80 epochs. We also adopt batch
normalization [6] for smoother training process.

As is mentioned in Sect. 2.1, our model’s loss function is composed of both a
KL-divergence cost and an attenuated segmentation loss, given by Eqs. (3) and
(5) respectively. We put a relative weight Wk on KL-divergence and found a
code size of 128 and weight factor of 8 work fine in our current training model.

Loss = LS + WkLkld (5)

3 Inference and Refinement

During the inference phase, the encoder part of VAE is not used due to the
absence of ground truth label. We assign the code with 0 value at first and thus
the initial prediction is given in Eq. 6.

SS = f(I, 0) (6)

This zero code prediction can be regarded as a model close to common single
image semantic segmentation, where ambiguities and errors may remain. As we
perform optimization on latent space with additional information of the scene,
we can get a refined segmentation map. Although it’s able to be combined with
framework like CodeSLAM to have joint optimization by keeping both geometric
and semantic consistency, we use a simpler refinement method to evaluate the
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optimization validity of our model. In our current work, we give partial truth
information of a certain scene and perform optimization on that truth-aware
region. Let c be the class that truth is given when M class exists. For every pixel
j that belongs to the truth-aware area belong to c, Ti is the true one-hot label,
and Pi gives the predicted probability vector.

Ti = [0, 0, ...1, ..0] (7)

Pi = [p0, p1, ...pc, ...pM−1] (8)

We use the Euclidean distance between two vectors to measure the semantic
error. Especially, the probability vector is computed from code c and image I
through the linear decoder according to Eq. 1, derivative of the probability w.r.t
the code thus can be computed to allow optimization. The low-dimensional latent
space learnt should also encode the semantic correlation among different classes,
what we are expecting is that by performing optimization to reduce the semantic
error on truth-aware area, prediction of both adjacent and non-adjacent area can
also be refined.

4 Experiments

In this section, we first present how our model works by showing different output
examples in Fig. 3. Although the zero-code segmentation results are close to
those predicted from code encoded by ground truth label, errors and ambiguities
appear. Especially in the left and middle columns of Fig. 3, we can observe that
zero code prediction show errors in areas close to sidewalk and road, and get
confused with bus and car. These errors are corrected in the output predicted
from encoded information, i.e., the encoded information brought higher accuracy
to the model. The output uncertainty is learned during training to attenuate cost
in difficult regions as described in Sect. 2.1.

4.1 Optimization on Partial Region

Since the semantic error term is differentiable w.r.t to the latent space, additional
semantic information can serve to optimize the code enhance the prediction.
Due to the use of indentity activations in decoder part of VAE, the derivative of
probability maps w.r.t to the code are effectively pre-computed, accelerating the
evaluation of Jacobians when performing optimization. This may be helpful for
faster runtime when realtime performance is required to perform joint optimiza-
tion, especially in self-driving systems. As mentioned in Sect. 3, we use partial
scene truth to perform optimization in our current simple experiment. In the
following sections, we will first show the qualitative refined results when given
road class truth. Then we compare the quantitative evaluation of class mIoU
and pixel accuracy when optimizing using different class truth.
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Fig. 3. The learnt output examples of our model on CityScapes Dataset. From top to
bottom: color image, ground truth label, reconstructed segmentation map with encoded
code, segmentation with zero code, learnt uncertainty. (Color figure online)

4.2 Qualitative Result

In Fig. 4 we compare segmentation results before and after optimization is per-
formed. Although the prediction with zero-code captures scene objects correctly
in general, we can see obvious errors occur near boundary regions. After provid-
ing road class truth to optimize the code, we can see how errors are corrected
in the bottom line of optimized result. In the left example there are no other
big changes except for the road and sidewalk class. However, in the left half
result, not only road or adjacent regions, details of vegetation and cars’ internal
areas are also refined (high light with red squares). Although not as accurate as
ground truth segmentation, we can observe how the optimized result get refined
towards those decoded from ground truth label encoded information.
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Fig. 4. The qualitative optimization examples on CityScapes Dataset. From top to
bottom: color image, ground truth label, reconstructed segmentation map with encoded
code, segmentation with zero code, optimized result given truth on road class. (Color
figure online)

4.3 Quantitative Evaluation

To evaluate the effectiveness of optimization on partial region, we calculate IoU
and pixel accuracy before and after the optimization, using 500 validation images
on CityScapes Dataset. The results are shown in Fig. 5 and Table 1.
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Fig. 5. IoU of our optimization result given different class truth. Besides class-wise IoU,
we also calculate the mIoU for all classes (second row) and mIoU excluding truth-given
class (first row)

We can see from the IoU result that, by giving one specific class truth as addi-
tional information, the refined result naturally improves impressively at both
that specific class and adjacent class regions (e.g. road and sidewalk). What’s
more, in areas that may seem unrelated to hardly get any influence, we can still
observe improvement with IoU. Comparing the mean IoU for classes excluding
the optimized one (first row of the graph), we find that a general refinement of
result is possible with our partial optimization method. On the other hand, we
compare the pixel accuracy before and after the optimization, and also calculate
the pixel accuracy when simply replacing partial prediction with true labels,
without any optimization. Besides an obvious improvement when comparing
with result from zero-code prediction, we also find that partial optimization
in all the three cases (road, sidewalk and building) performs better than simply
replacing data with true labels. That means that optimization on one class region
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expands its influence to other regions. The low dimensional semantic encoding in
our model learns the underlying correlation between different classes, and opti-
mizing on one leads to the refinement of others, even those seemingly unrelated.

Table 1. Pixel accuracy results with different class truth provided.

Method Pixel acc.

0-code 90.1

Road-replaced 91.9

Road-optimized 92.4

Sidewalk-replaced 91.5

Sidewalk-optimized 92.1

Building-replaced 90.8

Building-optimized 91.6

5 Conclusions

We have shown that our learned image-conditioned representation for semantic
segmentation can be effectively optimized with small number of parameters.
Our compact representation of segmentation map can retrieve information that
is useful for errors and ambiguities to be corrected.

In our future work, for more applicability, we will combine with methods like
white line detection to offer truth information about the road, working in a sim-
ilar way to sensor fusion. Also, combining with CodeSLAM framework to form
a joint optimization of both semantic label and scene geometry is also possible.
In our current implementation, we use U-Net to extract features, which may not
be a good choice for complex urban scene segmentation. In the longer term, we
would like to combine state-of-the-art semantic segmentation architecture with
our probabilistic inference module. If we can refine the prediction result even on
top of those high accuracy methods, our compact representation of segmentation
may serve as an optional optimization technique for general models, similar to
CRF but different in that our method being unified in an end-to-end inference
framework, adjustable as scene and provided information change.
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Abstract. In recent years, great advances in Domain Adaptation (DA)
have been possible through deep neural networks. While this is true even
for multi-source scenarios, most of the methods are based on the assump-
tion that the domain to which each sample belongs is known a priori.
However, in practice, we might have a source domain composed by a mix-
ture of multiple sub-domains, without any prior about the sub-domain
to which each source sample belongs. In this case, while multi-source DA
methods are not applicable, restoring to single-source ones may lead to
sub-optimal results. In this work, we explore a recent direction in deep
domain adaptation: automatically discovering latent domains in visual
datasets. Previous works address this problem by using a domain pre-
diction branch, trained with an entropy loss. Here we present a novel
formulation for training the domain prediction branch which exploits (i)
domain prediction output for various perturbations of the input features
and (ii) the min-entropy consensus loss, which forces the predictions of
the perturbation to be both consistent and with low entropy. We com-
pare our approach to the previous state-of-the-art on publicly-available
datasets, showing the effectiveness of our method both quantitatively
and qualitatively.

Keywords: Domain Adaptation · Visual recognition · Deep learning

1 Introduction

Most learning based models rely on the assumption that training and test data
are drawn from the same distribution. Unfortunately, this assumption does
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not hold in many real-world computer vision applications due to unpredictable
changes in the environment (e.g. weather, illumination, occlusions). Despite the
progress brought in visual recognition by deep learning and the availability of
large fully annotated dataset, models trained on a given distribution different
from the test one still struggle to generalize, giving poor performance. This
problem is commonly referred to as domain shift and it is especially relevant
in computer vision due to the large appearance variability of the visual data.
The domain shift problem has been widely studied in the last decade and many
techniques have been proposed to limit its effect [29].

Domain Adaptation (DA) methods specifically focus on learning a given task
in a source domain, then transferring the acquired knowledge in the domain of
interest, i.e. the target domain. In past years, researchers studied the theoretical
aspects of this problem [1,28] and proposed several shallow [14] and deep learning
based [4,10,21,22] algorithms. However, recent studies [7] have shown that the
domain shift problem can only be alleviated but not entirely solved even adopting
deep architectures.

Often, DA methods consider a single-source, single-target scenario, but a set-
ting in which multiple source domains are available is arguably more interesting
and realistic. In fact, datasets could contain images taken with different cam-
eras, from many viewpoints or with different lighting conditions. Approaching
such cases with single-source DA algorithms will lead to poor results. For this
reason, many DA methods have been proposed to learn from multiple sources
[3,8,25,28,35]. However, these approaches assume to know the domain label of
each sample. A more challenging scenario arises when the domain to which a
sample belongs is not known in advance. This problem, also referred to as latent
domain discovery, consider the presence of multiple but mixed sources and/or
target domains, offering either partial or no information, about the ground-truth
domain of each sample. In previous years, few works [11,13,27,36] focused on
this setting, simultaneously performing the discovery of latent domains and using
the information to learn a classification model for the target one.

In this paper, we propose a novel formulation for the domain discovery algo-
rithm proposed in [27]. In particular, we enhance the domain classifier training
by employing a different objective. This objective is based on (i) producing
multiple domain predictions on perturbations of the features of a given sample
and (ii) applying on those predictions the recently proposed Min-Entropy Con-
sensus (MEC) Loss [30]. This loss enforces both consistency and low entropy
for the perturbed domain predictions of a single sample. An overview of the
method is reported in Fig. 1. Our empirical study demonstrates that we are able
to extract meaningful latent domains from the source samples, achieving bet-
ter performance than previous latent domain discovery DA methods on popular
benchmarks, such as Office-31 [32] and PACS [18].

2 Related Works

Deep Domain Adaptation. In recent years, deep learning based DA
approaches have show to be very effective in addressing this task. Usually, robust
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domain-invariant features are learned in deep architectures using either super-
vised neural networks [4,10,21,30] or deep autoencoders [39]. Some methods
[21,22] rely on the idea of aligning source and target features by minimizing the
Maximum Mean Discrepancy (MMD). A different approach is represented by
methods that operates in a domain-adversarial setting [10], i.e. they focus on
learning a domain-agnostic feature space by minimizing a domain confusion loss.
Recent works have also explored the use of generative models [2,31]. Our work is
close to recent trends exploring the use of domain-specific batch-normalization
layers [4,5,25,26], since we use a variant of those layers [27] to adapt the model
from the latent source domains to the target one. Our approach is also linked to
consistency-based DA strategies [9,30,33]. Different from these works, we employ
a consistency loss [30] for learning the domain prediction branch. Our work is also
related to multi-source DA [8,35,37] and domain generalization [3,6,18,23,24].
Similarly to these scenarios, we assume the presence of multiple source domains.
However, in our case these domains are mixed and we must discover them in
order to exploit the advantages of multi-source DA approaches.

Latent Domain Discovery for DA. Very few works tried to address the latent
domain discovery problem in the literature. While previous works on shallow
features considered the use multiple Gaussian distributions [13], domain distinc-
tiveness [11], exemplar SVMs [19,38] and manifold learning [36], only one work
addressed this problem in the context of deep DA [27]. In [27] we proposed to
exploit a domain prediction branch and domain alignment layers [4,5] to dis-
cover latent domains and improve the DA performances on the target domain.
While in [27] the domain prediction branch was trained through an entropy loss,
in this work we show how we can achieve similar or better results by employing
a different loss, [30] which encourages both low entropy and consistency on the
domain predictions for perturbations of the same input features.

3 Method

3.1 Problem Formulation and Notation

As in standard Unsupervised Domain Adaptation (UDA), we assume to have
access to a source and a target domain. The source domain contains semanti-
cally labeled samples, while the target domain contains only unlabelled samples.
However, different from standard UDA, we assume that the source domain is
composed of a mixture of multiple domains and, contrary to multi-source DA,
we do not assume to know to which domain each source sample belongs. Follow-
ing previous works [27], we assume to have k source domains. Notice that this
number might not be known a priori: in our current formulation we leave it has an
hyperparameter. Source domains are characterized by unknown probability dis-
tributions ps1

xy, . . . , p
sks
xy defined over X×Y , where X is the input space (e.g. images

in our case) and Y the output space (e.g. object categories). The source data
are thus modelled as a set S = {(xs

1, y
s
1), . . . , (x

s
n, y

s
n)} with xS = {xs

1, . . . , x
s
n}

and yS = {ys
1, . . . , y

s
n}, the source data and label sets, respectively. The set S
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contains i.i.d. observations from a mixture distribution ps
xy =

∑ks
i=1 πsi

psi
xy, where

πsi
is the unknown probability of sampling from a source domain si. Similarly,

we assume to have target domain data T = {xt
1, . . . , x

t
m} of i.i.d. observations

drawn from pt
x.

During training we receive semantically labeled source samples with unknown
domain membership plus unlabeled target samples. Our goal is to learn a model
able to address a given task (i.e. classification) in the target domain. Follow-
ing [27], we address this task by using domain specific batch-normalization
[15] (BN) layers to perform DA [4,5,20,26]. These layers are influenced by the
latent domain discovery process, performed by a domain prediction branch. With
respect to [27] we propose a new objective for the domain prediction branch. In
the following we will review how BN can be used to address DA [4,5,26] and how
a simple variant can be used in the case where we have multiple but unknown
source domains [27]. We will then describe how the domain assignment branch
can be trained by using the Min-Entropy Consensus loss [30] (Sect. 3.3), building
the whole objective for the training procedure.
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Fig. 1. Schematic representation of our method applied to the AlexNet architecture
(left) and of an mDA-layer (right). The features in input to the domain classifier
are perturbed through Dropout [34]. The Min-Entropy Consensus (MEC) loss is then
applied to the output of the domain classifier, to enforce the same domain assignment
for different perturbations of the same input.

3.2 Multi-domain DA-Layers

BN-based DA methods [4,5,20] are a simple yet effective way to tackle the DA
problem. Since features extracted by a neural network tend to follow domain-
dependent distributions [20], we can align them through domain specific normal-
ization layers. Following [27], let us denote as qd

x the distribution of activations
for a given feature channel and domain d. Domain Alignment Layers [4,5] (DAL)
normalize an input xd ∼ qd

x according to

DAL(xd;μd, σd) =
xd − μd√

σ2
d + ε

, (1)
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where μd = Ex∼qd
x
[x], σ2

d = Varx∼qd
x
[x] are mean and variance of the input

distribution, respectively, and ε > 0 is a small constant to avoid numerical issues.
During training the statistics {μd, σ

2
d} are computed over the current mini-batch,

thus we apply standard BN but separately for each available d.
The previous formulation requires full domain knowledge (i.e. d) for each

sample, something that we do not have in our setting for the source domain. In
[27] a variant of the DAL layers called Multi-Domain Alignmet Layers (mDA)
has been proposed to tackle this issue. mDA layers exploit the probabilities that
a source sample belongs to one of the latent domains. Formally, denoting as wi,d

the probability of xi belonging to d and a source mini-batch B = {xi}bi=1, mDA
layers normalize xi as follows:

mDA(xi,wi; μ̂, σ̂) =
∑

d∈D
wi,d

xi − μ̂d√
σ̂2

d + ε
, (2)

where wi = {wi,d}d∈D, μ̂ = {μ̂d}d∈D, σ̂ = {σ̂2
d}d∈D and D is the set of source

latent domains. Notice that μd and σ2
d are computed in a weighted fashion:

μd =
b∑

i=1

αi,dxi, σ2
d =

b∑

i=1

αi,d(xi − μd)2, with αi,d =
wi,d

∑b
j=1 wj,d

(3)

Equation (2) is used to normalize source samples in our setting, where the
domain of each sample is not known a priori. While for the target domain we
can directly use (1), this formulation can be easily extended to the case where
also the target is a mixture of multiple datasets.

3.3 Min-Entropy Consensus Loss for Domain Prediction

A crucial aspect of mDA layers is the domain assignment wi that each sample
receives. To this extent, as in [27] we employ a domain prediction branch. This
branch is composed by a minimal set of layers followed by a softmax operation
on k outputs. This branch is a different section of the network which shares with
the classification part only the bottom-most layers, due to their higher domain
specificity [27]. In [27] the domain prediction branch is trained by exploiting an
entropy loss. In this work, we argue that we can train a more effective domain
prediction branch if we enforce the entropy loss through consensus among domain
assignments for perturbations of the same input.

Formally, let us define as gθ the domain prediction branch, parametrized by
θ. We split it into two parts: gθ

E and gθ
D, denoting the feature extractor and the

domain classifier respectively. Given the low-level features xi, in [27] the domain
prediction branch produces the domain assignments wi as follows:

wi = gθ(xi) = gθ
D(gθ

E(xi)) (4)

In order to obtain multiple assignments of perturbed version of the input, we
employ a non-parametric random transformation φ. The assignment of the per-
turbed sample is obtained by replacing the feature extraction function gθ

E with
φ ◦ gθ

E :
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ŵi = gθ(xi) = gθ
D(φ(gθ

E(xi))) (5)

where ŵi denotes the assignment given to the perturbed features. Since φ is
random, applying this function multiple times on the same input will produce
different outputs. With this in mind we can create a matrix Ŵ i = [ŵ1

i , · · · , ŵr
i]

where each element ŵj
i is obtained by classifying with gθ

D a different application
of φ on the features extracted by gθ

E .
Since Ŵ i is a set of r predictions related to different perturbations of the

same sample, we can enforce consistency within Ŵ i, obtaining an unsupervised
objective for the domain prediction branch. However, as noted in [30], stan-
dard consistency loss [9,33] force only consistent predictions across perturba-
tions of the same sample, without taking into account the actual confidence on
the assignment. To this extent, we follow [30] and we employ the Min-Entropy
Consensus (MEC) loss as an objective for the domain classifier. Given a set
Ŵ i = [ŵ1

i , · · · , ŵr
i], we minimize the following objective:

MEC(xi) = −1
r

max
d∈D

r∑

j=1

log(wj
i,d) (6)

The domain loss on the full source set is:

Ldom =
1
n

∑

x∈xS

MEC(xi) (7)

With (7) we have defined a loss which allows to obtain domain predictions
that are both consistent and confident for a given sample. In the experiments
we use Dropout [34] as φ with ratio 0.5, setting r = 2 as in [30].

To train the full architecture we need to define an objective for the seman-
tic classification part. Following [4,5,27] we employ a cross-entropy loss on the
labeled source samples and an entropy loss for the unlabeled target ones. Denot-
ing as fθ

C the classification branch we have:

Lcls(θ) = − 1
n

n∑

i=1

log fθ
C(ys

i ;x
s
i ) +

λC

m

m∑

i=1

H(fθ
C(·;xt

i)). (8)

The first term on the right-hand-side is the average log-loss related to the super-
vised examples in S, where fθ

C(ys
i ;x

s
i ) denotes the output of the classification

branch of the network for a source sample, i.e. the predicted probability of xs
i

having class ys
i . The second term on the right-hand-side of (8) is the entropy

H of the classification distribution fθ
C(·;xt

i), averaged over all unlabeled target
examples xt

i in T , scaled by a positive hyperparameter λC . The full objective is:

L(θ) = Lcls(θ) + λDLdom(θ), (9)

where Lcls is a loss term that penalizes based on the final classification task,
while Ldom accounts for the domain classification task, with a hyperparameter
λD balancing the two. We highlight that, due to dependency of the classification
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branch on the mDA layers, the network learns to predict domain assignment
probabilities that also result in a low classification loss. A schematic represen-
tation of our architecture is depicted in Fig. 1. Since the semantic classification
part needs a single domain assignment for each sample, we set wi as the average
of the domain predictions on perturbed inputs: i.e. wi = 1

r

∑
j = 1rŵj

i .

4 Experiments

4.1 Experimental Setup

In our evaluation we consider the following benchmarks: the PACS dataset [18]
and the Office-31 [32] dataset.

Office-31 is a widely used DA benchmark which contains images of 31 object
categories collected from 3 different sources: Webcam (W), DSLR camera (D)
and the Amazon website (A). We test our model on the multi-source setting [36],
where each domain is in turn considered as target, while the others as sources. We
use this benchmark to compare with [27] as well as previous shallow algorithms
[11,13,36]. In this setting we use as input to our algorithm the activations of the
fc7 layer of an AlexNet [17] architecture, applying mDA layers to the features
and after the domain classifier, as in [27]. The structure of the domain prediction
branch is the same of [27], except for the addition of a BN layer (without scale
and bias) to the domain logits, since we found that this addition stabilizes the
training procedure. The hyperparameters used for training are the same of [27],
with λD = 0.5 and k = 2.

PACS [18] is a recently proposed dataset which contains images of 7 cate-
gories extracted from 4 different representations, with significant domain shift:
i.e. Photo (P), Art paintings (A), Cartoon (C) and Sketch (S). Following [18],
we train our model considering 3 domains as sources and the remaining as tar-
get, using all the images of each domain. Differently from [18] we consider a
DA setting (i.e. target data are available at training time). For the experiments
on the PACS dataset we consider the ResNet-18 architecture [12]. As in [27], to
apply our approach, we replace each BN layer in the network with an mDA-layer.
As in the previous case, the structure of the domain prediction branch and the
hyperparameters selected for training are the same of [27], with λD = 0.5 and
k = 3 and with the insertion of a BN layer after the domain prediction logits.

We implement all the models with the Caffe [16] framework and our evalu-
ation is performed using a NVIDIA GeForce 1080 GTX GPU. Both the archi-
tectures have been initialized with their weights pretrained on ImageNet: for
AlexNet we take the pre-trained model available in Caffe, while for ResNet we
use the converted version of the original model developed in Torch1.

4.2 Results

Analysis of Our Method. In a first series of experiments we compare our
model and [27] on the PACS dataset using the ResNet-18 architecture. As a
1 https://github.com/HolmesShuan/ResNet-18-Caffemodel-on-ImageNet.

https://github.com/HolmesShuan/ResNet-18-Caffemodel-on-ImageNet
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baseline we report the performances of the base architecture, the single source
DA model of [5] (DIAL) and the multi-source version of [5] which is our upper
bound since it assumes perfect domain separation (Multi-source DA). The results
are shown in Table 1. As the table shows our model achieves comparable per-
formances with respect to [27] in average. By analyzing the results it is possi-
ble to see that our model performs comparably to the Multi-source DA upper
bound in the domains where the gap with the single source baseline is minimal
(Photo and Art). However our model largely outperforms [27] when Sketch is
used as target. We ascribe this behaviour to the fact that enforcing consistency
allows to regularize and strengthen the latent domain discovery process, provid-
ing favourable domain separation even when the difference among the domains
is less pronounced (as in this case, where Photo, Art and Cartoon are the source
domains). At the same time, this regularization could harm the confidence of
the domain prediction branch and the statistics estimated by Eq. 2 if the source
domains are close. This happens for instance when Cartoon is employed as tar-
get, where there two domains (Photo and Art) are close to each other and far
from the third domain (Sketch).

Table 1. PACS dataset: comparison of different methods using the ResNet architec-
ture. The first row indicates the target domain, while all the others are considered as
sources.

Method Sketch Photo Art Cartoon Mean

ResNet [12] 60.1 92.9 74.7 72.4 75.0

DIAL [5] 66.8 97.0 87.3 85.5 84.2

mDA [27] 69.6 97.0 87.7 86.9 85.3

Ours 71.1 96.8 87.3 86.4 85.4

Multi-source DA 71.6 96.6 87.5 87.0 85.7

To understand the outcome of the latent domain discovery process, we report
histograms analyzing how many samples of a domain receive a given probability
to belong to a latent domain. The analysis is shown in Fig. 2. As the figure
shows, every time Sketch is among the source domains (yellow bar) almost all
its samples are assigned to a single latent domain. Moreover, when Sketch is
present, since the difference among the other source domains is more subtle,
they tend to receive assignments spread among the other two latent domains,
even if with different distributions. This is clear in Fig. 2b where Photo samples
tend to be assigned to the first latent domain and Cartoon samples to the second
one. Similarly, in the case where Sketch is the target (Fig. 2d), Cartoon samples
are assigned to the first latent domains, with Photo samples mainly assigned to
the second, and Art samples spread among the three latent domains. This latter
outcome is reasonable due to the fact that Art is a domain which is visually
intermediate between Photo and Cartoon. A similar effect can be noted when
Cartoon and Sketch are both source domains: due to the fact that Cartoon is
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the closest visual domain to Sketch, its samples may receive probabilities even
in the latent domain to which Sketch samples are assigned.

(a) Photo as target (b) Art as target (c) Cartoon as target (d) Sketch as target

Fig. 2. PACS dataset: analysis of the assignments of source samples to each latent
domain. Each row is a different latent domain and each color a different source domain:
red for Photo, blue for Art, green for Cartoon and yellow for Sketch. (Color figure online)

To further confirm this analysis, Fig. 3, reports the top images assigned to
each of the latent domains. The figure highlights also how the appearance plays a
crucial role in the domain discovery process, since the dominant color of an image
highly influences its domain assignment. This can be an important aspects for
exploring future applications in the real world, where the shift might be caused
by changes in e.g. illumination and weather condition.

(a) Photo as target (b) Art as target

(c) Cartoon as target (d) Sketch as target

Fig. 3. PACS dataset: analysis of the top-5 images assigned to each of the latent
domains for each source-target scenario. Each row is a different latent domain.

Comparison with the State-of-the-Art. Finally, we compare the perfor-
mances of our model against state of the art approaches on the Office-31 dataset,
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using as input fc7 features of the AlexNet architecture. We compare with deep
approach of [27] and with the shallow ones [11,13,36], which are among the few
approaches tackling the latent domain discovery problem. The results are shown
in Table 2. Our model outperforms both shallow [11,13,36] and deep [27] meth-
ods. Our algorithm obtains a gain of almost 1% in average with respect to the
baseline [27], confirming the effectiveness of the proposed training objective for
the domain classification branch and the fact that our algorithm performs better
than [27] when the difference among the source domains is less marked.

Table 2. Office-31: comparison with state-of-the-art algorithms. In the first row we
indicate the source (top) and the target domains (bottom).

Method
Sources A-D A-W W-D

Mean
Target W D A

Hoffman et al. [13] 24.8 42.7 12.8 26.8
Xiong et al. [36] 29.3 43.6 13.3 28.7
Gong et al. (AlexNet) [11] 91.8 94.6 48.9 78.4
mDA [27] 93.1 94.3 64.2 83.9
Ours 94.1 95.1 64.9 84.7

5 Conclusions

In this work we have presented an algorithm for addressing the problem of latent
domain DA, where the source domain is a mixture of multiple datasets and we
do not know the domain membership of each sample. Our method is based on
[27], where the latent DA task is solved by employing domain-specific alignment
layers. These layers perform a normalization weighted on the probability of a
sample to belong to a given domain, with the probability predicted by a domain
classifier. While in [27] an entropy loss is employed to train the domain predic-
tion branch, here we propose to use the Minimal-Entropy Consensus (MEC) loss
[30] on perturbed version of the features that we provide to the domain classifier
for a single sample. Due to the consistency, this loss is more stable with respect
to standard entropy and regularizes the domain separation process. Results on
the PACS and Office-31 datasets show that our model outperforms all the base-
lines in Office-31, while achieving similar or higher performances on PACS with
respect to [27]. In future works we plan to expand the findings of this work by
exploring the impact of using various perturbation and consensus strategies.
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Abstract. Conventional approaches to object instance re-identification
rely on matching appearances of the target objects among a set of frames.
However, learning appearances of the objects alone might fail when there
are multiple objects with similar appearance or multiple instances of
same object class present in the scene. This paper proposes that partial
observations of the background can be utilized to aid in the object re-
identification task for a rigid scene, especially a rigid environment with
a lot of reoccurring identical models of objects. Using an extension to
the Mask R-CNN architecture, we learn to encode the important and
distinct information in the background jointly with the foreground rele-
vant to rigid real-world scenarios such as an indoor environment where
objects are static and the camera moves around the scene. We demon-
strate the effectiveness of our joint visual feature in the re-identification
of objects in the ScanNet dataset and show a relative improvement of
around 28.25% in the rank-1 accuracy over the deepSort method.

Keywords: Re-identification · Object detection · Multi-view ·
Triplet loss

1 Introduction

Multiple object matching and association are classical problems in many impor-
tant tasks such as video surveillance, semantic scene understanding and also,
Simultaneous Localization And Mapping (SLAM). Given an indoor scene, where
the environment is frequently cluttered with several near-identical objects, it is
challenging to identify and track a particular instance of an object among a
number of objects present in the scene, e.g. see Fig. 1. The problem is even more
challenging when there is a wide baseline among multiple views (or temporally
disjoint). It is complex to re-identify a vast variety of objects based on appear-
ance only. There are many challenges for the association problem i.e. occlu-
sions, motion blur, mis-detections, etc. Conventional methods use two major
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 402–413, 2019.
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approaches to build a re-ID system - appearance-based and motion-based. Most
methods use an appearance-based approach because motion prediction based
systems try to localize each object instance based on a motion model, however,
due to the possibility of huge unpredictable trajectories across the frames, these
methods tend to fail when the same object instance reappear after a long time.

Fig. 1. Similar looking objects in rigid, indoor scenes from ScanNet dataset. Multiple
instances of the same object class, chair, in this case, are hard to differentiate with
each other. In such cases, background can be highly useful to re-identify a particular
instance in multiple views.

Many previous studies focus on person re-identification where the goal is to
assign a correct ID of an instance of a specific class (i.e. a pedestrian) across
multiple-views obtained from cameras with possibly non-overlapping views. In
general, these methods try to learn discriminative features based on person’s
face [18], clothing [14] or symmetry-driven local features [9] to re-ID people. In
contrast, the problem of associating an unique ID to instances of objects is often
solved as the association of multiple unknown objects between views [16]. This
problem is closely related to person re-ID and often evaluated in the pedestrian
(person) scenario with early work on PET2009 [5].

However, the specific task of re-identifying multiple near-identical objects in
a rigid scene presents a different challenge, we refer to as re-OBJ, a specific case
of re-ID. In this paper, we consider a static indoor video dataset where large dis-
placement in the camera motion is unlikely and so the background of an instance
cannot undergo a sudden drastic change. Therefore, we propose to jointly learn
the foreground and the background to build a robust object re-identification
system at the instance level. We propose not only to learn the appearance of
an object but also the background that can provide a lot of useful information
regarding the surroundings of an instance which is unique to that instance at
any given viewpoint. Consider a scene of an office room with multiple chairs
and tables present. To re-identify a particular object instance across multiple
images, it is important to be able to distinguish it from other instances of the
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same object class. Intuitively, if we can observe and encode the surroundings of
that particular instance within a stream of images, we can be confident to an
extent that the object instance in consideration has been seen before and it is
different from other instances of the same class because the environment around
it is unique at any given point of time even when other instances have similar
appearance (see Fig. 1).

2 Related Work

There is a vast literature for object re-identification that is mostly focused on
person re-identification. The ability to re-identify objects in the images heavily
relies on finding a similar set of images for a given image of the target object,
possibly with multiple instances, using visual search to retrieve similar images
to the given query image. Some works in the literature like [2,9] exploit the
knowledge that the same individual is been detected in consecutive frames and
then learning an appearance-based transfer function for a robust re-identification
system. Additionally, in [9], they extract features from three different comple-
mentary modalities: the chromatic content, spatial arrangement of colors and
local motifs derived from different parts of the human body to accumulate local
features. Other deep learning models learn the category-level similarity [20] that
mainly involves semantic similarity. The study highlights the effect of significant
visual variability within a category although the semantic and visual similarities
are generally quite consistent across different categories. Thus, applications that
involve the computation of image similarity like re-identification, image retrieval,
search-by-example require learning a fine-grained image similarity that can also
distinguish the differences between different images of the same category. Rel-
ative attribute [17] learns image attribute ranking among the images with the
same attributes. OASIS [4] performs local distance learning [10] learn image
similarity ranking models on top of the hand-crafted features. Such appearance-
based approaches are good at distinguishing intra-class variation, in contrast, we
focus on the objects’ relationship to the background to jointly learn a foreground
and background discriminative appearance feature.

Many image similarity models [3,4,20] simply extract features like Gabor
filters, SIFT [15], HOG [7] features to learn similarity between images. How-
ever, the representation of the hand-crafted features limits the performance of
these methods. Some deep learning-based models popular in image classification
tasks [13] have shown great success in learning features from the images but these
models cannot directly fit similar image ranking especially the fine-grained dis-
tinction between similar images. Thus, in order to learn the fine-grained image
similarity deep ranking model has been proposed by [21]. Pairwise ranking model
is a widely used learning-to-rank formulation. It is used to learn image ranking
models in [4,10,17]. Generating good triplet samples is a crucial aspect of learn-
ing pairwise ranking model. FaceNet [18] showed that the triplet loss is a suitable
loss function for the verification, recognition and clustering than the verification
loss [19]. The difference is that the verification loss minimizes the L2-distance
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between objects of the same identity and enforces a margin between the distance
of objects of different identities whereas the triplet loss also encourages a rela-
tive distance constraint and thus, enhancing the ability to discriminate between
dissimilar identities. In [4] and [17], the triplet sampling algorithms assume that
we can load the whole dataset into memory, which is impractical for a large
dataset. Our work is built upon the deep ranking model proposed by [21] with
an efficient triplet sampling algorithm that does not require loading the whole
dataset into the memory.

3 Object Instance Separation Encoding

For a robust object re-identification system for a rigid scenario, we hypothesize
that the background information is useful in order to discriminate between mul-
tiple instances of the same semantic class and also the objects that have a similar
appearance as shown intuitively in Fig. 1. To include the background informa-
tion, the first step in our approach is to use an off-the-shelf object detector, i.e.
Mask-RCNN (Sect. 3.1), and obtain foreground masks of the objects with the
bounding boxes that are expanded (see Sect. 4) in order to include a substantial
background around the object within the bounding boxes. Encodings from the
separated masked foregrounds and the masked backgrounds are extracted using
ResNet50 (Sect. 3.2), which are concatenated to obtain joint embeddings. These
embeddings then are sampled into triplets {positive, negative, anchor} and fed
to a triplet-based network architecture consisting of three identical ConvNets
(see Figs. 3 and 4) with the pairwise ranking model to learn image similarity for
a triple-based ranking loss function.

3.1 Object Detection

Our approach relies on previous work, Mask-RCNN [11] which uses region-based
object detector like Faster R-CNN to detect objects. It does not only provide
a bounding box around an object but also performs image segmentation and
provides a mask representing a set of pixels belonging to the same object. A
Region Proposal Network (RPN) is used to generate a number of region proposals
followed by a position-sensitive RoI pooling layer to warp them into a fixed
dimension. Finally, it is fed into fully-connected layers to produce class scores
and the bounding box predictions. A parallel branch of two additional fully-
connected layers provides the mask. Using the output from the Mask-RCNN,
we extract each bounding box including masks as separate images and resize
them into images of a fixed size in order to train our network to learn a visual
encoding of the objects’ mask and the background surrounding them within the
bounding boxes (see first column, Fig. 2).

3.2 Object Visual Encoding

For each object of the input images, we create two sets of images F = {If , Ib}.
Using the detections obtained from Mask-RCNN, one set is created by extract-



406 V. Bansal et al.

Fig. 2. As input, our network takes expanded bounding boxes (see Sect. 3.2) which
construct a pair of images for masked foreground and masked background (seen on
left of image). Each of the pair of images is passed through a ResNet50 where we
take an intermediary representation 7 × 7 × 512 providing spatial information, which
is concatenated to provide a joint representation of 7 × 7 × 1024.

ing masks representing objects in the foreground (If ). The other set only con-
tains the background with the subtracted foreground (Ib). As shown in Fig. 2,
a pair of images is taken from each set to pass through two identical streams
to learn an encoding between the masked foreground and the background. Each
of the images, the masked background and the masked foreground is input to
a ResNet50 [12] deep model pre-trained on ImageNet [8] dataset to extract
the features. We take from an intermediary layer of the network providing
I(.) ∈ R

7×7×512 representation of the two images retaining spatial context, the
tensors are then concatenated to provide an embedding F ∈ R

7×7×1024.

3.3 Triplet Loss

An effective algorithm for object instance re-identification should be able to
distinguish not only between the images of different objects but also between
different instances of the same object class. Especially, in the indoor scenes
where multiple instances of the same object category are present, i.e. an office
with multiple tables and chairs; it is highly challenging to re-identify a particular
object instance amongst others.

A triplet of images has three kinds of images: an anchor which acts like a
query template, a positive and a negative image. In order to ensure an effective
re-identification at the instance level, it is important to also consider the intra-
class variations and different instances of the same object as negative examples.
For example, a backpack and a chair are definitely an example of anchor-negative
pairs but two different instances of the same chair (with a different background)
should also be considered an anchor-negative pair. We use a triplet-based net-
work architecture with the pairwise ranking model to learn image similarity for
the triple-based ranking loss function, inspired from [21]. If we have a set of
F = f1, ....fF images and si,j = s(fi, fj) that gives the pairwise similarity score
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between the images fi and fj . The score s is higher for more similar images and
is lower for more dissimilar images. If we have a triplet ti = (fiA, fiP , fiN ) where
fiA, fiP and fiN are the anchor, positive and negative images, respectively. The
goal of the training is to learn an embedding function such that:

D(fiA, fiP ) < D(fiA, fiN ), s(fiA, fiP ) > s(fiA, fiN ) (1)

where D(.) is the squared Euclidean distance in the embeddings space. A triplet
incorporates a relative ranking based on the similarity between the anchor, pos-
itive and the negative images.

Fig. 3. Triplet of input tensors corresponding to images. Each tensor contains an
embeddings of the anchor image A, positive image P and a negative Image N which
are fed into three identical deep neural networks independently with shared weights
where the triplet loss is optimized.

Fig. 4. Our ConvBlock takes in the encoding from Fig. 2. The ConvBlock consists of
a network of convolutional and maxpooling layers, which pool the spatial information
and merge the foreground and background encodings to obtain final embeddings.



408 V. Bansal et al.

The triplet ranking loss function is given as:

l(fiA, fiP , fiN ) = max{0,M + D(fiA, fiP ) − D(fiA, fiN )} (2)

where M is a parameter called margin that regulates the gap between the pair-
wise distance: (fiA, fiP ) and (fiA, fiN ). The model learns to minimize the dis-
tance between more similar images and maximize the distance between the dis-
similar ones. Our model is based on the work proposed in [21] with the difference
that the input image triplets we use are the concatenated embeddings of the
masked foregrounds and backgrounds.

4 Experiments

Training Data. We use ScanNet dataset [6] for our experiments which consists
of 1500 indoor RGBD scans annotated with 3D camera poses, surface recon-
structions, and mesh segmentation related to several object categories. These
annotations allowed us to evaluate the accuracy of Mask-RCNN on the ScanNet
images to be used in the proposed pipeline. To generate our training data, we ran
Mask-RCNN over a subset of 863 scenes randomly selected from the whole Scan-
Net dataset. In total, the Mask-RCNN provided 646, 156 object detections with
masks belonging to 29 object classes (see Table 1). Since not all the objects in the
dataset are annotated, we computed the bounding box overlap ratio between the
ground truth (GT) bounding boxes and the detections provided by Mask-RCNN
to select only the valid detections. If the overlap ratio was higher than 60% and
the label of the detected object matches with the GT label, it was considered a
valid detection.

After mapping each detection obtained from the Mask-RCNN with the corre-
sponding 2D ground truth (GT), we found 9.11% of the total, i.e. around 58876
detections to be considered fit for the experiments. The regions indicated by the
bounding boxes were extended by an additional 10 pixels-wide border in order to
allow loosely-fitted bounding boxes around the objects and thus, allowing a more
significant background around each object’s mask within the bounding boxes.
These regions were then extracted out of the full images, resized to 224 × 224
and categorically stored based on the object’s class and it’s observed instances.
Finally, for each object image, the foreground masks and the background masks
were extracted and stored as separate images. The data is split into a 3-fold
cross-validation manner with 39250 images for training and 19626 images for
test over 1701 instances of objects.

We performed our experiments in three different setups. In all the experi-
mental setups, we used pre-trained ResNet50 [12] on the ImageNet [8] dataset
as the backbone model to extract features from the images of the objects. no-
train: In this setup, the features extracted from full images were matched against
each other by using an L2 distance-based metric, without any training. full: In
another setup, our model is trained on the embeddings obtained using the full
images without extracting separate foreground and background masks. concat:
The third type of experimental setup is the approach proposed in this paper
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Table 1. Number of views after mapping with GT for valid detections, selected based
on object’s label and the bounding box overlap ratio and the number of unique instances
for each object category.

No. of views and unique instances per object class

Class No. of views No. of instances Class No. of views No. of instances

Bicycle 110 6 Toilet 1755 103

Bench 27 4 Tv 562 46

Backpack 1563 117 Laptop 600 41

Handbag 486 32 Mouse 59 6

Suitcase 377 30 Keyboard 1879 67

Sports ball 379 21 Microwave 667 61

Bottle 903 27 Oven 72 6

Cup 278 25 Toaster 11 4

Chair 38203 508 Sink 2694 157

Couch 1371 75 Refrigerator 60 11

Potted plant 1294 55 Book 3124 65

Bed 83 17 Clock 25 6

Bowl 121 8 Person 260 8

Dining table 1853 185 Teddy bear 47 8

Vase 13 2 - − −

where the model is trained on the embeddings obtained by concatenating the
features from masked foregrounds and the backgrounds. In concat setup, the
model learns to minimize the difference between the anchor fiA and the positive
fiP images while also learning to maximize the difference between the anchor
fiA and the negative fiN images by employing the triplet-loss based training.

Evaluation Metrics. Most re-ID algorithms use Cumulative Matching Charac-
teristic (CMC) curve as a standard metric to measure their performance which
compares the identification rate vs rank. The proportions of good matches of
the probe image with the set of images in rank-1 would indicate a good or bad
performance of the algorithm. A CMC curve is computed for all these individual
ranks. In our evaluation procedure, however, we compare with the deepSort [22]
tracking algorithm which is used here as a rank-1 re-ID method, which is why
we cannot compare with a CMC curve. Also, it will not be fair to compare recall
and precision values between the deepSort and our method. Thus, we compute
the rank-1 accuracy by measuring the percentage of correctly identified objects.

Analysis. Evaluated using the aforementioned experimental setup, the proposed
method achieves the best performance on the ScanNet dataset in regards to
both the rank-1 accuracy as shown in Table 2. Figure 5 shows that the proposed
method, concat was able to find the best match with the probe image. In the
bottom row, no-train and full tried to match with an image which either had
an object of the same color or the shape. However, the proposed method, concat
could not always correctly identify the images and was performing occasionally
poor as can be seen in Fig. 6. Overall, the results from Table 2 show that the
concat method was able to improve the rank-1 accuracy by 22.19% and 17.1%
against no-train and full, respectively.
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Table 2. Scores on our ScanNet validation data split with Rank-1, -5, -20 and -50
accuracy values. The best performing type of setups is highlighted in bold.

Type Rank-1 (%) Rank-5 (%) Rank-20 (%) Rank-50 (%)

no-train 55.66 66.67 77.46 89.67

full 60.75 69.61 80.90 95.21

concat 77.85 91.55 98.36 99.80

Fig. 5. The visualizations show some examples of the matches found in no-train, full
and concat setups. The right matches with the probe image are highlighted in green
color. (Color figure online)

Fig. 6. Examples of the matches found in no-train, full and concat setups. The right
matches with the probe image are highlighted in green color. (Color figure online)
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Comparison with deepSort. deepSort [22] is an open-source implementation
of the original SORT [1] algorithm which employs deep appearance descriptors
to improve the performance in multiple object tracking. deepSort learns discrim-
inative feature embeddings offline in order to obtain a deep association metric
for a person re-identification dataset in the original work. For our experiments,
we provided two random sets of image pairs obtained from the ScanNet scenes
to the algorithm to identify multiple objects ensuring that an image pair is not
consisting of images from two different scenes. We computed the performance
by measuring the percentage of matched object instances across all the image
pairs. Figure 7 shows the possible problems that standard object matching or
tracking algorithms might face in re-identifying objects. The figure shows that
the deepSort was able to match an object (in yellow bounding box) in multi-
ple frames but lost an object (in red bounding box) when the camera revisits
a similar view later. deepSort achieved a rank-1 accuracy of 49.60% against the
rank-1 accuracy of 77.85% obtained with our method.

Fig. 7. An example object being matched by the deepSort algorithm inside the yellow
bounding box and the lost object in the red bounding box. (Color figure online)

5 Conclusion

The contribution of this paper was to explore the intuition that the informa-
tion obtained from the background surrounding the detected target objects in
a rigid scene could be highly useful in discriminating two near-identical objects
or two instances of the same object class. The discriminative features learned
from the explicit concatenated foreground and background can be utilized to
re-identify objects at the instance-level throughout the dataset. Our experi-
ments have shown that the proposed method performs well even in the case of
highly cluttered rigid environments like the indoor scenes obtained from Scan-
Net dataset. In future, we plan to explore if the temporal information obtained
from multiple views in a video dataset can be integrated with our object instance
re-identification system for a robust multiple object tracking algorithm in case
of rigid and static scenes.
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Abstract. Temperature data acquired by infrared sensors provide relevant
information to assess different medical pathologies in early stages, when the
symptoms of the diseases are not visible yet to the naked eye. Currently, a clinical
system that exploits the use of multimodal images (visible, depth and thermal
infrared) is being developed for diabetic foot monitoring. The workflow required
to analyze these images starts with their acquisition and the automatic feet seg-
mentation. A novel approach is presented for automatic feet segmentation using
Deep Learning employing an architecture composed of an encoder and decoder
(U-Net architecture) and applying a segmentation of planes in point cloud data,
using the depth information of pixels labeled in the neural network prediction.
The proposed automatic segmentation is a robust method for this case study,
providing results in a short time and achieving better performance than other
traditional segmentation methods as well as a basic U-Net segmentation system.

Keywords: RGB-D images � Multimodal images � Deep Learning �
Automatic segmentation

1 Introduction

Healthy humans keep their inner temperature within a narrow range of 36.8 °C, thus
the measurement of skin temperature is commonly used as a method for diagnosing
several diseases, such as diabetes mellitus. Diabetes is a chronic disease caused by high
levels of glucose due to the inability of the body to produce or use insulin effectively
[1, 2]. This disease requires continuous medical care to prevent complications since,
over time, diabetes can damage the heart, blood vessels, eyes, kidneys or nerves [2].
The International Diabetes Federation (IDF) estimated about 425 million people with
diabetes in 2017 and 629 million are expected in 2045 [1]. Patients affected by diabetes
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mellitus may experience a medical complication named foot ulcers [1]. Commonly
known as diabetic foot, this condition is associated with neuropathy disorders and
peripheral vascular disease in the lower limbs. An anomalous temperature measure-
ment can be indicative of an ulcer formation in an early stage. Therefore, temperature
monitoring can be used for the detection and assessment of the disease before other
symptoms are perceived [2].

Traditionally, medical instrumentation has measured skin temperature using contact
sensors but contactless thermal sensors are promising imaging technologies that offer a
competitive and reliable alternative. Furthermore, reduced-cost infrared detectors
demonstrate improved capabilities for ulceration risk monitoring in diabetic foot
patients. For this application, a standard contralateral analysis is complemented by the
analysis of the temperature pattern [2–4] to detect anomalies that may correspond to a
possible ulceration.

In order to analyse the temperature, the segmentation of the soles of the patient’s
feet is required. The segmentation procedure can be performed manually by the final
user but it is a time-consuming task that might offer inaccurate results since is affected
by subjective considerations. For this reason, the development of an automatic seg-
mentation, by using supervised learning, is one of the best options.

In recent years, the recognition of patterns through Machine Learning or Deep
Learning techniques has become very popular, being a clear example of this fact the
promising convolutional network U-Net [5]. One of the most successful state-of-the-art
deep learning methods is based on the Fully Convolutional Networks (FCN) [6].
However, this architecture includes a fully-connected layer at the end [7–9] while U-
Net just apply convolutional layers. U-Net is very useful in dense prediction tasks, in
which each pixel must be labeled (so-called semantic segmentation), and it is able to
converge with few training samples.

In this paper, the segmentation of the soles of the feet is performed automatically by
employing a Deep Learning architecture based on visible images, which is then
improved by using the spatial information (depth image) of the labeled pixel.

2 Materials and Methods

The segmentation is performed by using RGB-D (Red, Green and Blue color space and
Depth information of a pixel) images of the soles of the feet and subsequently applied
on thermal images. This process requires calibration and registration among different
imaging modalities, for this extent, a custom acquisition system has been designed. The
segmentation is not performed directly on thermal images due to the difficulty of
identifying boundaries between two elements superimposed at the same temperature,
e.g. the patient’s foot and his hand in the background. Therefore, the gold reference
was created from the RGB-D images.

2.1 Acquisition System

The acquisition system employed to generate the foot image database is composed by
an Intel® RealSense™ D415 camera (Intel Corporation, Santa Clara, CA, USA) for
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visible as well as depth (RGB-D), and a Thermal Expert™ TE-Q1 Plus (i3system Inc,
Korea) for the thermal infrared (IR) modality. In addition, a customized camera support
was manufactured in a 3D printer to align both cameras (Fig. 1). Table 1 details the
specifications of each camera employed in the acquisition system. The RGB-D images
were acquired in VGA resolution (640 � 480 pixels) and the thermal infrared images
were acquired with a resolution of 384 � 288 pixels, i.e. the maximum Thermal
Expert™ TE-Q1 Plus resolution. The multimodal images were saved in DICOM
(Digital Imaging and Communications On Medicine) format, which is the international
standard format for medical images.

The 3D Slicer (Slicer) software [10] was employed for data management and
processing. This software is an open source platform for medical image informatics,
image processing, and 3D visualization. The cameras were connected to Slicer using
the server provided in PlusToolkit [11], which allows camera integration. A customized
module was developed for the acquisition, extending the Slicer software architecture.

2.2 Gold Reference Dataset

As described before, monitoring of foot ulcers in diabetic patients is intended by
comparing the temperature of each foot, this is, performing a contralateral temperature
symmetry analysis. This requires the segmentation of each sole, in which the image is
focused, but this task is currently performed manually by the final user. The aim is to
perform the segmentation process automatically, without end-user interaction, by using
supervised learning methods. Hence, a gold reference dataset is required to generate a

Fig. 1. The acquisition system using Intel RealSense RGB-D and Thermal Expert TE-Q1
Thermal cameras connected to a laptop with the 3D Slicer interface.

Table 1. Acquisition cameras specifications.

Intel RealSense D415 Thermal Expert TE-Q1-Plus

Sensor maximum resolution (pixels) (RGB) 1920 � 1080
(Depth) 1280 � 720

384 � 288

Frame rate (Hz) >90 <9
Size (W � H�D) (mm3) 99 � 23 � 20 47 � 25 � 16
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model for the supervised learning. This dataset was created by manual segmentation
using a specific Slicer segmentation module which allows the implementation of image
thresholding, growing from seed or watershed, among others.

The gold reference dataset consisted of 59 images, acquired from the Intel Real-
Sense camera and manually labeled. These images were split into two non-overlapped
groups, one group was used to train the supervised algorithm (30 images) and the other
was employed in the testing procedure (29 images).

3 Automatic Segmentation

The supervised segmentation algorithm developed in this work is based on both RGB
and depth image information obtained by the Intel® RealSense™ camera. Images are
resized by bicubic interpolation to adjust the resolution images to the input size of the
neural network which is used to perform the feet segmentation binarized by thresh-
olding. The depth information is employed to improve the segmentation results pro-
vided by the neural network throughout a segmentation of planes in the depth image
represented as a point cloud (see Fig. 2). The segmentation output is a region of interest
(ROI) delimited and discriminated from the rest of the elements that have no interest in
the image, the so-called background. The amount of background within the images
could be reduced using a smaller field of view and acquiring images closer to the feet.
Although this could simplify the segmentation process, our aim is to obtain an inde-
pendent clinical system that performs well in any conditions, this is with no prior
requirements regarding image acquisition.

The neural network used initially in the automatic segmentation procedure is based
on U-Net architecture that is composed of convolution layers, without fully-connected
layers. The output of each layer in the U-Net architecture is a 3D array of size h �
w � f, where h and w are spatial-dimensions and f is the feature or channel dimension.
Each layer operates some basic functions (convolutional, pooling and activation) on
local regions of the input image. A great performance of this architecture using a
training dataset of 30 images has been demonstrated earlier [5]. However, the number
of samples is important and it is possible to increase it by applying data augmentation
techniques.

3.1 U-Net Network Architecture and Training

An U-Net architecture contains a contracting path (encoder), which extracts features
and reduces the spatial dimension, and an expanding path (decoder), which is able to
use these features to make its decisions (the output). The encoder follows a typical
architecture of convolutional network, applying convolutions and activation functions
per layer and down-sampling by max-pooling, without overlapping windows. This
max-pooling operation is superior to other methods for capturing invariances in image-
like data. However, overlapping pooling windows do not improve recognition rates
[12]. Hence, the decoder increases the resolution of the output by upsampling the
feature map followed by a convolution. The result of this model is a semantic seg-
mentation, i.e. a pixel-wise segmentation.
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Usually, U-Net is trained by using randomly initialized weights. However, the U-
Net performance can be improved by using transfer-learning or fine-tuning techniques.
These techniques are widely used when the training set is small to avoid overfitting
during the training process. Vladimir Iglovikov et al. used a Visual Geometry Group
(VGG) family network with pre-trained convolution layers as encoder in their U-Net
architecture [13]. Similarly, the proposed U-Net architecture (Fig. 3) uses an encoder
constructed by an VGG11, removing the fully connected layer and replacing it with a
convolutional layer. The decoder is created following the encoder shape and the
weights randomly initialized, so the transfer-learning is just applied in the encoder. The
number of trainable parameters in our network is 21,158,977. However, 9,220,480
parameters (the encoder parameters) are pre-trained from ImageNet [14]. In addition,
some U-Net architecture implementations reduce the number of parameters using an
interpolation instead of the transposed convolution for the upsampling process.

Finally, the training dataset (30 images) was augmented by performing random
scaling, rotations, elastic distortions and contrast gamma adjusting. Although these
images are distorted, they still look similar to the original and could produce overfitting
during the training process. Therefore, the number of augmented images must be
limited since the images are related to our dataset. In total, the generated training
dataset is composed of 47 images.

3.2 Point Cloud Plane Segmentation

The depth information is useful to discard elements that are limited by the neural
network but out of the ROI, thus leading to improve the segmentation results.

The robotics and computer graphics communities have developed a set of
approaches for segmenting a scene into geometric primitive shapes which includes the
extraction of plane segments. This is particularly interesting for the current application
since the sole of the feet are right in front of the camera and can be considered as a
planes.

The RANdom SAmple Consensus (RANSAC) approach is a popular and simple
robust estimator method for segmenting a point cloud (depth image) [15]. The principle
of this algorithm consists of searching the best plane among a point cloud, being

Fig. 2. Proposed workflow for feet segmentation where the images are represented as squares
and the operations as rectangles. The network prediction is used to set the ROI on the depth
image, the point cloud, and then a second segmentation was applied to extract geometry models,
specifically planes. Resizing step is applied because encoder path of the U-Net was pre-trained
using a large-scale database with a different resolution than ours.
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reliable even in the presence of a high proportion of outliers. In addition, RANSAC can
be used to extract different shapes such as spheres, cylinders or cones in point clouds.

The mask resulting from the neural network operation was applied on the depth
image. Subsequently, the result is filtered to discard the noise points generated by the
Intel RealSense camera on the edges of the elements captured in the image. After that,
the RANSAC estimator is implemented to extract planes in the filtered point cloud. As
a result, the segmented feet are obtained, improving the neural network prediction. For
this task, the Point Cloud library (PCL) [16] is used, adjusting the distance threshold
parameter in the estimator, which is used to identify the outliers, allowing to segment
both soles in case they are not exactly aligned in the same plane. This parameter is set
as the mean value of the depth distance of the filtered point cloud.

3.3 Metrics

Three different metrics are employed to train and evaluate the proposed model. In the
following equations, the target y and prediction x correspond to a batch of N flatten
images, by row-major order, of size h� w represented as M.

For the neural network training, the Dice coefficient is used as a similarity mea-
surement between two sets. This coefficient, adapted for discrete objects, is defined in
Eq. 1, where e is a regularization term introduced to handle the singularity that occurs
when prediction and target are simultaneously background. The index n indicates the
iteration among batches, and m indicates iteration among pixels. In addition, since the
segmentation may be considered as a pixel classification problem, the binary cross-
entropy (BCE) metric is used (Eq. 2). Finally, the loss function (L) is a linear com-
bination of both expressions (see Eq. 3), where the weight of each function is obtained
using the a parameter. This parameter directly affects the neural network during the
training process. Based on our experience, emphasizing the BCE by setting a to a value
greater than 0.5, during the training process makes the network more accurate at
correctly detecting pixels labeled as feet, but it slightly reduces the number of pixels

Fig. 3. U-Net architecture employed with the VGG11 neural network without fully connected
layer as encoder. Each rectangle represents a convolution layer of dimensions f � h � w. The
arrows on top, called skip connections, show transfer of information from each encoding layer
and the black rectangles indicates information concatenated to the corresponding decoding layer.
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labeled. Thus, the feet are not entirely extracted. However, this reduction is minimal
and a fixed a parameter was established to a value of 0.5.

Dice x; yð Þ ¼ 1� 2
PN

n¼1

PM
m¼1 xnmynm þ ePN

n¼1

PM
m¼1 xnm þ PN

n¼1

PM
m¼1 ynm þ e

ð1Þ

BCE x; yð Þ ¼ � 1
N

XN

n¼1

XM

m¼1
ðynmlogxnm þð1� ynmÞlogð1� xnmÞÞ ð2Þ

Lðx; yÞ ¼ aBCEðx; yÞþ ð1� aÞDiceðx; yÞ ð3Þ

4 Results

The training set, after augmentation, consists of 54 images where the proposed neural
network was trained using 47 images and 7 images being used for validation. This
validation set is used to select the best performance approach of our model using these
data. The test set (29 images) is used to estimate the accuracy of the selected approach
and it is not used during the training process. As can be noticed, our training dataset is
small because we decided to employ half of our dataset for the test process (the total
gold reference dataset is composed of 59 images as presented in Sect. 2.2). For this
reason, the fine-tuning technique is highly important since it allows the network to
converge in a smaller number of iterations. This effect can be appreciated in Fig. 4a,
where the no-pre-trained results performs worse than the other solutions.

The linear behavior defined by the a parameter does not significantly affect the loss
function result observed in Fig. 4a. However, it is reflected in the independent graphs
(Fig. 4b and c) where Dice coefficient is lower at the end of the training process with a
greater a value, while observing the opposite behavior in the BCE metric.

In addition, the training of the neural network was quite fast, as it can be seen in
Fig. 4d. It required *3.5 min to finish using the testing platform composed by an
AMD Ryzen 1700 CPU (Central Processing Unit) and a NVIDIA GTX 1060 GPU
(Graphics Processing Unit) specified in Table 2. For the training, we used the Adam
optimizer for 45 epochs with a learning rate of 0.0001, decreasing 0.1 every 18 epochs.
Due to the GPU global memory is 6 GB, the batch size was fixed to six samples.

Table 2. Main specifications of the testing platform.
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After the neural network prediction, the workflow (Fig. 5) continues applying a
threshold to discard pixels labeled as foot with low probability, having only binary
pixel values (Fig. 5a). This threshold is set to a value of 0.5. This value was established
using the validation dataset. Next, the depth image is masked with the result of the
network, obtaining the depth information of the ROI generated by the proposed neural
network (Fig. 5b). Subsequently, a statistical filter for noise removal (Fig. 5c) is
applied as well as the point cloud segmentation described above (Fig. 5d). Finally, the
final segmentation is shown in Fig. 5e.

Fig. 4. (a) Progress of proposed loss function, (b) BCE and (c) Dice coefficient with the
validation set and different a parameter values to networks with encoder pre-trained during the
training process. (d) Training elapsed time per epoch.

Fig. 5. Proposed workflow for feet segmentation. Each image represents a subsequent step from
the neural network, a threshold is applied to the ROI from the RGB to have a binary image (a),
then the point cloud is masked (b) and noise filter applied (c) previous to the RANSAC plane
segmentation (d). Finally, the improved network prediction is displayed (e).
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For comparison purposes, Fig. 6 displays the results obtained by using four dif-
ferent methods: a method based on Otsu thresholding [17], the U-Net no-pre-trained,
U-Net pre-trained and our approach, which employed the U-Net pre-trained comple-
mented by the point cloud plane segmentation from depth images. The Otsu-based
method consists of using YCbCr (luma, blue-difference and red-difference) color space
for calculating the difference between Cr and the inverse of Cb, C�1

b in order to
generate a bimodal histogram and calculate a threshold value by Otsu algorithm.

Figure 6d provides a clear example in which the U-Net is not initialized with the
pre-trained encoder and it is able to detect the feet but not accurately. However,
although the network initialized with the pre-trained encoder achieved good perfor-
mance (Fig. 6e), the proposed approach presented the best results (Fig. 6f). The pre-
trained encoder provides an elegant solution, taking into account the size of the dataset
employed. The neural network is able to detect the feet, although some pixels located in
other areas such as hands or legs are still labelled as feet (Fig. 6e).

Figure 7a shows the loss function for each test image employing the four different
methods previously considered. Both the pre-trained U-Net and the proposed approach
perform much better than the other methods. Figure 7b displays the average results for
the test dataset, where it is possible to observe that the proposed approach reduced the
loss average from 0.150, in U-Net pre-trained, to 0.123. In the proposed approach, the
worst case presented an error of 0.176 mainly due to the RANSAC method that

Fig. 6. Comparison of the results obtained with the four methods for different images of the test
set with their respective loss function value. (a) RGB image. (b) Gold reference. (c) Otsu-based
method. (d) U-Net encoder no-pre-trained (a ¼ 0:5). (e) U-Net encoder pre-trained (a ¼ 0:5).
(f) Proposed method.
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generated a hole in the middle of the feet. However, this hole could be reduced using
morphological operations and its use will be explored in future works. Nevertheless, it
is clear that the use of RGB-D information provides improvement over a standard RGB
segmentation.

5 Conclusions and Future Works

An automatic segmentation using multimodal images (RGB-D) is approached for feet
identification and delineation using a small training dataset. In cases where a reduced
number of samples is available, the use of the U-Net network has demonstrated a great
performance complemented with a fine-tuning for the encoder path. Moreover, this
result was improved by using the depth information of the labeled pixels, applying a
segmentation of planes with the RANSAC method as robust estimator. The proposed
approach resulted in an improved performance with two main advantages, a fast
execution and the possibility to be implemented in the next smartphone device gen-
eration. Thus, home-care devices for monitoring the diabetic foot could be developed in
the near future. In particular, such devices will have a two-fold objective providing
early detection of ulcers and raising awareness about proper care for diabetic patients.

This approach is the first step to automatize our current research on diabetic foot
monitoring workflow, which aims to obtain an automatic robust demonstrator to be
used in clinical trials with diabetic foot patients for ulceration risk monitoring. The
proposed approach will replace the standard time-consuming manual feet segmenta-
tion. Furthermore, segmentation of infrared images, after calibration and registration
processes, could be performed in real-time aided by the automatization and fast exe-
cution of the proposed approach.

Fig. 7. Loss function (L, a = 0.5) results. (a) Results obtained with each image in the test
dataset for the four different methods. Values greater than 1 are due to the logarithmic behavior of
the BCE equation. (b) Average results for each method.
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Abstract. The availability of large-scale data sets is an essential pre-
requisite for deep learning based semantic segmentation schemes. Since
obtaining pixel-level labels is extremely expensive, supervising deep
semantic segmentation networks using low-cost weak annotations has
been an attractive research problem in recent years. In this work, we
explore the potential of Constrained Dominant Sets (CDS) for generat-
ing multi-labeled full mask predictions to train a fully convolutional net-
work (FCN) for semantic segmentation. Our experimental results show
that using CDS’s yields higher-quality mask predictions compared to
methods that have been adopted in the literature for the same purpose.

Keywords: Semantic image segmentation ·
Weak training set annotations · Dominant sets ·
Constrained Dominant Sets · Weakly supervised semantic segmentation

1 Introduction

Semantic segmentation is one of the most well-studied research problems in com-
puter vision. The goal is to achieve pixel-level classification, i.e., to label each
pixel in a given input image with the class of the object or region that cov-
ers it. Predicting the class of each pixel yields to complete scene understanding
which is the main problem of a wide range of computer vision applications,
e.g. autonomous driving [7], human-computer interaction [15], earth observa-
tion [3], biomedical applications [27], dietary assessment systems [2], etc. Stun-
ning performances of DCNNs (Deep Convolutional Neural Networks) at image
classification tasks have encouraged researchers to employ them for pixel-level
classification as well. Outstanding methods in well-known benchmarks, e.g. PAS-
CAL VOC 2012, train some fully convolutional networks (FCN) with supervision
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of fully-annotated ground-truth masks. However, obtaining such precise fully-
annotated masks is extremely expensive and this limits the availability of large-
scale annotated training sets for deep learning architectures. In order to address
the aforementioned issue, recent works explored supervision of DCNN archi-
tectures for semantic segmentation using low-cost annotations like image-level
labels [11], point tags [4], bounding box [8,12,16] and scribbles [13,21,23,26],
that are weaker than the pixel-level labels.

Creating weak annotations is much easier than creating full annotations
which helps to obtain large training sets for semantic segmentation. However,
these annotations are not as precise as full annotations and their quality depends
on the decisions made by the users, which degrades their reliability. Hence, lit-
erature works proposed different strategies for weakly-supervised semantic seg-
mentation to deal with these issues. While a number of works [21,23] proposed
to employ a genuine cost function to get into account only the initially given true
weak annotations at the training stage, another and the most common approach
[8,12,13,16,26] has been supervising DCNN architectures by predicted full mask
annotations which are obtained by post-processing the weak-annotations.

Among these two strategies, we follow the second one and propose to generate
full mask annotations from scribbles by an interactive segmentation technique
which has proven to be extremely effective in a variety of computer vision prob-
lems including image and video segmentation [18,28]. For the same purpose, lit-
erature works have used a number of shallow interactive segmentation methods,
e.g. variants of GrabCut [20] are used in [12,16] for propagating bounding box
annotations to supervise a convolutional network. In order to propagate bound-
ing box annotations, [8] proposed to perform iterative optimization between
generating full mask approximations and training the network. Using a similar
iterative scheme, [13] propagated scribble annotations by superpixels via opti-
mizing a multi-label graph cuts model of [5]. [26] proposed a random-walk based
label propagation mechanism to propagate scribble annotations.

In this paper, we aim to explore the potential of Constrained Dominant Sets
(CDS ) [28,29] for generating predicted full annotations to be used in supervi-
sion of a convolutional neural network for semantic segmentation. Representing
images in an edge-weighted graph structure, main idea in constrained segmen-
tation approach in [28] is finding the collection of dominant set clusters on the
graph that are constrained to contain the components of a given annotation.
CDS approach is applied for co-segmentation and interactive segmentation using
modalities of bounding box or scribble and superiority of it over the state of the
art segmentation techniques like Graph Cut, Lazy Snapping, Geodesic Segmenta-
tion, Random Walker, Transduction, Geodesic Graph Cut, Constrained Random
Walker is proved in [28]. Motivated by the reported performance achievements
for single cluster extraction (i.e. foreground extraction) in [28], we used CDS
for multiple cluster extraction involving multi-label scribbles for the PASCAL
VOC 2012 dataset. Since our goal is mainly exploring the performance of CDS
in full mask prediction for weakly-supervised semantic segmentation, we trained
a basic segmentation network, namely Fully Convolutional Network (FCN-8s) of
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[14] based on VGG16 architecture, and compared our performance with other
full mask prediction schemes in the literature that supervise the same type of
deep learning architecture. Our experimental results on the standard dataset
PASCAL VOC 2012 show the effectiveness of our approach compared to exist-
ing algorithms.

2 Constrained Dominant Sets

Dominant Set Framework. In the dominant-set clustering framework [17,18], an
input image is represented as an undirected edge-weighted graph with no self-
loops G = (V,E,w), where V = {1, ..., n} is the set of vertices that correspond
to image points (pixels or superpixels), E ⊆ V × V is the set of edges that
represent the neighborhood relations between vertices, and w = E → R∗

+ is
the (positive) weight function that represent the similarity between linked node
pairs. A symmetric affinity (or similarity) matrix is constructed to represent the
graph G that is denoted by A = (aij)n×n where aij = w(i, j), if (i, j) ∈ E and
aij = 0 otherwise.

Next, a weight wS(i), which is (recursively) defined as Eq. 1, is assigned to
each vertex i ∈ S,

wS(i) =

{
1 if |S| = 1,∑

j∈S\{i} φS\{i}(j, i)wS\{i}(j), otherwise.
(1)

where φS(i, j) denotes the (relative) similarity between nodes j (j /∈ S) and i,
with respect to the average similarity between node i and its neighbours in S
(defined by φS(i, j) = aij − 1

|S|
∑

k∈S aik).
A positive wS(i) indicates that adding i into its neighbours in S will increase

the internal coherence of the set, while when it is negative overall coherence gets
decreased. Based on aforementioned definitions, a non-empty subset of vertices
S ⊆ V such that

∑
i∈T wT (i) > 0 for any non-empty T ⊆ S, is said to be

dominant set if it is a maximally coherent data set, i.e. satisfying two basic
properties of a cluster that are internal coherence (wS(i) > 0, for all i ∈ S) and
external incoherence (wS∩{i} < 0, for all i /∈ S).

Consider the following linearly-constrained quadratic optimization problem,

maximize f(x) = x′Ax

subject to x ∈ Δ
(2)

where x′ is the transposition of the vector x and Δ is the standard simplex of
Rn, defined as Δ = {x ∈ Rn :

∑n
i=1 xi = 1, and xi ≥ 0 for all i = 1...n}. With

the assumption of affinity matrix A is symmetric, it is shown by [17] that if S
is an dominant set, then its weighted characteristic vector xS ∈ Δ defined as in
Eq. 3 is the strict local solution of the Standard Quadratic Program in Eq. 2.

xS
i =

{
wS(i)∑

j∈S wS(j) , i ∈ S

0, otherwise
(3)
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Conversely, if x∗ is a strict local solution to Eq. 2, then its support σ(x∗) =
{i ∈ V : xi > 0} is a dominant set of A. Thus, a dominant set can be found by
localizing a solution of Eq. 2 by a continuous optimization technique and gather-
ing the support set of the found solution. Notice that the value of a component in
the found xS ∈ Δ provides a measure of how strong that component contributes
to the cohesiveness of the cluster.

Constrained Dominant Set Framework. In [28,29] the notion of a constrained
dominant set is introduced, which aims at finding a dominant set constrained to
contain vertices from a given seed set S ⊆ V . Based on the edge-weighted graph
definition with affinity matrix A, a parameterized family of quadratic programs
is defined as in Eq. 4 [28] for the set S and a parameter α > 0,

maximize fα
S (x) = x′(A − αÎS)x

subject to x ∈ Δ
(4)

where ÎS is the n × n diagonal matrix whose elements are set to 1 if the corre-
sponding vertices are in V \ S and to 0 otherwise. It is theoretically proven, and
empirically illustrated for interactive image segmentation [28], that if S is the set
of vertices selected by the user, by setting α > λmax(AV \S) it is guaranteed that
all local solutions of (4) will have a support that necessarily contains at least
one element of S. Here, λmax is the largest eigenvalue of the principal submatrix
of A indexed by elements of V \ S.

In order to find constrained dominant sets by solving the aforementioned
quadratic optimization problem (4), [28] used Replicator Dynamics that is devel-
oped and studied in evolutionary game theory [17]. In this work we use Infection
and Immunization Dynamics (InImDyn) [19] which proved to be a faster and as
accurate alternative to it.

3 Proposed Approach

We propose to generate full mask predictions (to be used for supervising a
semantic segmentation network) by post-processing weak annotations, i.e. scrib-
ble annotations, using CDS. Moreover, we propose to use CDS for multiclass
clustering of pixels, i.e. semantic segmentation, while previously CDS has been
used only for interactive foreground segmentation [28,29].

3.1 Preprocessing Step for CDS

Superpixel Generation. A common approach followed by image segmentation
works has been using superpixels as input entities instead of image pixels. A
superpixel is a group of pixels with similar colors and using superpixels not
only provides reduced computational complexity, but also yields computing fea-
tures on meaningful regions. Among a variety of techniques, i.e. SLIC, Oriented
Watershed Transform (OWT), we have preferred to use the method developed
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by Felzenszwalb and Huttenlocher [9] similar to [24] which is a fast and publicly
available algorithm. Method of Felzenszwalb and Huttenlocher [9] has also been
used in another weakly-supervised semantic segmentation framework [13] exper-
imenting on the same dataset with us. Proposed method in [9] is a graph-based
segmentation scheme where a graph is constructed for an image such that each
element to be segmented represents a vertex of the graph and dissimilarity, i.e.
color differences, between two vertices constitutes a weighted edge. The vertices
(or subgraphs) are started to be merged regarding to a merging criteria given
in Eq. 5, where eij is the edge between two subgraphs Ci and Cj , w(e) is the
weight on edge e and MST(Cx) be the minimum spanning tree of Cx.

w(eij) ≤ min
x∈{i,j}

(
max

e∈MST(Cx)
w(e) +

k

|Cx|
)

(5)

Here, k
|Cx| is a threshold function in which k is decided by the user, i.e. high

values of k yield to lower number of (large) segments, and vice-versa. Another
parameter given by the user is the smoothing factor (we denote by σFH) of the
Gaussian kernel that is used to smooth the image at the preprocessing step.

Feature Extraction. Once the superpixels are generated on the image, a feature
vector is computed for each superpixel. In the application of CDS model for
interactive image segmentation in [28], median of the color of all pixels in RGB,
HSV, and L*a*b* color spaces and Leung-Malik (LM) Filter Bank are concate-
nated in the feature extraction process. Differently from [28], we compute the
same feature types with ScribbleSup [13], which has experimented on the same
dataset with us, that are color and texture histograms denoted by hc(.) and ht(.)
in Eq. 6. More specifically, hc(xi) is a histogram computed on the color space
using 25 bins and ht(xi) is a histogram of gradients at the horizontal and vertical
orientations where 10 bins are used for each orientation for the superpixel xi.

3.2 Application of CDS for Full Mask Predictions

In order to generate full mask predictions using the CDS model, an input image
is represented as a graph G where vertices depict the superpixels of the image and
edge-weights between vertices reflect the similarity between corresponding super-
pixels. We use scribbles as the given weak annotations in this work which serve
as constraints in the CDS implementation. Previously, CDS has been applied for
interactive foreground segmentation [28] where dominant set clusters covering
a set of given nodes S for a single object class were explored. In this work our
problem demand for multiclass clustering of pixels. Hence, here Sc represents the
manually selected pixels of the class c where c ∈ {1, ..., C} and C is the number
of classes in the dataset, e.g. C = 21 for PASCAL VOC 2012.

Accordingly, for each class of scribbles that exist in a given image, by ignor-
ing the existence of the remaining classes in the image we perform foreground
segmentation, i.e. 2-class clustering of image pixels, as in [28] by computing
its CDS’s. Thus, for the class c the union of the extracted dominant sets, i.e.
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UDSc = D1 ∪ D2 ∪ ...DL if L dominant sets are extracted which contain the
set Sc, represents the segmented regions of object in class c. We then repeat
this process for every class that exist in the image using the corresponding Sc

information. If a node, i.e. superpixel, is found in more than one class of UDSc,
we assign it to the one having the highest value in its weighted characteristic
vector xSc ∈ Δ which is found by solving the quadratic program in Eq. 4 by
InImDyn (see Sect. 2).

Computation of the Affinity Matrix. Before computing the CDS clusters, the
affinity (or similarity) between superpixels should be computed to construct the
matrix A in Eq. 4. In [28], dissimilarity measurements are transformed to affinity
space by using the Gaussian kernel Aσ

ij = �i�=j exp
( ||fi−fj ||2

2σ2

)
, where fi is the

feature vector of the superpixel i, σ is the scale parameter for the Gaussian
kernel and �P = 1 if P is true, 0 otherwise. Differently from [28], we use the
Gaussian kernel in Eq. 6 where different σ values are used for different feature
types. The kernel in Eq. 6 is also adopted in [13] which experiments on the same
dataset and uses the same feature types with us.

Aσc,σt

ij = �i�=j exp
(

−||hc(xi) − hc(xj)||22
σ2

c

− ||ht(xi) − ht(xj)||22
σ2

t

)
(6)

Using Different Color Spaces. Quality of generated superpixels effects the per-
formance of the segmentation algorithm directly and a number of segmentation
works (examples include but not limited to [1,24]) have emphasized that higher
segmentation performances can be obtained by using different color transforma-
tions of the input image to deal with different scene and lighting conditions.
Motivated by the related literature studies [1,24], we compute superpixels in
a variety of color spaces with a range of invariance properties. Specifically, we
use five color spaces, that were also used in [24] for determining high quality
object locations by employing segmentation as a selective search strategy, that
are Intensity (grey-scale image), Lab, rgI which denotes rg channels of normal-
ized RGB plus intensity, HSV , H that denotes the Hue channel of HSV . We
generate superpixels and compute mask predictions using CDS model for each
color space of the input image, then we decide the final label for a pixel based on
most frequently occurred class label, i.e. by using the scheme of majority voting.
In addition to using different color spaces we also vary the threshold parameter
k (in Eq. 5) to get benefit from a large set of diversification as recommended in
[24].

4 Experiments

Dataset and Evaluation. We trained the models on the 10582 augmented PAS-
CAL VOC training set [10] and evaluated them on the 1449 validation set. We
used the scribble annotations published in [13]. In what follows accuracy is evalu-
ated using pixel accuracy (

∑
i nii/

∑
i ti), mean accuracy ((1/ncl)

∑
i nii/

∑
i ti)
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and mean Intersection over Union ((1/ncl)
∑

i nii/(ti +
∑

j nji − nii) as in [14],
where nij is the number of pixels of class i predicted to belong to class j, ncl is
the number of different classes, and ti =

∑
j nij be the total number of pixels of

class i.

Implementation Details. We used the VGG16-based FCN-8s network [14] of the
MatConvNet-FCN toolbox [25] which we initialized by ImageNet pretrained
model, i.e. VGG-VD-16 in [25]. We trained by SGD with momentum and, sim-
ilar to [14], we used momentum 0.9, weight decay of 5−4, mini batch size of
20 images and learning rate of 10−3. With these selected hyperparameters we
observed that the pixel accuracy is being converged on the validation set.

Performance of CDS is sensitive to the selection of the σ parameter of the
Gaussian kernel (see Sect. 3.2) and in [28] three different results are reported
for different selections of σ: (1) CDSBestSigma, where best σ is selected sep-
arately for every image; (2) CDSSingleSigma, by searching in a fixed range,
i.e. 0.05 and 0.2; (3) CDSSelfTuning, where σ2 is replaced by σi × σj , where
σi = mean(KNN(fi)), i.e. the mean of the K-NearestNeighbor of the sample
fi, K is fixed to 7. To decide values of the σc and σt parameters (in Eq. 6) we
followed CDSBestSigma strategy in [28]. Additionally, in the graph structure we
cut the edges between vertices correspond to non-adjacent superpixels vertices
by setting the corresponding items to zero in the affinity matrix A like has been
done in [13], which has provided better segmentation maps. We then min-max
normalized the matrix A to be scaled in the range of [0, 1] and symmetrized it.

Performance Evaluation. We first explored the performance using different color
spaces on the predicted full annotations of 10582 images (denoted by PredSet
to mention “Predicted Set” in Table 1), before training the network with them.
Then, by training the network with the Predicted Sets we report performance
on the Test Set, i.e. PASCAL VOC 2012 Val set. In the implementation of the
superpixel generation of [9] we used smoothing factor of σFH = 0.8 (FH stands
for Felzenszwalb and Huttenloche [9]) in the experiments of Table 1. For each
color space we performed majority voting (denoted by MV both in Tables 1 and
2) over obtained maps with k = {225, 250, 300, 400} (in Eq. 5).

We see at Table 1 that using different color spaces affects the quality of
the predicted full annotations (PredSet) and highest quality mask predictions
in terms of mIoU are obtained when we use the Intensity (66.51%). Perform-
ing majority voting over maps obtained in all color spaces provided highest
quality mask predictions for both CDS (73.28%) and GraphCut (63.51%). We
then trained the network with the predicted sets of CDS-Intensity, CDS-MV,
GraphCut-MV and published full mask annotations and present their perfor-
mance on the test set in Table 1. We see that by using CDS-MV in training
we outperform GraphCut (which was employed in [13]) significantly and we are
quiet approaching to the performance of fully-annotated mask training (59.2%
vs. 61.6%).

Comparison with Other Full-Mask Prediction Methods. There is a large variety
of interactive segmentation algorithms that can be used for full mask prediction
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Table 1. Quality of obtained mask predictions (PredSet) and using them in network
training performance on the PASCAL VOC 2012 Val set (TestSet) (MV: Majority
Voting, (∗) implementation of GraphCut in our framework.)

Color space mean IoU Pixel Acc. mean Acc.

PredSet-CDS-Intensity 66.51 89.05 75.95

PredSet-CDS-Lab 65.47 88.36 76.15

PredSet-CDS-rgI 64.70 88.13 75.29

PredSet-CDS-HSV 66.49 89.27 74.60

PredSet-CDS-H 57.16 85.12 68.21

PredSet-CDS-MV 73.28 91.47 82.05

PredSet-GraphCut(∗)-MV 63.51 86.48 81.83

TestSet-CDS-Intensity 57.41 89.01 70.56

TestSet-CDS-MV 59.20 89.59 73.05

TestSet-GraphCut(∗)-MV 52.25 85.80 72.43

TestSet-With Full Masks 61.60 90.27 78.95

to train a semantic segmentation network. To be as fair as possible we make
comparison with the reported performances of the methods that are carried on
in similar conditions with us, e.g. the ones which employ scribbles as weak anno-
tations, achieve network training using cross entropy loss computed over all pixel
predictions but not only on given weak annotations, and do not iterate between
the shallow segmentation method and network training with the obtained mask
predictions as in ScribbleSup [13]. On the other hand, we performed the Graph
Cut algorithm employed in ScribbleSup [13] in our framework by using the pub-
lished code1 referred in [13] and present its performance. In fact, our approach
can be considered as the first iteration step of such an iterative scheme, and
it can be extended to be used in further iterations by updating initial scribble
annotations by considering network scores obtained with high confidence.

Considering the above issues we compare with the methods whose accuracy
on the test set is reported when their mask predictions are used to train a segmen-
tation network. Specifically, we refer to the performance results of the popular
methods GrabCut [20], NormalizedCut [21], and KernelCut [22] reported in [21].
It is mentioned in [21,22] that for each image pixel, RGB (color) and XY (loca-
tion) features are concatenated to be used in these algorithms. Then, segmen-
tation proposals generated by them are used to train a VGG16-based DeepLab-
Msc-largeFOV network [6]. It is reported in [6] that DeepLab-Msc-largeFOV,
which employs atrous convolution and multiscale prediction, outperforms FCN-
8s by around 9% (71.6% vs. 62.2%) at PASCAL VOC 2012 validation set when
trained by full mask annotations, which provides an advantage at comparative
works. On the other hand, we also present the performance gap between weak
and full mask training to provide a more fair comparison in Table 2. In Table 2,

1 mouse.cs.uwaterloo.ca/code/gco-v3.0.zip.

http://mouse.cs.uwaterloo.ca/code/gco-v3.0.zip
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the performance results of full mask training (64.1 %), GrabCut [20], Normal-
izedCut [21], and KernelCut [22] are acquired from [21].

Table 2. Performance comparison on PASCAL VOC 2012 val set.

Method mIoU Gap between full and
weak supervision

With Full Masks [21] 64.1

GrabCut [20] 55.5 8.6

NormalizedCut [21] 58.7 5.4

KernelCut [22] 59.8 4.3

With Full Masks 61.6

GraphCut(∗)-MV(σFH=0.8) 52.25 9.35

CDS-MV(σFH=0.8) 59.20 2.40

CDS-MV(σFHBest) 60.22 1.38

For CDS, we train with mask predictions generated by two different selections
of σFH: (i) σFH = 0.8 (corresponding to PredSet-CDS-MV in Table 1); and (ii)
σFHBest, where we selected the best among σFH = 0.7 and σFH = 0.8 for each
image. It can be seen at the segmentation performances on the val set given in
Table 2 that we outperform the literature works at σFHBest (60.22%), and we
are superior at both parameter selections in terms of performance gap between
full and weak supervision, i.e. we approach to the performance of our full mask
training (61.6%) by 2.4% and 1.38% at selection of σFH = 0.8 and σFHBest,
respectively. Two example images from the generated set, i.e. PredSet, of σFHBest

are presented in Fig. 1. Figure 2 shows examples from testing on the val set when
it is trained by PredSet-CDS-MV σFHBest . It can be seen in Figs. 1 and 2 that our
results are the ones most closest to the ground truth of input images.

scribbles ground truth GrabCut [16] Normalized Cut [17] Kernel Cut [18] CDS

Fig. 1. Generated mask predictions (Images for GrabCut [20], Normalized Cut [21],
and KernelCut [22] are acquired from [21])
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ground truth GrabCut+FCN NC+FCN KernelCut +FCN CDS + FCNimage full supervision

Fig. 2. Testing on PASCAL VOC 2012 val set. (Images for GrabCut [20], Normalized
Cut [21], and KernelCut [22] are acquired from [21])

5 Conclusions

In this paper we have proposed to apply Constrained Dominant Set (CDS)
model, which is proved to be an effective method compared to state-of-the-art
interactive segmentation algorithms, for propagating weak scribble annotations
of a given set of images to obtain the multi-labeled full mask predictions of
them. Achieved mask predictions are then used to train a Fully Convolutional
Network for semantic segmentation. While CDS has been applied for pixelwise
binary classification problem, it has not been explored for semantic segmentation
before and this paper presents our work in this direction. Experimental results
showed that proposed approach generates higher quality full mask predictions
than the existing methods that have been adopted for weakly-supervised seman-
tic segmentation in literature works.
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Abstract. The adoption of Deep Learning (DL) algorithms into the practice of
ophthalmology could play an important role in screening and diagnosis of eye
diseases in the coming years. In particular, DL tools interpreting ocular data
derived from low-cost devices, as a fundus camera, could support massive
screening also in resource limited countries. This paper explores a fully auto-
matic method supporting the diagnosis of the Retinitis Pigmentosa by means of
the segmentation of pigment signs in retinal fundus images. The proposed
approach relies on an U-Net based deep convolutional network. At the present,
this is the first approach for pigment signs segmentation in retinal fundus images
that is not dependent on hand-crafted features, but automatically learns a hier-
archy of increasingly complex features directly from data.
We assess the performance by training the model on the public dataset RIPS

and comparisons with the state of the art have been considered in accordance
with approaches working on the same dataset. The experimental results show an
improvement of 15% in F-measure score.

Keywords: Retinitis Pigmentosa � Pigment signs � Medical image analysis �
Segmentation � Deep Learning

1 Introduction

Recent studies have shown that DL models are able to detect and diagnosing various
retinal diseases interpreting ocular data derived from different diagnostic modalities
including digital photographs, optical coherence tomography (OCT), and visual fields
[1]. DL systems can already be applied to teleophthalmology programs to identify
abnormal retinal images reducing the clinic workload for disease screening. Further-
more, DL tools could enable ophthalmic self-monitoring by patients via smartphone
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retinal photography. Most of the initial studies have centered around automatic
detection of diabetic retinopathy, age-related macular degeneration, and glaucoma [2–
4, 14], while only a few methods have been developed for the automatic diagnosis of
genetically heterogeneous retinal disorders. Many of these genetic eye disorders lead to
blindness and an early diagnosis, even by means of a simple ophthalmoscopy, can
reduce preventable vision loss. Automatic diagnostic systems are able to analyze ocular
data and could be also used by non-ophthalmologists to screen patients who do not yet
show signs of weakness in visual acuity. The aim of this work is to investigate a DL
system for segmenting pigment signs (PSs) that represent a symptom of the Retinitis
Pigmentosa (RP). The RP is one of the most common disease caused by genetic eye
disorders and leads to night blindness and a progressive constriction of the visual field
from the periphery to the center. Progression leads to central acuity loss and legal
blindness in most patients. At present, no cure exists to stop the progression of the
disease but, if an early diagnosis of RP is available, the progressive degeneration of RP
can be delayed through the intake of vitamin A and other nutritional interventions [5].
Clinical diagnosis is possible through fundus examination revealing the presence of
PSs, arteriolar attenuation, and pallor of optic disc. In Fig. 1, a healthy and a severely
degenerated retina are shown.

PSs are a consequence of a degeneration of the photoreceptors and accumulate over
years, so they could not be present in younger individuals. However, PSs are the most
easily identifiable signs on a retinal fundus image by a non-ophthalmologist and should
be prompt referred. Further detailed ophthalmic examinations (visual test, OCT,
electroretinography and fundus autofluorescence) are adopted to determine the severity
of the disease and to monitor the disease progression [6]. Many automatic methods to
quantify RP and to track its progression are based on the analysis of OCT [3, 7, 8]. The
diagnosis by fundus camera represents the best solution for RP screening by

Fig. 1. Fundus images of a healthy retina (left) and a retina with Retinitis Pigmentosa (right). In
the image of the diseased eye, peripheral pigment signs, attenuated retinal arterioles and optic-
disc pallor are evident.
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performing retinal image acquisition in resource-limited setting, since fundus images
can be acquired with inexpensive devices.

Though many approaches to automatically analyze the retinal vessel structure and
the pallor of the optic disk were developed [9–13], the literature about the automatic
detection of PSs in fundus images is extremely limited [14–16]. In our previous work
[16], we have proposed a supervised method to segment PSs in fundus images, which
extract pixel-wise/region-wise hand-crafted features that are fed to machine learning
techniques (i.e. Random Forests and AdaBoost.M1) to discriminate between PSs and
normal fundus. Furthermore, we made publicly available a dataset of Retinal Images
for Pigment Signs (RIPS) [17] for the evaluation of the performance of PSs segmen-
tation algorithms.

DL based segmentation is a hot topic and has gained increasing attention, as deep
neural networks learn a hierarchy of feature maps directly from data without requiring
any hand-crafted features. Most of the early DL approaches for segmentation translate
the segmentation task into a pixel-wise classification problem. However, in order to
solve the image classification problems, DL models require a large number of images
to be trained. Moreover, the classification of all the pixels in a test image is carried out
by sliding a window on the image and classifying the current central pixel, that entails a
slow prediction time. Other DL architectures specifically devoted to segmentation are
based on an encoder-decoder scheme that learns to decode low-resolution images on
pixel-wise predictions. In this work, the adopted DL model to segment PSs is a U-Net
based convolutional neural network, that is an encoder-decoder network for pixel-wise
prediction [18].

2 The Proposed Model

The proposed deep model is based on U-Net, which has been successfully used for
segmenting medical images in several contests [9, 14]. This model is an encoder-
decoder network implementing a contracting/expanding path consisting of convolu-
tional, downsampling and upsampling layers.

In this work, the network has been modified with respect to its original architecture.
Indeed, two of the five blocks have been dropped out (i.e. convolutions,
pooling/upsampling) and the number of filters was halved. The architecture of the
network is shown in Fig. 2.

In the encoding part of the network each feature map is downsampled by applying a
pooling operation in order to spatially reduce the input as well as the number of
parameters to be learned in the following layer. In our case, max-pooling has been
adopted for all downsampling layers. Upsampling layers increase the dimension of
feature maps by learning to deconvolve them. The decoder feature maps and the
corresponding encoder feature maps are concatenated to produce the output. In order to
stabilize the learning process and to reduce the number of training epochs, we also
introduce batch normalization, while dropout (0.2) is introduced to prevent over-fitting.

In more details, both the encoder and decoder include five convolutional layers,
whose filters have size 3 � 3, a stride of 1 and adopt the rectification non linearity
(ReLU) and Batch Normalization. Moreover, dropout of 0.2 is applied alternately to
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odd convolutional layers. In the contracting path, the second convolution of the first
two blocks feeds a max-pooling layer that is computed on a window of size 2 � 2 with
a stride equal to 2. In the expanding path, the first convolution of the last two blocks is
preceded by an upsampling layer, which doubles the size of the feature map and
concatenates it with the corresponding feature map coming from the contracting path.

At the end, a soft-max classifier computes the probability of each pixels of being a
PS (foreground) or background.

Given the nature of PSs, choosing the right metric to be optimized represents a
crucial aspect. Indeed, PSs represent a small percentage of the pixels of the image, that
translates in very few positive pixels and a high number of true negatives in the
segmented image. The most of works in literature consider the accuracy as the metric to
be optimized during training. However, accuracy can be heavily contributed by a large
number of true negatives, thus F1-score might be a better measure to use if one need to
seek a balance between precision and recall and there is an uneven class distribution.
For this reason, the F1-measure has been considered in our model. Furthermore, to
increase the robustness of the training process, the Adadelta [19] optimizer has been
selected, as it does not require manual tuning of the learning rate and has been shown to
be robust to noisy gradient information and different model architectures.

3 Experiments

3.1 Materials and Methods

The experiments have been performed on the Retinal Images for Pigment Signs dataset,
namely RIPS. This dataset consists of 120 retinal fundus images with a resolution of
1440 � 2160 pixels captured from four patients, who underwent three different

Fig. 2. Architecture of the proposed U-Net based network.
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acquisition sessions. During each session, five images per eye were acquired covering
different regions of the fundus. The time lapse between two consecutive sessions is at
least six months, while time interval between the first and last session always exceeds
one year. Images were acquired using the digital retinal camera Canon CR4-45NM
(Canon UK, Reigate, UK) and show a high variability in terms of color balancing,
contrast and sharpness/focus, also for the same patient. Two binary masks are asso-
ciated to each image, where the foreground representing PSs has been marked by two
experts in the field of ophthalmology. Moreover, for each image, a mask image is
provided to delineate the FOV.

3.2 Training Strategy and Image Prediction

The resolution of retinal images makes it unfeasible to train the existing DL archi-
tectures on the whole image. Most commonly used approaches to cope with this
problem are either to reduce the image resolution or to partition the image in patches.
The main drawback of a severe image downsampling is that small PSs could disappear.
On the other hand, image partitioning produces a high number of patches with large
size when working on high resolution images. For this reason, we adopted a com-
promise by reducing the image size of a factor equal to 0.5 that allows to extract
patches with small size, but still representative enough. Only a subset of patches
randomly extracted from each image is included in the training set. Indeed, PSs appears
only in some regions of the image and could have a very small size, so considering only
patches including at least one pixel marked as PS in the corresponding mask yield a
training set sufficiently representative also for the background.

In the testing process, the input image is downsampled of a factor 0.5. The image
prediction is performed by extracting patches according to a window sliding with a
stride s > 0. Patches are fed to the network and pixels are assigned a probability of
being PS. For values of s smaller than the window size, patch overlapping occurs, so
that each pixel receives multiple predictions as belonging to several patches. The global
score of a pixel is computed by summing up all predictions. Scores are normalized in
the range [0, 1] and the foreground image is obtained by applying a threshold of 0.5.

3.3 Experimental Setup and Results

In the experiments, a per patient cross-validation protocol was applied considering
samples from three out of the four patients for the training and the data of the fourth
patient for the validation. The number of training epochs has been set to 30, while the
batch size is equal to 32. To train our network, we used a NVIDIA GeForce GTX 1050
with 4 Gb of RAM.

The first experiment aims to verify that F-measure provides better performance than
accuracy when used as loss function to train the network. In this experiment, the patch
size is fixed to 48 � 48 pixels and the stride of the sliding window is set to 6 in the
prediction process. Results are reported in Table 1.
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The values in Table 1 show that the accuracy is very high in both cases, while the
precision increases considerably when the F-measure is used as a loss function. This is
because accuracy is heavily influenced by the number of true negatives, so it
approaches to 1.0 even when the precision is very low. The experimental results
confirm that the F-measure outperforms the accuracy for the PSs segmentation task.

In the second experiment we have analyzed the improvements obtained in terms of
f-measure when the patch size increases. The proposed U-Net based architecture has
been tested for three different patch sizes, namely 48 � 48, 72 � 72, and 96 � 96 and
numerical results are reported in Table 2.

Results in Table 2 mainly highlight that F-measure proportionally increases with
respect to the patch size. In particular, we have observed that the larger the size of the
patch is, the better the model performs in discriminating PSs from blood vessels.

Figure 3 shows the segmented images produced by the proposed model when it is
trained with patches of size 48 � 48, 72 � 72, and 96 � 96 pixels, respectively. In
Fig. 4, one image for each of the four patient is shown together with the corresponding
ground truth and the segmented image produced by our model when patches of
96 � 96 pixels are considered.

The performance of the proposed U-Net based model has been compared with state
of the art approaches. In particular, the machine learning based approach proposed in
[16] was considered. Numerical results are reported in Table 3.

Table 1. Performance measures of the proposed U-Net based network when F-measure or
accuracy is used as loss function.

Loss function Sensitivity Specificity Precision Accuracy F-measure
Avg. Std. Avg. Std. Avg. Std. Avg. Std. Avg. Std.

Accuracy 0.568 0.077 0.994 0.005 0.450 0.084 0.990 0.006 0.496 0.048
F-measure 0.557 0.035 0.994 0.005 0.480 0.086 0.990 0.006 0.506 0.035

Table 2. Performance measures of the proposed model for different patch sizes.

Patch size Sensitivity Specificity Precision Accuracy F-measure
Avg. Std. Avg. Std. Avg. Std. Avg. Std. Avg. Std.

48 � 48 0.557 0.035 0.994 0.005 0.480 0.086 0.990 0.006 0.506 0.035
72 � 72 0.626 0.067 0.993 0.005 0.465 0.081 0.990 0.006 0.528 0.049
96 � 96 0.552 0.070 0.996 0.003 0.561 0.076 0.992 0.005 0.551 0.033

Table 3. Performance measures of different methods.

Method Sensitivity Specificity Precision Accuracy F-measure

RF-PB [16] 0.582 0.994 0.461 0.991 0.479
AB-PB [16] 0.642 0.993 0.424 0.990 0.467
Proposed model 0.552 0.996 0.561 0.992 0.551
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Fig. 3. Segmented images obtained for different patch sizes: input image (top-left), 48 � 48
pixels (top-right), 72 � 72 pixels (bottom-left), and 96 � 96 pixels (bottom-right).

Fig. 4. Results from the RIPS dataset. Top to bottom: patients from 1 to 4. Left to right: the
original image, the ground truth, the result of the proposed model.
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4 Conclusions

In this study, a deep-learning based approach for segmenting PSs in retinal fundus
images is presented. The segmentation has been performed in an end-to-end way by
using a DL model. We have proposed a U-Net based model, since U-Net has been
largely used for segmenting medical images in several contests. In particular, it has been
successfully used to segment structures in retinal fundus images. We have modified the
original architecture of U-Net to reduce the number of parameters, and consequently the
computation time and memory requirements. The number of blocks has been reduced
from five to three and the number of filters per block has been halved. The model
implements a patch based strategy both for training and testing. The performance of the
proposed model has been assessed on the publicly available RIPS dataset. Several
experiments have been performed varying the size of the extracted patches and using
different loss functions for the training phase. Experimental results show that using the
F-measure in place of the accuracy improves the quality of segmentation. Moreover, the
quality of the segmentation increases proportionally with the patch size. The proposed
model also outperforms a pixel based machine learning method proposed in literature, as
it produces an increment of 15% in terms of F-measure.
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Abstract. This paper assesses a monocular localization system for com-
plex scenes. The system is carried by a moving agent in a complex envi-
ronment (smoke, darkness, indoor-outdoor transitions). We show how
using a short-wave infrared camera (SWIR) with a potential lighting
source is a good compromise that allows to make just a slight adapta-
tion of classical simultaneous localization and mapping (SLAM) tech-
niques. This choice made it possible to obtain relevant features from
SWIR images and also to limit tracking failures due to the lack of key
points in such challenging environments. In addition, we propose a track-
ing failure recovery strategy in order to allow tracking re-initialization
with or without the use of other sensors. Our localization system is val-
idated using real datasets generated from a moving SWIR-camera in
indoor environment. Obtained results are promising, and lead us to con-
sider the integration of our mono-SLAM in a complete localization chain
including a data fusion process from several sensors.

Keywords: Visual SLAM · Visual odometry ·
Short-wave Infrared (SWIR) camera

1 Introduction

The problem of accurate localization of emergency response agents (civil security,
firefighters, etc.), law enforcement or armed forces agents in a closed, unknown,
non-cooperative environment remains an open problem nowadays since no suffi-
ciently reliable system meeting all specific constraints currently exists. However,
many military and civil applications would benefit from being equipped with
such systems. Such localization task focuses on the idea that the command cen-
ter should have the most accurate location of its agent in unknown conditions,
while also receiving information about the environment (e.g. reckon missions in
armed forces, or operative information on a fire).

While indoor positioning problem by itself already imposes additional diffi-
culties, such as a need of high accuracy level and non-existence of GPS signal [12],
the given problem formulates even a higher-level difficulty extension to it.
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One can see such task as a use case for Simultaneous Localization and Map-
ping (SLAM) techniques; however, the main challenge for SLAM techniques in
such context is the lack of suitable technologies that can take into account the
technical limits (the equipment should be quite small and efficient), technologi-
cal requirements (diversity of sensors to make the system more robust to ensure
the mission) and environmental constraints (hazardous or non-cooperative envi-
ronment), as shown in the article which defines a similar problem [18].

The multi-sensor solutions have been studied in the field of mobile robotics
for several decades and usually consider a wheeled vehicle, moving in pretty
homogeneous conditions: such as a mobile robot in [16] or, more recently, a
flying drone [6]. In most cases data fusion from multiple sensors is required with
special interest in combination of inertial measurement unit (IMU) with other
sensors such as cameras [17] or LIDAR [11].

While during decades the imaging sensor appeared to be among the least
appealing in the field of robust real-time indoor positioning due to high com-
putational complexity and susceptibility to fail in non-cooperative environment,
recent convergence of visual SLAM field (as observed in [21]) enabled more robust
approaches and reopened this niche. Consequently, this last decade has seen a
profusion of works in the field of localization and SLAM. However, there exists a
certain lack of works offering hardware and software solutions specific to complex
environments.

The aforementioned “non-cooperative environment”, as described in [18], is
an environment where the conditions tend to render the work of any type of
localization approach as difficult as possible. In the context of a visual odometry
approach, some relevant constraints that should be addressed, are: rapid and
drastic change of light conditions such as outdoor/indoor transitions, presence
of heavy smoke and human motion which implies a wide range of irregular trans-
lations and rotations speeds. In the frame of this work we solely focus on the
aforementioned visual odometry problem under major limitations of the imaging
sensor, trying to assess applicability of some existing approaches to this ambi-
tious task, as a part of a larger multi-sensor system which is out of scope of
this paper. Also, among the various constraints we have taken into account,
the current localization should be available (and possibly transmitted to control
center) in real-time, whereas complete localization trajectory and reconstructed
map can be retrieved and processed later.

This paper is organized as follows: next section is devoted to the specific
short-wave infrared imaging system that we propose in order to take into account
some complex smoky environments. A study of the sensor spectral characteristics
along with the most suitable features that we can extract from the resulting
images is provided. Section 3 shows how a classical SLAM (here ORB-SLAM)
algorithm is adapted to meet our specific requirements. In particular, we focus
on the tracking re-initialization step. Section 4 presents experimental results on
existing benchmarks and data obtained from our shortwave infrared camera,
moving in an indoor and outdoor environment. Finally, the paper ends with a
conclusion and some future works.
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(a) Room viewed by standard RGB-camera (b) Room viewed by SWIR camera

Fig. 1. A medium-sized room, filled with cold smoke with detected ORB [20] features

2 SWIR Camera Characteristics and Features

A conventional RGB-camera sensor does not see through heavy smoke. Figures 1a
and b present a room, filled with common dry smoke. Nevertheless, most types
of smoke (either artificial dry smoke [22] or several types of “natural” smoke
[1]) are transparent to infra-red imaging sensors, most likely for the Short-Wave
Infra-Red (SWIR) camera—in the spectral band 0.9–1.7µm.

However, SWIR imaging is still subject to poor lighting conditions provided
by dark places or cold lights such as fluorescent or LED lighting, since the lat-
ter ones do not emit enough light in the SWIR band [23]. An example of a
SWIR image of the underground parking, lighted-up with neon tubes, is shown
in Fig. 2(c), where the scene is clearly unseen by the SWIR camera. Otherwise,
this visibility limitation does not appear when the scene is illuminated by light
bulb or sun (see illuminated room beyond the doorway in Fig. 2(c) and the
outdoor parking in Fig. 2(d)). Hence, cold lighting conditions would require an
external SWIR-band emitting light source to illuminate the scene (e.g. the one
described in [5]).

Non-cooperative environments can feature drastic and rapid changes in the
global lighting conditions. Such changes can be described by transition from
dark indoor to sunny outdoor (and vice-versa), moving elements (flashlights or
personnel), or non-constant lighting produced by open fire.

Also, as there can be no information of the light conditions of the explored
area a priori, we can not apply any photometric calibration or rely on the data
about scene luminosity, used in most of direct visual SLAMs. A transition from
underground to sunny outdoor parking lot presents such lighting condition dif-
ferences, that the resulting histograms do not even intersect within the chosen
camera sensitivity spectrum (encoded with 16 bits depth) as it can be seen on
Figs. 2(a) and (b). This leads to usage of general histogram equalization app-
roach, forbidding any direct visual SLAM such as DSO [4] (which requires an
accurate photometric calibration and constant shutter time [3]). In our case we
employed an automatic gain control-like algorithm (AGC), which deletes the
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(a) Underground histogram
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(b) Outdoor histogram

(c) Underground parking lot after his-
togram equalization

(d) Outdoor parking lot after histogram
equalization

Fig. 2. Top row: Histograms for raw image data, extracted from SWIR camera with
exposure time of 20ms. Bottom row: the same images after histogram equalization
treatment (automatic gain control-like algorithm, AGC)

points beyond 3σ-limits from both sides of histogram, and then spreads it across
the whole 16-bit range.

Such an approach defies the problems of rapid luminosity changes, also avoid-
ing the glare effect, and provides comparable images for comparable scenes in
different luminosity conditions. However, it fails in the cases of very narrow his-
togram (as also can be seen in the left column of Fig. 2) and introduces noise.
The only way to avoid very narrow histograms is to add a portable infrared light
source as discussed previously. This line of consideration leads us to an idea of
using an indirect visual SLAM, which relies on a feature detector algorithm.

2.1 Feature Detection in Infrared Imaging Sensors

While there has been a lot of research in recent years regarding feature points,
few of them concern infra-red sensors. These sensors usually provide images
with characteristics not equal to those of standard cameras. Therefore, one can-
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not automatically apply their most known pros et cons to the task of feature
detection and description in IR-imaging.

Most known researches in this particular direction were Ricaurte et al. [19],
which compared the feature detection and description efficiency against several
typical image transformations on the long-wave infrared (LWIR) imaging sen-
sors. Johannson et al. propose in [10] a similar work for IR-images. Indeed, they
consider the ORB [20] detector and descriptor couple as the second-best regard-
ing robustness and efficiency, losing only to the combination of ORB detector
and BRISK descriptor.

Therefore, one of the best compromises, combining these results with the
overall time efficiency [13], is a visual SLAM, based on ORB detector-descriptor,
such as ORB-SLAM, introduced in [14] by Mur-Artal et al.

3 Shortwave Infrared Monocular ORB-SLAM

One of the strongest points of ORB-SLAM according to the comparative study
in [9] is the usage of the same ORB descriptors for tracking, map point gener-
ation, and environment recognition. This enables a bag-of-words (BoW) based
scene description [7], and therefore a fast relocalization. However, this approach
also bases itself on the assumption that the movement between two consecutive
frames is relatively small, which is not always the case in the context of a human
agent in non-cooperative environment (rapid turns, pose changes, etc).

3.1 ORB-SLAM: Short Technical Description

ORB-SLAM bases itself on the idea of KeyFrames observing MapPoints (gen-
erated from matched features, observed during three consecutive KeyFrames).
The consecutive KeyFrames are bound into an “essential graph”, sub-graph of
a “covisibility graph”, where the KeyFrames are connected if they both observe
a significant number of common MapPoints.

As most contemporary visual SLAMs, ORB-SLAM employs tracking, local
mapping, loop closure, as well as bundle adjustments, both global (GBA) and
local (LBA), in a multi-threaded framework. It also introduces a novel approach
to monocular initialization, based on random sample consensus (RANSAC),
which usually catches the movement within 10–15 frames and initializes the
tracking and mapping with point and trajectory positioning up to a scale factor.
In the context of our task, where the visual odometry is seen as a part of a bigger
multi-sensor system, the problem of scale factor should be addressed on a higher
level of a multi-sensor fusion.

GBA is employed only in the cases of LC and relocalization as it consumes
a significant amount of resources. Both loop closure and relocalization work in
a similar manner - comparison of the scene BoW signature with those “already
seen”, and relocation of current camera position to an already existing matched
scene, with further propagation of error between these two positions along the
whole trajectory via GBA. Relocalization allows to resume tracking when it fails.
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Such tracking failures can be pretty numerous due to the assumption of
small movement between frames: if current frame and the last KeyFrame have
a decreasing number of mutual MapPoint observations, a new KeyFrame is cre-
ated. However, if this decay is too fast, tracking might be lost. The next section
addresses this specific issue.

3.2 Tracking Re-initialization

Most SLAM algorithms are designed to work on existing benchmark datasets
such as KITTI VO [8] or EUROC MAV [2], and as such are tailored not to fail
on such datasets. This is often not the case when we submit these algorithms to
more difficult conditions in which visual tracking can fail. This type of tracking
loss occurs, for example, during fast rotations or high acceleration motions which
are likely to occur when the tracking system is worn by a human being.

The default behavior of the visual tracking when the tracking is lost leads to
a relocation based on BoW-signatures. However, it is likely to succeed only when
the camera returns to a location already registered in a KeyFrame, which might
take a while to occur and therefore induce a gap in localization data. We have
therefore modified the default behavior to initiate a nondestructive tracking reset
(thus preserving the KeyFrames and MapPoints recorded in the current Map)
in parallel with the relocalization procedure.

Figure 3 shows the scheme of tracking algorithm, divided into several states
and procedures, where the relocalization was the only usable procedure by
default when tracking was lost. We added a new state “REINITIALIZING”
and a new procedure of re-initialization to restart the tracking based on the
current motion, without having to wait for a possible relocalization, while pre-
serving the current map. This procedure initializes new tracking with a new map
(then merged with the old map) from a given initial pose. In standalone mode
the re-initialization procedure uses the last motion, available before the loss of
tracking, to provide such an initial pose.

However, multi-sensor-based SLAM can provide the most accurate possible
initial pose when the re-initialization procedure succeeds, and fixes the scale
factor problem of pure monocular tracking. We should also mention, that a
visual-inertial extension of ORB-SLAM has already been presented in [15], how-
ever without an open-source implementation it can not yet be assessed and used
as is.

4 Experimental Results

The task of visual odometry in last years has been very popular in the field of
robotic navigation and even has grown to have a competition against several
renown data benchmarks. One can cite the famous ones like the aforementioned
EUROC MAV, KITTI VO, as well as TUM MVO [3].

EUROC MAV and KITTI VO datasets are based on camera motion, mounted
on a vehicle, featuring less pitch and roll compared to human motion, and there-
fore do not meet all the criteria of our operating context.
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Fig. 3. Part of the general ORB-SLAM tracking scheme following a successful initial-
ization, showing the tracking states “OK” and “LOST”, as well as the tracking stages.

In this section, we first validate the proposed re-initialization approach using
the TUM MVO dataset since it is produced by a handheld camera for tracking
evaluation. Then, we validate the usage of the SWIR-camera based SLAM under
several constraints.

4.1 TUM MVO Dataset

In order to be able to achieve stable initialization and tracking for the TUM MVO
dataset sequences, we had to adjust several parameters of ORB-SLAM. Table 1
shows the adjusted parameters compared to the values used in origianl version
for respectively Outdoor and Indoor tracking. Lowering various thresholds and
increasing the RANSAC iteration count provides better grip on tracking in any
situation. However, these modifications can diminish the quality of triangulation
since the scale drift can increase. Therefore, low thresholds are suggested when
other sensors can be used to correct the drift on the higher level of data fusion.

The TUM MVO dataset lacks full-trajectory ground truth (GT) data, provid-
ing only partial coverage. Therefore, in the view of re-initialization validation, we
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Table 1. Parameters values, used in our experiments, for more stable tracking in
human movement

Parameter name Original Outdoors Indoors

Number of ORB extractor features 1000 2000 2000

Initial FAST threshold 20 15 20

Minimal FAST threshold 7 5 10

ORB matcher lower threshold count 50 40 40

Minimal projection matches number 20 15 15

Minimal inliers number after reloc 50 30 30

Motion model minimal matches number 20 15 15

Initializer RANSAC iterations count 200 300 300

Initializer min matched keypoint count 100 30 30

are not going to run the qualitative tests against this partial GT data (besides,
the original TUM MVO paper already presents the results of such tests [3]);
moreover, our target here is to test the algorithm stability against tracking fail-
ures with different configurations: “Original” (O), with original parameters val-
ues as provided by Mur-Artal and no re-initialization; “Original with Reinit”
(OR), with original parameters values but re-initialization added; and “Modi-
fied with Reinit” (MR), with ajusted parameters values from Table 1 and re-
initialization.

We made the system do 25 runs for each of these three sets of parameters
against several chosen sequences in TUM MVO dataset, in order to count the
percentage of lost data (due to tracking failures). Table 2 shows the results of
such validation: for sequence 24 the original set of parameters with reinitializa-
tion works better, than ours; sequence 35 shows drastic difference, and other
sequences show a small increase of efficiency. This shows a crucial need for a fine
tuning (or even a strategy of on-the-fly adjustment) of the parameters in each
case even for the same hardware combinations, and therefore, a necessity of an
additional study.

4.2 IBISC SWIR Dataset

The dataset we used in the following experiments represents a capture of a
handheld SWIR camera during an exploration scenario. It is composed of about
60 K images, captured at a frequency of 29 frames per second, for a duration of
about half an hour. The AGC-like histogram equalization approach, mentioned
in Sect. 2, is applied automatically to each image.

The exploration course presents multiple difficulties, which favor challenging
tracking situations, such as: rapid changes of direction, indoor/outdoor transi-
tions, doorways crossing. It also features regular “loop closing locations” (passing
through the same place several times), which allow trajectory and map optimiza-
tion through global bundle adjustment.



454 V. Kachurka et al.

Table 2. Levels of tracking failures for “original” (O), “original with reinitializa-
tion” (OR) and “modified with reinit” (MR) configurations against several TUM MVO
sequences. The percentage level shows, how much frames were lost during state “Track-
ing lost”, as compared to total frame count of the sequence.

Sequence num Data loss, % (O) Data loss, % (OR) Data loss, % (MR)

Seq. 24 (parking) 33.93 5.14 5.97

Seq. 25 (parking) 6.94 1.62 1.34

Seq. 29 (street) 2.24 0.53 0.00

Seq. 30 (backyard) 48.38 19.47 18.47

Seq. 35 (indoors) 58.74 56.69 30.97

(a) Tracking failure (b) Tracking failure + re-initialization

Fig. 4. Examples of tracking with and without re-initialization

Figure 4 shows two tracking scenarios using the same sub-sequence of the
aforementioned dataset: Fig. 4(a) shows a tracking failure due to a fast rotation
with a relocalization event at the end of the trajectory. Since ORB-SLAM uses
a random sample consensus to choose points during tracking, it is quite common
to see the tracking either succeed or fail on the same data. Figure 4(b) shows the
same tracking failure followed by a tracking re-initialization, hence preserving
previous trajectory and map with also a loop closure event at the end of the
trajectory. Moreover, since we only used visual tracking without integrating any
other sensor, the motion model used during re-initialization assumes a contin-
uous motion estimated over the last frames before tracking failures, which can
lead to inconsistent reinitialized location if the re-initialization takes too much
time (more than 1 s). In our case the trajectory has been regularized by the loop
closure event which triggers a global bundle adjustment along the whole trajec-
tory. It would be appropriate during this re-initialization to use data from other
sensors (inertial unit for instance) to obtain a more consistent re-initialization
pose.
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5 Conclusion and Future Work

This paper has presented a first step towards a complete localization system in
challenging environments. We have shown how a specific camera (SWIR) with an
adaptation of a SLAM technique (ORB-SLAM) is a promising solution. Our next
step will be to integrate the proposed approach in a multi-sensor system including
an inertial measurement unit in a local fusion scheme. Another perspective of
our work is to couple the SWIR camera with a conventional one in order to
benefit from a heterogeneous stereo image pair. The main advantage of this
latter solution is to provide a complete visual SLAM that is able to fix the
scale factor without any fusion with other sensor. The main fusion process in
this case will remain global, by combining homogeneous poses estimations from
different sensors/algorithms. Eventually, we would also like to release publicly
a SWIR image dataset, dedicated to non-cooperative environment. Such task is
not possible for us yet, as it lacks ground truth estimation.
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of the challenge MALIN funded with the support of Directorate General of Armaments
and French National Research Agency (https://challenge-malin.fr).
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Abstract. Small-scale Unmanned Aerial Vehicles (UAVs) have recently
been used in several application areas, including search and rescue oper-
ations, precision agriculture, and environmental monitoring. Telemetry
data, acquired by GPSs, plays a key role in supporting activities in areas
like those just reported. In particular, this data is often used for the
real-time computation of UAVs paths and heights, which are basic pre-
requisites for many tasks. In some cases, however, the GPS sensors can
lose their satellite connection, thus making the telemetry data acquisition
impossible. This paper presents a feature-based Simultaneous Localisa-
tion and Mapping (SLAM) algorithm for small-scale UAVs with nadir
view. The proposed algorithm allows to know the travelled route as well
as the flight height by using both a calibration step and visual features
extracted from the acquired images. Due to the novelty of the proposed
algorithm no comparisons with other methods are reported. Anyway,
extensive experiments on the recently released UAV Mosaicking and
Change Detection (UMCD) dataset have shown the effectiveness and
robustness of the proposed algorithm. The latter and the dataset can be
used as baseline for future research in this application area.

Keywords: UAVs · SLAM algorithm · Mosaicking · A-KAZE

1 Introduction

Nowadays, robots and small-scale UAVs are used in several fields, such as SAR
[1,2], environment monitoring and inspection [3–6] and precision agriculture [7,8]
due to their low cost and easiness of deployment. These devices are equipped
with different sensors, such as gyroscope, accelerometer, compass, and GPS,
thus allowing to know the state of the UAV (e.g., breakdown occurrences, travel
speed, etc.) with a very high precision. During the execution of a task, it may
happen that the UAV loses the connection with the satellites, thus making it
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impossible to retrieve data such as the flight height, or to use the GPS coordi-
nates to know the overflown route. In robotics and computer vision, the most
common approaches to determine both position and orientation of the robot are
Simultaneous Localization and Mapping (SLAM) [9] and Visual Odometry (VO)
[10–12]. The simplest sensor that can be used in performing SLAM and VO is
the RGB camera. There are two main categories of works using a RGB camera:
methods using monoscopic cameras [13–18] or methods based on stereo camera
[19–21]. The major difference between stereo and monoscopic cameras is that
the former allows to feel the distance from objects within the scene, as if it had
a third dimension. Human vision is stereoscopic by nature due to the binocular
view and to our brain, which is capable of synthesizing an image with stereo-
scopic depth. It is important to notice that a stereoscopic camera must have at
least two sensors to produce a stereoscopic image or video, while the monoscopic
camera setup is typically composed by a single camera with a 360◦ mirror. When-
ever the scene-to-stereo camera distance is much larger than the stereo baseline,
stereo VO can be degraded to the monocular case, and stereo vision becomes
ineffectual [22]. Authors in [11] present the first real-time large-scale VO with
a monocular camera based on a feature tracking approach and random sample
consensus (RANSAC) for outlier rejection. The new upcoming camera pose is
computed through 3D to 2D camera-pose estimation. The work in [16] leverages
a monocular VO algorithm for feature points tracking on the world ground plane
surrounding the vehicle, rather than a traditional tracking approach applied on
the perspective camera image coordinates. Two real-time methods for simul-
taneous localization and mapping with a freely-moving monocular camera, are
proposed by the LSD-SLAM [17] and ORB-SLAM [18] algorithms. In [13], the
FAST corners and optical flow are used to perform a motion estimation task and,
subsequently, a mapping thread is executed through a depth filter formalized as
a Bayesian estimation problem. Other works, such as [14,15], propose a robust
framework which makes direct use of the pixel intensity, without exploiting a
feature extraction step.

In this paper, a feature-based SLAM algorithm for small-scale UAVs with a
nadir view is proposed. In detail, a first calibration step is performed to know
the ratio between pixels/meters and flight height. Then, during flights, key-
points extracted from the video stream are exploited to know if the flight height
changed, while the center of mass of the frames are used for route estimation.
Exhaustive experiments performed on the recently released UMCD dataset high-
light the robustness and the reliability of the proposed approach. To the best of
our knowledge, there are no works in literature that estimates both the trajec-
tory and the flight height of a UAV. Hence, no comparisons with other SLAM
algorithm are provided, and the obtained results are meant to be considered as
a baseline for future works.

The remainder of the paper is structured as follows. In Sect. 2, the proposed
method is described in detail. In Sect. 3, the performed experiments and the
obtained results are discussed. Finally, Sect. 4 concludes the paper.
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2 Proposed Method

The proposed method main idea is to exploit keypoint matching between two
consecutive video frames, received from the UAV, in order to determine the flight
height, while the frames center of mass is used to determine the overflown route.
A necessary condition for the algorithm correctness, is that features must always
be matched between frames, otherwise it is not possible to estimate the correct
flight height.

2.1 System Calibration

In order to find the relation between the spatial resolution of the RGB sensor
and the flight height, a calibration step is required. To perform this calibration, a
marker of known dimensions (e.g., 1×1 m) is placed on the ground and it is then
acquired at a known height (e.g., 10 m), through the UAV sensors. During this
process, the GPS sensor of the UAV is used to know the exact height. Markers
have been chosen for this step due to their robustness and easiness of recognition
within the observed environment [23,24]. With this procedure, it is possible to
compute the pixels/meters ratio needed to initialize the system. In Fig. 1, the
marker detected during the calibration step is depicted.

Fig. 1. System calibration step example. By knowing both the UAV height and the
marker size, it is possible to estimate the pixels/meters ratio which is a requirement
for the algorithm.

In case information about the camera focal length f is not available, this
calibration step also allows its estimation. Let us consider the height h of the
UAV during the calibration step, the marker to have a real size of w meters and
a pixel size at height h of p pixels. Then, f can be computed as follows:

f =
(h × p)

w
(1)

By knowing how to compute the focal length, the height estimation step can be
performed with any kind of sensor, as shown in the next Section.
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2.2 Flight Height Estimation

For the flight height estimation, keypoints extracted from the video stream
frames are used. The A-KAZE [25,26] feature extractor is adopted due to its per-
formance, allowing for a faster feature extraction with respect to SIFT, SURF,
and ORB [27]. In more details, features are extracted and matched between two
consecutive frames ft−1 and ft, creating two sets of keypoints Kt−1, Kt and a
set of matches Θt. Subsequently, the affine transformation matrix is computed
from these matches, and is used to determine the scale changes between key-
points. More thoroughly, if we have an incremental scale change it means that
a zoom in operation is performed, so the UAV is lowering the flight height. On
the contrary, if we have a decremental scale change it means that a zoom out
operation is performed, so the UAV is increasing the flight height. In the flight
height estimation, two goals are pursued:

– To filter the identified matches and exclude keypoints belonging to the fore-
ground component (i.e., dynamic elements within the scene) during the drone
movement estimation, in order to avoid moving objects negatively influencing
the height estimation;

– To estimate all altitude variations.

The first goal is obtained using the set of matches Θt, and the homography
matrix Ht that maps the coordinates of a keypoint k ∈ Kt−1 into the coordinates
of a keypoint k̂ ∈ Kt. The matrix Ht is computed applying the RANdom SAmple
Consensus (RANSAC) algorithm [28] on the matches contained in Θt. The re-
projection error in Ht can be minimized through the use of the Levenberg-
Marquardt optimization [29]. To find the keypoints belonging to the moving
objects present in the scene, the following check is performed for each match
(k, k̂) ∈ Θt:

γ =

{
1 if

√
(k − k̂)2 − √

(k − (Hk))2 ≥ ρ

0 otherwise.
(2)

where ρ is a tolerance applied on the difference between the estimated distance
obtained by homography and the estimated distance obtained by Θt. If ρ has
a low value, then a large number of keypoints found in the background result
as static and, consequently, many false positives can occur for the background
keypoint estimation. Instead, if ρ has a high value, the estimation of the keypoint
movements is less restrictive, but a large number of false negatives can occur.
According to [30], the value of ρ has been fixed to 2.0. In more details, if γ =
0, then the keypoint k̂ is a background keypoint, otherwise k̂ is a foreground
keypoint. Finally, all background keypoint matches are used to compose a new
filtered set of matches called Θ̂t.

In order to achieve the second goal, an affine transformation matrix A is
computed. Given three pairs of matches (ka, kb), (kc, kd), and (ke, kf ) ∈ Θ̂t with
ka, kc, ke ∈ Kt−1 and kb, kd, kf ∈ Kt, the A matrix can be calculated as follows:
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A =

⎡
⎣λx 0 τx

0 λy τy
0 0 1

⎤
⎦ =

[
xkb

xkd
xkf

ykb
ykd

ykf

] ⎡
⎣xka

xkc
xke

yka
ykc

yke

1 1 1

⎤
⎦

−1

(3)

The translations on the x and y axes are indicated by the τx and τy, respec-
tively. Drone altitude variations are estimated using the λx and λy, representing
the scale variation on the x and y axes. Once λx, λy values are computed, we
can multiply them by the original pixels/meters ratio to determine the UAV
flight height variation. Notice that, altitude changes cause zoom-in (or zoom-
out) operations in the frames acquired by the drone and, in those cases, we
obtain λx = λy. Also recall that in order to know the altitude variation, there
must always be a match between two consecutive frames, so that it is possible
to estimate the transformation matrix and the λx, λy values. Otherwise, it is
unfeasible to correctly estimate the variation.

Fig. 2. Example of route estimated with the proposed method. In 2(a), the mosaic of
the overflown area is shown, while in 2(b) the route estimates through frames center
of mass is depicted.

By using Eq. 1, it is possible to estimate the flight height h′ through the
triangle similarity:

w′ = λ × w (4)

h′ =
w′ × f

p
(5)

where λ can be either λx or λy.

2.3 Route Estimation

Concerning the UAV route estimation, centers of mass from the received video
stream frames are used. In order to know where the new center of mass must
be positioned with respect to the others, a reference coordinate system must be
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used. In the proposed method, we use the mosaic of the area overflown by the
UAV as reference for the centers of mass. By following the steps shown in [31],
a mosaic is built incrementally and in real-time in the following way:

1. Frame Correction: In this step, the radial and tangent distortions are removed
(if needed) from the received frame. To perform this step, a matrix containing
the calibration values of the camera is required, and it is computed by using
well-known methods [32];

2. Feature Extraction and Matching: In this step, keypoints are extracted from
the current video frame and the partial mosaic is built up to the previous
algorithm iteration. Then, features are matched together and a similarity
transformation matrix is generated;

3. Frame Transformation: The similarity transformation matrix generated at
the previous step is used to scale, rotate, and translate the received frame in
order to align it with the partial mosaic;

4. Stitching: The last step consists in merging together the frame and the partial
mosaic seamlessly, using some well-known techniques such as the multiband
blending [33].

For each new received frame, the coordinates of all the centers of mass are
recomputed. This is due to the fact that when a new frame is added to the
partial mosaic, space within the latter must be allocated for the new frame.
This operation is performed by appropriately translating the partial mosaic, as
well as the centers of mass of the frames composing it, in the new mosaic image.
Notice that the centers of mass can be associated with the real GPS coordinates
of the UAV frame acquisition. In this way, it is possible to map the estimated
route to the real world. In Fig. 2, an example of mosaic and the corresponding
estimated route is shown. To summarize, Algorithm 1 shows all the performed
steps for both route and flight height estimation.

3 Experiments

In this section, the results obtained in the performed experiments are reported.

3.1 Dataset

In our experiments, the recently released UMCD dataset [34] is used. The latter
provides 50 geo-referenced aerial videos that can be used for mosaicking and
change detection tasks at very low altitudes. The authors provide, together with
the videos and the GPS coordinates, a basic mosaicking algorithm that has
been used in our experiments as ground truth. In addition to the dataset, we
have acquired 12 new videos. The latter have been acquired by following the
same protocol of the used dataset, in order to have homogeneous testing data.
Moreover, the same drone used for building the UMCD dataset, i.e., the DJI
Phantom 3, has been used. Since within the dataset there are no videos with a
ground marker, the calibration step for those videos has been performed by using
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Algorithm 1. Steps performed by the proposed algorithm to estimate UAV
route and flight height.
Require: Video stream sent by UAV
Ensure: Estimated flight height and route overflown by the UAV
1: Estimate the pixels/meters ratio through calibration step
2: while UAV sends video data or it is impossible to match features do
3: Extract features from two consecutive frames
4: Match the features to create both the Θt set and A matrix
5: Compare A matrix with the matrix generated at the previous iteration in order

to determine the scale changes
6: Compute the center of mass for the received frame.
7: Use A matrix to align the new received frame with the mosaic generated up to

the current iteration
8: Translate the centers of mass of the frames in the correct position by using the

A matrix
9: Stitch the new frame to the mosaic generated up to the current iteration

10: end while

Fig. 3. Example of paths used for testing the proposed method. In 3(a), (b) and (c),
the ground truth data is reported, while in 3(d), (e) and (f) the estimated data is
shown. In the x and y axes the centers of mass coordinates are represented, while in
the z axis the flight height is shown.

the change detection procedure. This is possible due to the fact that the authors
also provide the real size of the objects, in conjunction with the videos. Finally,
through the given GPS file, it is possible to know the UAV flight height when in
proximity of an object, allowing to compute the pixels/meters ratio needed for
the calibration.
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3.2 Qualitative Results

For each test, a mosaic of the overflown area has been built to extract the center
of mass of each frame, and to estimate the flight route. Since the proposed
method relies on the mosaicking algorithm, whenever the mosaic generation
failed only a partial route and flight height estimation was given as a result. In
Fig. 3, some experimental results are shown. The Figs. 3(a), (b) and (c) show
the ground truth for both flight height and route, while the Figs. 3(d), (e) and
(f) present the results obtained with the proposed method. In detail, Figs. 3(a)
and (d) depict the route of an area of our own acquisitions, while the other
figures show two paths provided in the UMCD dataset. As presumed, the results
obtained with the proposed algorithm reflect, approximately, the ground truth
data. Despite the estimated route and the ground truth route being almost
similar, we have more variations on the estimated flight height. This is due to
the features matching problem being sensible to outliers, as well as features
mismatches. While for Figs. 3(a), (d) and (b), (e) the estimated height and the
ground truth height are similar, this is not true for Figs. 3(c) and (f). This is
due to the fact that in this specific path the GPS sensor fails in acquiring data,
highlighting the potentialities of the proposed algorithm.

Ground Truth vs Estimated Data

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17
Flight Paths

0

2

4

6

8

10

12

14

16

18

20

M
ea

n 
H

ei
gh

t

Ground Truth
Estimated Data

(a)

Difference between Ground Truth and Estimated Data

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17
Flight Paths

0

1

2

3

4

5

6

7

8

D
iff

er
en

ce

(b)

Fig. 4. (a) Comparison between raw data (blue bars), and estimated data (orange
bars), and (b) difference between raw and estimated data. (Color figure online)

3.3 Quantitative Results

In Fig. 4, the ground truth and estimated data, together with their difference,
is reported. As shown in both Figs. 4(a) and (b), the results obtained with the
proposed method are very close to the raw data obtained through the sensors.
From Fig. 4(a) it is possible to notice that, in average, the estimated data is
slightly overestimated with respect to the ground truth. An exception regards
the third flight path, which corresponds to the example shown in Fig. 3(c). In
this case, we have a higher distance since the UAV lost the GPS signal during
the experiments.
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Concerning the execution time, the proposed method strongly depends on
the mosaicking algorithm since both keypoints and centers of mass are com-
puted during the process. This means that using new generation hardware and
optimizing the algorithm for multicore CPUs or GPUs allows to reach real-time
performances.

4 Conclusion

In this paper, a feature-based SLAM algorithm for small-scale UAV with a nadir
view is presented. The proposed method exploits a state-of-the-art mosaicking
algorithm to estimate the UAV flight route, while image features in conjunction
with an affine transformation are used to estimate the flight height. Experimental
results are performed on our aerial acquisitions and on the recently released
UMCD dataset, showing the effectiveness of the proposed approach.
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Abstract. Intelligent traffic enforcement has gained immense traction in the
computer vision community. Recently, automated violation enforcement
methods have been proposed towards seat belt violation, cell phone violation
and occupancy violation detection tasks. Smoking while driving is another
common violation type that has been prohibited in many countries. Smoking
inspections are typically performed manually by the road side officers. In this
study, we propose an automated approach towards driver smoking behavior
detection using near infrared (NIR) surveillance camera images. During the puff,
cigarette tip reaches 800–900 °C creating a hot-spot on the NIR image. Pro-
posed method aims to detect these hot-spots around the drivers’ head region.
First, we utilize a deep learning based object detection technique to localize the
front windshield and driver head region, sequentially. Next, we perform a dual
window (local) anomaly detector on the localized region to determine white hot-
spot, hence, the driver smoking behavior. We have collected 1472 real world
NIR images to evaluate the performance of the proposed approach. Proposed
method achieved an overall accuracy rate of % 84 and sensitivity rate of % 70
on the test set.

Keywords: Traffic enforcement � Near infrared (NIR) image �
Single shot multi-box detector (SSD) � Anomaly detection

1 Introduction

In recent years, we have seen a surge in the applications of computer vision and
machine learning towards transportation industry including traffic enforcement, driving
assistive systems and autonomous driving [1, 2]. Traffic enforcement on highways and
roads is mostly performed manually by the road side police officer. However, this is
known to be laborious and ineffective due to the lack of enough police personnel to
perform the inspection. In recent years, various camera based automated enforcement
solutions have been proposed by researchers [3–7]. Due to their robustness and high
success rates in their analysis, these solutions have been gaining popularity in many
countries. Typical camera based enforcement applications include red light violation,
vehicle occupancy detection, seat belt violation detection, cell phone usage violation
detection and speed violation detection to name a few [3–7]. As shown in an earlier
study [8], drivers smoking habits exposes passengers including children to second hand
smoke. Therefore, cigarette usage while driving has already been banned in several
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countries such as Canada, Costa Rica. Considering these prohibitions and foresights, a
novel automated driver smoke monitoring method is introduced in this study. Tem-
perature distribution of a cigarette typically varies between 800–900 °C during a puff,
and around 700–800 °C during the natural smolders between the puffs [9]. Tip of the
cigarette can be considered as a hot-spot generator. As shown in an earlier study [10],
NIR cameras offer an ideal solution for hot-spot detection in terms of the cost and
response timings. Therefore, in this study, we propose an automated method for driver
smoking detection in the vehicle using NIR camera images.

Earlier studies on this subject have presented several imaging/non-imaging based
solutions toward cigarette usage detection [11–15] inside vehicles. In contrast to
existing human-based systems or integrated systems within the vehicle, camera based
monitoring systems allow authorities to obtain a visual evidence. Proposed method
applies image processing and deep learning techniques on NIR images that are col-
lected using cameras, placed on fixed camera carrier platforms. In recent years, deep
learning algorithms have shown to be the most effective methods producing state-of-
the-art results on many challenging application areas such as object detection, image
recognition, and speech processing [16–18]. As shown in our experiments, proposed
method achieves high detection rates on real world images independent of day-
time/night-time imaging.

Figure 1 shows the overall outline of the approach proposed in this study. Upon the
capture of a vehicle image, we detect the windshield and driver head region sequen-
tially within the incoming vehicle image using a deep learning based object detector.
Next, we check the existence of a small hot-spot region using a dual window (local)
anomaly detection technique. High confidence anomaly blobs indicate the presence of a
smoking behavior. In Sect. 2, we present the details of our methodology for driver
smoke detection from camera images. In Sect. 3, we report our experiments in more
details. Finally, Sect. 4 presents our conclusions and future research directions.

2 Methodology

In this section, we describe the stages of the proposed methods in more detail.

Fig. 1. Overview of the proposed method. Part (A) shows the original NIR camera surveillance
image. Part (B) shows the output of windshield detector. Part (C) is the driver head localization
on the right half of the windshield region. Part (D) presents the anomaly detector result (shown in
red). (Color figure online)
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2.1 Front Windshield Region Detection

The first step, in our analysis, is the localization of the windshield region of the vehicle.
This would allow us to ignore the rest of the image since it is irrelevant to smoking
behavior analysis. Similar to earlier studies [3, 7], we utilize a deep learning based
object detection technique, namely Single Shot Detector (SSD) in detecting the front
windshield of the vehicle [16]. We used a pre-trained SSD300 model that utilizes
VGG16 in its base architecture [17]. We have fine-tuned this SSD model to detect
windshields using an annotated training dataset. Manual annotation is performed by
selecting the windshield region (blue rectangle) in the raw NIR image as shown in
Fig. 1(A).

2.2 Driver Head Region Detection

After localizing the windshield region of a vehicle within the raw NIR image, we need
to determine the drivers’ head region on the right side of the windshield region, see
Fig. 1(B). We followed a similar approach to windshield region detection and built an
SSD based head detector model. So, we have again fine-tuned a pre-trained SSD model
using an annotated training dataset. Annotation is performed by selecting the driver
head region in the right half of the front windshield as shown in Fig. 1(C).

2.3 Anomaly Detection

Due to the high temperature of a burning cigarette, the tip of cigarette creates a hot-spot
on the NIR image. Therefore, once the drivers’ head region is localized, we search for
an anomalous white blob that is significantly distinct from the background. In our
analysis, we utilized mahalanobis distance ðrMDÞ as a metric to quantify this distinction
[19]. The equation used for calculating rMD is shown in Eq. (1).

rMD ¼ x� blð ÞT
X�1

x� blð Þ ð1Þ

where x denotes the pixel of interest that is under consideration, and l,
P

denotes the
mean and the covariance of the background Gaussian distribution. In this study, we
compare and evaluate 2 commonly used anomaly detection techniques; global anomaly
and dual-window local anomaly detection [19, 20].

Global Anomaly Detection: In this approach, driver head region (Xglobal) image pixel
intensities, Fig. 1(D), are assumed to form a unimodal Gaussian distribution with
l̂ ¼ lglobal and

P ¼ P

global, Eq. (2), as shown in Fig. 2,

lglobal ¼
1

Nglobal

X

i2Xglobal

xi

X

global
¼ 1

Nglobal � 1

X

i2Xglobal
xi � lglobal
� �

xi � lglobal
� �T ð2Þ
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We compute rMD value for each pixel, x; over the driver head region and perform
thresholding (threshold level is learnt in the training stage as described in Sect. 3.2)
operation on the anomaly map. Finally, we declare the highest anomaly score location
as the cigarette location.

Dual Window (Local) Anomaly Detection: In this approach, we compute the dis-
tinctness of a target pixel locally using a local background region (Xlocal) while leaving
a guard band in between as shown in Fig. 2. For a target pixel, x corresponds to the
mean intensity value of the pixel group (black inner rectangle) whose center is the pixel
under consideration, and bl ¼ llocal represents the mean of the N1 (local background)
region, and

P ¼ P

local is the variance of the pixel values of the N1 region.

llocal ¼
1

Nlocal

X

i2Xlocal

xi

X

local
¼ 1

Nlocal � 1

X

i2Xlocal
xi � llocalð Þ xi � llocalð ÞT ð3Þ

Similar to global anomaly case, we compute rMD value for each pixel over the
driver head region and perform thresholding on the anomaly map. Note that the
threshold level is learnt in the training stage as explained in experiments. If there exists
no blob (connected pixels) for the given threshold level, it indicates that there is no
cigarette usage. Otherwise, we pick one location with the highest anomaly score as the
cigarette location.

Fig. 2. Overview of the global anomaly and local dual-window anomaly detection methods, see
[19] for details. In local anomaly detection, N1 denotes local background region, N2 denotes
guard band and black rectangle is the pixel of interest.
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3 Experiments

3.1 Image Acquisition

In this study, we utilized a 3MP (2048 � 1536) NIR camera that is placed on a gantry
approximately 4.5 m above the ground. Video based triggering is used during the
image acquisition. Figure 3 demonstrates several sample images acquired in our study.
We collected and annotated 1472 images to be used in smoking behavior detection
task. Note that, we used a separate dataset for windshield and driver head detection
tasks. Table 1 presents our experimental data breakout in detail. Note that training data
is only used to learn the scalar threshold level for anomaly detection algorithms.

In the experiments, we have only considered the puffing cigarette detection since
the smoldering cigarette heads typically point away from the NIR camera as shown in
the 1st row in Fig. 4. Even though this limits the applicability of the proposed algo-
rithm, this is necessary to achieve high recall rates while keeping false alarm rate low.
In terms of the puffing cases, evening and night images shows a stronger cigarette
signal than the morning cases but morning cases are still detectable.

Fig. 3. Raw sample NIR images from driver smoking behavior dataset.

Table 1. Table shows the number of images used in this study. Data breakout with (without)
violation is given below.

No. images Training data Test data

w/Violation 40 125
wo/Violation 60 1247

Fig. 4. First row shows the smoldering cigarette cases that are not considered in this study. 2nd

row shows puffing cigarettes at morning (left), early evening (middle) and night cases (right).
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3.2 Results

We have conducted our experiments using a 1372 NIR test image set, see Table 1,
collected on a highway for a 24-hour period in Ankara, Turkey. Note that the class
imbalance in the test set reflects the real world conditions. In terms of training the SSD
models for windshield and driver head region, we utilized a separate training dataset
consisting of 400 NIR images. We have fine-tuned a pre-trained SSD model using
these 400 NIR images as mentioned in Sect. 2. In the front windshield detection and
head detection tasks, we considered the detection as correct if the overlap between
detector output and ground truth is greater than % 70. On the NIR test images, the
windshield detection model is achieved an overall accuracy of % 98 on the test images.
Similarly, driver head detection model generated an overall accuracy of % 99 on the
windshield detector output images. If the driver cannot be detected in the windshield
area then we ran the anomaly detector on the entire driver region which, however,
increases run-time duration.

In the training stage, using 100 images listed in Table 1, we determined threshold
levels for anomaly detection methods by counting the number of true positive versus
the number false positives at various threshold levels. Figure 5 illustrates the mean
value of the number of true positives (TPs) and false positives (FPs) achieved at
different threshold levels. For both anomaly algorithms, we set the threshold level that
achieves an average false positive rate of 0.05. This threshold level is selected to
emulate the real world conditions.

During the testing stage, we evaluated the performance of the proposed methods
using various quantitative metrics such as accuracy, sensitivity and specificity.
Moreover, we compared the performance of the proposed approach to still image based
action recognition methods based on locally aggregated descriptors (such as BoF (bag
of features), VLAD (vector of locally aggregated descriptors)) and deep feature
extraction techniques [6, 12, 17]. For locally aggregated descriptors, we extracted
features from 16 � 16 pixel patches on regular grids (every 2 pixels) at 3 scales. We
only extracted 128-D SIFT descriptors for these image patches. For all descriptors (i.e.,
BoF, VLAD), we used Gaussian mixture models (GMM) with K = 256 clusters to
compute the descriptors. The GMM’s are trained using the maximum likelihood
(ML) criterion and a standard expectation maximization (EM) algorithm. For local
descriptors, we have also applied the power and L2 normalization to descriptors to
improve the classification performance. In the case of deep feature extraction, we
utilized a pre-trained VGG16 model to extract feature vectors, specifically we extracted
the 1 � 4096 feature vector from ‘fc2’ layer output to represent the image. Once the
features are extracted (for positive and negative training images) using one of the local
aggregation methods presented above, we train a linear 2-class SVM classifier to
perform the classification task.

Table 2 presents the performance comparison of various methods in cigarette usage
detection task. As shown in Table 2, local anomaly detector significantly outperforms
the global anomaly detector as well as other methods. To analyze the effect of the
window size on the cigarette detection performance, we considered various dual
window sizes in our analysis (Ninner = 3 − 7 pixels in diameter). In terms of local
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anomaly detection performances, we notice similar performance levels for accuracy
and specificity but sensitivity levels.

We notice high accuracy and specificity rates but relatively low sensitivity rates. This
is due to cases with faint hot-spots in NIR image. Moreover, glowing objects such as
glass, jewelry and watch in the drivers’ head region and excessive amount of light and
reflection on the drivers’ face generate false alarms, hence, negatively impacting the
performance of the proposed method. Local anomaly detector output for several detected
head region images under various illumination conditions are presented in the Fig. 6.

Fig. 5. Mean value of the number of True Positive and number of false positives for various
threshold levels. Threshold levels that yield FP = 0.05 are selected for global anomaly (A) and
local anomaly (B) method.

Table 2. Performance comparison of anomaly detector on test data using sensitivity, specificity
and accuracy metrics.

Method\Metric Accuracy Sensitivity Specificity

BOF [12] 0.697 0.225 0.741
VLAD [6] 0.801 0.595 0.820
VGG-16 [17] 0.779 0.552 0.699
Global anomaly 0.697 0.719 0,695
Local anomaly Ninner ¼ 3

Nouter ¼ 11
NGuard ¼ 9

0.841 0.696 0,856

Ninner ¼ 5
Nouter ¼ 13
NGuard ¼ 11

0.860 0.466 0,897

Ninner ¼ 7
Nouter ¼ 15
NGuard ¼ 13

0,871 0,305 0,926
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The computation time of proposed methods are analyzed using a computer with
Nvidia GeForce GTX 780 Ti GPU card, 16 GB RAM, Intel Core i7 processor. SSD
based windshield and drivers’ head region detection tasks are analyzed on GPU. Ano-
maly detection runs on the CPU. SSD-300 model performs windshield detection and
driver head region detection at 60 ms. Global anomaly stages takes approximately 40 ms
and local dual window anomaly detection takes approximately 500 ms on average as
presented in Table 3.

4 Conclusion

In this study, we proposed a novel method for driver smoking behavior detection in
roadways using NIR surveillance camera images. Proposed method utilized deep
learning based SSD object detector to localize the front windshield and driver head

Fig. 6. A visual illustration of anomaly detector output for 2 sample images for each result
category. Points covered by rectangle shows the detected cigarette use in the anomaly map of
driver head images.

Table 3. Run time analysis of proposed methods.

Global anomaly Local anomaly

Run time (sec) 0,04 0,50
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region, sequentially, within the incoming vehicle image. Upon the completion of
windshield and head region detection operations, local dual-window anomaly detection
technique is utilized to check the existence of a hot-spot within the drivers’ head
region. Proposed method achieves an overall accuracy of 84% for a test dataset con-
sisting of 1372 images (Table 2).
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Abstract. In this paper, we consider the recent set of OpenMP direc-
tives related to GPU deployment and seek an evaluation through the case
of an optical flow algorithm. We start by investigating various agnostic
transformations that attempt to improve memory efficiency. Our case
study is the so-called Lucas-Kanade algorithm, which is typically com-
posed of a series of convolution masks (approximation of the derivatives)
followed by 2 × 2 linear systems for the optical flow vectors. Since, we
are dealing with a stencil computation for each stage of the algorithm,
the overhead of memory accesses together with the impact on parallel
scalability are expected to be noticeable, especially with the complexity
of the GPU memory system. We compare our OpenMP implementation
with an OpenACC one from our previous work, both on a Quadro P5000.

Keywords: Optical flow · Lucas-Kanade · Optimization · GPU ·
OpenMP

1 Introduction

The use of hybride programming model has gained an increasing attention in
recent years, with a special consideration on heterogeneous architectures. In
order to take advantage of modern computing resources, scientific application
developers need to make significant changes to their implementations. There
are many benchmarks and applications in computer vision that are built with
OpenMP 4.x and 5.x [1–3], which provide an excellent opportunity to get access
to the noticeable computational power of the GPUs through a directive based
deployment. However, this programming style generally yields some unnecessary
overhead that is inherent to the paradigm, thus the programmer needs to con-
sider this aspect beside its application driven optimizations. The main goal of
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the current investigation is to study how to get a more efficient implementation
from a code written by an experienced OpenMP programmer with no specific
GPU programming skills. To address the challenges on improving the execution
of high-level parallel code in GPU using OpenMP, we chose the Lucas-Kanade
optical flow algorithm. So the aim is to derive and evaluate an optimized GPU
implementation of the optical flow algorithm using OpenMP and to highlight
the main programming techniques that we have considered. Implementation of
the Lucas-Kanade algorithm [5] on the graphics processor Unit (GPU) is seri-
ously considered. Regarding the multicore parallelization of the algorithm, the
work by [10] for instance describes an updated method in order to speed up the
objects movement between frames in a video sequence using OpenMP. Another
multi-core parallelization is proposed in [11]. Pal, Biemann and Baumgartner [12]
discuss how the velocity of vehicles can be estimated using optical flow imple-
mentation parallelized with OpenMP. Moreover, another hybrid model mitigate
the bottleneck of motion estimation algorithms with a small percentage of source
code modification. In [16], Nelson and Jorge proposed the first implementation
of optical flow of Lucas-kanade algorithm based on directives of OpenACC pro-
gramming paradigms on GPU. In the same context of hybride model, OpenMP
provides an excellent opportunity to target hardware accelerators (GPUs) with
the new version (4.0, 4.5) which is very similar to the OpenACC model. In order
to take advantage, many research begun using OpenMP GPU offloading in dif-
ferent domain. However, the implementation of optical flow algorithm with the
new version of OpenMP still limited until now. In this context, this research aims
to accomplish an efficient application of Lucas-Kanade algorithm for intensive
computation using OpenMP GPU offloading implementation which processes
and analyzes the bottlenecks of the accesses memory. In this paper, there are a
number of contributions presented: First, we propose a sequential optimization
strategies to improve the performance. We also evaluate the different challenges
of implementing several of them to overcome some memory problems. Then, we
explore the feasibility of a high level directive based model OpenMP4.0 to port
Lucas-Kanade algorithm to heterogeneous architecture (GPU) using offloading
model. Finally, we compare the performance obtained from a new OpenMP ver-
sion and the OpenACC implementation [4] described in our previous work.

The remainder of the paper is organized as follows. Section 2 provides a basic
background of the optical flow method and describes the Lucas-kanade algo-
rithm. Our sequential optimization strategies are explained in Sect. 3. In Sect. 4,
we investigate the impact of GPU parallelization and optimization, we provide
a commented report of our experimental results, and compare our results with
the OpenACC results from our previous work. Section 5 concludes the paper and
outlines some perspectives.

2 Optical Flow Algorithm

Optical flow is a family of algorithms which are used to calculate the apparent
motion of features across two consecutive frames of a given video, thus estimating
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a global parametric transformation and local deformations. It is based mainly
on local spatio-temporal convolutions that are applied consecutively. The opti-
cal flow is an important clue for motion estimation, tracking, surveillance, and
recognition applications. To estimate optical flow in real time is a challenging
task, it requires a lot of computation effort. So more than a hundred optical flow
algorithm exist, Horn and Schunck algorithm [6] and Lucas-kanade algorithm [5]
have became the most widely used techniques in computer vision. This article
focuses on Lucas-kanade’s approach because is the most adequate in terms of
calculation complexity and requires less computing resources. Its computation
method is suitable for CPU and GPU implementations. The main principle of
the Lucas-Kanade optical flow estimation is to assume the brightness constancy
to find the velocity vector between two successive frames (t and t + 1) as shown
in Fig. 1(a) and (b). The optical flow vectors are drawn in Fig. 1(c).

Fig. 1. Optical Flow computation Fig. 2. Workflow of Lucas-Kanade

2.1 Lucas-Kanade Algorithm

The idea of Lucas-Kanade is to compute the spatiotemporal derivatives on a
smoothed image to minimize the intensity variations over time. This requires a
focus on a representative pixels which are then checked for motion across con-
secutive frames through intensity variations between the scene and the camera,
followed by a construction of the least square matrix in a spatial neighborhood to
calculate the optical velocity flow. Consider for a 2D image I, a small motion is
approximated by a translation. We need to determine the motion flow vectors for
the image pixel I(x, y). Thus if the current frame is represented by its intensity
function I, then the intensity function H of the next frame is such that where
(u, v) is the displacement vector. Here, we briefly describe the correspondence
of equations with different steps of the Lucas-Kanade algorithm.

H(x, y) = I(x + u, y + v), (1)

Therefore, we have to solve for every pixel the following so-called Lucas-Kanade
equation: [ ∑

I2x
∑

IxIy∑
IxIy

∑
I2y

] [
u
v

]
= −

[∑
IxIt∑
IyIt

]
(2)
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where Ix, Iy and It are the derivatives of the intensity along x, y and t direc-
tion respectively. A least-square approach are implemented in Lucas-Kanade
system to find the most likely displacement (u, v), since the original system is
over determined. The summations within Eq. (2) are over the pixels inside the
sampling window. If the condition number of the normal matrix is above a given
threshold, then we compute the solution of the system (using Kramer method
for instance) and thus obtain the components of the optical flow vector for the
corresponding pixel. Figure 2 summarizes a sequence of computation stages of
the Lucas-Kanade algorithm where the derivatives Ix, Iy, and It are computed
through their Taylor approximations using the corresponding convolution 6 ker-
nels. Then follows their point-wise products compute the products I2x, I2y , IxIt,
IyIt, and IxIy. Computes for each pixel the normal matrix and the right hand
side of the linear system as described in Eq. (2).

3 Sequential Optimization Strategies

For many algorithms, especially in computer vision and image processing field,
a stencil computation are a common programming pattern. Usually, image pro-
cessing algorithms combine the challenges of stencil computations and that of
real-time processing. Therefore, an efficient implementation requires to focus
on data locality and to consider a scalable parallelisation. More precisely, We
should take care about redundant memory accesses, cache misses, and unaligne-
ment issues. We now describe some techniques that we have considered for the
aforementioned concerns.

3.1 Operators Clustering

Operators clustering aims at merging two or more operators into a single one, in
order to reduce the lifetime of the intermediate results in between and to improve
data locality. In its Nopipe version, the Lucas-Kanade algorithm is composed of
four computation stages: computation of the gradients, product of the gradients,
computation of the matrix coefficients together with the corresponding right and
sides, and solving the linear systems for the optical flow vectors. This compu-
tation chain requires accessing nine intermediate arrays. For our case, several
combinations are possible [15]. For instance, we can choose to pipeline the Grad
and Mul operators one hand, and the Matrix and solve operators on the other
hand, this transformation is called Halfpipe and it reduces both the number of
floating point operations and memory accesses. For our scenario, the most bal-
anced one seems to fully pipeline the operators, thus removing all intermedi 6
ate memory accesses. This is called full-pipe, where we form the unique cluster
GRAD+MUL+MATRICE+SOLVE. Figure 4 illustrates the full-pipe workflow.

3.2 Loop Optimization

Stencils represent a challenging computational pattern for Memory optimization,
the resulting computation loop therefore needs to be optimized. Loops optimiza-
tion plays an important role in high performance computing. Possible goals are:
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Fig. 3. Upper-left shift storage Fig. 4. Full-pipe organization

improving data reuse and data locality, reducing the overheads associated with
loops management, and maximizing parallelism. Loop transformations can be
performed at different levels for our work. In this context, we present a loop
shifting technique, which minimizes the memory needed to carry on the main
arrays. In fact, we apply an upper-left shift for the output matrix, which means
that (i, j) is stored at position (i − 1, j − 1) [15]. Figure 3 illustrates our re-
indexation and the corresponding storage strategy. After applying loop shifting,
we apply a Loop fusion to improve the readability of the code and to make pro-
grams faster by replacing multiple loops with a single one. Furthermore, loop
fusion can help to have a more coarse grained parallelism. For the next point,
we study the effect of array contraction on data reuse and data locality.

3.3 Array Contraction

In this paper, we consider another optimization strategy to benefit from the
cache. The so-called array contraction, which aims at reducing the memory foot-
print [14], is a program transformation which reduces the size of intermediate
arrays by means of location reuses. We use the modulo to round up on i direc-
tion. This approach clearly reduce the number of loads. In order to improve the
register use, we consider a special case of array contraction, namely scalariza-
tion, where each element of an array is defined and immediately used within the
same iteration. To illustrate the potential benefit of these strategies, we include
preliminary results showing the improvement that is achieved when collective
loop transformations with a contraction array are applied. We run on a dual-
socket intel broadwell. Table 1 shows the performance results of our strategy
using different image sizes. We can see that with the optimized case we achieve
better execution times compared to the basic one, and we can also process larger
images (like 8000 × 8000 and 16000 × 16000), which was not possible with the
basic implementation because of memory limitations. Figure 5 shows a notice-
able improvement, which demonstrates the impact of our optimization and the
potential of 6 more performance gain.



482 O. Haggui et al.

Table 1. Evaluation of the sequential
optimization

Image T(s) T(s) % Improvement

size Basic optimized

20002 0.752 0.078 89.62

40002 1.058 0.315 70.22

80002 1.775 1.264 28.79

120002 – 2.846 –

160002 – 5.065 –

Fig. 5. Improvement of sequential implemen-
tation

4 Impact of GPU Parallelization and Optimization

4.1 Hardware Configuration

We use OpenMP4.0 and run on an NVIDIA Quadro P5000 GPU accelerator
(Pascal architecture). It includes 2560 CUDA cores with 16 GB GDDR5 memory.
The host is an Intel(R) Xeon(R) CPU E5-1620 v4 processors with 4 cores. We
use GCC compiler version 7.3.

4.2 Results of the GPU Parallelization

Our performance analysis considers different stages, each focusing on the com-
parison between the results obtained with our OpenMP4.0 implementation and
those of our previous OpenACC implementation. Some directive based optimiza-
tion were performed to improve memory accesses and memory locality. In our
experiments, we use different frame sizes and run our Lucas-Kanade implemen-
tation for the optical flow vectors. We start with a baseline sequential imple-
mentation in C, then we consider the derived OpenMP version without any
data directives. OpenMP4.0 version introduces a number of features for target-
ing heterogeneous architectures [13]. The first step of the algorithm consists in
loading the data from the CPU to the GPU’s global memory. This step (typi-
cally) yields a significant overhead. Then, we define which part will be acceler-
ated with the device (kernel) using the basic directives (#pragma omp target).
The target directives provide a mechanism to move the execution of the thread
from the CPU to another device and to relocate the data. We can see from
Table 3 that the parallel CPU version outperforms the OpenMP code on the
GPU. The reason of this is that OpenMP was originally designed for automatic
multithreading on a shared memory processors, so the parallel directive only
creates a single level of parallelism. Beside this one, the version at this stage
does not contain any optimization directive, so there is a potential room for
improvement. To evaluate this potential, we used the NVIDIA runtime profiler
on our kernels to identify locations where memory access seems too important.
We use nvprof --print-gpu-trace to print all the information about how to
optimize the code. We can see from the results another clear difference between
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OpenMP and OpenACC implementations, where the performance achieved by
the OpenACC is quite higher compared to OpenMP and CPU versions. How-
ever, OpenACC is very similar to OpenMP but OpenACC was designed from
the beginning to address both portability and productivity of GPU program-
ming without too much effort, with OpenMP we must skillfully exploit these
new features. Figure 7 demonstrates the performance of GPU implementation
using OpenACC. To overcome theses issues, we consider several specific direc-
tives. We start with the teams directive to express a second level of scalable
parallelism. In order to make better use of GPU resources, we have used many
use many thread teams via the teams directive and the directive to distribute
the iterations of the next loop to the master threads of the teams in order to
spread parallelism across the entire GPU. In order to increase the parallelism,
we start by increasing the number of teams using the num−teams clause and
the num−thread clause to generate the number of threads per teams which
might yield the best performance and achieves a good balance between teams
and threads. In addition, we can further increase parallelism by using our dis-
tributed and work shared parallelism from the same loop. We can collapse them
together and we split teams distribute from Parallel For by moving them
to the inner loop. In our case we use the COLLAPSE(N) clause to have the next
N loops collapsed into one loop with a larger iteration space. This will give us
more parallelism to distribute.

Table 2. Evaluation of the
OpenMP GPU deployment

20002 40002 60002 80002 120002

(1) 0.046 0.184 0.416 0.741 1.666

(2) 0.142 0.343 0.662 0.910 2.556

(3) 0.103 0.240 0.428 0.690 1.356

(4) 0.079 0.123 0.355 0.502 1.008

(5) 0.075 0.115 0.330 0.488 0.984

(6) 0.062 0.094 0.275 0.428 0.882

Table 3. Evaluation of the GPU paral-
lelization

Image size CPU(s) GPU(s)
OpenMP

GPU(s)
OpenACC

20002 0.046 0.142 0.018

40002 0.184 0.343 0.057

60002 0.416 0.628 0.131

80002 0.741 0.391 0.250

120002 1.666 2.556 0.640

– (1) : Basic CPU (2): GPU threaded
– (3) : GPU teams/distribute (4): (3) + GPU team/thread balance
– (5) : (4) + GPU collapse (6): (5) + GPU SIMD

Table 2 lists the different stages of the results, which demonstrate that there
is a significant improvement most of the time. We investigate the effects on
the performances when combined parallelization and vectorization in GPU. In
fact, vectorization using SIMD constructs is very efficient in exploring data level
parallelism since it executes multiple data operations concurrently using a sin-
gle instruction. Therefore, OpenMP4.0 provides the pragma omp simd directive,
which execute multiple iterations of the loop using vector instructions when
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possible. As shown in Fig. 6, the highest performance we have achieved when
combined all the directives used in parallelization with the vectorization, which
make the results more fast but the time is still limited due to the heavy implicit
access to memory.

Fig. 6. Performance comparison between
different OpenMP GPU offloading opti-
mization

Fig. 7. The performance of GPU
Offloading with OpenMP4 and Ope-
nACC

4.3 Managing Memory and Data Optimization

One of the major bottleneck of a GPU is the data transfer latency, because it
takes more than 400–600 cycles to access the global memory. If access to global
memory is frequent, then with the cost of moving data between the CPU and
GPU at every loop, the computation benefit of porting a parallel application
to a GPU will be lost. We discuss now how we schedule memory accesses in
order to reduce the overhead of data exchanges and get ride of intermediate
data accesses whenever possible. We analyze the behavior of the major data
movement with the OpenMP4.0 offloading target using the target data direc-
tives and map clauses to control and reduce data movement between CPU and
GPU. OpenMP4.0 allows an explicit control of data allocation together with the
corresponding transactions through appropriates clauses (copyin, copyout,
present, create) with different map-type (to,from, tofrom,alloc) to opti-
mize the mapping of buffers to the device data environment.

Basically, CPUs and GPUs have separate memories and 6 can not access
each other’s memory which must be handled explicitly by programmers. Instead
of this, a new concept of unified memory provided by NVIDIA, which allows the
GPU and the host CPU to share the same global address space. This permits
the host to refer to memory locations on the attached devices, and the devices to
access addresses on their host. The unified memory enables fast memory accesses
with large data sets where the movement data is managed by the underlying
system automatically [1]. There is no need for address translation, and both CPU
and GPU can use the same pointer. Moreover, leveraging the unified memory
features makes it feasible to run kernels with memory footprints larger than the
GPU memory capacity. In current OpenMP GPU offloading, we illustrate how
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the function and data transfer work with the unified memory [1]. To do this,
we use omp-target-alloc for data allocation and is-device-ptr clauses to
pass them to target regions, in contrary to OpenACC compiler which provides
the flag -ta=tesla:managed for the unified memory consideration. When this
option is used at compile time, the PGI compilers will intercept and replace all
user defined allocations with managed data allocations.

Table 4. Evaluation of our data GPU optimization

20002 40002 60002 80002 120002

(1) 0.062 0.094 0.275 0.428 0.882

(2) 0.011 0.024 0.101 0.228 0.689

(3) 0.007 0.014 0.077 0.105 0.481

(4) 0.005 0.010 0.041 0.068 0.137

– (1): Basic GPU parallelization
– (2): (1) + Data movement performance
– (3): (1) + Unified memory
– (4): (2) + pinned

We also highlighted the benefits of using “pinned me 6 mory” on the mem-
ory copies which offers the best performances. Furthermore, if the memory
is going to be used for many asynchronous transfers, then we request page-
locked memory allocations (pinned memory). It is a memory allocated using the
cudaMallocHost function, which prevents the memory from being swapped out
and thereby provides improved transfer speeds, contrary to the non-pinned mem-
ory obtained with a plain malloc. The benefit of using pinned memory is that we
can solve larger problems because the size of the pinned memory is much larger
than that of the global memory. The pointer association between CPU-GPU
is preserved, thus preventing the operating system from moving this memory
to another location. Presently, none of the pragmas can allocate pinned mem-
ory and compiler flag. Hence, OpenMP GPU offloading use the cudaMallocHost
function for pinned memory, which is not the case with OpenACC who considers
the flag compiler -ta=tesla:pinned. The experimental results of our optimiza-
tion investigation are summarized in Table 4. The Fig. 8 outlines the speedup
ratio of the total execution time for each of the different versions compared
to the baseline version. We can see a remarkable speedup with our incremental
OpenMP GPU offloading data optimization, when using a simple data movement
with unified memory and pinned memory directives. We have found that pinning
the same amount of memory was more faster than the use of unified memory
and the basic data movement directives. This technique is more efficient and it
often reduces the overall amount of host-device data transfers. Overall, our work
makes several important research contributions, we evaluate the effectiveness of
OpenMP GPU offloading directives as a potential solution to the performance
portability problem of modern architectures and we get decent speedups. Right
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now, OpenACC support is very selective and limited both for devices and compil-
ers. Whereas, OpenMP GPU offloading is very widely supported and exhaustive.
However, to better understand the computational costs of the different versions,
Fig. 9 displays a comparison between the OpenMP 4.0 implementation and the
OpenACC implementation for each version. As we can see, the management of
the data using directives with OpenMP on the GPU is more costly than with
OpenACC in this stage. However, with the use of the unified memory, we notice
that the OpenMP version is better than the OpenACC version due to the use
of a compiler flag. Moreover, the line labeled OpenMP Pinned Memory shows
the timings of both OpenMP and OpenACC which are so close with pinned
memory.

Fig. 8. Speedup of the three versions
over the baseline version

Fig. 9. Basic CPU and fully optimized
GPU

5 Conclusion

In this paper, we have carried out a detailed study of some of the most
popular parallelization approaches and programming languages used to pro-
gram GPUs. An OpenMP GPU offloading and OpenACC are used in this
work, which are considered as the most flexible high level languages for GPU
deployment. It makes possible to migrate standard CPU code in a straightfor-
ward way without making too many modifications, and obtain a decent per-
formance compared to other complex programming models like CUDA and
OpenCL. OpenMP 4.x directives provide an excellent opportunity to GPU
deployment. We investigate an OpenMP deployment of the Lucas-Kanade opti-
cal flow algorithm with OpenMP and strive to obtain better performance than
that of a parallel version on a manycore processor. The performances are very
close to our previous OpenACC version. For the future works, we will investi-
gate a combination of OpenMP and OpenACC both for GPU and manycore
deployments.
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Abstract. A fundamental ingredient in the success of deep learning for
computer and robot vision is the availability of very large-scale annotated
databases. ImageNet, with its 1000 object classes and 1.2 million images,
tends to be the dominant data collection for creating pre-trained deep
architectures. A less investigated avenue is how the possibility to create
task-specific data collections on demand, with limited or without manual
effort, would affect the performance of convolutional architectures. This
would be useful for all those cases where contextual information about
the deployment of the deep net is available, and it would be particularly
relevant for robot vision applications, where such knowledge is usually
available. The goal of this work is to present a protocol for the automated
creation of task specific datasets starting from a pre-defined list of object
classes, exploiting the Web as a source of information in an automated
fashion. Our pipeline consists of (a) an algorithm for automatic Web
crawling that searches for “image class seeds”, i.e., informative images of
object classes of interest, (b) algorithms for figure-ground segmentation
of the object of interest and pasting of the segmented item in contextual
images close to where the agent is going to work, and (c) a tailored
data augmentation routine for maximizing the informative content of the
generated images. A thorough set of experiments on a public benchmark,
as well as deployment to a robot platform, prove the value of the proposed
approach.

Keywords: Object categorization · Robot vision · Web vision

1 Introduction

Robots need to have a visual understanding of their surroundings in order to
have cognitive behaviors. From visually perceiving an object, to recognizing it,
to understanding what it is, what its properties are and how it should be acted
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upon, all these are crucial components to have truly intelligent and autonomous
systems. Since the seminal work of Krizhevsky et al [9], the overwhelming major-
ity of state of the art approaches in computer and robot vision for object recogni-
tion are based on Convolutional Neural Networks (CNNs, [11]), which use end-
to-end architectures achieving feature learning and classification at the same
time. Compared to shallow learning approaches, where feature extraction and
classification are two separate steps often laded with heuristics, CNNs offer sev-
eral advantages: first, they have proved over countless benchmarks to be able to
achieve much higher accuracies on basically any visual recognition problem; sec-
ond, they offer a conceptual simplicity of use that has made them very quickly
the dominant learning tool of the community. Despite these advantages, they
also present some limitations, such as high computational cost, long training
time and the demand for large datasets, to name a few. As CNNs are data-
hungry algorithms, the possibility to train a given model on very large scale
annotated data collections is crucial for their success. As a consequence, archi-
tectures trained over ImageNet [2] are the cornerstone of the vast majority of
CNN-based object recognition methods; such architectures are then adapted to
various classification needs through fine-tuning. This again, in turn, requires
annotated data collection and non trivial manual effort, although not of the
same scale needed for end-to-end training of CNNs.

This paper addresses this issue, following the recent trend of developing algo-
rithms for the automatic creation of annotated data from the Web through smart
downloading approaches [13]. As opposed to dealing with the automatic creation
of a very large scale data collection, that inevitably brings with it issues related
to the percentage of noisy images downloaded and of their effect on the training
of the network, we propose a protocol for generating automatically task-specific
databases for the fine tuning of pre-trained architectures. Given a list of object
categories that the robot is expected to encounter while performing its assigned
task, we first search the Web for a limited number of images representing the
object of interest, in white/empty backgrounds. By taking only the first images
resulting from the search, we strongly limit the amount of wrong/noisy images
in our download. Once obtained the images, we figure ground segment them to
remove any possible artifact in the background, and we paste them on generic
backgrounds resembling the environment where the robot will be deployed. Fur-
ther data augmentation contributes to bridge the perceptual gap between images
found on the Web and images that might be acquired in the actual robot setting.
Figure 1 gives an overview of the overall protocol. We evaluated the contribution
of each step of the data generation pipeline by fine-tuning a deep network to
address an object categorization task on a publicly available benchmark (Fig. 1,
bottom left). We then deployed the pipeline on a robot platform (Fig. 1, bottom
right), where we show that it can run “on-the-fly” to generate image sets for
training standard SVM classifiers for fast object categorization learning.

The rest of the paper is organized as follows: after a review of relevant previ-
ous work (Sect. 2), we describe the protocol proposed for the automatic creation
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of databases (Sect. 3); Sect. 4 describes the experiments performed and our find-
ings, while conclusions and future works are discussed in Sect. 5.

Fig. 1. Visual representation of the proposed system.

2 Related Works

Earlier work explored the possibility of mining the Web for semantic informa-
tion to be used in robot systems, mostly to populate automatically on-board
knowledge base representations [17–19]. Still, semantic information alone will
not suffice: visual perceptual capabilities are crucial for robots to operate in
unconstrained, task-oriented settings. As the leading deep learning paradigm for
robot vision relies heavily on the availability of data collections, the ability to
recognize large classes of objects is linked to the creation of such data corpora.

Database creation from the Web has been attempted in the past with the use
of semantic query expansions [1,13], where the query expansion helps in reducing
the amount of noisy and mislabeled images automatically downloaded, while at
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the same time helps in guaranteeing the visual richness of the collection. In spite
of this, automatic data creation from the Web tends to include a non-trivial
percentage of noise in the data, that might negatively affect the performance of
convolutional networks trained on them. Several authors proposed strategies to
deal with it [3]. Researchers have also started working on automatic data mining
for robot vision applications with deep networks and the results are promising
[13]. All the works revised above target explicitly the creation of general purpose
databases, mimicking ImageNet.

We are not aware of previous work attempting to create task specific
databases from the Web without manual annotation, nor attempting to use Web
data as starting point for the creation of artificial, synthetic images.

3 Method

This section details the steps of our pipeline, as outlined in Fig. 1.

Images Download From the Web. This step requires dealing with noisy images
(i.e., images found when searching the Web for a given object that instead show
something else). We address this issue by noticing that, for the vast majority
of publicly available search engines, the top-retrieved images tend to depict the
object of interest on an uniform background. Thus, we developed a simple script
that, given a label, downloads the first N images found in the Web (after dupli-
cate removal), that we use as “seed images”, to be augmented with synthetic
transformations. While this does not guarantee the lack of noise in the seeds, we
verified heuristically that, by keeping N ∼ 100, its impact is largely reduced.

Object Mask Extraction. For creating the synthetic images, it is first necessary
to “extract” the objects of interest from the downloaded image. To do this auto-
matically, we applied the foreground/background segmentation method from [7].
The authors showed that a fully convolutional network with backbone weights
pre-trained on a large-scale image classification dataset (like ImageNet [2]) can
learn to produce dense binary segmentation masks by fine-tuning on a relatively
small set of images with foreground/background pixel-level annotations. The
idea is to leverage the notion of “pixel objectness” learned by the network on
the large classification task, and fine-tune it to ‘extend’ its activation responses
from fragments to entire objects. We used the model released by [7], which
worked well off-the-shelf. We note that, being the pipeline fully automatic, it
has to deal with the noise in the masks.

Synthetic Data Generation. At this stage, the segmented “seed” objects must be
placed on suited background images. We opted for backgrounds from environ-
ments that are coherent with the categories of choice. As our case study considers
mostly office objects, we tried using either (i) the backgrounds provided with the
Washington RGB-D dataset [10] (the ones representing offices/desks), or (ii) a
set of backgrounds acquired directly in the robot’s operation setting.
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To implement this step we exploited the work of [4], which provides methods
(with code) to alleviate the artifacts that appear when an object is pasted onto
a different background. To augment the size and variability of the final data
collection, we applied also the provided set of transformations (2D rotations,
scaling, occlusions, etc.) with the addition of illumination changes (brightness,
contrast and saturation).

Training. In all our experiments we rely on a convolutional neural network pre-
trained on the object categorization task of the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC) [2], specifically, the Caffe [8] implementation1

of ResNet-50 [6].
We adopt two different transfer-learning methods in the two settings con-

sidered in this paper. When targeting object categorization on a benchmark
dataset, we fine-tune the network on the generated synthetic training sets. This
leads to adapt the image representation to the considered task, but also to the
synthetic domain. Since we do not apply sophisticated computer graphics, in this
setting we evaluate the trade-off between the benefit of gathering semantically
rich images at no cost, and the domain shift possibly introduced in the network
by the lack of realism. Differently, in the robotic application we opted to fix
the image representation to the one learned on ImageNet and use the synthetic
image sets to train linear SVMs on top. We call this on-the-fly learning, because
fine-tuning the network takes several minutes/hours, while the training time of
the linear SVMs is of the order of seconds and can be interactive.

When fine-tuning, we relied on standard Caffe protocols and just ensured
that the learning rate policy was leading to convergence. We used a validation
set to stop the training when we observed no accuracy gain and in any case
no later than 30 epochs. For each experiment we performed three fine-tuning
trials, averaging the results and observing around 1% of performance oscillation
across trial. The code for training SVMs employs the liblinear [5] package. In
this case, cross-validation for the regularization parameter was performed once
on an example task.

4 Results

In this section we report on the experimental evaluation that we performed
to asses the feasibility of the proposed pipeline for data generation. In all the
experiments we use synthetic images generated with our pipeline for training and
test on real images acquired by recording from the camera of humanoid robots.
In Sect. 4.1, we present a quantitative evaluation of the performance benefit of
each step of the pipeline. To this end, we fine-tune ResNet-50 from ImageNet
to address an object categorization task on the iCubWorld dataset [15] which,
being recorded from the camera of a robot (iCub2) while this is observing hand-
held objects, provides a faithful benchmark for real robotic operation settings. In
1 https://github.com/KaimingHe/deep-residual-networks.
2 http://www.icub.org/.

https://github.com/KaimingHe/deep-residual-networks
http://www.icub.org/
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Sect. 4.2, we show that the proposed data generation can also be performed on a
robot on-the-fly, to quickly train linear SVMs on specific object categories asked
by a user. To this end, we report qualitative results of the pipeline deployment
within an interactive object learning application running on the R1 robot3.

4.1 Benchmark on iCubWorld

In this section we assess if the difference between the synthetic and real domain
is such to prevent the suggested approach to be effective for training deep net-
works. We first report the performance achieved by progressively introducing
more processing steps in the proposed image generation pipeline. Then, we show
how it is possible to achieve good performance on iCubWorld by injecting a
limited amount of real images in a purely synthetic training set.

Real vs. Synthetic Datasets

Test on iCubWorld. We consider the “iCubWorld Transformations” dataset [15]
as our test set (iCWT in the following). This dataset represents 20 object
categories of daily use (10 objects per category), each recorded in five image
sequences while undergoing isolated viewpoint transformations (e.g., SCALE,
2/3D ROT, BKG, etc.). Each sequence is acquired in two sessions with little
setting variations and comprises around 150 frames. We refer the reader to [15]
for details. In all experiments, we target a 20-class categorization task and con-
sider, as test set, 5 object instances per category (out of the 10 available) in the
BKG sequence. In this sequences the objects are moved by the operator around
the robot, keeping their face fixed thus making only the background change. We
randomly sampled 50 frames from each sequence, hence our test set is composed
of 5K images.

Synthetic Training Sets. To address this task, we downloaded from the Web 80
images for each category in iCWT (see Sect. 3). We randomly selected 60 images
per category for training, for a total of 1200 images. The remaining 20 images
per category have been used as validation set. After passing the images through
foreground segmentation, we remained with around 1150 training images (it is
possible that the network used [7] is not able to detect the object, returning an
empty mask that is discarded). We tried using two different image sets for the
following background replacement step. The first one is from the background
images publicly available in Washington RGB-D dataset [10]. Specifically, we
selected around 350 background images in tabletop-like settings. The second
one is a set of the same size, but recorded in the acquisition setting of the
iCWT dataset. As explained in Sect. 3, since we relied on the data augmentation
procedure from [4], we optionally applied scale, in-plane rotation and light aug-
mentation while replacing the background. In this data augmentation step, for
each source image we generated 4 synthetic images, producing a total of around
4600 training images.
3 https://www.youtube.com/watch?v=TBphNGW6m4o.

https://www.youtube.com/watch?v=TBphNGW6m4o
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Table 1. Classification accuracy achieved by performing diverse processing steps on
the downloaded images.

Training set Number of images Accuracy [%]

Chance level – 5

Web 1200 22

White 1150 18

RGBD 1150 32

iCWT 1150 35

RGBD+ 4600 42

Reducing The Domain Shift - Part I

Ablation Experiment. We evaluated the performance achieved after applying
each step of the data generation pipeline and report results after fine-tuning the
network on each of the following “intermediate” datasets:

– Images downloaded from the Web (Web).
– Web images segmented with background replacement. We tried a white back-

ground (White) or the background from either Washington RGB-D or the
iCWT settings (RGBD or iCWT).

– Web images segmented with background replacement and data augmentation.
In this case we opted for using the background from Washington RGB-D
dataset, since the goal of this work is to build training sets fully automatically
and without the need for the user to acquire any data in the operation setting
(RGBD+).

We report results in Table 1. We see that just by downloading 60 images per
category from the Web we are able to achieve 22% accuracy (chance level is 5%).
As expected, the white background replacement is detrimental for performance,
while replacing backgrounds which are similar to the one of the test set, does
improve results. In this case, the exact same background of the test set (iCWT)
provides higher results (35%) than one which is similar (RGBD, 32%). However,
it is interesting to observe that the performance difference is small, motivating
our choice. A relatively high accuracy (42%) is achieved by applying the data
augmentation from [4] to the RGBD training set. However, we note that we are
still far from achieving perfect performance. This result establishes a baseline
achieved with simple image processing steps. On the one hand, this proves the
effectiveness and the potential of the approach. On the other hand, it shows that
a better covering of the domain shift is critical to improve performance.

Reducing the Domain Shift - Part II

Injection of Real Images. Given the above results, two options can be considered in
order to increase performance: (i) improving the realism of the synthetic images
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Table 2. Classification accuracy achieved by performing diverse processing steps on
the downloaded images (like in Table 1) and by adding real images from iCWT.

Training set iCWT objects Number of images Accuracy [%]

Web – 1200 22

Web 1 1200 + 120 (10%) real 46

RGBD+ – 4600 42

RGBD+ 1 4600 + 600 (13%) real 65

RGBD 1 1150 + 600 (52%) real 63

iCWT 1 1150 + 600 (52%) real 62

Web 1 1200 + 600 (50%) real 62

White 1 1150 + 600 (52%) real 62

RGBD+ 5 4600 + 600 (13%) real 73

RGBD+ 5 4600 + 5K (109%) real 85

– 5 5K (100%) real 87

and/or (ii) considering the injection of a small set of real images. We opted to
evaluate this second possibility, following the suggestion of the authors [4].

In this experiment, we evaluate the performance achieved by adding, to the
synthetic training sets considered in the previous section, images of objects from
iCWT. For the addition, we sample objects from the remaining 5 instances per
category (excluding the test set). Results are reported in Table 2 for two sets of
experiments.

We started considering the addition of a single object example per category.
We hence sampled from iCWT a few images for each of 20 objects not in the test
set (from BKG sequences) and added them to the Web and RGBD+ training
sets. We kept the real to synthetic ratio around 10% and used 6× 20=120 real
images for the Web and 30× 20=600 real images for the RGBD+. In rows 1–4 of
Table 2, we observe around 23% performance increase in both cases, achieving
65% with the RGBD+ training set.

To further investigate to which extent this result depends on the real or
synthetic data, in rows 5–8 of Table 2 we increased the real to synthetic ratio
up to around 50%, by considering the same 600 real images but adding them
to the not augmented synthetic training sets. We observed that performance
was almost the same, independently on the quality of synthetic images. It is
interesting to note that the addition of as few as 30 frames of a single example
instance per category provides a performance gain increase of 40% (from 22 to
62%) when using just Web images. A similar gain is achieved by combining data
augmentation (from 22 to 42%) and injection of even less real images (from 42
to 65%).

We finally added all available 5 object examples per category in iCWT to the
synthetic training sets (rows 9–11 in Table 2). In this case, with 6 real images
per object (for a total of 6 × 5 × 20 = 600 images) we achieve 73% accuracy.
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Fig. 2. Block diagram of the application running on the robot: (a) Training Mode,
images are downloaded from the web and used to train the SVMs on the new category;
(b) Test Mode, the robot localizes the closest object in the scene and classifies it.

Furthermore, adding to the training set as much real images as the synthetic
ones (50 frames per object for a total of 5K images) leads to 85% accuracy. This
error rate is probably dominated by the information available in the real object
examples. This is confirmed by the 87% accuracy achieved by training only on
the real images.

4.2 On-the-Fly Learning of Object Categories

In this section we briefly describe the deployment of the data generation pipeline
to an application running on the R1 robot platform.

The current object recognition system on R1 is the same as the one on
the iCub robot and is based on a deep neural network for feature extraction
(ResNet-50 trained on ImageNet classification task) and shallow classifiers that
are trained on-the-fly to learn the objects shown by a user [14]. Learning on
images acquired during the robot’s operation allows for flexibility. However, while
this works well for object identification (the robot can observe objects from varied
viewpoints) it is time consuming for object categorization [15].

Integrating this data generation pipeline offered an improvement in this direc-
tion. To teach a category (Fig. 2(a)), the user tells the label to the robot; the sys-
tem produces a synthetic training set, that is used to train on-the-fly a classifier.
It takes no more than one or two minutes to download and process around 100
images on a standard laptop and internet connection. Images are then encoded
into ResNet-50’s representation and used to train an SVM (linear Kernel). The
feature extraction and classifier training are fast and part of the usual learning
pipeline employed on the robot. As showed in the benchmark in Sect. 4.1, the
synthetic dataset can also be integrated with real example images acquired by
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the robot autonomously (see, e.g., our previous work4). After training, the robot
recognizes the category (Fig. 2(b)). A simple depth segmentation [16] localizes a
region of interest as the closest object in the scene, which is then classified.

A video showing qualitatively the performance of the running system is avail-
able here5. The pipeline deployed on the robot applies data augmentation over
background images from Washington RGB-D (the video shows also the kind of
noise affecting the content or the foreground masks of the generated images).

The code of the application can run on a normal laptop and can be made
publicly available upon request at the same GitHub repository of the original
application6.

While we do not have yet a quantitative benchmark for this data generation
pipeline within the on-the-fly training strategy adopted on the robot, we plan
to perform such evaluation. Specifically, it would be interesting to compare with
prior work [15], where it was shown that, for object categorization in absence
of enough object examples, classifier training on top of ImageNet features was
more effective than fine-tuning.

5 Conclusions and Future Work

We have studied an automatic pipeline to create task-specific training sets for
object categorization. We built the pipeline by downloading “image class seeds”
from the Web and composing publicly available code blocks to apply standard
image processing, i.e., figure-ground segmentation and blending onto contextual
images. This approach is useful in those situation in which example objects are
difficult to obtain, as in the case of a robotic system.

Our results showed that simple image processing and data augmentation
remarkably improve the performance of the object recognition system (20%)
and demonstrated that an additional performance gain (40%) can be obtained
by integrating the synthetic dataset with a small set of real images of a similar
object, taken from the robot. This is interesting, because such a set could also be
used to disambiguate the web research, by providing a visual example together
with the category label.

The approach presented in this paper can potentially be extended to other
tasks in robotics, in which fast adaptation is hampered by the cost of acquiring
training samples. For example, in future work we plan to address object detection
tasks, by combining our recent work [12]. In this perspective, this line of research
could be key to develop vision systems trainable on-the-fly on novel categories.

Acknowledgements. B. C. acknowledges the financial support of the Project ERC
RoboExNovo.

4 https://youtu.be/HdmDYIL48H4.
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Abstract. Image segmentation is an important step in many image pro-
cessing tasks. Inspired by the success of deep learning techniques in image
processing tasks, a number of deep supervised image segmentation algo-
rithms have been proposed. However, availability of sufficient labeled
training data is not plausible in many application domains. Some appli-
cation domains are even constrained by the shortage of unlabeled data.
Considering such scenarios, we propose a semantic guided unsupervised
Convolutional Neural Network (CNN) based approach for image seg-
mentation that does not need any labeled training data and can work
on single image input. It uses a pre-trained network to extract mid-level
deep features that capture the semantics of the input image. Extracted
deep features are further fed to trainable convolutional layers. Segmenta-
tion labels are obtained using argmax classification of the final layer and
further spatial refinement. Obtained segmentation labels and the weights
of the trainable convolutional layers are jointly optimized in iterations in
a mechanism that the deep network learns to assign spatially neighboring
pixels and pixels of similar feature to the same label. After training, the
input image is processed through the same network to obtain the labels
that are further refined by a segment score based refinement mechanism.
Experimental results show that our method obtains satisfactory results
inspite of being unsupervised.

Keywords: Unsupervised image segmentation · Semantic guided ·
Deep learning

1 Introduction

Image segmentation refers to the process of extracting perceptually meaningful
regions of the image and accordingly assigning unique labels to the image pixels
[15]. Image segmentation is treated as a high level image analysis paradigm and
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https://doi.org/10.1007/978-3-030-30645-8_46

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-030-30645-8_46&domain=pdf
http://orcid.org/0000-0002-9440-0720
https://doi.org/10.1007/978-3-030-30645-8_46


500 S. Saha et al.

it acts as a precursor step for many visual inference tasks [19]. Image segmenta-
tion is a challenging problem given complex interaction between different objects
present in the image. Traditionally, image segmentation problem has been dealt
in unsupervised way in the literature [9]. The unsupervised segmentation meth-
ods generally exploit region based techniques [7] to obtain spatially coherent
group of pixels that share the spectral characteristics. The contour based strate-
gies have also been proposed in the literature that connect the points of interest
(e.g., edge pixels or corner pixels) in the image to delineate the boundaries sepa-
rating adjoining regions [1]. Unsupervised segmentation may sometimes involve
complex segment threshold calculation [26]. Considering the fact that unsuper-
vised segmentation into arbitrary number of labels is challenging, many unsu-
pervised segmentation approaches restrict the number of labels to foreground
and background [16].

In contrary to the unsupervised models, the supervised models exploit avail-
able training pixels to learn a classifier model that can be subsequently used to
obtain segmentation labels. Usually, low-level shallow features are constructed
exploiting the spectral properties and subsequently different feature encodings
like bag of words, Vector of Locally Aggregated Descriptors (VLAD) are used for
effective representation of the pixels in the feature space. Supervised algorithms,
e.g., SVM, Naive Bayes, Neural Networks etc. are henceforth used to learn the
classification model. However, sole application of the traditional classifiers in this
respect may not preserve the image discontinuities and further may get affected
by outliers. Additionally, most supervised methods impose spatial homogeneity
constraints using structured learning approaches [3,4,12]. Supervised methods
are preferred when grouping into many labels is required.

Recently, deep learning, especially, Convolutional Neural Network (CNN)
based techniques have obtained state-of-the-art performance in most computer
vision tasks. Inspired by this success, several approaches for image segmenta-
tion using deep learning have been proposed in the literature. These approaches
belong to the category of the supervised approaches and require large training
datasets with pixel-level labels. Obtaining abundant labeled data requires lot of
effort and may not be available in many domains.

To circumnavigate the absence of labeled data, many image processing appli-
cations have recently successfully employed pre-trained deep networks as deep
feature extractor in unsupervised [22] and semi-supervised settings [21]. Such
features capture the image semantics in a more effective way than the low-level
shallow features. Motivated by this, we approach the problem of deep unsuper-
vised image segmentation by exploiting such features cascaded with a series of
trainable convolutional layers. We assume a single image input and reference
labels of pixels are not present. The input image is processed through a pre-
trained VGG Net as deep feature extractor that are further fed to a series of
trainable convolutional layers. The final convolutional layer is processed through
a decision process to obtain the predicted labels. Predicted labels and the learn-
able parameters of the trainable convolutional layers are jointly optimized in
iterations such that the deep network keeps evolving learning to identify the
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unique segments present in the image. More specifically, the network learns to
assign pixels having similar features and neighboring pixels to the same label.
After completion of training process, same network is used to obtain the labels
from the input image. To further address over-segmentation problem, the labels
are refined through a segment score based refinement mechanism.

The rest of this paper is organized as follows. A number of related methods
are discussed briefly in Sect. 2. We describe the proposed algorithm in Sect. 3.
We present the experimental results in Sect. 4. Finally, we conclude the paper
and discuss scope of future works in Sect. 5.

2 Related Works

Considering the attention of the proposed work, we mainly discuss the deep
learning based approaches on image segmentation. A significant number of deep
learning based segmentation algorithms have been proposed in the recent past.

2.1 Supervised Deep Segmentation

The supervised approaches for the image segmentation is implicitly same as the
pixel level classification task given a set of reliable training pixels. Generally, the
segmentation methods employing deep neural network relies on bottom-up region
proposals generation techniques to supervise the segmentation process. There
has been a number of works involving deep neural networks for image segmen-
tation [2,5,6,10,13,17,20,27]. Though not a deep learning based method, in [5]
one of the first applications of pooling layer was proposed for semantic segmen-
tation. Pooling forms indispensable part in most CNNs recently. In [10], region
proposal is combined with CNN for object detection and semantic segmenta-
tion. Fully convolutional networks (FCNs) [13] that replace the fully connected
layers with the convolutional layers is one of the simple yet effective model for
supervised semantic segmentation problem. Such network has ability to take
input of arbitrary spatial dimension and generate same size pixelwise segmenta-
tion map. [20] presents a variant of FCN that has a U-shaped architecture that
supplements an usual contracting network by successive layers to capture con-
text and a symmetric expanding path that improves the localization accuracy.
Compared to FCN, U-Net has more upsampling layers and utilizes learnable
weights instead of fixed interpolation strategies. SegNet [2] is another variation
that uses a novel strategy to decode or upsample encoded features by storing
the max-pooling indices used in pooling layer. Inspite of varying architectures,
all these methods require substantial amount of training data and hence their
use on every application domain is not possible. In case they are used in other
application domains, they are trained with the images from that domains, e.g.,
semantic segmentation for remote sensing images [27].
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2.2 Unsupervised Deep Segmentation

As deep learning techniques are maturing, there has been an increased interest
in exploiting deep learning techniques in unsupervised way. There are two major
trends in this direction, transfer learning based methods that effectively trans-
fers a network trained for a task on other tasks [23] and Generative Adversarial
Network based methods that still require a lot of unlabeled data [24]. Aligned
with trend of increased interest in unsupervised deep learning, very recently
we observe that few works have been proposed to address the image segmen-
tation problem in an unsupervised way [11,28]. In [28], popular U-Net archi-
tecture is modified to a W-shaped network that is optimized to reconstruct the
input images and simultaneously predicts a segmentation map without using any
labeling information. However, the network is pretty complex consisting of 46
convolutional layers that are grouped into 18 modules that are further grouped
into two groups of 9 modules each. The first one of these two forms the dense
encoding an prediction part of the network and the second one forms the recon-
struction decoder. In our opinion, such network complexity is not desired in
unsupervised settings that involve zero to few training samples. Even though
the method in [28] don’t use label information for training, it still requires a
substantially big dataset for training (trained on Pascal VOC 2012 dataset [8]).
Our proposed method involves an architecture much simpler than this and still
obtains reliable result. Inspired by unsupervised deep clustering [29], in [11]
an unsupervised image segmentation method is proposed that uses few convo-
lutional layers. The output label is obtained at the final layer using argmax
classification that is further regulated by superpixel based refinement. Predicted
pixel labels and network weights are jointly optimized in an iterative fashion by
gradient descent method. Our method is related to this method in essence that
we also build up on joint optimization of pixel labels along with weights of the
learnable convolutional layers. However, instead of feeding the learnable layers
with raw image inputs, our semantically guided method feeds the deep features
extracted from an intermediate layer of a pre-trained network. Such features that
carry much rich information than pixel values guides the subsequent learnable
layers to optimize in more effective fashion. Moreover, we exploit mode statistics
based spatial filtering along with argmax classification to obtain image labels
that captures the spatial context in contrary to [11] that uses a superpixel based
refinement. We also propose a segment score based refinement step to effectively
reduce the over-segmented clusters.

3 Proposed Algorithm

3.1 Problem Definition

Let us assume that we have a RGB image X consisting of a set of N pix-
els xn (n = 1, . . . , N). The label information related to any pixels in xn (n =
1, . . . , N) is not known. Our goal is to assign meaningful segment labels cfinaln to
all of the N pixels by learning a mapping function f(xn). The mapping function
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Input Image: N pixels xn(n = 1, ..., N)

Conv (3× 3)

Conv (3× 3)

Conv (3× 3)

Conv (3× 3)

Conv (3× 3)

Conv (1× 1)

Predicted cluster labels : cn(n = 1, ..., N)

Loss calculation

Final predicted segments : cfinal
n (n = 1, ..., N)

Argmax classification
Mode based spatial filtering

Segment score based refinement

From VGG16
fpretrained

Learnable
ftunable

. .

Fig. 1. Proposed unsupervised deep image segmentation framework. Input image are
processed through a fixed pre-trained feature extractor fpretrained followed by learnable
fpretrained. Labels cn corresponding to all input pixels xn (n = 1, . . . , N) are shown
obtained through a decision process consisting of argmax classification and spatial
filtering. Training loss is computed using output of the final conv. (1 × 1) layer and
the predicted labels. The segment score based refinement to obtain final predicted
labels is not performed during training iterations. ReLu activation function and batch
normalization layers are not shown here.

is learned using a series of convolutional layers, however in an unsupervised way,
i.e., not using any label information about xn. In designing the mapping function
f(xn), we are guided by following notions:

1. Knowledge from other: Use of pre-trained network as a semantic guide
to enhance the segmentation process, i.e., to harvest the knowledge that has
been already learned by such a network for other tasks.
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2. Simple: Keeping the network shallower, not using complex operations like
superpixel segmentation that may produce varying result according to input
parameters. No hard-coded intensity threshold between image segments.

3.2 Algorithm Gist

Inspired by the success of CNN features for transfer learning [23] and mid level
CNN features for different visual tasks [22,30], we process the input image
through a pre-trained network and obtain deep features from it. Instead of pixel
values or shallow image features, deep features obtained from a pre-trained net-
works are most robust and hence suitable for designing the mapping function
f(xn). However features in pre-trained network tend to be more inclined to
the specific distribution of the training dataset and not particularly useful for
segmentation task. Hence, we extract feature from an intermediate layer chosen
from one of the initial layers of the network. Thus, given the deep feature extrac-
tion process, the f(xn) can be thought of composed of two different mapping
functions: fpretrained(xn) and ftunable(fpretrained(xn)) The ftunable is composed
of another set of convolutional layers. Thus input (xn) processed through these
two mapping functions, one followed by other, produces pixel labels c′

n. Given,
at a particular iteration, f(xn) is fixed, it can be used to obtain c′

n that is further
modified using a spatial regularization process to obtain c(xn). In some other
iteration, if cn is kept fixed, then the network f(xn) (particularly the tunable
part ftunable can be tuned (weights adjusted) according to standard supervised
learning settings. These two processes can be carried out in alternate fashion.
After the training process, the trained network is used to obtain cn∀n = 1 . . . , N
that are refined using segment score based refinement to obtain cfinaln .

An overview of the proposed method is shown in Fig. 1.

3.3 Algorithm Details

Pre-trained Deep Feature Extraction. Here we explain in details the pro-
cess of deep feature extraction using pre-trained network (i.e., the mapping func-
tion fpretrained(xn)). Deep feature extraction process is based on the assumption
that features captured by the convolutional filter banks of the pre-trained CNN
are more effective in capturing spatial context and spectral information than the
raw pixel values. In particular we chose VGG16 network [25] pretrained on Ima-
geNet dataset. We use PyTorch [18] for implementation purposes and pre-trained
network is provided by it. As discussed in Sect. 3.2, deep features required for
segmentation is not required to be from very deeper layers. Hence, we extract
deep features from the second convolutional layer of VGG16. Thus the part of
the VGG16 used for feature extraction consists of a convolutional layer followed
by a ReLU activation function and another convolutional layer. Since there is
no pooling layer upto second convolutional layer, hence we can input image of
any size to obtain the feature map of size 64 while retaining the same spatial
dimension. The mapping function fpretrained(xn) transforms 3-band input pixels
xn to 64 channel feature maps. These 64 filter maps provides semantic guidance
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to the subsequent steps. Note that this is a striking difference of our method
from [11] that uses pixel values as input to the learnable layers.

Learnable Convolutional Layers. Here we describe the details of ftunable.
Though features extracted from pre-trained deep network is robust, they are
not attuned for the given input image. Moreover, we need to obtain a response
map yn corresponding to each pixel xn to classify the pixels into different labels.
Hence, we use learnable convolutional layers designed for these purposes. More
specifically, we use four convolutional layers, each followed by batch normal-
ization. The first three convolutional layer consists of filters of size 3 × 3 and
helps in further modulating the features obtained from the pre-trained network.
The first one takes 64 dimensional input and converts it into 100 dimensions.
The following two take 100 dimensional input and maintains same dimension.
The last convolutional layer consists of filters of size 1 × 1 and is meant to
obtain a response map yn by applying a linear classifier on the features. It takes
100 dimension input and maintains the dimension. The response map is further
processed using batch normalization to obtain y′

n. Such normalization helps in
controlling number of clusters as described in [11]. All these four layers comprise
of learnable weights.

Training Learnable Layers. Here we describe mechanism to adjust weights of
ftunable. The response map y′

n is processed to obtain the cluster label cn for each
pixel xn. In details, c′

n for a specific pixel xn is obtained by argmax classification,
i.e., choosing the dimension in y′

n that has maximum value in y′
n [11]. Consider-

ing that spatial continuity is important in image segmentation, we use a simple
sliding window mode (most common value in a window) based image filtering to
further refine the prediction map and we obtain cn. This also helps in eliminat-
ing spurious redundant cluster labels. In this way we force pixel labels to take
spatial information into account, however using a very simple process instead of
complicated superpixel segmentation. The training process is accomplished in
iterations, where in one iteration the cn is obtained by keeping the weights of
the ftunable fixed. In another iteration the weights corresponding to the ftunable
are adjusted by keeping the cn fixed. Cross-entropy loss is calculated between
cn and y′

n and loss is propagated back to the network for weight adjustment.
However, weights corresponding to first two convolutional layers (obtained from
VGG16) are not modified.

Obtaining Cluster Labels. To accomplish a reasonable training process, the
training is executed for 500 iterations. However, if total number of clusters pre-
maturely (i.e., before 500 iteration) reach 3, then the training process is stopped
prematurely. In each training iteration, the number of clusters reduces as smaller
labels merge into bigger labels. After completion of training iterations, the same
network is used to obtain cluster label map (i.e., cn for each xn). Note that the
cluster labels obtained at this stage need not be spatially continuous and can
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have same labels for two spatially disconnected region. They are further refined
through a segment based refinement process to obtain final segment map cfinaln

for each xn.

Segment Score Based Refinement. We detect each unique label segments
from the predicted map consisting of N labels cn (n = 1, . . . , N). This is accom-
plished by using following principle:

1. Two spatially disconnected regions having same label are considered different
segments.

2. Two spatially connected regions having different labels are considered differ-
ent segments.

Here, we use the concept of 8-neighbor connectivity. Once M segments are
detected from the from the cluster label map, we define a segment score αm1m2

between each pair of segments m1 and m2 in M such that:

1. If segments m1 and m2 are not neighbor, αm1m2 = 0.
2. If segments m1 and m2 are neighbor, number of pixels in m1 (denoted by

Am1) and in m2 (denoted by Am2) are calculated. We define αm1m2 = Am1
Am2

.

If αm1m2 =≥ 50, then segment m2 is merged with segment m1. After this refine-
ment process, we obtain the final segment map cfinaln (n = 1, . . . , N).

4 Result

4.1 Dataset

For experimental evaluation, we use the popular Berkeley Segmentation Dataset
and Benchmark (BSDS500). We test on the 200 test images from the BSDS500
dataset [1,14]. Since our method is unsupervised, we do not use the training
images from this dataset.

4.2 Method

For each image, the proposed model is trained for 500 iterations and subsequently
the trained model is used to predict segmentation map as described in Sect. 3.3.
The number of iterations is set as equal to the same used in [11].

4.3 Qualitative Result

Sample results from our method is shown in Fig. 2. We observe that the proposed
method is able to delineate meaningful object segments. We further observe that
the proposed method is able to handle cases where object has significant varia-
tion in texture (e.g., in case of giraffe, Fig. 2(c) and (g)). The stairs in complex
building scenario (Fig. 2(d) and (h)) are partially detected. This shows the effec-
tiveness of the proposed method based on pre-trained deep feature extraction and
learnable convolutional layers. It is evident in Fig. 2 that the proposed method
is not prone to over-segmentation. This shows the efficacy of the segmentation
refinement process based on segment score.
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4.4 Quantitative Result

For quantitative comparison, we follow the procedures used in [11]. We calculate
Intersection over Union (IoU) of the detected segments and ground truth seg-
ments. The detected segment is considered correctly detected if maximum IoU is
greater than a IoU threshold 0.5. By following this procedure, for IoU threshold
0.5, proposed method obtains an average precision score of 0.1640 in compari-
son to 0.1394 by [11], 0.049 by kMeans clustering, and 0.1161 by [9]. Thus the
proposed method outperforms the deep learning based unsupervised method in
[11] that does not use pre-trained weights. Proposed method is able to obtain
significant gain of average precision score (0.0246 gain from [11]). This further
demonstrates that the proposed method is able to obtain satisfactory quanti-
tative result and the usage of pre-trained weights before the trainable layers is
indeed useful to obtain better segmentation.

We do not perform a direct quantitative comparison to supervised methods
or those unsupervised methods that are dependent on large unlabeled dataset.
Since those methods are more data driven, it is expected that those methods
will possibly outperform the proposed method and they are beyond the scope of
this paper.

4.5 Comments on Timing Complexity

Though we did not investigate timing requirements in detail, the method takes
approximately 90 s per image (images of 481 × 321 pixels [1,14]) on a computer
having GPU NVidia Geforce GTX 1080 Ti, Intel I7 CPU (3.2 GHz), and 32 GB
RAM.

Fig. 2. Illustrations of the obtained segmentation map, input images in top row (a, b,
c, d) and respective segmented images in bottom row (e, f, g, h)
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5 Conclusion

In this paper, we propose an unsupervised image segmentation method. The
proposed method does not require any labeled training pixels or availability of
many unlabeled images. The proposed method can work on single image input
using intermediate deep feature extracted from a pre-trained network followed by
a series of trainable convolutional layers. The weights for the trainable layers are
learned on the input image itself while optimizing the segmentation prediction
map. Finally the label map is further refined using a simple refinement process
to obtain final segment map. The results obtained on the benchmark dataset
confirm the effectiveness of the proposed framework. The proposed method can
be easily extended for image foreground extraction. The network trained by
the proposed method on a particular image may be potentially reused on other
images of similar content. By exploiting this assumption, we plan to extend the
method for image co-segmentation.
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Abstract. We present a new paradigm for human-robot interaction
based on social signal processing, and in particular on the Brunswick
model. Originally, the Brunswick model copes with face-to-face dyadic
interaction, assuming that the interactants are communicating through
a continuous exchange of non verbal social signals, in addition to the
spoken messages. Social signals have to be interpreted, thanks to a
proper recognition phase that considers visual and audio information.
The Brunswick model allows to quantitatively evaluate the quality of
the interaction using statistical tools which measure how effective is the
recognition phase. In this paper we cast this theory when one of the
interactants is a robot; in this case, the recognition phase performed by
the robot and the human have to be revised w.r.t. the original model.
The model is applied to Berrick , a recent open-source low-cost robotic
head platform, where the gazing is the social signal to be considered.

Keywords: Human robot interaction · Machine learning ·
Social signal processing · Face detection

1 Introduction

There is an increasing interest, both from academic people and from robot man-
ufacturers, in the design of robots that are able to work side by side with
human operators for the execution of complex tasks. Human-Robots Collab-
oration (HRC) is gaining popularity in many environments, from home living to
manufacturing, from education [32] to healthcare [22]. The execution of complex
tasks, such as assembly multiple parts or cooking a meal, require both the pre-
cision and speed of autonomous agents as well as the dexterity and intelligence
of human operators. HRC brings benefits to all these application scenarios in
terms of speed, efficiency, better quality of the production and better quality of
the workplace (ergonomic) [12].
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It is the explicit design of anthropomorphic features, such as a head with
eyes and a mouth, that may facilitate social interaction with a robot. This high-
lights the issue that social interaction is fundamentally observer-dependent, and
exploring the mechanisms underlying anthropomorphism provides the key to the
social features required for a machine to be socially engaging.

Many humanoid robots have been developed and are successfully used in
the daily lives of humans, like the RIBA [22] and the Robovie-R [32]. Most of
these robots have been designed with the aim of reproducing on the robot a
natural human-like behaviour. On the contrary, we adopt an opposite approach,
grounding on the Brunswick model. We start from the sociological observation
that we (humans) implicitly agree that robots are artificial agents and thus
we build an ad-hoc interaction model [1]. In this paper we use a robotic head
platform (Berrick) provided with a coloured led system integrated into the ocular
cavities to give feedbacks to the human counterpart. We will show that this
system is suitable to instantiate an effective interaction with a human. We will
demonstrate this claim by using the gaze of the robot as social signal.

2 The Berrick Platform

Berrick is a completely open-source, low-cost robotic head platform. Berrick
takes from InMoov [17], we isolated the head and redesigned some components
in order to improve the HRI capabilities of the platform. In particular, Berrick
inherits the InMoov look, accompanied by the general mechanic motion system
with 5 d.o.f., but offers a completely new design for what concerns the electronic
architecture and the ocular structure. Berrick is thought as a way to encourage
study and research on social HRI, since its optimal compromise between costs
and benefits.

In this paper we will show how Berrick can be employed to study HRI
paradigms with special emphasis on situated exchanges, that is, interactions
where the robots do reason about their surroundings, and engage in fluid inter-
action with humans in certain physical settings [16]. Situated interactions imply
the robot as fully understanding signals of engagement, attention, proximity,
interruptability, turn-taking, group dynamics, social expectations, human mem-
ory and goals, going beyond the mere verbal language understanding [11]. In
particular, here we will focus on the aspect of gazing.

2.1 Gazing with Berrick

Since humans are a profoundly social species, it is widely-accepted that peo-
ple will generally apply a social model when observing and interacting with
autonomous robots [7]. Therefore, a successful interaction may happen when
the robot supports and validates this model [8], with the main benefit of mak-
ing the interaction seamless, effective, and increasing the human trust [24]. The
issue is that the human social model is not fully observable, but is based on
implicit cognitive processes that produce and evaluate observable cues, i.e. social
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signals [30]. Social signals can be very explicit and communicative (like arm ges-
tures), or subtle and of short duration (like gazing, sweating), making the social
exchange very demanding in terms of attention [30].

In particular, we focus here on gazing, i.e. when the eyes appear to gaze
directly at a participant during a social exchange [13]. Gazing is a fundamental
social signal for situated interactions, which drives the communication by con-
trolling the turn-taking, enacting deictic reference, triggering (shared) attention
and engagement [1,3,23,30]. In particular, making eye contact (i.e. start gazing
an interlocutor) is the primary thin slice of behaviour [2] to start an interac-
tion [1,25,29]. In addition, keeping the eye contact is beneficial for the exchange
quality, especially in scenarios with social groups to take the turn [27], or when
the dialog activity between human and robot is interleaved with other activities
(for example while cooking, with the human consulting the robot while preparing
the food) [19].

In general, mutual gaze is important to reach a crucial state during the inter-
action, which is that of joint attention [27], that is a mutual awareness of the
other’s internal cognitive state. In a human-human conversational scenario, prior
to start interacting and during the conversation, both the humans are aware that
the partner is focusing on the exchange by mainly reciprocal gazing, with sec-
ondary optional additional cues (nodding, short confirmation utterances, positive
facial expressions, etc.) [5,9]. When it comes to human-robot interaction, this
type of bilateral awareness is harder to get. In facts, while the robot may under-
stand that the human is focused by advanced pattern recognition algorithms
working on the face expressiveness [21], the human has a harder recognition
job since the robot is usually showing less expressivity due to its limited facial
mobility [6].

In this work, we focus exactly on this last direction, exploring with Berrick a
way to easily communicate to the human the internal cognitive state of the robot
through a gazing cue. In particular, the goal is to communicate to the human
that the robot is focusing at his face. In practice, Berrick is equipped with a
standard yet sufficiently performing face detector [20] which gives, other than
the detection bounding box, the detection confidence too. Once the confidence
is higher than a given threshold, this has to be communicated through a gazing-
related cue to the human.

To this sake, we build our proposed solution upon 2 facts:

1. Humans implicitly agree that the robot is not a human being while interact-
ing [1] and has to be treated differently; this is especially true with gazing,
with people spending significantly more time looking at a robot partner’s
face than at a human partner’s face for example when naming an object,
indicating the need to be sure that the robot is attending to the object into
play [33].

2. Expressive lights are very effective in communicating the internal state of
robots, complementing existing modalities of interaction that are naturally
transient (e.g. speech) or that may have problem at a high distance (e.g.
on-screen text) [4].
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Fig. 1. Berrick without any detected face in its field of view (left) and detecting a face
(right): the light signal is switched on. (Color figure online)

Our solution consists in the use of two coloured lights (yellow in our case)
in the area around the Berrick ’s pupils; the lights communicate that the human
face has been captured with high confidence by the robot: they are switched on
whenever the robot detects the human’s face above a certain confidence θh, kept
off otherwise. Figure 1 shows Berrick in these two states.

It is worth noting that the use of lights for non-verbal communication on
robots is at its infancy, since lights so far did not have a direct functional role
but rather they served as very basic indicators (e.g. battery level) or to express
emotions [15]. The most similar idea is discussed in [4], where anyway robots are
not anthropomorphic and different color codes are adopted, implying a certain
cognitive load by the users. On the contrary, our eye-mounted lighting system
may trigger cognitive affordance, simplifying the association of the light signal
to a precise social signal related to gazing [14]. In particular, in this work we
will explore how effective is this signal in communicating the state of the robot.

3 Brunswick

In this section we first present a HRI social interaction paradigm which consider
social signals in a computable way, which originates from the Brunswick Lens [5,
9]. The Brunswick Lens comes with computable metrics to assess how much
effort human and robot must contribute (independently and jointly) to effectively
accomplish a task. These metrics are well-suited for HRI, and in particular can be
used to evaluate the operator performance and the robot performance, following
a widely-cited HRI metrics taxonomy [28].



Gaze-Based Human-Robot Interaction by the Brunswick Model 515

Fig. 2. The Brunswik Lens model for the HRI scenario. Ecological and representation
validities are measured with the Spearman coefficient.

Subsequently, we cast the Brunswick Lens into a HRI scenario where Berrick
has to perform a detection task on a given object and a human user has to
understand when the object is docked, demonstrating from one side how Berrick
can effectively perform detection (so showing the validity of its current hardware
and software setup), and on the other side how the Brunswick Lens can be
applied on Berrick to evaluate the quality of the HRI.

3.1 Brunswick Lens for HRI

This section provides an implementation of the Brunswik’s Lens model which
is compliant with an HRI scenario. The model was originally proposed in [9],
and successively modified to investigate the influence of nonverbal behavior in
face-to-face interactions [26] or the judgment of rapport [5].

Figure 2 sketches how the Brunswick model can analyze a single interaction
instance occurring when the Robot emits a social signal and the Human codifies
it. The other way around is symmetrical, with the Robot codifying the social
signals emitted by the Human (the Externalization and Attribution labels flip,
as so as the other lateral attributes). This latter direction will not analyzed for
the sake of space and left for another communication.

The Robot is always assumed to be in a certain state that is assumed as
transient1 (see below for an example). In operational terms, the states are defined
as quantitative measures (identified as μS in Fig. 2) to be obtained via objective
processes depending on the particular case under observation. For example, in
an object detection scenario, the state can be as “Searching for an object” or
“Object i individuated”, where i spans over C possible objects, and can be
exactly measured by evaluating the internal state of the recognition algorithm
(i.e. the last layer of a neural network) which is running in the robot. According

1 The Brunswick model analyzes also stable states, i.e. social signals like personality
traits, values, social status, etc. [30], which for simplicity are considered here as not
characterizing a robot. In fact, a consistent body of research is focusing on these
social signals and we suggest the reader to refer to [10,18,31] for a review.
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to the model, visible cues emitted by the robot are an externalization of the
Robot state, i.e. an observable effect of it. From an operational point of view,
the cues are tangible features that should be acquired by the Human but also be
automatically measured (by a sensor) to test the quality of the interaction. In
facts, the empirical covariation of state measures and tangible features quantifies
the ecological validity of these latter, i.e. their effectiveness in systematically
accounting for the Robot state. In Fig. 2, the ecological validity is indicated with
ρEV and, typically, it corresponds to the correlation or the Spearman coefficient
between features and μS .

When the Human observe the Robot, he assigns to the Robot a state of mea-
sure μP . This process is called attribution and μP is referred to as perceptual
judgment. For example, the Human can attribute that the Robot is in a partic-
ular (hidden) state based on the signals it is emitting, and this can be measured
by asking the user to acknowledge when he think the robot has reached a partic-
ular state (i.e. when the Robot has detected/recognized an object of interest).
We will see later in the experiments how all of these elements will have a clear
association when considering the detection/classification task. In principle, μS

and μP should have the same value (or at least similar values), but communica-
tion processes are always noisy, and this holds always when the communication
has a human as interactant.

The empirical covariation between features and perceptual judgments
accounts for the representation validity of the features (identified as ρRV ), i.e.
for the influence these latter have on the attribution process. In practice, ρRV

measures how much the features emitted from the Robot are always interpreted
in the same way by the Human. Like in the case of ρEV , the most common
measurements of ρRV are correlation and Spearman coefficient.

As final mechanism to characterize an HRI instance, the empirical covariation
of μS and μP (identified as ρFV in Fig. 2) accounts for measuring how much the
communication from the Robot to the Human has worked properly, and the
Human consistently knows what is the internal state of the Robot. This last
measure is called functional validity.

4 Experiments

Experiments have been carried out for two purposes: (1) To show a scenario
where the Brunswick model can be applied, illustrating all of its components
and how they can be instantiated; (2) to investigate the effectiveness of the
light-based gazing social signal sent by Berrick to communicate the internal
state of the robot.

The experimental scenario is shown in Fig. 3. Berrick (in short, R) is placed
on a rectangular table of height 0.75 m, with a 0◦ pan angle vector perpendicu-
larly oriented w.r.t. the longer table side. The maximum pan angle of R is about
50◦ right and left. In front of the table, the human interactant (H) is located at
a distance of approx 1.80 m. The goal of the experiment is to test how much the
light-based gazing is useful in communicating the state of R, that is, that R has
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Fig. 3. Experimental scenario for the analysis of the light-based gazing social cue.
(Color figure online)

detected the face of H. We compare two different setups: (1) No-light : R can pan
its head, but the eye light is kept switched off; (2) light-based gazing : R can pan
its head, and switches on the light whenever its face detector gives a hit with a
confidence higher than θh = 0.8.

H has to move right and left w.r.t. R, looking at him as much as possible,
covering a straight line of 3 m in total, so that R has to rotate its head to have
the face of H in its field of view2. In the detail, H is requested to continuously
move from the extrema of the 3 m line (the yellow and blue crosses in Fig. 3)
while looking at R, at a fixed velocity. The straight line is located 1.8 m w.r.t.
the floor projection of the H’s center of mass. This routine starts at t = 0 and
holds for 180 s.

R starts with the detector and H starts moving from the center of the 3 m
line. During the routine, R produces a boolean 1 Hz signal μS(t) representing its
internal State measure (see Fig. 2), here enriched with the time index t: μS(t) = 0
means no detection, μS(t) = 1 means a face is detected with at least 0.8 of
confidence. Following the Brunswick model, in the No-light scenario, the head
orientation of R and its movement are the only features which may transmit its
internal state, through the Externalization process (Fig. 2). In fact, R pans its
head in order to put the detection at the center of its field of view. To gather this
signal, we collect the head movement as f

(h)
S (t) = 0 (the head is not moving)

and f
(h)
S (t) = 1 (the head is moving). To describe the effectiveness with which

the internal state of R is sent, we will evaluate the Ecological Validity coefficient

2 The robot moves the head until the detected object is at the center of its field of
view.
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ρEV . The higher this value, the most informative would be the signal sent to H
about the internal state of the robot. In the light-based gazing scenario, the head
orientation of R and its movement are enriched by the light of the eyes of R.
The light signal is stored as f

(l)
S (t) = 0 (light is off) and f

(l)
S (t) = 1 (light is on).

Additionally, the visual stream acquired by the robot Z(t) and the bounding
box of the detection (if any) are also stored in memory.

The other interactant H is equipped with an optical mouse opportunely pro-
grammed so that, after the routine has started, when he believes (through the
Attribution phase, Fig. 2) that R is detecting his face, he can press a button and
a related signal μP (t) becomes 1, 0 otherwise: this is the Perceptual Judgment
measure. In this case, the Representation Validity coefficient ρRV will tell how
much stable is the interpretation given by H to a given feature expressed by
R. A high ρRV will mean that each time a given feature is sent to the user,
this is always perceived in the same way. Finally, the Functional Validity coeffi-
cient ρFV will tell how often the original state of R has been correctly sent and
interpreted in the same and univoque way by H.

Ten subjects (CS unacquainted bachelor students) have been enrolled to play
the routine in both the light-based gazing and no-light regimes. Each routine has
been repeated 3 times to deal with within human subject variability. Prior to
compute classification figures, a quantitative manual analysis has been carried
out to check whether the face detection is providing high precision results: in
practice, a human operator was checking the labeled Z(t). Due to the controlled
environment, the number of false positives generated by the R detector is lower
than the 1%. Concerning the detection recall performances, the robot was capa-
ble to detect the human in around 83% of times, making the experiment not
trivial (it would have been trivial in the case the robot was capable of detecting
H all of the time: in such a case it would have to communicate just a single
state).

4.1 Results

In the No-light scenario, the average Ecological Validity (across the diverse test)
is ρEV = 0.1, i.e. when correlating f

(h)
S (t) and μS(t). This low value is due to the

fact that R was detecting H even standing still, so that the pan movement was
not the most reliable indicator of the internal state of R. Concerning the Repre-
sentation Validity (that is, correlating f

(h)
S (t) and μP (t)), this was pretty high,

ρRV = 0.98, since almost every tester was convinced that the head movement
was a proxy for the detection performed by R. Finally, the average Functional
Validity is ρFV = 0.08, as a consequence that the perceived state of R was based
on a poor feature.

In the Light-based gazing scenario, the average Ecological Validity (across the
diverse test) is high: ρEV = 1: in fact, the light based gazing was deterministically
indicating when R was detecting H, by definition of light-based gazing. In a
similar manner, the Representation Validity was pretty high, ρRV = 0.74, since
all of the subjects reacted properly to the light of the eyes of R. The correlation is
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Table 1. Accuracy measures on correctly inferring the internal robot cognitive state.
In the first column, as reference, the mean (standard deviation) statistics of the detec-
tions carried out by Berrick. The last three columns report Ecological Validity (ρEV ),
Representation Validity (ρRV ), and Functional Validity (ρFV ).

Setup # detections Precision Recall ρEV ρRV ρFV

No-light 152.7 (5.03 ) 0.89 0.36 0.10 0.98 0.08

Light gazing 143.8 (7.61 ) 0.94 0.94 1.00 0.74 0.68

not higher since the detection done by R, driven by a detector working at a high
frame rate, was producing in many times some flickering effects (due to the fact
that in a single second the light could have been on and off in consequence to the
rapid change of the detector response) leaving H a little confused on about what
to press. Finally, the Functional Validity of the system is ρFV = 0.68 showing
a correlation which is definitely higher than the one obtained with the No-light
scenario (Table 1).

5 Conclusion

In this paper we presented a system to evaluate the quality of a face-to-face
human-robot interaction, borrowed from the social signal processing literature.
The system comes from the Brunswick model, and is particularly appealing since
it is the first that explicitly deals with the internal state of the robot, which is
the robotic counterpart of the cognitive processes that characterize humans.
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Abstract. Capturing the essence of a textile image in a robust way is
important to retrieve it in a large repository, especially if it has been
acquired in the wild (by taking a photo of the textile of interest). In
this paper we show that a texel-based representation fits well with this
task. In particular, we refer to Texel-Att, a recent texel-based descrip-
tor which has shown to capture fine grained variations of a texture, for
retrieval purposes. After a brief explanation of Texel-Att, we will show
in our experiments that this descriptor is robust to distortions result-
ing from acquisitions in the wild by setting up an experiment in which
textures from the ElBa (an Element-Based texture dataset) are artifi-
cially distorted and then used to retrieve the original image. We compare
our approach with existing descriptors using a simple ranking framework
based on distance functions. Results show that even under extreme con-
ditions (such as a down-sampling with a factor of 10), we perform better
than alternative approaches.

Keywords: Texture descriptor · Attribute-based descriptor ·
Content based image retrieval

1 Introduction

Texels [1] are nameable elements that, distributed according to statistical models
(see Fig. 1a–b), form textures that can be defined as Element-based [11,18,20,21].
Textures of this kind are of interest in the textile, fashion and interior design
industry, since websites or catalogues (containing many products) have to be
browsed by users that want to buy or take inspiration from [14,15]. Two examples
taken from the popular e-commerce website Zalando are shown in Fig. 1b. For
each item multiple pictures are usually available, including close-up pictures of
the fabric highlighting the texture. Not all textures can be defined as Element-
based; some can only be characterized at a micro scale (e.g. in the case of material
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textures in Fig. 1c), but usually the patterns that decorate textile materials are
based on repeated elements.

In the fashion domain browsing for textures is a common task. A shopper that
is in possession of an item (e.g. a shirt) with a specific pattern could wish to shop
for another item (e.g. pants with a matching pattern) to combine with by taking
a close-up picture to highlight the desired texture. A fashion designer could want
to take inspiration from an existing garment with only a low resolution picture of
the texture available. In these scenarios, it would be useful to be able to search
in a database for the desired texture using only a low-quality picture (i.e. in
diverse lighting conditions and resolution) as a query. Texture retrieval that is
robust to these conditions is an important addition for a fashion e-shop [13,30]
or for fashion designer tools [19]. To be able to achieve this for textures, it is
very important to describe them and their structural information in an intuitive
and interpretable way, in order to achieve a precise description that enables an
accurate retrieval [25] based on the image content.

Fig. 1. (a) Examples of element-based textures in the DTD [5]: the dotted (left) and
banded (right) classes are examples where texels are dots and bands, respectively; (b)
Zalando shows for each clothing a particular on the texture; (c) examples of DTD [5]
textures which are not element-based: (marbled on top and porous on bottom); here
is hard to find clearly nameable local entities; (d) examples of ElBa textures: polygon
on top, multi-class lined+circle texture on bottom.

For the purpose of achieving a discriminative and nameable description,
attribute-based texture features [4,5,16,23] are explicitly suited. In the liter-
ature, the 47 perceptually-driven attributes such as dotted, woven, lined, etc.
learned on the Describable Texture Dataset (DTD) [5] are the most known.

These 47 attributes are limited in the sense that they describe the properties
of a texture image as a single whole atomic entity : in Fig. 1a, two different
(element-based) attributes are considered: dotted (left) and banded (right) each
one arranged in a column. Images in the same column, despite having the same
attribute, are strongly different: for the dots, the difference is on the area; for
the bands, the difference is on the thickness. In Fig. 1b (Zalando examples), both
garments come with the same “checkered” attribute, despite the different sized
squares.
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It is evident that one needs to focus on the recognizable texels that form
textures to achieve a finer expressivity.

In this paper, we employ Texel-Att [8], a fine-grained, attribute-based texture
representation and classification framework for element-based textures.

The pipeline of Texel-Att first detects the single texels and describes them by
using individual attributes. Then, depending on the individual attributes, they
are grouped and these groups of texels are described by layout attributes.

The Texel-Att description of the texture is formed by joining the individual
and layout attributes, so that they can be used for classification and retrieval.
The dimensionality of the Texel-Att descriptor isn’t pre-defined, it depends on
which attributes are selected for the task. In this paper, we just give some exam-
ples to illustrate the general framework.

A Mask-RCNN [10] is used to detect texels; this shows that current state-of-
the-art detection architectures can produce element-based descriptions (further
improvements are foreseeable as we will discuss later). We design ElBa, the
first Element-Based texture dataset, inspired by printing services and online
catalogues1. By varying in a continuous way element shapes and colors and
their distribution, we generate realistic renderings of 30K texture images in a
procedural way using a total of 3M localized texels. Layout attributes such as
local symmetry, stationarity and density are known by construction.

In the experiments we show that, using the attribute-based descriptor that we
extract with our framework, we are able to retrieve textures in a more accurate
way under simulated image conditions mimicking real-world scenarios. The per-
formance of our approach is compared against state of the art texture descriptors
of different kinds to show the usefulness of our approach.

We also show qualitative results to highlight the steps of the employed frame-
work, such as the texel detection (detailed in Sect. 2.1).

2 Method

In this section we explain the Texel-Att framework step-by-step. Then we pro-
pose a simple method for texture retrieval that can be employed with this frame-
work.

2.1 The Texel-Att Framework

Figure 2 shows a block diagram of the Texel-Att description creation pipeline.
The main concept is extracting texels using an object detection framework

(trained for the task). Then, texels are described with individual attributes, i.e.
labelled according to category, appearance and size. Texels are then grouped and
filtered according to the individual labels. For each group, descriptions of the
spatial layout of groups are estimated and aggregated into layout attributes. The

1 https://www.spoonflower.com/, https://designyourfabric.ca/, https://patternizer.
com/d0Wp and https://www.contrado.com/ respectively.

https://www.spoonflower.com/
https://designyourfabric.ca/
https://patternizer.com/d0Wp
https://patternizer.com/d0Wp
https://www.contrado.com/
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Fig. 2. Block diagram of the formation of the Texel-Att element-based texture descrip-
tor. On the bottom of each plate, the specific choices made in this paper, which can
be varied.

composite Texel-Att descriptor is formed by individual and layout attributes. In
the following, each processing block is detailed.

Texel Detector. The Mask-RCNN [10] model handles the texel detection
by localizing (with bounding boxes and segmentation masks) and classifying
objects. The model is trained on the ElBa dataset’s training set, learning to
detect and classify texels such as lines, circles, polygons (see Sect. 3). Texels
are easily handled in any displacement (while a few years ago it was a quite
complicated task limited to specific scenarios i.e., lattices [9,17]).

Individual Description of Texels. By using attributes related to shape and
human perception it is possible to characterize each detected texel; in particulare
we make use of: (i) the label indicating its shape, classified by the Mask-RCNN
model; (ii) histogram of 11 colors using a color naming procedure [28]; (iii)
orientation of texels; (iv) size of texels, represented by the area in pixels. By
aggregating (e.g. through averages or histograms, see in the following sections)
it is possible to characterize the whole texture. It is worth noting that in this
work we are not showing “the best” set of features, but we are highlighting the
portability and effectiveness of the framework; in fact, different attributes could
be used instead.

Texel Grouping. Texels with the same appearance are clustered, so that spatial
characteristics of similar elements can be captured using layout attributes. In
this work we simply group texels by the assigned shape labels (circle, line or
polygon). Groups with less than 10 texels are removed.

Layout Description of Texels. Spatial characteristics of each texel group, are
described by measuring attributes using the spatial distribution of the centroids
of the texels. We can refer to the literature on spatial points pattern analysis,
where measures for symmetry, randomness, and regularity [2,7,29] are available;
we select a simple and general set of measures. They are: (i) texel density, e.g. the
average number of texels per unit of area (for circles and polygons) or line density
(e.g. by projecting centroid on to the direction perpendicular to their principal
orientation density is measured on one spatial dimension). (ii) Quadratic counts-
based homogeneity evaluation [12]: the original image is divided into a number
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of patches and a χ2 test is performed to evaluate the hypothesis of average point
density in each patch. Similarly to the previous case, we estimated a similar
1D feature on the projection for lines. (iii) Point pair statistics [31]: the his-
togram of vectors orientation is estimated using point pair vectors for all the
texel centers. (iv) Local symmetry : we considered the centroids’ grid for circles
and polygons and measured, for 4-points neighborhoods of points, the average
reflective self-similarity after their reflection around the central point. The aver-
age point distance is used as a distance function. Neighborhood size is used to
normalize it. Translational symmetry is estimated in a similar way by consider-
ing 4-point neighborhoods of the centroids translated by the vectors defined by
point pairs in the neighborhood and measuring the average minimum distance
of those points. For line texels, we compute on 1D projections.

We report the dimensionalities for each of these attributes in Table 1. Multi-
dimensional attributes are histograms, while 1-dimensional ones are averages.
By concatenating and Z-normalizing spatial pattern attributes, individual texel
attributes statistics and the color attributes of the background, the final descrip-
tor for the texture is built.

Table 1. Dimensionality of descriptor attributes. On the left, the attributes computed
from the individual characterization of texels; on the right, attributes computed from
statistics resulting from the spatial layout. The total dimensionality of the descriptor
is 36.

Label Color Orientation Size Total
Histogram Histogram

3 11 3 1 18

Density Homogeneity Vector Local Traslational Background Total
Orientations Symmetry Symmetry Color

1 1 3 1 1 11 18

2.2 Element-Based Texture Retrieval

The descriptor detailed in the previous section can be used to compute dis-
tances between element-based textures using the corresponding attributes. We
define database set the set of images that we want to search into using a query
image. The idea is that database texture closest to the query image (in terms of
descriptor distance) are also the most similar ones in the database set.

The pipeline is as follows: a query image (e.g. a picture of a textured captured
by a user) is processed by the Texel detector, allowing for the computation of
individual and layout attributes and thus obtaining a descriptor. A standard
distance function (such as cosine distance) is computed between every database
image and the query image. The database set is then sorted according to the
distance and the resulting ranking can be shown to the user for browsing.

3 ElBa: Element-Based Texture Dataset

While available datasets such as the DTD [5] include some examples of element-
based textures mixed with other texture types (Fig. 1(a)), there is no dataset
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focused on this particular domain. In this work, we present ElBa, the first
element-based texture dataset. As shown in Fig. 1(d), photo-realistic images are
included in the ElBa dataset. Training a model with synthetic data is a com-
mon practice [3,27] and annotations for texels are easily made available as an
output of the image generation process. Layout attributes and individual ones
(addressing the single texel) can be varied in our proposed parametric synthesis
model. For example individual attributes such as texel shape, size and orienta-
tion and color can be varied. Available shapes are polygons (squares, triangles,
rectangles), lines and circles (inspired by the 2D shape ontology of [24]). The
idea is that these kind of shapes are common in geometric textiles and they
approximate other more complex shapes. Orientation and size are varied within
a range of values. We choose colors from color palettes to simulate a real-world
use of colors.

Fig. 3. Texel-Att detection qualitative results on ElBa datasets. In green the correct
detections, in red the false positives and in blue the false negatives. (Color figure online)

As for Layout Attributes, we select different 2D layouts based on symmetries
to place texels. Linear and grid-based layouts are considered; one or two non-
orthonormal vectors define the translation between texels in the plane. With this
parametrization, we can represent several tilings of the plane. As for random-
ized distributions, we jitter the regular grid, creating a continuous distribution
between randomized and regular layouts.

We also consider multiple element shapes within a single image, creating for
example dotted+striped patterns. Each group of elements of the same shape is
distributed with its own spatial layout, creating arbitrary multi-class element
textures as in Fig. 1(d).
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We made use of Substance Designer for pattern generation (which gives high-
quality output and pattern synthesis, and is easily controllable) and IRay (which
is a physically-based renderer)2. Substance gives high-quality pattern synthe-
sis, easy control and high-quality output including pattern antialiasing. Low-
frequency distortions of the surface of the plane where the pattern is represented
and high frequency patterns are added to simulate realistic materials.

A total of 30K texture images (for a total 3M annotated texels) rendered at
a resolution of 1024×1024 has been generated by this procedure. For each image
ground-truth data (such as texel masks, texel bounding boxes and attributes)
is available. ElBa does not come with a partition into classes: differently from
other datasets used in texture analysis semantic labels for classification tasks
can be computed from ground truth attributes or by user studies.

The dataset is randomly partitioned with a 90/10 split for, respectively, train-
ing and testing set.

Table 2. AUC (Area Under Curve) for each distortion variant. Texel-Att performs
better on every one of them. The related CMC are shown in Fig. 4.

Distortions Tamura [26] FV-CNN [6] Texel-Att

Down-sampling (100 × 100) and impulsive
noise (p =0.2)

0.1380 0.3304 0.6618

Down-sampling (200 × 200) and impulsive
noise (p =0.2)

0.2103 0.4811 0.8011

Down-sampling (300 × 300) and impulsive
noise (p =0.2)

0.2284 0.5640 0.8560

Down-sampling (100 × 100) and radial
lighting effect

0.1611 0.4394 0.6356

Down-sampling (200 × 200) and radial
lighting effect

0.1728 0.8001 0.8746

Down-sampling (300 × 300) and radial
lighting effect

0.2708 0.8855 0.9376

4 Experiments

Experiments show the potential of our framework for the description of element-
based textures, with a focus on difficult environmental conditions (low resolution
and diverse lighting) ensuring an accurate retrieval inside large catalogues of
textures in real-world applications.

2 https://www.allegorithmic.com/ and https://bit.ly/2Hz4ZVI respectively.

https://www.allegorithmic.com/
https://bit.ly/2Hz4ZVI
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4.1 Qualitative Detection Results

We briefly show the detection results over our dataset, a fundamental step of
our framework, through some qualitative results in Fig. 3. Texels are highlighted
by bounding boxes which are then used to compute the attributes (described in
Sect. 2.1) that we employ in the following experiment.

4.2 Texture Retrieval Results

In this experiment, we highlight the effectiveness of Texel-Att in a retrieval
task under simulated real-world conditions following the procedure detailed in
Sect. 2.2. We compare our approach with both state-of-the-art texture descrip-
tor FV-CNN [5] and Tamura attribute-based descriptor [26]. The database set
for this retrieval experiment is the whole test partition of the ElBa dataset
(composed of ∼3000 images). To simulate the real challenging conditions, we
generated 6 variants of each image, down-sampling at one of 3 different resolu-
tions (100×100, 200×200, 300×300) and up-sampling them back to the original
image size (1024 × 1024). Then we apply one of the following distortions:

– impulsive noise with a pixel’s probability of 0.2 over all the image;

(a) (b) (c)

(d) (e) (f)

Fig. 4. CMC curves on the retrieval experiments. Different plot for different variants
of distortion: (a) 100 × 100 down-sampling and impulsive noise (b) 200 × 200 down-
sampling and impulsive noise (c) 300 × 300 down-sampling and impulsive noise (d)
100 × 100 down-sampling and radial lighting effect. (e) 200 × 200 down-sampling and
radial lighting effect. (f) 300 × 300 down-sampling and radial lighting effect. On the x
axis the rank score (first 200 positions). On the y axis the recognition rate.
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– radial lighting effect, increasing the brightness on a random point on the
image and gradually decreasing it more in each pixel the farther from the
chosen point it is.

Fig. 5. Three examples of distortions. For each one the biggest image is the original
pattern. On the right, the first row depicts the radial lighting effect while the second
one the impulsive noise distortion. The column are organized from the 100×100 down-
sampling to 300 × 300 down-sampling.
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Some examples of these images are shown in Fig. 5. It can be seen that
distorted images simulate pictures that could be captured by users wishing to
employ a retrieval application. The lighting effect simulates the flash of a camera
while impulsive noise simulates general defects in the image acquisition process.

We consider each of the 6 variants as query set and we test each one sepa-
rately. Given a distorted image from the query set, the task is to retrieve the
corresponding original one from the database set. The position of the correct
match in the computed ranking is recorded. This process is repeated for every
image in a query set.

To distance functions used for ranking is chosen according to the descriptor;
for each descriptor we selected the best performing distance function between
all of the ones available in the MATLAB software [22]. More specifically, for the
FV-CNN descriptor and our descriptor we employ the cosine distance while for
the Tamura descriptor the cityblock distance function performs best.

Table 2 shows the results of this experiment in all of the 6 variants previously
described. In each case Texel-Att reaches the best results in terms of AUC:
Area Under Curve index related to CMC (Cumulative Matching Characteristics)
curves shown in the plots in Fig. 4. We show only the first 200 positions for the
CMC curve rank as we consider higher ranking positions less useful for a retrieval
application (a user will rarely check results beyond 200 images).

5 Conclusion

This paper promotes to describe element-based textures by using attributes
which focus on texels. Our framework, Texel-Att, can successfully describe and
retrieve this type of patterns inside large databases even under simulated real-
world factors such as poor resolution, noise and lighting conditions. The exper-
iments show that we perform better in this task with our texel based attributes
than by using state-of-the-art general texture descriptors, paving the way for
retrieval applications in the fashion and textile domains where element-based
textures are prominent.
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Abstract. The application of the diffusion in many computer vision and
artificial intelligence projects has been shown to give excellent improve-
ments in performance. One of the main bottlenecks of this technique is
the quadratic growth of the kNN graph size due to the high-quantity
of new connections between nodes in the graph, resulting in long com-
putation times. Several strategies have been proposed to address this,
but none are effective and efficient. Our novel technique, based on LSH
projections, obtains the same performance as the exact kNN graph after
diffusion, but in less time (approximately 18 times faster on a dataset of
a hundred thousand images). The proposed method was validated and
compared with other state-of-the-art on several public image datasets,
including Oxford5k, Paris6k, and Oxford105k.

Keywords: Content-Based Image Retrieval · Diffusion · kNN graph

1 Introduction

Content-Based Image Retrieval (CBIR) is concerned with finding the most sim-
ilar images to a query in an image dataset, selected or photographed by the
user. Recent improvements in features extraction through Convolutional Neural
Networks (CNN) and algorithms for embedding, like the several R-MAC strate-
gies [6,15,20], have made it possible to obtain excellent results on datasets of
hundreds of thousand images in reasonable time [14]. Recently, the application
of diffusion process on CBIR datasets have allowed boosting retrieval perfor-
mance [11]: it permits finding more neighbour, that are close to the query on
the nearest-neighbour manifold but not in the Euclidean representation space
(Fig. 1). Diffusion propagates the similarities from a query point on a pairwise
affinity matrix to all the dataset elements [26]. To apply this process, it is nec-
essary to create a kNN graph of all image embeddings in the dataset. Generally,
the more discriminative the embeddings are, the better the results achievable
through diffusion.

Diffusion is an iterative process that simulates a random walk on the image
similarity graph. It consists of walking on the graph, from the query point, with
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Fig. 1. In the first figure (a) two distributions of data are represented: in one distribu-
tion the points are blue-coloured and in the other the points are orange-coloured. In the
second figure (b), the black point indicates the query point and the green points rep-
resent the results obtained after the execution of the retrieval exploiting the Euclidean
distance. As you can see some correct results are retrieved (points belonging to the
blue distribution), but also some incorrect results (points belonging to the orange dis-
tribution). Instead, the third figure (c) represents the ideal ranking for the indicated
query point. This result can be easily obtained applying the diffusion process from the
query point to the other elements of the dataset. Best viewed in color. (Color figure
online)

the objective of finding the best path, i.e. to retrieve the neighbours of the query
point. This is possible exploiting the weights of the edges of the kNN graph,
which indicate the similarity between two nodes: the greater the weight, the
more similar the two nodes are.

Unfortunately, this recent method leads to new challenges: understanding
the data distribution to correctly set the diffusion parameters, dealing with the
size of the kNN graph, which grows quadratically with the dataset size, and
reducing the convergence time for the resolution of the linear system related to
the diffusion mechanism.

The kNN graph is needed to apply diffusion and the number of the edges
in the graph is important for the final retrieval performance. Furthermore, it is
impossible to know how many and which edges the graph needs for achieving
good performance before applying diffusion. Therefore, a common strategy used
in previous works was a brute-force approach, i.e. the graph is created with the
connections between all the possible pairs of nodes. Obviously, increasing the
number of edges increases the size of the entire graph. For example, considering
a dataset composed by N images, the exact or brute-force graph will have N ·N
edges and the approach will have a complexity O(N2); if N = 100K, the number
of edges will be 10 billion.

Several methods proposed to implement an approximated method
for the creation of the kNN graph, drastically reducing the computational
time [1,3,19,25].

Following this idea that not all the edges are necessary for creating the kNN
graph, we propose a fast approach for the creation of an approximate version of
the kNN graph, based on LSH projections [9], which maintains only the useful
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edges to reduce computation time and memory requirements. The new graph
achieves the same retrieval results as the exact kNN graph after diffusion [26]
on several public image datasets, but does so more efficiently.

The main contributions of this paper are:

– An efficient algorithm based on LSH projections for the creation of an approx-
imate kNN graph that obtains the same performance as brute-force in less
time.

– Several optimizations in the implementation that reduce the computational
time and memory use.

– The use of the multi-probe LSH [13] for improving diffusion performance on
the kNN graph.

2 Related Work

Graphs have been used for different tasks in computer vision: applying diffusion
for image retrieval [11], unsupervised fine-tuning [10], propagating labels for
semi-supervised learning [4], creating manifold embeddings [24], and training
classifiers exploiting the cycles found in the graph [12].

In particular, a k-Nearest Neighbor (kNN) graph is an undirected graph G
denoted by G(V,E), where V represents the set of nodes V = {(v1, v2, . . . , vn)}
and E represents the set of edges E = {(e1, e2, . . . , en)}. The nodes represent
all the images in the dataset and the edges represent the connections between
nodes. The weight of each edge determines how much the two images are similar:
the higher the weight, the more similar the two images are. The weights of the
edges are set using cosine similarities between embeddings.

The problem of kNN graph creation has been addressed in the literature in
several ways. The simplest and naive approach is brute-force, which tends to be
very slow but usually obtains the best results.

To speed up the process while retaining good retrieval accuracy, approxi-
mated kNN graphs have been used. The methods for the construction of the
approximate kNN graph can be divided in two strategies: methods following
the strategy of divide and conquer, and methods using local search (e.g., NN-
descent [3]). Divide-and-conquer methods generally consist of two stages: subdi-
viding the dataset in parts (divide), and creating a kNN graph for each sample
followed by merging all subgraphs to form the final kNN graph (conquer).

As foreseeable, the performance and the computational time depend on the
number of subdivisions. The most famous approach following the divide and con-
quer is based on Locality Sensitive Hashing (LSH) projections [9] for creating the
approximate kNN graph [25]. The authors in [25] used a spectral decomposition
of a low-rank graph matrix that needs much time because it is supervised. Chen
et al. [1] follow the same strategy, but they apply recursive Lanczos bisection [1].
They proposed two divide steps: the overlap and the glue method. In the for-
mer, the current set is divided in two overlapping subsets, while in the latter, the
current set is divided into two disjoint subsets and a third, called gluing set, is
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used to merge the two resulting disjoint subsets. Wang et al. [21] implemented an
algorithm for the creation of an approximate kNN graph through the application
in several iterations of the divide-and-conquer strategy. The peculiarity of the
method is that the subsets of the dataset elements used during the divide phase
are randomly chosen. Repeating several times this process allows to theoretically
cover the entire dataset. Our approach differs from these approaches in the way
the LSH projections are created. Furthermore, the strategy followed for creat-
ing the graph is different and more efficient. Moreover, as an alternative to LSH,
there are several strategies for the hashing phase reported in literature [23]. They
can be categorized based on the method for preserving the similarities (pairwise,
multiwise or implicit) and the quantization phase.

Regarding the second strategy (local search), Dong et al. [3] proposed an
approach called NN-descent [3], based on the idea that “a neighbour of my
neighbour is my neighbour.” For each image descriptor, a random kNN list is
created. The algorithm starts searching random pairs on the kNN list, then it
calculates the similarity between elements and finally updates the kNN list of
these elements. This process continues until the number of updates is smaller
than a threshold. Obviously, by increasing the number of neighbours contained
in the kNN list it tends to the brute-force approach; therefore, the trade-off
between the speed and accuracy performance needs to be correctly evaluated.
Park et al. [16], Houle et al. [7] and Debatty et al. [2] proposed variations to
the NN-descent, by adapting the basic approach to their specific application
domains. Sieranoja et al. [19] proposed a solution, called Random Pair Division,
that exploits both the divide and conquer and the NN-descent techniques. The
division of the dataset in subsamples is executed through the random selection
of two dataset descriptors: if the descriptor to be clusterized is close to the first
one, it will be put in the first set, otherwise in the second one. After that, all
image descriptors are clustered: if the size of each set is greater than a threshold,
the subdivision process continues in the same way only for this large set. The
conquer phase is executed through the application of the brute-force approach.
In the end, a one-step neighbour propagation is applied for improving the final
performance. It also exploits the principle of NN-descent: similar nodes that are
not connected will be connected.

3 Proposed Approach: LSH kNN Graph

The proposed approach uses LSH projections to divide the global descriptors of
the dataset in many subsets. We first explain LSH and then detail a fast and
efficient solution for kNN graph creation for diffusion in image retrieval.

3.1 Notations and Background of LSH

Locality-Sensitive Hashing (LSH) [9] is one of the first hashing technique pro-
posed for compression and indexing tasks. After the creation of some projection
functions, it allows projection of points close to each other into the same bucket
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with high probability. It is defined as follows [22]: a family of hash functions H
is called (R, cR, P1, P2)-sensitive if, for any two items p and q, it holds that:

– if dist(p,q) ≤ R, Prob[h(p) = h(q)] ≥ P1

– if dist(p,q) ≥ cR, Prob[h(p) = h(q)] ≤ P2

with c > 1, P1 > P2, R is a distance threshold, and h(·) is the hash function. In
other words, the hash function h must satisfy the property to project “similar”
items (with a distance lower than the threshold R) to the same bucket with a
probability higher than P1, and have a low probability (lower than P2 < P1) to
do the same for “dissimilar” items (with distance higher than cR > R).

The hash function used in LSH for Hamming space embedding is a scalar
projection:

h(x) = sign(x · v)

where x is the feature vector and v is a fixed random vector sampled from an
D-dimensional isotropic Gaussian distribution N (0, I). The hashing process is
repeated L times, with different Gaussian samples to increase the probability of
satisfying the above constraints.

Subsequently, different hashing techniques may be implemented. The multi-
probe LSH [13] has the objective to reduce the number of hash tables used for
the projections, exploiting the fundamental principle of LSH that similar items
will be projected in the same buckets or in near buckets with high probability.
During the search phase, multi-probe LSH checks also the buckets near the query
bucket. In the end, this approach allows to improve the final performance, but
it increases the computational time.

3.2 Basic Algorithm for kNN Graph Construction

Given a dataset S = {s1, . . . , sN}, composed by N images, and a similarity mea-
sure θ : S × S → R, the kNN graph for S is a undirected graph G, that contains
edges between the nodes i and j with the value from the similarity measure
θ(si, sj) = θ(sj , si). The similarity measure can be calculated in different ways
related to the topic. In this case we use the cosine similarity as a metric, so the
similarity is calculated through the application of the dot product between the
image descriptors.

Our approach, called LSH kNN graph, follows the idea to first subdivide
the entire dataset in many subsets, based on the concept of similarity between
the images contained in the dataset. This process is done through the use of
LSH projections and allows creation of a set of buckets B = {B1, . . . , BN}
from several hash tables L = {L1, . . . , LM}. The number of buckets N depends
on the bits used for the projection (δ) and to the number of the hash tables
(M): N = 2δ · M . Each of these buckets will contain the projected elements
B1 = {b11, . . . , b1n}. The result of this process represents an approximate result
because it is not generally possible to project every element the dataset into the
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same bucket an as all its neighbours. It is therefore necessary to find a trade-
off between the number of the buckets for each hash table (2δ), modifying the
bits used (δ) for the hashing, and the number of hash tables (M) used for the
projection. For this first task, using a small number of buckets allows to project
more data in the same bucket. It reduces the computational time for this phase,
but it increases the entire computation of the overall approach. On the other
hand, a high number of buckets in each hash table increases the computational
time of this step, but it reduces overall computation.

For each bucket containing a subset of the dataset, a brute-force graph with
edges Gi = {(bix, biy, θ(bix, biy)) : (bix, biy) ∈ Bi} is constructed. Applying a
brute-force construction on many subsets is faster than apply one time the brute-
force on the entire dataset. In the end all the subgraphs need to be merged in
the final graph G = G1 ∪ · · · ∪ GN .

Unlike the usual LSH [25] based method, the proposed approach does not
follow exactly the divide and conquer strategy. LSH projections are applied for
dividing the dataset into subsets, but for reducing the computational time it is
preferable to start creating the final graph, instead to create many approximate
kNN graph and then merge them using the one-step neighbour propagation
algorithm. The number of elements to sort in the kNN list and the number of
similarity scores to calculate improves the quality of the final graph and the
retrieval accuracy, but also reduces the computational time.

3.3 Multi-probe LSH

We also propose a multi-probe version, called multi LSH kNN graph, to reduce
the number of hash tables used. Unlike the classic multi-probe LSH algo-
rithm [13], in which the system checks neighboring buckets during the search
phase, here all the elements are projected in the neighbors buckets during the
projection phase, but only in the 1-neighbourhood. This represents the set of
buckets differing by one bit to the analysed bucket (i.e. with Hamming distance
Hd ≤ 1). More formally, the elements obtained with the application of the multi-
probe LSH are the followings:

Bmulti-probe = {bx1, . . . , bxp : Hd(bquery, bxj) ≤ 1, bxj ∈ B, 0 ≤ x ≤ P}

Note that the number of neighbours of each bucket scales with the bits used for
the projection as:

∑l
i=0

(
log2 δ

i

)
. Even though it increases the final retrieval per-

formance, this approach requires more time for the kNN graph creation than the
previous one. To get a good trade-off between the computational time required
for the similarity measure calculations and the quality of the final graph, only a
percentage γ of the elements projected on the 1-neighbour buckets are retained.
The best trade-off is reached using γ = 50%, which means that each element is
also projected randomly in the half of its 1-neighbour buckets.

During the conquer phase, as in the previous proposed method, all the pairs
of the indexes of the images found in the buckets will be connected through the
calculation of the similarity measure.
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4 Experimental Results

Previous works have evaluated the methods for creating approximate kNN
graphs by checking the number of common edges between the approximate and
the exact kNN graph. In our case the kNN graph pipelines are evaluated after
the diffusion and retrieval modules in order to evaluate how effective (and effi-
cient) are our proposals for the task in terms of retrieval accuracy when diffusion
is applied. The diffusion approach and the R-MAC descriptors adopted are the
same of the work of Iscen et al. [11].

4.1 Datasets

There are many different image datasets for Content-Based Image Retrieval that
are used to evaluate algorithms. The most used are:

– Oxford5k [17] containing 5063 images, subdivided in 11 classes. All the
images are used as database images and there are 55 query images, which
are cropped to make the querying phase more difficult;

– Paris6k [18] containing 6412 images, subdivided in 12 classes. All the images
are used as database images and there are 55 query images, again cropped;

– Flickr1M [8] containing 1 million Flickr images used for large scale eval-
uation. The images are divided in multiple classes and are not specifically
selected for image retrieval.

The Oxford105K dataset is a combination of Oxford5k and 100K distrac-
tors from Flickr1M.

4.2 Evaluation Metrics

Mean Average Precision (mAP) is used on all datasets to evaluate the retrieval
accuracy. We use L2 distances to compare query images with the database ones.

4.3 Sparse Matrices for kNN Graph

It is worth emphasizing that there are a lot of null values in the affinity matrix. In
fact, on Oxford5k the approximate kNN graph constructed with LSH kNN graph
method has only the 0.7% of the edges of the brute-force graph. Furthermore,
not all the similarity measure are useful for the diffusion process, suggesting to
remove or avoid to insert edges with weight less than a threshold (th), without
jeopardizing the final retrieval performance. Hence, each element of the matrix
can be represented as following:

gij =
{

θ(si, sj) if θ(si, sj) ≥ th
0 otherwise

From our experiments, this threshold can be set to 0.3. Given the high number
of null values in the affinity matrix, sparse matrices can be used to reduce the
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computational time and still obtain good results also on large datasets. Moreover,
considering that the matrix is symmetric, only the upper or lower values of the
matrix are needed:

gij =
{

θ(si, sj) if j ≥ i ∧ θ(si, sj) ≥ th
0 otherwise

If the similarity value is missing, the row and the column are switched.

4.4 Implementation Details

Two different types of sparse matrix has been tested: Compressed Row Storage
(CRS) format and Coordinate (COO) format [5]. The CRS sparse matrix is
composed by three vectors: the values of the dense matrix different from zero;
the column indexes of the elements contained in the values vector; and the
locations of the values vector that indicate the beginning of a new row. Instead,
the COO sparse matrix is composed by three vectors: a vector representing the
non-zero elements, the row and the column coordinate of each value contained
in the values vector. The second solution is simpler than the first to implement,
but it requires more space on disk.

However, using hash tables, it happens that the same edge weight is inserted
multiple times. Therefore, every time a new value is inserted in a CRS matrix,
checking whether the value is already in the matrix might be a possible solution.
Unfortunately, this tends to be a time consuming process. Conversely, using a
COO matrix, all the values (including repeated ones) are inserted, but a sorting
is performed and duplicates are removed.

4.5 Results on Oxford5k

Table 1 reports the retrieval results after diffusion application of different kNN
graph techniques. Note that changing the values of LSH (δ and L) produces
different results. The best configuration is δ = 6 and L = 2 applying the multi
LSH kNN graph approach. the best trade-off between the computational time
for kNN graph creation and the final retrieval performance is the LSH kNN
graph with δ = 6 and L = 20. NN-descent produces good results, but it needs a
lot of time for the graph creation (55 s). Furthermore, it does not obtain results
comparable to the other methods.

RP-div [19] is very fast but collecting random elements from the dataset for
the divide task does not give good results in retrieval after diffusion.

The method implemented by Wang et al. [21] obtains a different result each
execution, so the reported performance is the average of ten experiments. The
approach is very fast, but did not achieve the best mAP. Note also that the brute-
force method is executed on GPU, instead all the other methods are executed
on CPU.
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Table 1. Comparison of different approaches of kNN graph creation tested on
Oxford5k. * indicates that the method is a C++ re-implementation.

Method LSH projection kNN graph creation mAP

LSH kNN graph (δ = 6, L = 20) 0.45 s 0.52 s 90.95%

LSH kNN graph (δ = 8, L = 10) 0.4 s 0.95 s 88.98%

Multi LSH kNN graph (δ = 6, L = 2) 0.29 s 1.54 s 91.13%

NN-descent [3]* – 55 s 83.81%

RP-div [19] (size = 50)* – 1.16 s 82.68%

Wang et al. [21]* – 1.5 s 90.60%

Brute-force – 1.33 s 90.79%

We also perform some experiments with regional descriptors (Table 2). The
use of regional descriptors demonstrates an improvement on the final perfor-
mance due to high number of descriptors for each image (usually 21). In this
case the total number of descriptors used for the creation of the kNN graph are
approximately 100K. Note we omit testing RP-div and NN-descent here due to
poor previous accuracy/computation performance.

Table 2. Comparison of different approaches of kNN graph creation tested on
Oxford5k using regional R-MAC descriptors. * indicates that the method is a C++
re-implementation.

Method LSH projection kNN graph creation mAP

LSH kNN graph (δ = 6, L=20) 9 s 100 s 94.67%

LSH kNN graph (δ = 8, L=10) 6 s 45 s 93.68%

Multi LSH kNN graph (δ = 6, L=2) 6 s 350 s 93.96%

Wang et al. [21]* – 148 s 91.69%

Brute-force – 15816 s 93.80%

4.6 Results on Paris6k

Table 3 shows the results on the Paris6k dataset, which are similar to those
obtained to Oxford5k.

However, in this case, LSH kNN graph is the fastest approach and also it
obtains the best retrieval performance after the application of diffusion. Multi-
LSH kNN method obtains a good result, but in more time than the brute-force
approach.

4.7 Results on Oxford105k

Table 4 reports results for the experiments executed on Oxford105k again RP-
div and NN-descent are not tested due to poor trade-off previously obtained.
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Table 3. Comparison of different approaches of kNN graph creation tested on Paris6k.
* indicates that the method is a C++ re-implementation.

Method LSH projection kNN graph creation mAP

LSH kNN graph (δ = 6, L = 20) 1 s 0.80 s 97.01%

LSH kNN graph (δ = 8, L = 10) 0.78 s 0.28 s 95.93%

Multi LSH kNN graph (δ = 6, L = 2) 0.35 s 2.28 s 96.81%

NN-descent [3] (neighbours= 50)* – 60.10 s 94.24%

RP-div [19] (size= 50)* – 3.63 s 96.25%

Wang et al. [21]* – 1.95 s 96.75%

Brute-force – 1.81 s 96.83%

Increasing the dimension of the dataset illustrates the difference in accuracy
and computational time between the proposed approach and brute-force. The
proposed approaches obtain better results and trade-offs than other methods. In
particular, LSH kNN graph (δ = 6 and L = 20) achieves 92.50% in only 77 s for
the graph creation process. The multi LSH kNN graph needs more time than
the previous approach, but it reaches the best mAP on this dataset equals of
92.85%.

Table 4. Comparison of different approaches of kNN graph creation tested on
Oxford105k. * indicates that the method is a C++ re-implementation.

Method LSH projection kNN graph creation mAP

LSH kNN graph (δ = 6, L = 20) 23 s 77 s 92.50%

LSH kNN graph (δ = 8, L = 10) 15 s 145 s 90.79%

Multi LSH kNN graph (δ = 6, L = 4) 5 s 420 s 92.85%

Wang et al. [21]* – 150 s 91.00%

Brute-force – 4733 s 91.45%

5 Conclusions

We presented an algorithm called LSH kNN graph for the creation of an approx-
imate kNN graph exploiting LSH projections. First, the elements of the dataset
are subdivided in several subsets using an unsupervised hashing function and,
then, for each one of the subsets a subgraph is created applying the brute-force
approach. The application of this algorithm with sparse matrices achieves very
good results even on datasets that with a large number of images. The proposed
methods can generate a kNN graph faster than the brute-force approach and
other state-of-the-art approaches, obtaining the same or better accuracy results
after diffusion. Furthermore, another version of the algorithm called multi LSH
kNN graph was proposed, which uses multi-probe LSH instead of LSH for the
subdivision of the elements in the subsets, increasing the quality of the final
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graph due to the greater number of elements found in the buckets of the hash
tables. In future work, we are pursuing the distribution these approaches across
several machines to allow processing even larger datasets.
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Abstract. For many multimedia applications, the image stitching problem is
very important. We analyzed this problem for the SEMI-CAVE virtual reality
installation. In this study, we aim to analyze the manner in which color changes
for correcting image stitching with regard to human perception (subjective
evaluation of stitching quality). We propose to use Penner’s easing function for
changing color of image stitching and obtain a proper perceptual transition of
color. A series of experiments were conducted in the SEMI-CAVE environment.
27 participants assessed the quality of the black-to-white transition realized
using 7 different Penner’s functions. The participants assessed the smoothness of
the transition and the occurrence of perceptual artifacts. The analysis of the
experimental results showed that the InOutSine function provides the best
perceptual effects. Moreover, the obtained results (ranking of functions from the
best to the worst) were statistically confirmed using Chi-square analysis.

Keywords: Perception � Lateral inhibition � Easing function �
Cave virtual reality � Image stitching

1 Introduction

Virtual reality (VR) is one of the most spectacular IT proposals of recent years.
Although VR is primarily used in the entertainment industry, e.g., in computer games,
it also supports serious research in many other areas. Although known for many years,
one of the less popular VR solutions is cave automatic virtual environment (CAVE) [1,
2]. It has not been very popular because of the high cost and installation problems.
However, SEMI-CAVE is an example of CAVE implementation, which was developed
at the Central Institute for Labor Protection - National Research Institute (CIOP-PIB)
[3]. The SEMI-CAVE laboratory, which is involved in interdisciplinary research on the
health and safety of employees, was built as a part of Tech-Safe-Bio project [4]. Virtual
cave reality allows researchers to study the impact of the physical environment on
employees in different conditions. Note that such studies would not be possible on such
a wide scale in real-life conditions.
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The most important problem related to CAVE installation is the quality of the
displayed images. It determines the correctness of immersion into the VR [5], which is
inside created. A key issue for display quality is the problem of image stitching. For
stitching images, when performing geometrical corrections, local shape changes are
necessary so that the combination of pair of neighboring images is invisible. This
problem has been known since the beginning of the Cave installation and has been
practically solved now [6, 7].

A much more interesting problem is correcting luminance and color while stitching
images because it forces to change the color of the displayed information. Modern
hardware solutions of graphic cards, allow performing any color manipulation of pixels
at the shader level [8]. In such solution color manipulation does not take up computer
resources and can be performed in real-time, regardless of other operations. The
problem seems trivial because the correcting the color of stitched images occurs in a
large space where local, high color changes occur (related to the image content).
Therefore, the results of color manipulation should not be noticeable. However, very
often we can see large surfaces of almost the same color. For example, the sky (the
same blue color) may occupy 1/3 of the image area and for such a situation, incorrect
local color changes will be unnatural, i.e., they will interfere with the perception.

Thus, can image stitching be improved to obtain a better immersion into the virtual
environment? In fact, the stitching problem is important not only in CAVE VR
implementation. The problem of aligning luminance increase and color correction is
found in many other multimedia applications. We perform image stitching to create
panoramas in photography, computer graphics, and commercials. Therefore, selecting a
method for color correction is a practical problem and worth exploring. In this study,
we aim to analyze the manner in which color should be changed for correcting image
stitching with regard to human perception (subjective evaluation of stitching quality) in
a SEMI-CAVE environment. We propose the function for correcting color in this
application, which is the most preferred by observers.

2 The Stitching Problem in SEMI-CAVE Virtual Reality

The SEMI-CAVE installation was dedicated to studying the impact of visual envi-
ronment of the workplace on human psychophysiology. In this laboratory, the VR
obtained allows creating different working environments in which subjects could
perform specific working tasks. Thus, the large space of VR was the decisive argument
for selecting the CAVE type as a VR installation. We realized our laboratory in a room
that had internal projections with the following dimensions: 8.6 � 4.3 m. For dis-
playing images, we used six projectors that were equipped with short throw optics. The
projectors allowed for lens shift and keystone correction in two directions. Because of
this construction, we also obtained the expected shadow-free work area. Figure 1
shows the arrangement of projectors in our laboratory, the details and basic technical
aspects of the installation are reported in conference paper [3].

Both the vibrations and aging of the supporting structure, on which the projectors
are mounted, and the aging of projectors influence the quality of the created images.
Both geometry and color need to be improved in an effective way on a regular basis.
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We have independently projected the image stitching subsystem for the correction of
geometry and color. The application has been implemented at the shader level;
therefore, the correction is directly executed by the graphics card processor. The details
of the algorithm for geometrical correction are presented in [7]. The problem of color
correction was more interesting and definitely required additional research.

3 Perception of Local Color Changes – A Lateral Inhibition

The phenomenon of lateral inhibition occurs on the retina of the human eye [9]. The
stimulated retinal neurons affect the neighboring neurons; moreover, the neuron’s
response depends not only on the level of luminance (color) observed but also on the
luminance (color) of the neighboring points.

Fig. 1. SEMI-CAVE laboratory: six projectors create six images on four walls [7]

Fig. 2. The phenomenon of lateral inhibition – real and perceived changes of intensity
(luminance)
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Because of lateral inhibition, the eye is more sensitive to local changes in lumi-
nance (color) compared to its level, and local changes are perceptually increased [10,
11] (Fig. 2). It is worth emphasizing that the problem is not dependent on the color:
lateral inhibition occurs in the same manner for each color component and for gray
scale.

Lateral inhibition is very important for human perception because it allows us to
recognize details in low light; in fact, we can even read the newspaper in the moonlight
because of lateral inhibition. However, many examples can be shown in which lateral
inhibition interferes with perception. In computer graphics, this problem has been
known for many years. The book [12] was probably the first publication in this field in
which the consequences of lateral inhibition were widely discussed. At present, in
textbooks related to computer graphics [13, 14], authors generally discuss the problem
of combining colors and transitions between points with different color coordinates.
However, in addition to clarifying that the transition should be smooth, it is difficult to
find practical advice on how this problem should be solved, e.g., what should be the
shape of the function for luminance change? The simplest solution is to linearly change
the value of luminance (color) while transiting between two colors. However, the effect
of such an operation will not be correct (Fig. 3). Local changes of luminance will be
emphasized because of lateral inhibition. Moreover, such transitions between white and
black colors are not considered to be smooth and local artifacts can be seen.

4 Easing Functions

The transition problem between two positions and an appropriate description of the
movement are very important problems in animation [15]. Penner proposed a set of
functions known as easing functions (Fig. 4) that can successfully solve such problems
[16, 17] and are widely used for trajectory description in animation. Easing functions
describe the movement of an object at a variable speed between two points. It is
possible to distinguish several types of functions that have common movement features
such as smooth start (Ease-In), smooth braking (Ease-Out), smooth start, and braking

Fig. 3. The linear function of changes for intensity (luminance) – real and perceived changes
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(Ease-In-Out). The libraries of Qt [18] and Windows Presentation Foundation [19]
provided an additional type of easing function (extended set) that has not been pro-
posed by Penner. These functions are characterized by sudden start and sudden braking
(Ease-Out-In). The approximation of easing functions [20] based on Bézier curves
allows for their effective use by animators in practical applications.

Color correction requires a smooth connection of two levels of color (luminance).
A good example of combining functions is Penner’s functions, which are used in
animation. A selected set of Penner’s functions ensures smooth connections. Although
the author of easing functions talks about combining the trajectory of motion, we can
use these functions in a non-standard manner to combine changes in other parameters
in situations where proper smoothness is required. To apply Penner’s functions for
color correction, we have identified a set of functions that meet the following
conditions:

• The function has to be symmetrical, i.e., the smooth transition between two colors
(luminance levels) should be symmetrical.

• The function should ensures smoothness and uniformity of changes, i.e., it is
important that the change in color (luminance level) gives the impression of being
as smooth, uniform (in increase and decrease) and gradual as possible.

Fig. 4. The set of Penner’s easing functions
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• The function is not characterized by local disturbances (steps or oscillations), i.e.,
this condition is important primarily from the perceptual point of view. An example
of local disturbing artifacts can be seen in Fig. 3. Not only are the mathematical
properties of the function important but it is also important to ensure that an
appropriate sensation considers lateral inhibition.

From all of Penner’s functions (Fig. 4), we selected the following set for our
experiments: Linear, InOutSine, InOutQuad, InOutCubic, InOutQuart, InOutQuint, and
InOutExpo. The InOutBounce function is a great example of local disturbances that
cannot be considered for this study. Moreover, although the InOutCirc function is
symmetrical and smooth, preliminary experiments showed that the local increase of
function value is so large that the eye sees it (because of lateral inhibition) as a step
change. None of the symmetrical functions from the extended set fulfilled the above
conditions.

For the selected functions, we can perform a mathematical analysis of the shape of
the function and its derivatives. We can try to describe their smoothness and the
manner of increase or decrease values. However, human perception has a decisive
influence on the selection of functions for correcting color and luminance. To select the
appropriate (the best) function, we decided to conduct perceptual experiments on a
group of participants.

5 The Experiments

We aimed to determine which transition function is the best for stitching images, i.e.,
for transition between fields with different colors. The function can be experimentally
selected by consecutively showing all the examples of transitions and selecting a proper
(subjective) order. However, assessing different cases for many shown cases would be
very difficult. It would be much easier to compare two different connections and select
which one (one of two) is better. For comparison, we generated an image (example in
Fig. 5) with two fields having different functions of transition: in the upper and lower
field. These fields are separated by a field of step (hard) change. For each comparison,
the participant had to answer three questions:

1. Which transition between black and white is better (more uniform changes or more
smooth on a wider space)? – upper or lower (one of two).

2. Are the artifacts associated with the transition (luminance boost, local disturbances,
or local unexpected changes) visible in the upper image? – Yes or No.

3. Are the artifacts associated with the transition (luminance boost, local disturbances,
or local unexpected changes) visible in the lower image? – Yes or No.

The experiment comprised a set of comparisons. We considered seven different
transitional functions. Then, we generated all sets of pairs of transitions for this selected
set of functions. Because such a task is described by combination (without repetition),
there are 21 different pairs in this case. In addition, these sets were repeated after
changing upper with lower function in each pair. This change was done, so that the
lower or upper position do not affect the result (subjectively).
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Finally, each participant observed 42 images (comparisons) and answered three
questions in each case. After carrying out the entire set of comparisons, we summarized
the winning transitions. On this basis, we determined the order of the ranking list as
well as the winner of the assessment.

At the start of the test (before the first comparison), each participant had seen two
teaching images. In the first image, several evidently different functions of the tran-
sition were shown. This allowed understanding the difference in transition between
white and black and how the differences can be seen. In the second image, various
artifacts were shown to understand the type of artifacts (local distortions) that can be
found in the images.

The experiment was attended by 27 participants: 13 women and 14 men. The
participants were healthy and without visual disturbances. The participants were aged
between 21 and 65 years and the average age was 43.4 years.

6 The Analysis of the Results

When comparing the quality of the transition function, InOutQuad and InOutSine
showed the best evaluation (Fig. 6), while InOutExpo showed the worst evaluation. To
verify whether the comparison of individual functions differs in a statistically signifi-
cant way, a Chi-square test for one variable was performed. The null hypothesis of this
test assumes that all the functions that are compared have the same quality of color
transitions. In such cases, a positive selection of individual functions would be random,
i.e., all the functions would have the same number of positive ratings. However, the
alternative hypothesis would say that individual functions differ in terms of the quality
of color transitions, and positive evaluations will be non-systemically distributed in a
systematic manner because of the quality of individual functions.

The result of the Chi-square test ((6, N = 27) = 282.7; p < 0.001) indicates that the
null hypothesis should be rejected and an alternative hypothesis should be adopted.

Fig. 5. An example of image presented to the participant in one comparison of the experiment.
In presented here image in the upper part the InOutQuint function is used, in the lower part the
InOutSin function is used. The lower should be better: more space, more smooth. In the upper
image the change takes place in a smaller space – it seems to be more rapid, sharper.
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This indicates that, depending on the evaluation of the perception of color transitions,
the compared functions differs in a statistically significant manner.

Regardless, we conducted an analysis of the recognition of artifacts. The lowest
number of participant artifacts was noted for the cases of the InOutSin and InOutQuad
functions, whereas the worst rated (the largest number of artifacts) was noted for the
Linear function (Fig. 7).

Fig. 6. The sum of the number of positive ratings (wins) of individual functions awarded by
participants in consecutive comparisons. The more wins, the better the transition function

Fig. 7. The sum of the number of artifacts recognized by participants in images. The fewer
number of artifacts, the better the transition function
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Because of the strong impact of lateral inhibition on perceiving images, both
evaluations affected the final result. Therefore, for individual transient functions, we
subtracted the number of recognized artifacts from the number of wins in the com-
parisons. Figure 8 shows the final result after appropriate scaling (the values have been
“shifted” so that there is no value less than 1).

The result of the Chi-square test ((6, N = 27) = 398.7; p < 0.001) confirmed that
the obtained final order in the ranking of transition function is statistically significant.

7 Summary

To change the luminance (color) of stitched images, we propose using Penner’s easing
function. In typical applications, they are used to describe and combine trajectories of
movements; however, they were very convenient and effective in an atypical appli-
cation in which easing functions were used to describe changes in luminance (and
colors).

To select which function describes the change in luminance (color) in the best
perceptively manner, we conducted a series of experiments. In fact, 27 participants
assessed the quality of transition from black to white, which was realized using seven
different Penner’s functions. The participants assessed the smoothness of the transition
and the occurrence of artifacts. The results showed that the InOutSine function gives
the best perceptual effects, the InOutQuad function is only slightly worse, and the
InOutExpo function is the worst solution. An interesting result is the evaluation of the

Fig. 8. The final result of the experiment (after scaling). The number of points from comparison
minus number of points from artifacts’ assessment. The more points, the better the transition
function
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Linear function, which is the simplest and most popular solution. It was only ranked at
the fourth position in the classification but turned out to be almost twice as bad
(counting the points obtained) in relation to the best solution. The results (ranking of
functions from the best to the worst) were statistically confirmed using Chi-square
analysis.

Thus, we implemented Penner’s function in a SEMI-CAVE installation. The good
impression of immersion into VR after image stitching with luminance and color
correction is the best confirmation of the stitching subsystem’s operation. It is also the
confirmation of the results of conducted study on transition functions.
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Abstract. Natural User Interfaces can be an effective way to reduce
driver’s inattention during the driving activity. To this end, in this paper
we propose a new dataset, called Briareo, specifically collected for the
hand gesture recognition task in the automotive context. The dataset is
acquired from an innovative point of view, exploiting different kinds of
cameras, i.e. RGB, infrared stereo, and depth, that provide various types
of images and 3D hand joints. Moreover, the dataset contains a significant
amount of hand gesture samples, performed by several subjects, allowing
the use of deep learning-based approaches. Finally, a framework for hand
gesture segmentation and classification is presented, exploiting a method
introduced to assess the quality of the proposed dataset.

Keywords: Hand gesture classification · Automotive dataset ·
Driver attention monitoring · Deep learning · C3D · LSTM

1 Introduction

Natural User Interfaces (NUIs), i.e. interfaces in which the interaction is not
carried through physical devices (like mouses and keyboards), are becoming more
and more important in many computer vision fields and a key component of new
technological tools, since they are extremely user-friendly and intuitive [9].

Recently, NUIs are gathering attention also in the automotive context, where
they can be used for a variety of applications in order to reduce driver inattention.
In fact, they can increase the amount of time in which driver attention is focused
on driving activity. Indeed, driver distraction, according to the National Highway
Traffic Safety Administration1 (NHTSA), is generally defined as “an activity
that could divert a person’s attention away from the primary task of driving”,
and is one of the most important causes in fatal road crashes [5].

Generally, three types of driver distraction are identified in the literature [1,2]:

1 https://www.nhtsa.gov.
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– Manual Distraction: driver’s hands are not on the steering wheel for a
prolonged amount of time. As a consequence, the driver is not ready to avoid
road obstacles, such as cars and pedestrians;

– Visual Distraction: driver’s eyes are not looking at the road, since they
are engaged in different tasks, such as reading a newspaper or looking at the
phone;

– Cognitive Distraction: driver’s attention is not focused on the driving
activity due to the fatigue, i.e. “the inability of disinclination to continue
an activity, generally because the activity has been going for too long” [10],
or due to bad physical conditions or the cognitive load due to external factors.

The availability of systems that can be controlled via the Natural Language,
like vocal commands or hand gestures [3], could significantly reduce the causes
of manual and visual distraction since they generally lead to a reduction of the
amount of time involved in interactive activities. Besides, as reported in [12],
today drivers are more engaged in secondary tasks than in the past due to the
presence, for instance, of smartphones.

For these reasons, in this paper we investigate the development of a hand
gesture-based interaction system, based on computer vision techniques, aiming
to obtain a safer interaction between the driver and the car system. A key element
in its development is the collection of a new dataset, called Briareo, specifically
designed for the driver hand gesture classification and segmentation with deep
learning-based approaches, which includes a significant amount of annotated
samples.

In particular, we focus on dynamic hand gestures, i.e. each gesture is a com-
bination of motion and one or more hand poses: thus, we neglect static hand
gestures, that are out of the scope of this paper. Images have been collected from
an innovative point of view, different from other perspectives proposed in the
past literature: the acquisition devices are placed in the central tunnel between
the driver and the passenger seats, orientated towards the car ceiling. In this
way, visual occlusions produced by driver’s body can be mitigated.

To collect the dataset, three main requirements about the automotive context
have been taken into account [18]:

– Light Invariance: vision-based systems have to be reliable even in presence
of dramatic light changes (generated, for instance, by the alternation between
day and night, tunnels, or bad weather conditions);

– Non-invasinevess: driver’s movements and gaze must not be impeded dur-
ing the driving activity. Consequently, sensors have to be easily integrated
into the car dashboards;

– Real Time performance: interaction systems have to quickly detect ges-
tures and provide a fast feedback of the system;

To tackle the first requirement, we propose the use of infrared-based sensors.
Moreover, we select devices that are also able to acquire depth maps, i.e. par-
ticular types of images in which each pixel corresponds to the distance between
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the acquisition device and that point in the scene. Recently, several infrared and
depth devices with high-quality sensors and with a small form factor have been
introduced, which fulfil the second requirement.

The rest of the paper is organized as follow. In the next section, related
datasets and methods about hand gesture classification are analyzed. Then, in
Sect. 3, the Briareo dataset is presented, detailing all the features and data
collected. In Sect. 4, two baseline methods are proposed, in order to assess
the quality of the proposed dataset and to move towards the development of
a gesture-based interaction framework. Experimental results are presented in
Sect. 5. Finally, Sect. 6 draws the conclusions.

Fig. 1. Gesture classes included in the Briareo dataset. As shown, only dynamic ges-
tures are present in the dataset. For further details, see Sect. 3.2.

2 Related Datasets

Recently, several public datasets have been presented in the literature about
the driver gesture classification task [11,14,15]. These datasets propose various
gesture classes, performed by multiple subjects, with diverse gesture complexity
and sensors used for the acquisition part. A summary of these datasets is reported
in Table 1.

The Chalearn dataset [6] contains a high number of subjects and samples,
but it is based only on the Italian Sign Language and it is acquired in an indoor
environment. The automotive dataset called Turms [1] is acquired in a real
automotive context, but it is focused on driver’s hand detection and tracking,
then no hand gestures are present.

The dataset proposed in [11] contains both 3D hand joints information and
depth maps, acquired jointly with a Leap Motion device and the first version of
the Microsoft Kinect. There are 10 different gestures performed by 14 people,
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and each gesture is repeated for 10 times. The acquisition has been conducted in
an indoor environment and the devices are frontally placed with respect to the
subjects. Unfortunately, hand gestures are static and belong to the American
Sign Language.

The VIVA Hand Gesture Dataset [15] is a dataset released for the name-
sake challenge, organized by the Laboratory for Intelligent and Safe Automobiles
(LISA). This dataset has been designed to study natural human activities in
confused and difficult contexts, with a variable illumination and frequent occlu-
sions. 19 gesture classes are reported, taken from 8 different subjects, simulating
real driving situations. Authors provide both RGB and depth maps acquired
using the first version of the Microsoft Kinect. It is worth noting that users per-
form gestures around the infotainment area, placing the right hand on a green
and flat surface to facilitate vision-based algorithms. The best gesture recog-
nition method proposed in the challenge consists of a 3D convolutional neural
network-based algorithm which has been presented by Molchanov et al. in [13].

Table 1. Datasets for the hand gesture classification task. We report the number of
subjects and gesture classes and the types of data included: RGB images, depth maps
(acquired with Structured Light (SL) or Time-of-Flight (ToF) devices), infrared images.
Moreover, we report the presence of 3D hand joints (3DJ) and dynamic gestures.

Dataset Year #subjs #gest RGB Depth IR 3DJ Dynamic

Unipd [11] 2014 14 10
√

SL
√

VIVA [15] 2014 8 19
√

SL
√ √

Nvidia [14] 2015 20 25
√

SL
√ √

LMDHG [4] 2017 21 13
√ √ √

Turms [1] 2018 7 -
√ √

Briareo 2019 40 12
√

ToF
√ √ √

The Nvidia Dynamic Hand Gesture dataset [14] presents 25 types of gestures
recorded by multiple sensors (SoftKinetic DS235 and a DUO 3D stereo camera)
from different points of view: acquisition devices are frontal placed and top-
mounted with respect to the driver position. The acquisition has been carried
out in an indoor car simulator. Users perform gestures with the right hand while
the left one grasps the steering wheel. The dataset contains the recordings of
20 subjects, even if some of them contributed only partially, not performing the
entire recording session. In addition, optical flow is computed on intensity images
and it is publicly released.

The Leap Motion Dynamic Hand Gesture (LMDHG) dataset [4] contains
unsegmented dynamic gestures, performed with either one or two hands. The
Leap Motion sensor has been employed as acquisition device because its SDK is
able to extract the 3D coordinates of 23 hand joints. This dataset is composed
of several sequences executed by 21 participants and it contains 13 types of
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gestures performed randomly alongside an additional no-gesture action. Overall,
50 sequences are released, leading to a total of 608 gesture instances.

3 The Briareo Dataset

In this Section, we introduce the Briareo dataset, highlighting the original con-
tributions of the proposed data collection with respect to the previous ones.

As mentioned above, this dataset contains dynamic hand gestures, shown
in Fig. 1, acquired indoor in a real car dashboard. Furthermore, the dataset
introduces an innovative point of view, not used in previous datasets: we place the
acquisition devices in the central tunnel, between the driver and the passenger
seat. This choice has been driven by the hypothesis that from this point of view
it is possible to acquire gestures with minor visual occlusions compared to other
camera positions. Moreover, in this position the acquisition devices can be easily
integrated and are protected by direct sunlight, which is a critical element for
infrared-based sensors.

Finally, this dataset contains a great variability in the collected data: a high
number of subjects and gestures have been recorded. The great amount of anno-
tated data allows using deep learning-based techniques. The dataset is publicly
available2.

Fig. 2. Sample infrared, RGB, and depth images from the Briareo dataset. Samples
have been acquired with a standard RGB camera and the Pico Flexx device.

3.1 Acquisition Devices

Three different sensors are used in order to acquire the dataset.
Firstly, a traditional RGB camera is exploited, able to acquire data up to 30

frames per second. In order to maintain the realism of the automotive environ-
ment, no external light sources have been added: this results in dark intensity
frames with low contrast, as depicted in Fig. 2. Secondly, we used a depth sensors,
namely the Pico Flexx 3, which has the following features:

2 http://imagelab.ing.unimore.it/briareo.
3 https://pmdtec.com/picofamily/flexx.

http://imagelab.ing.unimore.it/briareo
https://pmdtec.com/picofamily/flexx
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– Time-of-Flight (ToF): thanks to this technology, the device is able to
acquire 16-bit depth maps with a spatial resolution of 224× 171. As reported
in [16], ToF technology provides better quality and a faster frame rate than
the Structured Light devices (e.g. the first version of the Microsoft Kinect),
reducing the number of visual artefacts, like holes and missing values;

– Form Factor: the sensor has very limited dimensions (68mm × 17mm ×
7.35mm) and weight (8 g), so it can be easily integrated in the car cockpit;

– High Framerate: different work modalities are available for the device:
selecting a limited acquisition range, it is able to acquire up to 45 frames per
second. This is a crucial element in order to achieve real time performance;

– Acquisition range: there are two possible depth resolutions, the first one
acquires objects in the range 0.5−4 m, while the second one in the range 0.1−1
m. We set the second modality: in this way, the sensor is able to correctly
acquire gestures performed close to the device. Indeed, we hypothesize that
a distance grater than 1 meter is useless in our acquisition setting.

Finally, we employ an infrared stereo camera, the Leap Motion4, with the
following features:

– Infrared cameras: the device has two infrared cameras with a
resolution of 640 × 240 and 400 × 400 pixels for raw and rectified frames,
respectively;

– High Framerate: up to 200 frames per second;
– Form Factor: this device is only 70 × 12 × 3 mm and 32 g of weight;

Moreover, this sensor is equipped with a fish-eye lens that allows to capture a
150-degree scene from very short distances. The SDK of the Leap Motion device
is able to acquire, in addition to infrared images, several hand joints, together
with their orientations and bone lengths, as shown in Fig. 3.

Fig. 3. Data acquired through the Leap Motion device: from the left, the raw and the
rectified frame, and the hand joints (blue), including the fingertips (red), the palm
center (green) and the wrist position (orange). (Color figure online)

4 https://www.leapmotion.com.

https://www.leapmotion.com
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3.2 Statistics

The Briareo dataset contains 12 dynamic gesture classes, designed with a view
to the development of an interactive generic system, as follows: fist (g00), pinch
(g01), flip-over (g02), telephone (g03), right swipe (g04), left swipe (g05), top-
down swipe (g06), bottom-up swipe (g07), thumb (g08), index (g09), clockwise
rotation (g10) and counterclockwise rotation (g11).

A total of 40 subjects (33 males and 7 females) have taken part to the data
collection. Every subject performs each gesture 3 times, leading to a total of
120 collected sequences. Each sequence lasts at least 40 frames. At the end of
this procedure, we record an additional sequence including all hand gestures in
a single recording. The three cameras have been synchronized so that the frames
at a certain instant depict the same scene.

The following data are released within the dataset: RGB images (traditional
camera), depth maps and infrared intensities (Pico Flexx), raw and rectified
infrared images (Leap Motion), 3D hand joints (Leap Motion SDK). Samples
are reported in Figs. 2 and 3.

4 Proposed Baselines

In this Section, we investigate the use of two methods to tackle the gesture
classification task, handling the temporal evolution of the dynamic hand gestures
in two different ways: 3D convolutions and recurrent neural architecture.

4.1 3D Convolutional Network

Architecture. Taking inspiration from [14], we propose a 3D convolutional
neural network to tackle the gesture classification task. Therefore, the temporal
evolution of the hand gestures is handled through 3D convolutional layers. We
adopt the architecture of C3D [17] which consists of 8 convolutional layers, 5
max-pooling layers and a softmax layer. The last 487-dimensional fully connected
layer of the original architecture is replaced with a 12-dimensional layer to deal
with the number of classes of the Briareo dataset.

Training Procedure. Input frames are resized to 112 × 112 to deal with the
C3D architecture constraints and grouped in mini-batches of size 8. As optimizer,
we exploit the Stochastic Gradient Descent (SGD) with a learning rate of 10−2

and a momentum of 0.5. We use the binary categorical cross-entropy as loss
function. Input images are normalized so that the mean and the variance are 0
and 1, respectively. Since each gesture of the dataset has a different duration, we
create fixed-length input sequences in the following way: given a single sequence,
starting from the central frame (w.r.t. the whole length of the sequence) 20
contiguous frames towards the beginning and 20 towards the end are extracted
and stacked to form the input of the proposed architectures.
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Table 2. Inference time of the C3D model w.r.t different architectures and input types.

RGB Depth Infrared

Nvidia 1080 Ti 1.96 ± 0.49 ms 2.26 ± 1.17 ms 2.19 ± 0.93 ms

Nvidia Titan X 1.87 ± 0.77 ms 2.07 ± 0.89 ms 1.86 ± 0.92 ms

CPU 4.01 ± 0.24 s 3.89 ± 0.24 s 3.88 ± 0.24 s

4.2 Long-Short Term Memory

Architecture. Differently from the previous network, here we aim to handle
the temporal evolution of the hand gesture through a recurrent neural net-
work, in particular the Long-Short Term Memory (LSTM) [7]. The LSTM model
employed is described by the following equations:

It = σ(Wixt + UiHt−1 + bi) (1)
Ft = σ(Wfxt + UfHt−1 + bf ) (2)
Ot = σ(Woxt + UoHt−1 + bo) (3)
Gt = tanh(Wcxt + UcHt−1 + bc) (4)
Ct = Ft � Ct−1 + It � Gt (5)
Ht = Ot � tanh(Ct) (6)

in which Ft, It, Ot are the gates, Ct is the memory cell, Gt is the candidate
memory, and Ht is the hidden state. W , U , and b are learned weights and biases,
while xt corresponds to the input at time t as defined in the previous section.
Finally, the � operator is the element-wise product.

We exploit a LSTM module with a hidden size of 256 units and 2 layers,
adding a final fully connected layer with 12 units, corresponding to the number
of the gesture classes.

Training Procedure. As reported in Sect. 3.1, for each frame the Leap Motion
SDK gives the 3D joints of the hand and the palm center, represented with the
(x, y, z) coordinates in the 3D space. A feature set is then created, including the
position of each finger joint and of the palm center, along with the speed and
the direction (expressed in terms of yaw, pitch and roll angles) of the fingertips.
Data are then normalized to obtain zero mean and unit variance.

The network is then trained using as input this pre-processed data, exploit-
ing the Adam optimizer [8] with learning rate 10−3, weight decay 10−4, and a
batch size of 2. As loss function, we use the binary categorical cross-entropy. We
empirically set the length of each training sequence equal to 40 frames.

5 Experimental Results

The following experimental results have been obtained in a cross-subject setting:
we randomly put the recordings of 32 subjects in the train and the validation
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Table 3. Results expressed in terms of accuracy and improvement of the proposed
models with respect to the 12 hand gesture classes of the Briareo dataset.

Gesture Gesture label C3D LSTM 3D Joints

RGB Depth Infrared

Fist g0 0.542 0.708 0.750 0.875

Pinch g1 0.833 0.875 0.958 1.000

Flip-over g2 0.792 0.750 0.875 0.958

Telephone call g3 0.625 0.792 1.000 1.000

Right swipe g4 0.833 0.833 0.917 0.917

Left swipe g5 0.833 0.917 0.792 1.000

Top-down swipe g6 0.917 0.750 0.958 1.000

Bottom-up swipe g7 0.750 0.833 0.875 0.917

Thumb up g8 0.917 0.625 1.000 0.875

Point g9 0.667 0.708 1.000 1.000

Rotation (CW) g10 0.542 0.375 0.750 0.917

Rotation (CCW) g11 0.417 0.958 0.635 0.875

all 0.722 0.760 0.875 0.944

Improvement - +0.038 +0.153 +0.222

set and the recordings of the other 8 subjects in the test set. We maintain this
division for every test here reported.

Aiming to investigate the contribution of each input modality to the final
hand gesture classification accuracy, we train the C3D model separately on the
three modalities, i.e. RGB, infrared, and depth images. Moreover, we train the
proposed LSTM model on the 3D hand joints computed by the Leap Motion
SDK. The overall accuracy w.r.t. each gesture and input type is reported in
Table 3.

The model that analyzes RGB images obtains the worst result, due to the
low brightness and contrast of the acquired images, even though some gestures
(e.g. g6 and g8 ) are easily recognized. As expected, a significant improvement
is introduced when analyzing depth maps and infrared images, thanks to the
higher image quality and reliability.

As shown in the right part of Table 3, the LSTM model, which analyzed
3D hand joints, achieves the best overall accuracy. However, this performance
is based on a correct localization of the 3D hand joints provided by the Leap
Motion SDK, limiting the applicability of this method to real world applications.

Considering the high accuracy obtained by the proposed models, we devel-
oped a reference framework for the classification of gestures. The C3D model and
the infrared images have been selected to deal with both accuracy and speed,
without being dependent on external software (e.g. the Leap Motion SDK).

The proposed framework processes input data frame by frame and a tem-
porary buffer is maintained, through a sliding windows approach. As soon as
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40 frames are stacked, the buffer is classified by the C3D model. The gesture is
classified and considered valid only if the prediction confidence reaches a certain
threshold, empirically set to 0.85.

In Figure 4 we report the flow chart of the proposed framework, and some
screenshots of the graphical user interface, showing infrared and depth frames
on the left, and the predicted gesture label on the right.

Finally, we test the inference time of the C3D model in a desktop computer
equipped with an Intel i7-6850K (3.8 GHz) and 64 GB of memory. This test is
carried out on two different GPU, namely the Nvidia 1080 Ti and the Nvidia
Titan X, as well as without graphical accelerators. The model has been developed
using PyTorch. For investigation purposes, we test the network with each input
type, i.e. RGB, infrared, and depth (spatial resolution and data precision vary).
The times required for the inference of a single frame are reported in Table 2.
As it can be seen, real time performance are achieved when running the model
on GPUs.

Fig. 4. From the top, the flow chart of the sliding window-based framework for the
gesture segmentation and classification task. Then, sample output of the developed
framework with the predicted gesture on the right.
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6 Conclusions

A new dataset, called Briareo and designed for the classification of hand gestures
in the automotive setting, has been presented. The dataset contains recording
acquired from an innovative point of view with three different acquisition devices,
i.e. RGB, depth, and infrared cameras.

A C3D-based and a LSTM-based network have been trained and tested on
the proposed dataset in order to investigate the quality and the complexity of
the collected images and 3D hand joints, achieving a significant accuracy and
representing a challenging baseline for future work.

Finally, a real-time hand gesture recognition framework has been presented,
showing the capabilities of the proposed dataset and models.
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Abstract. This paper introduces the new challenge of forecasting the
engagement score reached by social images over time. The task to be
addressed is hence the estimation, in advance, of the engagement score
dynamic over a period of time (e.g., 30 days) by exploiting visual and
social features. To this aim, we propose a benchmark dataset that con-
sists of ∼20K Flickr images labelled with their engagement scores (i.e.,
views, comments and favorites) in a period of 30 days from the upload
in the social platform. For each image, the dataset also includes user’s
and photo’s social features that have been proven to have an influence
on the image popularity on Flickr. We also present a method to address
the aforementioned problem. The engagement score dynamic is repre-
sented as the combination of two properties related to the dynamic and
the magnitude of the engagement sequence, referred as shape and scale
respectively. The proposed approach models the problem as the combi-
nation of two prediction tasks, which are addressed individually. Then,
the two outputs are properly combined to obtain the prediction of the
whole engagement sequence. Our approach is able to forecast the daily
number of views reached by a photo posted on Flickr for a period of 30
days, by exploiting features extracted from the post. This means that
the prediction can be performed before posting the photo.

Keywords: Image popularity prediction · Social media engagement

1 Introduction and Motivation

One of the most promising application of social media analysis is related to
social marketing campaigns. In this context, several companies are interested in
the automatic analysis of the level of engagement of potential customers with
respect to the different posts related to their products. The user engagement is
usually measured in terms of number of views, likes or shares. This information
can be further combined with web search engines and companies website visits
statistics to find correlations between social advertising campaigns and their
aimed outcomes. Khosla et al. [7] proposed a log-normalized popularity score
that has been then commonly used by the community to measure the level of
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engagement of an image. Let ci be a measure of the engagement related to a
social media item i (e.g., number of likes, number of views, etc.). The popularity
score of the item i is computed as:

score(i) = log
(

ci
Ti

+ 1
)

(1)

where Ti is the number of days since the item i has been uploaded on the social
platform. In order to estimate the popularity with Eq. 1, the cumulative engage-
ment obtained by an image post until a specific day is normalized with respect to
the total number of days of the post. However, the formulation of the popularity
score does not take into account the dynamic of the engagement of the image
post. We observe that the relative increment of the engagements over time is not
constant and tends to decrease over time. Therefore, the Eq. 1 tends to penalize
social media contents published in the past with respect to more recent contents,
especially when the difference between the dates of the upload of different posts
is large. As claimed in previous works [12], the number of views increases in the
first few days, and then remains stable over time. As consequence, the popularity
score computed as in Eq. 1 decreases with the oldness of an image post, but this
fact has not been considered in the popularity score formulation commonly used
in the state of the art works. In other words, two pictures with similar engage-
ment dynamic but very different lifetime, have to be ranked differently. The
work presented in this paper proposes a new challenging task which finds very
practical applications in recommendation systems and advertisement placement.
A new benchmark dataset is released, consisting on a collection of ∼20K Flickr
images, with related user and photo meta-data and three engagement scores
tracked for 30 days. The presented dataset will allow the community to perform
more accurate and sophisticated analysis on social media content engagement.
Moreover, the proposed framework empowers the development of systems that
support the publication and promotion of social contents, by providing a fore-
cast of the engagement dynamics. This can suggest when old contents should be
replaced by new ones before they become obsolete.

2 Related Works

Many researches tried to gain insights to understand which features make an
image popular for large groups of users [3,4,7–9]. The authors of [7] analysed
the importance of several cues related to the image or to the social profile of the
user that lead to high or low values of popularity. The selected features were used
to train a Support Vector Regressor (SVR) to predict the image popularity score
defined in Eq. 1. Cappallo et al. [6] addressed the popularity prediction task as
a ranking problem. They used a latent-SVM with an objective function defined
to preserve the ranking of the popularity scores between pairs of images. Few
works have considered the evolution of the image popularity over time. In [1] the
authors considered the number of likes achieved within the first hour of the post
lifecycle to forecast the popularity after one day, one week or one month. The
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problem has been treated as a binary classification tasks (i.e., popular vs. non-
popular) by thresholding the popularity scores. The paper [10] aims to predict
popularity of a category (i.e., a brand) by introducing a category representation,
based on user’s posts daily number of likes. The time-aware task proposed in the
ACM Multimedia 2017 SMP Challenge1 aims to predict the top-k popular posts
among a group of new posts, given the data related to the history of the past
posts in the social platform. Differently than the SMP Challenge, in this work
we propose a dataset that reports the engagement scores (i.e., number of views,
comments and favorites) of all the involved images recorded on a day-to-day
basis for 30 consecutive days. This allows to compute the popularity score for an
arbitrary day and to perform more specific analyses on the photo lifecycle. Time
aware popularity prediction methods exploit time information to define proper
image representations used to infer the image popularity score as in Eq. 1 at a
precise time. Indeed, most of the existing works exploit features based on the
popularity achieved in the first period. Bandari et al. [2] propose a method which
aims to predict popularity of items prior to their posting, however it focuses on
news article (i.e., tweets) and the popularity prediction results (i.e., regression)
are not satisfactory, as claimed by the authors themselves. Indeed they achieve
good results by quantizing the range of popularity values and performing a clas-
sification. On the contrary we predict a temporal sequence at time zero, without
any temporal hints. Differently than previous works, our approach focuses on the
prediction of the whole temporal sequence of image popularity scores (30 days)
with a daily granularity, at time zero (i.e., using only information known before
the post is published) and without any temporal hints. We designed a regression
approach with the aim to estimate the actual values of popularity, instead of
quantizing the ranges of possible popularity values or distinguish between popu-
lar and non-popular posts (i.e., binary classification). This makes the task very
challenging, as there is not an upper bound for the popularity score values and
regression errors are considered in the whole 30 days predicted sequences.

3 Proposed Dataset

Most of the datasets on image popularity prediction are based on Flickr. How-
ever, the platform only provides the cumulative values of the engagement scores.
For this reason we built and released a new dataset including multiple daily val-
ues of the engagement scores over 30 days2. More than 20K images have been
downloaded and tracked considering a period of 30 days. In particular, the first
day of crawling the procedure downloads a batch of the latest photos uploaded
on Flickr. We run this procedure multiple times by varying the day of the week
and time of download in order to avoid the introduction of bias in the dataset.
All the social features related to the users, the photos and groups were collected,
as well as a number of information useful to compute the engagement scores are
downloaded for the following 30 days (i.e., views, comments and favorites). In
1 https://social-media-prediction.github.io/PredictionChallenge/.
2 The dataset is available at http://iplab.dmi.unict.it/popularitydynamics.

https://social-media-prediction.github.io/PredictionChallenge/
http://iplab.dmi.unict.it/popularitydynamics
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Fig. 1. The pipeline performs the estimation of two properties: the sequence engage-
ment shape ŝshape and scale ŝscale. The shape is estimated by exploiting a Random
Forest Classifier (RNDF), whereas a Support Vector Regressor (SVR) is employed to
estimate the scale.

all the experiments described in this paper, the engagement score is computed
using the number of views, as it is the most used score in the state of the art.
However, the other two scores are available with the dataset for further studies.
In order to obtain a fine-grained sampling, the first sample of the social data
related to a post is taken within the first 2 h from the time of the image upload.
Then, a daily procedure takes at least 2 samples per day of the social data for
each image. Several social features related to users, photos and the groups have
been retrieved. In particular, for each user we recorded: the number of the user’s
contacts, if the user has a pro account, photo counts, mean views of the user’s
photos, number of groups the user is enrolled in, the average number of members
and photos of the user’s groups. For each picture we considered: the size of the
original image, title, description, number of albums, groups the picture is shared
in, the average number of members and photos of the groups in which the picture
is shared in, as well as the tags associated by the user. Moreover, for each photo,
the dataset includes the geographic coordinates, the date of the upload, the date
of crawling, the date of when the picture has been taken, as well as the Flickr
IDs of all the considered users, photos and groups3. We tracked a total of 21.035
photos for 30 days. Some photos have been removed by authors (or not longer
accessible through the APIs) during the period of crawling. As result, there are
photos that have been tracked for a longer period than others. In particular the
dataset consists of: 19.213 photos tracked at least 10 days, 18.838 photos tracked
at least 20 days and 17.832 photos tracked at least 30 days. In our experiments
we considered the set of photos tracked for 30 days, as it represents the most
challenging scenario.

4 Proposed Method

A given sequence s related to the number of views of a posted image over n days,
can be formulated as the combination of two properties, namely the sequence

3 The IDs of all the entities allow further API requests.
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shape and the sequence scale. We define these properties as in Eq. 2. In particu-
lar, sscale is defined as the maximum value of s, whereas sshape is obtained by
dividing each value of s by sscale:

s = [v0, v1, ... , vn]
sscale = max{s} = vn

sshape =
[

v0
vn

,
v1
vn

, ... ,
vn
vn

] (2)

Therefore, given sshape and sscale, we can obtain the sequence s as follows.

s = sshape × sscale (3)

The engagement sequence can be hence considered as a pair of shape and
scale. The shape describes the general dynamic (i.e., trend) of the sequence in the
monitored period, regardless its actual values. Moreover, sequences with similar
shapes can be associated to a more general shape, named “shape prototype”.
The sequence scale represents the degree of popularity reached by the photo in
n days. We observed that two sequences with the same shape could have very
different scales, and vice-versa. To motivate this assumption, we analysed the
distributions of the sscale values related to sequences grouped by the assigned
shape prototype (i.e., s∗

shape). This distribution is shown in Fig. 2. There is a
huge variability of the sscale values within the sequences of the same shape. This
demonstrates the independent relationship between the scale and the shape of a
sequence. Based on this assumption, the proposed approach performs two sep-
arate estimations for the shape and the scale of the engagement related to a
period of n = 30 days. Then, the two results are combined to perform the esti-
mation of the final engagement sequence associated to the photo (see Fig. 1).
The shape of the training sequences are grouped with a clustering procedure
during the training phase. All the sequences in the same cluster are represented
by a shape prototype denoted by s∗

shape. The obtained shape prototypes s∗
shape

are used as labels to train a classifier in order to predict the shape prototype
to which a new sequence has to be assigned, given the set input social features.
The predicted shape prototype for a new sequence is denoted by ŝshape. A Sup-
port Vector Regressor (SVR) is also trained to infer the value of sscale given
the social features. The output of the regressor is denoted by ŝscale. The final
engagement estimation of an image post for the period of n days is obtained as
ŝ = ŝshape × ŝscale. We evaluated the proposed approach by exploiting features
extracted from the user information, the photo metadata or from the visual
content. Although in previous works on popularity prediction the most effective
results have been obtained by considering a combination of user information
and photo meta-data, some experiments [7] suggest that the semantic content of
the picture also influence the prediction. For this reason we evaluated 6 visual
representation extracted from the pictures by exploiting three state of the art
Convolutional Neural Networks (CNN). For each architecture we extracted the
last two layers of activations before the softmax, referred here as f1 and f2.
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Specifically we considered a CNN specialized to classify images into 1183 cate-
gories including 978 objects and 205 places (Hybridnet [13]); a CNN trained to
assign an Adjective-Noun Pair to an input image among 4342 different ANPs
(DeepSentiBank [5]); and a CNN for object classification trained on 1000 cate-
gories (GoogleNet [11]).

4.1 Shape Prototyping

Considering Eq. 2, all the sshape sequences have values in the range [0, 1]. We
consider that all the sequences with the “same” dynamics will have a very similar
sshape. Since groups of sequences with the same shape embody instances with
a common engagement trend, in the first step of our approach we try to infer
a number of popularity shape prototypes representing the different groups of
shapes. To this aim, we perform a K-means clustering to group the training
sequences. The obtained cluster centroids represent the dynamic models for the
sequences within clusters (i.e., each centroid sequence is a shape prototype).
In order to select a proper number of clusters for the training sequences (i.e.,
number of shape prototypes), we performed clustering by considering a wide
range of values for K. Then we selected the optimal K considering the Within
cluster Sum of Squares (WSS) and the Between cluster Sum of Squares (BSS)
indices. The best results have been obtained with K = 50.

4.2 Shape Prediction

The result of the shape clustering is a set of shape prototypes. Given this “dic-
tionary” of shapes, any sequence can be assigned to a cluster by comparing its
shape with respect to the prototypes. By exploiting the set of shape prototypes
we labelled all the sequences in the training and testing dataset by assigning
each sequence to a prototype. Then, considering the training sequences, we built
a classifier that takes only the social features associated to a post, and predicts
the shape (i.e., the prototype) of the corresponding sequence. In order to find the
best classifier, we evaluated a pool of algorithms common used for classification
tasks, as well as several variations of the social features as input. In particular,
we considered the following classifiers: Random Forest (RNDF), Decision Tree
(DT), k-Nearest Neighbour (kNN), SVM with RBF or linear kernel and Multi-
layer Perceptron (MLP). The best results have been achieved by using all the
social features described in Sect. 3 as input of a RNDF classifier. Some of the
considered methods required the selection of parameters (e.g., the number of
neighbours K for kNN, the parameters C and γ for LSVM and RBFSVM, etc.)
which we have established with a grid search method over the training data.
In the proposed approach, given a new test image post, the RNDF classifier is
hence used to assign a shape prototype based only on its social features.

4.3 Scale Estimation

In order to estimate the value sscale, we trained a Support Vector Regres-
sor (SVR). In particular, we consider the sscale values to compute the popularity
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score as in Eq. 1, then the SVR is trained to predict the popularity score. After
the prediction, the estimation of the number of views is obtained by inverting
Eq. 1. Let p̂ be the popularity score estimated by the SVR, the number of views
is hence computed by the following equation:

ŝscale = (ep̂ − 1) × n (4)

First, we evaluated the estimation performances to infer the scale by training the
SVR with a single feature as input. For each experimental setting, we computed
the Spearman’s correlation between the predicted score and the Ground Truth.
This provided a measure of correlation between the features and the value of
sscale. In the second stage of experiments, we trained the SVR by considering
the concatenation of social features as input. The groups of features have been
selected in a greedy fashion considering the performance obtained individually.
We have also evaluated two approaches that exploits as input the results obtained
by the SVRs trained with the single features. As these methods perform a fusion
of several outputs after the prediction, they are often referred as “late fusion”
strategies. In the approach named Late Fusion 1 the outputs of the SVRs are
averaged, whereas in the approach Late Fusion 2 the outputs of the SVRs are
concatenated and used to train a new SVR. Scale estimation results, in terms of
Spearman’s correlation, are reported in Tables 1 and 2.

5 Problem Analysis

As observed, previous works in popularity prediction simplify the task by quan-
tizing the possible output values into two values [1,2], or by just predicting a
ranking between pictures [6] rather than the actual values of popularity. Fur-
thermore, the majority of these works predict a single score, normalized at an
arbitrary age of the post, rather than the dynamic of the post popularity. The few
works that aim to predict dynamics lean on the early sequence values (e.g., [1]).
This makes the addressed task very challenging. In order to understand the task
difficulty, we performed an ablation analysis aimed to understand how the infer-
ence of the shape and the scale affect the estimation of the whole sequence. Each
experiment exploits some Ground Truth knowledge about either the scale and
the shape of the sequences. Therefore, the experiment error rates can be consid-
ered as lower bounds for the proposed approach. The considered experimental
settings are the following:

– Case A: the inferred sequence is obtained by considering both the shape of
the Ground Truth (s∗

shape) and the Ground Truth scale value (sscale). This
method achieves the minimum possible error as both values are taken from
the Ground Truth. The measured error is due to the clustering approximation
of the sequences.

– Case B: in this case the shape is predicted (ŝshape), whereas the scale value
is taken from the Ground Truth (sscale). The measured error is due to the
clustering approximation of the sequences and the error of the classification
to assign the shape prototype.
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Fig. 2.Distributions of the sscale values of sequences
grouped by the s∗

shape prototypes assigned by the
clustering procedure.

Fig. 3. Box-and-whisker plot of
RMSE values (left) computed
on a test set. Same distribution
after removing the 25% high-
est/lowest values (right).

– Case C: this case combines the shape of the Ground Truth (s∗
shape) and the

predicted scale value (ŝscale). The measured error is due to the clustering
approximation of the sequences and the error in the estimation of the scale.

The mean RMSE errors, considering 10 random runs, of Case A and Case B are
4.97 and 7.51 respectively. These measures are not affected by the prediction of
the scale and depend only on the clustering and shape prototyping steps. The
results of Case C are affected by the scale estimation. As detailed above, the
errors concerning the ablation experiments are related to either the shape and
the scale estimations, depending on the definition of the prior Ground Truth
knowledge. From this analysis we observed that the whole sequence estimation
is more sensitive to errors in the scale prediction. Indeed, an error in the scale
affects all the elements of the sequence and hence the RMSE value. Moreover,
since we don’t quantize the possible output values as done in previous works,
there is not an upper bound for the estimated popularity scale and the predicted
value could be very large with high magnitude. When the error is averaged, even
a few large values could affect the final result. The left plot in Fig. 3 shows the
box-and-whisker plot of the computed RMSE values for Case C. From this plot,
it’s clear that the mean of the RMSE errors is not a good method for the evalu-
ation of the performance, as it is skewed by few large values. Figure 2 shows the
presence of several sscale values which are outliers with respect the data distribu-
tion. Indeed, the dataset includes few examples with very large scales (depicted as
circles in the box-and-whisker plots). For instance, there are only 11 sequences
with sscale between 10k and 30k views. The presence of such few uncommon
examples with very large magnitudes caused the skewness in the test error dis-
tribution observed in Fig. 3. For these reasons we considered two performance
measures for the evaluation of either the proposed method and the Case C (i.e.,
the two methods that infer the scale of the sequences). Specifically, we considered
the 25% truncated RMSE (tRMSE 0.25), also known as the interquartile mean,
and the Median RMSE (RMSE MED). The interquartile mean discards an equal
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Table 1. Results obtained by considering a single feature approach.

Feature
source

Feature
ID

Features Spearman Proposed method Case C (shape)

tRMSE 0.25 RMSE MED tRMSE 0.25 RMSE MED

User 0 Ispro 0,25 11,74 8,87 11,50 8,79

User 1 Contacts 0,52 10,48 8,96 10,22 8,69

User 2 PhotoCount −0,06 11,00 9,65 10,70 9,31

User 3 MeanViews 0,73 9,68 8,19 9,44 7,95

User 4 GroupsCount 0,53 10,42 8,55 10,18 8,42

User 5 GroupsAvgMembers 0,44 11,19 9,37 10,91 9,11

User 6 GroupsAvgPictures 0,46 11,57 8,96 11,31 8,90

Photo 7 Size 0,05 11,03 9,45 10,72 9,18

Photo 8 Title 0,03 11,01 9,63 10,72 9,30

Photo 9 Description 0,06 10,96 9,58 10,66 9,21

Photo 10 NumSets 0,20 11,57 9,33 11,26 9,14

Photo 11 NumGroups 0,34 10,95 9,63 10,65 9,32

Photo 12 AvgGroupsMemb 0,34 10,88 9,54 10,59 9,24

Photo 13 AvgGroupPhotos 0,34 10,91 9,58 10,61 9,28

Photo 14 Tags 0,11 11,27 9,36 10,97 9,20

Visual hybrid f1 Hybridnet fc7 0,22 21,61 17,97 20,08 17,44

Visual hybrid f2 Hybridnet fc8a 0,26 13,37 11,76 12,95 11,38

Visual senti f1 DeepSentiBank fc7 0,25 21,16 18,27 20,60 17,82

Visual senti f2 DeepSentiBank fc8 0,30 16,52 14,32 15,99 13,77

Visual google f1 GoogleNet pool5/7× 7 s1 0,26 13,85 12,15 13.43 11,74

Visual google f2 GoogleNet loss3/classifier 0,27 13,18 11,61 12,76 11,17

amount of either high and low tails of a distribution. This means that either the
best and the worst 25% error values are removed from the mean computation
(right plot in Fig. 3). After this process the distribution of the errors is more
clear, yet it is still skewed by some outliers depicted as circles.

6 Popularity Dynamic Results

The experimental results have been obtained by averaging the output of 10
random train/test splits with a proportion of 1:9 between the number of test
and training images4. Given an image represented by a set of social feature,
the proposed approach exploits a Random Forest Classifier to predict the shape
prototype ŝshape. Then an SVR is used to estimate the popularity score of the
image after 30 days. This value is then transformed by using Eq. 4, in order to
obtain the scale estimation ŝscale. Finally, the estimated shape ŝshape and the
estimated scale ŝscale are combined to obtain the predicted sequence ŝ (Fig. 1).

Tables 1 and 2 show the results for Case C and for the proposed approach in
terms of tRMSE and Median RMSE at varying of the input feature used by the
scale regressor (i.e., the SVR). The results obtained by feeding the SVR with a
single feature are detailed in Table 1. In particular, the Spearman’s correlation
between the input feature and the Ground Truth popularity is reported in the
fourth column. Considering the achieved Spearman’s values, one can observe that
the features related to the user have higher correlation values with respect to

4 The same protocol has been applied during the ablation study described in Sect. 5.
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Table 2. Evaluation results obtained by combining the features.

Feature ID Feature Spearman Proposed method Case C (shape)

tRMSE 0.25 RMSE MED tRMSE 0.25 RMSE MED

all concat(0–14) 0,63 9,59 7,43 9,38 7,26

user concat(0–6) 0,66 9,86 7,03 9,67 6,92

photo concat(7–14) 0,28 10,80 8,58 10,50 8,30

best photo concat(11, 12, 13) 0,34 10,63 9,09 10,35 8,84

user2 concat(3,4) 0,71 9,60 7,66 9,38 7,54

user3 concat(1,3,4) 0,71 9,48 7,51 9,28 7,37

user5 concat(1, 3, 4, 5, 6) 0,68 9,77 7,30 9,59 7,24

concat(user2, best photo) 0,72 9,49 7,55 9,27 7,43

concat(user3, best photo) 0,71 9,37 7,38 9,16 7,27

concat(user5,best photo) 0,69 9,48 7,28 9,28 7,20

Late Fusion 1 (AVG) 0,59 10,70 9,34 10,43 9,06

Late Fusion 2 (SVR) 0,46 11,91 8,91 11,66 8,86

the others. The other columns in Table 1 report the error rates on the estimation
of the prediction of the whole sequence in terms of trimmed RMSE (tRMSE)
and Median RMSE (RMSE MED) for the proposed method (columns 5 and 6)
and the Case C (columns 7 and 8). The experiments pointed out that the visual
features achieves higher error rates. Indeed, the popularity of a photo in terms
of number of views is directly related to the capability of the user and the photo
to reach as many users as possible in the social platform. Based on the results
reported in Table 1, we further considered the combination of the most effective
features for the estimation of the sequence scale. To this aim, we evaluated
several early and late fusion strategies. The early fusion consists on creating a
new input for the SVR, obtained by the concatenation of the selected features. In
particular, we evaluated 10 different combinations of features. Each combination
is assigned to an identifier for readability. The obtained results show that in the
experiments which involve user related features, the achieved error rates are lower
and similar. Indeed, the higher error rates are obtained by the combinations that
do not consider user features. The best results in terms of tRMSE are obtained
by combining the three best user’s features (i.e., identified by the ID “user3”
in Table 2) and the best photo’s features (i.e., “best photo”). Whereas the best
results in terms of Median RMSE are obtained by using only the user related
features (i.e., “user”).

7 Conclusions and Future Works

In this paper we introduced a new challenging task of estimating the popularity
dynamics of social images. To benchmark the problem, a new publicly available
dataset is proposed. We also describe a method to forecast the whole sequence of
views over a period of 30 days of a photo shared on Flickr, without constrains on
the estimated values, nor considering the early values of the sequences. Future
works can be devoted to the extension of the dataset by taking into account
other social platforms, relations among the followers, as well as features inspired
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by human perception and sentiment analysis. Future experiments could consider
the prediction of the popularity dynamics at different time scales. Also, more
sophisticated approaches to define the shape prototypes could be evaluated.

References

1. Almgren, K., Lee, J., et al.: Predicting the future popularity of images on social net-
works. In: Proceedings of the 3rd Multidisciplinary International Social Networks
Conference on SocialInformatics 2016, Data Science 2016, p. 15. ACM (2016)

2. Bandari, R., Asur, S., Huberman, B.A.: The pulse of news in social media: fore-
casting popularity. In: ICWSM, vol. 12, pp. 26–33 (2012)

3. Battiato, S., et al.: Organizing videos streams for clustering and estimation of
popular scenes. In: Battiato, S., Gallo, G., Schettini, R., Stanco, F. (eds.) ICIAP
2017. LNCS, vol. 10484, pp. 51–61. Springer, Cham (2017). https://doi.org/10.
1007/978-3-319-68560-1 5

4. Battiato, S., et al.: The social picture. In: Proceedings of the 2016 ACM on Inter-
national Conference on Multimedia Retrieval, pp. 397–400. ACM (2016)

5. Borth, D., Ji, R., Chen, T., Breuel, T., Chang, S.F.: Large-scale visual sentiment
ontology and detectors using adjective noun pairs. In: Proceedings of the 21st ACM
International Conference on Multimedia, pp. 223–232. ACM (2013)

6. Cappallo, S., Mensink, T., Snoek, C.G.: Latent factors of visual popularity predic-
tion. In: Proceedings of the 5th ACM on International Conference on Multimedia
Retrieval, pp. 195–202. ACM (2015)

7. Khosla, A., Das Sarma, A., Hamid, R.: What makes an image popular? In: Pro-
ceedings of the 23rd International Conference on World Wide Web, pp. 867–876.
ACM (2014)

8. Ortis, A., Farinella, G.M., Torrisi, G., Battiato, S.: Visual sentiment analysis
based on objective text description of images. In: 2018 International Conference
on Content-Based Multimedia Indexing (CBMI), pp. 1–6. IEEE (2018)

9. Ortis, A., Farinella, G.M., D’Amico, V., Addesso, L., Torrisi, G., Battiato, S.:
RECfusion: automatic video curation driven by visual content popularity. In: Pro-
ceedings of the 23rd ACM International Conference on Multimedia, pp. 1179–1182.
ACM (2015)

10. Overgoor, G., Mazloom, M., Worring, M., Rietveld, R., van Dolen, W.: A spatio-
temporal category representation for brand popularity prediction. In: Proceedings
of the 2017 ACM on International Conference on Multimedia Retrieval, pp. 233–
241. ACM (2017)

11. Szegedy, C., et al.: Going deeper with convolutions. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition (2015)

12. Valafar, M., Rejaie, R., Willinger, W.: Beyond friendship graphs: a study of user
interactions in Flickr. In: Proceedings of the 2nd ACM Workshop on Online Social
Networks, pp. 25–30. ACM (2009)

13. Zhou, B., Lapedriza, A., Xiao, J., Torralba, A., Oliva, A.: Learning deep features
for scene recognition using places database. In: Advances in Neural Information
Processing Systems, pp. 487–495 (2014)

https://doi.org/10.1007/978-3-319-68560-1_5
https://doi.org/10.1007/978-3-319-68560-1_5


Detecting Sounds of Interest in Roads
with Deep Networks

Pasquale Foggia1, Alessia Saggese1(B), Nicola Strisciuglio2, Mario Vento1,
and Vincenzo Vigilante1

1 Department of Information Engineering,
Electrical Engineering and Applied Mathematics (DIEM),

University of Salerno, Fisciano, Italy
{pfoggia,asaggese,mvento,vvigilante}@unisa.it

2 Bernoulli Institute for Mathematics, Computer Science and Artificial Intelligence,
University of Groningen, Groningen, The Netherlands

n.strisciuglio@rug.nl

Abstract. Monitoring of public and private places is of great impor-
tance for security of people and is usually done by means of surveillance
cameras. In this paper we propose an approach for monitoring of roads,
to detect car crashes and tire skidding, based on the analysis of sound
signals, which can complement or, in some cases, substitute video ana-
lytic systems. The system that we propose employs a MobileNet deep
architecture, designed to efficiently run on embedded appliances and
be deployed on distributed systems for road monitoring. We designed
a recognition system based on analysis of audio frames and tested it
on the publicly available MIVIA road events data set. The performance
results that we achieved (recognition rate higher than 99%) are higher
than existing methods, demonstrating that the proposed approach can
be deployed on embedded devices in a distributed surveillance system.

Keywords: Audio event detection · Deep learning · MobileNet

1 Introduction

The recent needs for monitoring of cities and public environments stimulated the
artificial intelligence and pattern recognition research communities to develop
innovative approaches for behaviour analysis [1,6], action recognition [15,34],
traffic monitoring [36], among others.

Many existing approaches are based on analysis of visual information
recorded by means of surveillance cameras and are successfully employed in mon-
itoring of private and public spaces. The use of cameras has, however, limitations
that are determined by occlusions, due to objects in the scene or to the cam-
era field of view, and varying illumination or weather conditions. For instance,
algorithms have to deal with changes between daylight and night, or with fog,
snow, rain, and so on. In this context, the analysis of audio information has a
c© Springer Nature Switzerland AG 2019
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complementary role to video analysis, in that the two data modalities can be
employed together to increase the reliability of the recognition and surveillance
systems. In some cases, such as public toilets for privacy issues, audio analytic
systems can be deployed as substitute of video analytic systems. In very large
deposit areas or along big roads, the use of microphones instead of cameras can
have positive implications on the deployment costs of a safety monitoring sys-
tem. Microphones are cheaper than cameras and can cover a larger area [13]. In
this work, we design a system for detection of events of interest for monitoring
of safety of road environments based on efficient deep networks, which can be
deployed on embedded systems.

Existing methods for audio surveillance were analyzed in a comprehensive
survey paper in [11]. Early works focused on designing sets of features that
could extract important information from the input audio signal, such as log-
frequency filter banks [26], Mel-frequency Cepstral Coefficients [20], perceptual
linear prediction coefficients [30]. In order to design a meaningful feature set,
substantial knowledge about the problem at and and the characteristics of the
sounds of interest was necessary. For instance, a peculiar feature of a gunshot is
its abrupt increase of signal energy at high frequencies, which is recognizable as
a high value of the zero crossing rate feature. Hand-engineered feature sets were
used together with a classifier to perform the detection and recognition tasks.
Various classifiers were proposed. In [2,9], Gaussian Mixture Model (GMM)
based classifiers were deployed, while One-Class Support Vector Machines were
proposed in [31]. Spectro-temporal features were also used together with vari-
ous classifiers, as they are able to effectively describe frequency information in
signal sub-bands during time that can be used to distinguish abnormal sounds
from common background sounds [8,12]. A biologically-inspired time-frequency
representation, called Gammatonegram, was modeled in [29] from measurements
performed on the cochlea membrane of the auditory system and subsequently
used in [14] for detection of sound of interest with an AdaBoost classifier.

More recently, research was focused on learning suitable representations
directly from training data, as engineering robust feature sets requires a broad,
not always available, knowledge of the places and sounds of interest, and is not
scalable to dynamic environments. Methods for learning representations based on
the bag-of-words approach were proposed [3,7,28]. Systems tailored for surveil-
lance applications were subsequently proposed [17], with variants based on non-
negative matrix factorization [19] or sparse coding [23]. Applications of these
methods to road environments were studied in [13,16] and to changing scenarios
in [33]. Biologically-inspired feature extractors, named COPE (Combination of
Peaks of Energy), were proposed and are able to learn robust sound represen-
tation from single prototype samples [38,39]. Convolutional Networks (CNNs)
and Deep learning approaches were more recently proposed to learn effective,
hierarchical representations of the sounds of interest jointly with a classification
model [4]. The representation power of CNNs and deep networks is a key factor
for their success and use in sound event detection [10,21,24].
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The recognition method that we propose in this work is based on the convolu-
tional architecture of MobileNet [22,35], thought to be efficient enough to run on
embedded and mobile systems, trained to detect events of interest for road mon-
itoring in time-frequency representations of the input audio signal. We report
the results of experiments that we performed on the MIVIA road events data
set [13], and compare them with those reported by other existing methods. We
show that the proposed system achieves good performance, maintaining compu-
tational requirements that are feasible for the deployment on embedded devices
in a surveillance and monitoring system. Furthermore, differently from other
existing deep learning based approaches, is robust enough even if the amount of
data for training is not so high.

The rest of the paper is organized as follows. In Sect. 2, we describe the
architecture of the proposed method. In Sect. 3.1 we present the data set used
for the experiments, while in Sect. 3.2 we report the results that we achieved
and compare them with those of other existing approaches. Finally, we draw
conclusions in Sect. 4.

2 The Proposed Method

In order to detect sounds with very short duration (like the ones that may
arise on the road), we segment the audio stream in consecutive audio frames by
means of a 3 s mobile Hamming windows. Furthermore, in order to also have the
possibility to detect those events that may occur on the border of the windows,
a 66% overlap between two consecutive windows has been introduced.

Given a single audio-frame, we employ a time-frequency based representation,
which has been widely employed by the scientific community, due to the high
representational power; indeed, it has been experimentally shown that this kind
of representation generally performs better than still temporal ones (namely
the raw data, encoding temporal information of the signal) [21,25]. Among the
time-frequency available representations, we decided to use the most famous
one, namely the spectrogram. This is a visual representation of the spectrum
of frequencies of the sound based on Short-Time Fourier Transform (STFT).
An example of the spectrogram for our classes of interest is reported in Fig. 1.
Thanks to this choice, we can manage an audio analysis problem as it would be
in practice an image analysis problem.

It implies to have the possibility to inherit the wide literature in this field
related to deep learning, and in particular to Convolutional Neural Networks
(CNNs), which achieved a great success in almost all the image classification
tasks. Although so powerful, deep networks have not been widely used in sound
event recognition problems, although achieving a notable success in other audio-
based tasks, such as music classification [18], sentiment analysis [41] or sentence
classification [27].

In more details, our network inherits the architecture of the well known
MobileNet network [22,35], introduced so as to be particularly suited for working
in real time over embedded systems. Indeed, in a recent benchmarking reporting
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(a) car crash (b) tire skidding

Fig. 1. Example of the spectrogram for Car crash (a) and Tire skidding (b) events of
interest. X-axis represents the time (in seconds, from 0 to 3 s), while the Y-axis the
frequency (in kHz, and it ranges from 0 to 16 with a linear scale).

Fig. 2. Architecture of the MobileNet v2 network used in the proposed system.

the performance of several well-known deep networks applied to the problem of
image recognition [5], MobileNet has proved to be a good tradeoff between the
accuracy, the number of floating-point operations and the number of parameters
required for training the network.

The main idea behind MobileNet lies in the fact that a convolutional layer
can be split in a depthwise operation followed by a pointwise operation, without
paying in terms of representational power of the layer. The main advantage
before this choice is that 3× 3 convolutions require 8 to 9 times less operations,
with a consequent reduction in the number of parameters [22]. Having a lower
number of parameter in turns also allows to reduce the number of data required
for training. This is a very important and not negligible feature when dealing
with sound event recognition problem, and in particular with audio analysis on
the road, since the amount of data available for training is very limited.

In more details, we use MobileNet v2 [35], whose architecture is reported in
Fig. 2. It is equipped with a novel layer, namely the inverted residual with linear
bottleneck; this layer takes as input a low-dimensional compressed representa-
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Table 1. Details of the composition of the MIVIA road events data set. The duration
is expressed in seconds. BN refers to background noise, CC to car crash and TS to tire
skidding.

Events Duration (s)

BN - 2732

CC 200 326.3

TS 200 522.5

tion, which is expanded and then filtered with a lightweight depthwise convolu-
tion layer. In other words, the number of feature maps is increased (expansion)
and then decreased (projection); data is scattered in a higher-dimensional space
so that the non-linear power of ReLU activation function can be exploited with-
out information loss.

3 Experiments

In this section we describe the dataset used in our experimentation (in Sub-
sect. 3.1), together with the results achieved on this dataset, and compare them
with the ones achieved by state of the art methodologies (in Subsect. 3.2).

3.1 Dataset

We carried out experiments on the MIVIA road events data set [13], which is
publicly available for research purpose at the url http://mivia.unisa.it. The data
set is composed of 57 audio clips of about one minute each, sampled at 32 KHz
and with a resolution of 16 bits per sample. According to our knowledge, this
is the only dataset available in the literature for the problem of sound event
recognition on the road. The data set contains 400 events of interest (200 car
crash and 200 tire skidding), which occur superimposed to different background
sounds. The audio clips are divided in four independent folds each containing 50
events of interest per class, for cross-validation experiments. In the following we
refer to car crash with CC, to tire skidding with TS and to background noise
with BN. In Table 1, we report details about the composition of the data set.

3.2 Results and Comparison

The experimentation has been performed by a 4-folds cross validation: in order
to reduce the variability on the results, three folds have been used for training
and the remaining for testing. Finally, the results obtained over the four tests
have been averaged and reported.

In more details, we compute the following metric:

– Recognition Rate (RR), computed as the ratio between the number of cor-
rectly classified events of interest and the total number of events.

http://mivia.unisa.it
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– False Positive Rate (FPR), computed as the ratio between the number of
events detected when only the background is present (false positives) and the
total number of events.

– Miss Rate (MR), computed as the ratio between the number of events of
interest not detected (misses) and the total number of events.

– Error Rate (ER): computed as the ratio between the number of events of
interest detected but misclassified (classification errors) and the total number
of events.

Furthermore, we use two different protocols, namely frame-based and event-
based. According to the frame-based protocol, the recognition rate, the miss rate
and the error rate are computed by considering the total number of audio frames,
namely the total number of spectrogram images. Viceversa, in the event-based
protocol the evaluation is not done by considering the single audio frame but
the whole event. In particular, an event of interest (TS and CC), is considered
correctly detected if it is identified for at least one of the consecutive windows in
which it appears. Performance calculated in this second way will offer a better
understanding of the perceived performance of the final system, since it accounts
for the fact that, from the point of view of the user, it is sufficient to detect
each event once to trigger an alarm, discarding a certain amount of irrelevant
False Negatives; this protocol is widely used in literature since it makes up for
groundtruth ambiguities regarding the precise start and stop time of an event.

The training of the network has been performed by a mini-batch gradient
descent optimization algorithm based on the adaptive learning rate RMSprop
[32]. Furthermore, a fine tuning has been performed: ImageNet dataset has been
used for training the network and initializing the weights; then, a fine tuning is
performed by using Mivia Audio Road dataset.

The results are reported in Table 2; the proposed solution achieve a 88.85%
of recognition rate with the frame based protocol, while an impressive 99.50%
of recognition rate with the event based protocol.

It is still more impressive that this is not paid in terms of false positives;
indeed, we have only a 3.76% of FPR. The results are still more impressive if
compared with state of the art methodologies, based both on traditional and
deep learning methodologies, as shown in Table 2.

The paper proposed in [17,39] and [13], whose performance ranges from
80.25% to 94.00%, are based on traditional machine learning approaches. The
improvement in this case (from about +5% to about +19%) is notable consider-
ing the reduced size of the dataset we used for the experimentation. This result,
indeed, confirms that MobileNet v2 we used in our system is able to achieve
good results even in presence of a limited amount of training data.

This is not the same for other deep learning based architecture, and in par-
ticular NASNet [42] and AENET [40]. According to a recent benchmarking [5],
NASNet is able to reach the highest accuracy on the problem of image recogni-
tion, paying this in terms of time required for the elaboration, being extremely
slow. Viceversa, AENet is based on VGG [37], which is according to the same
benchmark reported above among the best tradeoff between accuracy and com-
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putational burden. Furthermore, AENet is, at the best of our knowledge, the only
network proposed in the literature for sound event recognition whose network
weights are freely available for benchmarking purposes. The proposed approach
outperforms both AENet and NASNet, with an improvement of about +4, 5%
and +5% in terms of recognition rate over frame based protocol. Such results
confirm the effectiveness of the proposed approach.

Table 2. Comparison of the proposed approach with other state of the art method-
ologies in terms of recognition rate (RR), false positive rate (FPR), miss rate (MR)
and error rate (ER) applying the frame by frame and the event based protocols. For
each one, we also report whether the Neural Network was trained from scratch or was
fine-tuned from a pretrained network in a transfer learning fashion.

Method Ref. Training
Frame-based (%) Event-based (%)
RR FPR MR ER RR FPR MR ER

Proposed - fine tuning 88.85 3.76 6.95 4.20 99.50 3.76 0.00 0.50
COPE [39] from scratch − − − − 94.00 3.95 4.75 1.25

HF+BoW [13] from scratch − − − − 82.00 2.85 17.75 0.25
BARK+BoW [17] from scratch − − − − 80.25 7.69 19.00 0.75
MFCC+BoW [17] from scratch − − − − 80.25 10.96 21.75 3.25

NASNet [42] fine tuning 84.58 5.51 8.23 7.19 − − − −
AENet [40] fine tuning 85.23 6.12 10.14 4.63 − − − −

4 Conclusions

We designed a system for road monitoring and detection of hazardous events
by automatic analysis of sound signals. The proposed approach is based on
processing a time-frequency representation of the input sounds by means of a
lightweight convolutional architecture named MobileNet; as we demonstrated,
it is able to achieve high recognition results in highly noisy road environments.
The low amount of trainable parameters of MobileNet makes this architecture
particularly suitable for problems of road monitoring, where labeled training
examples are available in limited quantity. The proposed system achieved higher
performance results (event recognition rate > 99%) than other existing methods
on the MIVIA road events data set and qualifies to be deployed on embedded
distributed surveillance systems, as it has low computational requirements.
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Abstract. Three-dimensional imaging techniques have been endeav-
ouring at reaching affordable ubiquity. Nevertheless, its use in clinical
practice can be hampered by less than naturally looking surfaces that
greatly impact its visual inspection. This work considers the task of
surface reconstruction from point clouds of non-rigid scenes acquired
through structured-light-based methods, wherein the reconstructed sur-
face contains some level of imperfection to be inpainted before visualized
by experts in a clinically oriented context. Appertain to the topic, the
recovery of colour information for missing or damaged partial regions
is considered. A local geometry-based interpolation method is proposed
for the reconstruction of the bare human torso and compared against
a reference differential equations based inpainting method. Widely used
perceptual distance-based metrics, such as PSNR, SSIM and MS-SSIM,
and the evaluation from a panel of experienced breast cancer surgeons is
presented for the discussion on inpainting quality assessment.

Keywords: Applications of computer vision · Point cloud processing

1 Introduction

Among several clinically oriented applications, recent developments in Breast
Cancer Conservative Treatment (BCCT) related procedures have been promot-
ing the use of patient-specific three-dimensional (3D) surface data [15]. On that
account, the main applications have been to support surgery planning, improve
the objective assessment of aesthetic outcome, and facilitate physician-patient
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communication. The potential advantages regarding the use of 3D imaging tech-
niques includes the possibility to navigate through the patient-specific 3D surface
and, an improved perception of volumetric data. Nonetheless, and despite the
reported potential benefits, 3D techniques still present drawbacks regarding its
use in clinical practice [17].

In this paper, we address a problem that arises from the pairwise registration
of unorganized coloured point clouds (PCs) of non-rigid objects under changing
illumination conditions [22], wherein the point cloud contains a considerable
level of missing colour information. Within the context of a complete surface
reconstruction pipeline, the main purpose of this work is to improve the visual
quality of patient-specific 3D reconstructions from RGB-D data by exploring the
proposed scene-specific structure approximation of breast surface for breast skin
colour estimation. This approach is intended to repair the surface colour enough
to avoid the presence of distracting colour artefacts while keeping the usage of
resources at a minimum and not requiring any training corpus.

1.1 Related Work

3D Surface Imaging. Surface imaging of the breast has been yielding signifi-
cant advances in recent years. To this end, much has contributed the advent of
different 3D scanners based on laser, structured light, or digital photogramme-
try. Further detail on current methods and its application to clinical practice can
be found in the review by y O’Connell et al. [15]. Of particular relevance to this
work is the observed relevancy of depth sensing devices like the Microsoft Kinect
for the aforementioned context [16,25]. Its depth sensing capabilities, based on
an infrared (IR) laser projector combined with a monochrome CMOS sensor,
provide depth and colour information at a frame rate of up to 30 fps, thus pro-
ducing sets of unorganized points, each defined by their x, y, z coordinates and
associated colour.

Notwithstanding, the convenience of structured light based devices is not
compromise-free. It is possible to recognize a significant presence of noise in its
data. In that regard, it should be highlighted that Microsoft Kinect’s depth sen-
sor relies on the comparison of a known pattern against each new frame retrieved
from its IR camera. In each frame, a specular pattern projected by Microsoft
Kinect itself and deformed by real world scene is expected to be observed. Since
it is an active sensor, other sources of IR light, like halogen operating room lights
or even direct sunlight, can degrade the reconstructed depth images. For more
detail on this topic the review by Mallick et al. [14] is suggested.

Colour Inpainting on PCs. Different problems can be formulated as interpo-
lation problems aiming at computing new values for missing data in coherence
with a set of known data. Motivated by applications such as image restoration,
object removal, or disocclusion in image-based rendering, different inpainting
techniques have recently thrived in the related fields of computer vision [9].
Furthermore, inpainting can be recognized as an il-posed inverse problem that
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typically implies the use of local or global priors based on the assumption that
statistical properties or geometrical structures are in some way common to both
known and unknown elements of data. For the case of image inpainting, its pur-
pose refers not only to the recovery of missing or damaged parts in an image
but also to the pursuit of a resulting image looking as natural as possible [3].

Recently, several partial differential equation methods have been proposed
for the problem of inpainting on images, PCs [6], or manifold-valued images [1].
Appositely, Garcia [8,23] proposed to perform the estimation of missing data
by exploiting Discrete Cosine Transform (DCT) to obtain the required regres-
sion equation. Although recognizing the regression equation vulnerable to the
residual sum of squares (RSS) amongst the data (both available and estimated
ones), Garcia proposed a smoothing coefficient to be used as compensation, to
be selected by a generalized cross validation (GCV) methodology to be applied
iteratively to find the best smoothing coefficient.

Inpainting Quality Assessment. As recognized in a review of inpainting
quality assessment metrics by Qureshi et al. [19], despite considerable amount
of work devoted to various aspects of inpainting techniques, the task of Image
Inpainting Quality Assessment (IIQA) lends itself to current open challenges,
that are further explored in the aforementioned publication. Reiterating that
inpainting can be defined as the process of restoring missing pixels in a convinc-
ing and plausible way, the goal for IIQA is to evaluate the quality of the restored
images. In that sense, traditional fidelity-based metrics would mainly attempt
at quantifying distortions in degraded images. Notwithstanding, the process of
inpainting is expected to produce final images that may be somehow differ-
ent from the original ones with the introduction of new types of artefacts that
may affect the perceived quality in different ways. For that matter, subjective
assessment methods are reckoned as within closer proximity to perceived quality.
However, these methodologies are typically time-consuming and cumbersome to
conduct.

Objective methods have been proposed to predict perceived image quality
through the use of mathematical tools to extract characteristic features from
the images. The Peak Signal to Noise Ratio (PSNR) is a widely used fidelity
metric that has been used for quality evaluation of inpainted images. Despite
that, it has been demonstrated that PSNR may not necessarily correlate well
with perceptual quality assessment. Being recognized as presenting an improved
correlation with subjective quality perception [12], Structural Similarity Measure
(SSIM) and related proposed variations, e.g. Multiscale Structural Similarity
(MS-SSIM) [24], are full reference assessment methodologies that can be regarded
as a modified distance measure between two images. Structure-based methods
show a tendency to fail whenever large regions of an image are inpainted given
that the larger the region to be inpainted, the greater the distance from the
estimated region to the original region tends to be.
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2 Materials and Methods

We proposed to tackle the patient-specific data visualization by using a
geometry-based approach to estimate erroneously assigned colour of a recon-
structed surface. For this purpose, a reconstruction pipeline previously presented
in [4] is hereafter considered. The approach comprehends two main stages: recon-
struction of the torso and geometrical colour correction. Such approach provides
multiple, artefact-contaminated, unordered PCs aligned to a common reference,
and is, thereby, the baseline scenario to evaluate the proposed method (Fig. 1).

Fig. 1. Overview of the considered framework: surface shape and colour reconstruction
in a clinically oriented application of patient-specific data with skin colour estimation.
(Color figure online)

2.1 Reconstruction of the Torso

The surface imaging method presented in [4] appertains to the attainment of
patient-specific 3D surface data from readily available off-the-shelf devices in a
setting that could be widely adopted in clinical practice. An overview of the
method is presented in Fig. 2. Briefly, given a sequence of RGB-D images of a
patient in upright position turning about the longitudinal axis of the body, a
set of poses is selected and the corresponding PCs are generated and registered
using a two-step ICP-based method. Moreover, the steps that precede the point
cloud generation are summarized below:

– Segmentation of the human silhouette in the depth images, performed via
a discontinuity based approach, using Gabor filters followed by the Otsu’s
algorithm [18].

– View selection, through a rule-based approach using features from segmented
silhouette [10].

– Depth-map filtering, using the segmentation of the colour image with Grab-
Cut algorithm [21].

The registration of the views, on the other hand, is based on the work pro-
posed in [4]. The output of the method is a coloured point cloud representing
patient’s upper torso and limbs surface that presents artefacts due to different
acquisition light condition when patient is rotating.
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Fig. 2. Overview of the surface reconstruction method from RGB-D data, compre-
hending segmentation of the human silhouette, view selection from video stream, depth
filtering, point cloud generation and two-step ICP registration. (Color figure online)

Fig. 3. Overview of the colour inconsistency correction method comprising multiple
view colour transfer, inpainting and reference image based colour transfer. (Color figure
online)

2.2 Geometrical Colour Correction

An overview of the three-fold geometrically informed colour correction procedure
is schematised in Fig. 3. The reasoning behind this strategy is that the input
data contains enough information to allow a reconstruction approach based on
the smooth continuity of the local structures colour, and, that such approach
could rival with a more traditional inductive, data-intensive learning one.

Local Colour Transfer. Considering the multiple PCs relating to body sur-
face regions that partially overlap (one frontal and two oblique) registered
by the aforementioned surface reconstruction method of [4], the first step of
the proposed method is a straightforward proximity-based local colour trans-
fer approach. Pertaining to the PC from the frontal pose as the target refer-
ence appearance, point correspondences to each oblique view are computed by
a closest point search. The distance between two PCs, e.g. P and Q, is, in this
matter, defined as their pointwise Euclidean minimum distance (dist(P,Q) =
minp∈P,q∈Qdist(p, q)). Then, each point belonging to any of the oblique PCs
which distance to its nearest neighbour in the frontal point cloud is smaller than
a small neighbourhood threshold value (<3mm) is assigned the colour of the
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Fig. 4. Illustration of the proposed geometry-based skin-colour estimation: (A) Exam-
ple input set of registered PCs; (B) Detail of region of interest; (C) Mercator projection
of the breast surface from the frontal view, and (D) Mercator projection of the breast
surface to be inpainted. (Color figure online)

corresponding frontal point. As a result, the appearance of points in overlapping
regions will be uniform, and colour information from frontal pose point cloud
prevail. Notwithstanding, transitions between non-overlapping regions will be
accentuated.

Colour Estimation. The new colour of the points in the oblique views is
found based on an interpolation approach, taking as reference the points from
the frontal views in the same radius range (Fig. 4). To do so, a given point
cloud P = {pi ∈ R

3}n
i=1, with n points, is projected on a Mercator image by

converting to spherical coordinates (r, θ, ϕ) each pi with (x, y, z) coordinates
(Fig. 5), considering the origin of the coordinate system at the central position
of the nipple-areola complex (O′′).

It follows the colour estimation on the Mercator projection space [7], using
the following equation:

fC(θ) = CL + (CH − CL)
exp(α(θ − minθ)) − 1

exp(α(maxθ − minθ)) − 1
(1)

where CL and CH are the colour at the extremities of the strip in the frontal
view; θ is the angle of the region where the colour is to be estimated; minθ

and maxθ are, respectively, the minimum and maximum angles of the region
to be estimated; α is the parameter that controls the propagation of the colour
between extremities, and, fC(θ) is the new colour at a given angle θ.

Colour Transfer. For the final step, we use the information from a 2D reference
image to change and improve the colour appearance of the 3D PCs, using the
following equation [20]:

fC(x) =
σ2D

σk
(x − μk) + μ2D (2)

where σk and μk are respectively the mean and standard deviation of the source
image (Microsoft Kinect data) and σ2D and μ2D the same for the target image
(2D reference data).
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Fig. 5. Generation of Mercator image: Projection of 3D surface data (A) onto a 2D
plane (C) by fitting an ellipsoid (B) to the surface and applying a Mercator map
projection.

2.3 Experimental Set-Up

An experiment was conducted to evaluate the performance of the proposed
geometry-based estimation method against a reference inpainting methodology
by subjective assessment by experts. Four expert surgeons (all male) with nor-
mal vision were asked to report about the perceived image quality via a paired
comparison test. Inpainted images were generated with two methods, i.e., the
reported in [23] (Reference) and our skin colour estimation framework (Pro-
posed). The subjects had no prior knowledge on the types of images displayed
(i.e., whether they were original images or images that had been inpainted by
using one of the considered methods). Subjects observed three image pairs gen-
erated from the same original image (i.e., the considered pairs for a single image
were: Original vs. Reference, Original vs. Proposed, Reference vs. Proposed.
Figure 6 illustrates the test procedure. The 3-point score range for each com-
parison was: (1) Left image seems more realistically looking, (2) Right image
seems more realistically looking, and (3) Both images seem equally realistically
looking. The LCD monitor used for visualization was 17 inch with 1920× 1080
pixel resolution.

Fig. 6. Example test procedure for ranking inpainted images from pairwise comparisons
by experts. For a given image pair, the user was asked to express preference according
to a 3-point score: (1) Left image seems more realistically looking than right image; (2)
Right image seems more realistically looking than left image, and (3) Both images seem
equally realistically looking.
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Dataset. The dataset used in [4] and [5], acquired with a dedicated scanning
system based on active multi-view stereo-photogrammetry provided by 3dMD
[13], was considered because of its high-accuracy, and relevancy to the specific
application at hands. Forty five cases of optical surface scans of the bare torso of
breast cancer patients were annotated such that the lateral colour information is
mostly missing. An illustrative example is presented in Fig. 7. Besides using each
of the considered inpainting methods, as well as the original colours to generate
the dataset for subjective assessment by a group of experts, the background of
each image was compute as the mean colour of the foreground.

Fig. 7. Example annotation of surface data to generate dataset for evaluating inpaint-
ing: (a) surface mesh; (b) annotated mesh surface; (c) image generate from the original
mesh (Original); (d) image generate with the reference inpainting method (Reference)
and, (e) image generate with the proposed inpainting method (Proposed).

Implementation Details. The proposed inpainting method was implemented
in C++ using PCL1 and OpenCV2 libraries (α = 0.01). For the reference method
[23], an available MATLAB implementation was used and, a preprocessing step
was introduced to convert each model’s PC to a voxel representation. The size
of voxel was experimentally selected to be 2 mm. Each voxel represents the aver-
age colour of the points which are within the same datum, though voxels that
contain a point with missing colour are tagged to be inpainted. The inpainting
was performed in each channel individually. Lastly, a median filter was used to
smooth the colour change within the boundaries of the inpainted region.

3 Results and Discussion

Several experiments were performed on realistic data to demonstrate the perfor-
mance of the proposed method, and to evince possible sensitivity from expert
observers to manipulated data. All reported experiments were done on a 3 GHz
Quad-Core Windows 10 PC with 8 GB memory.

Table 1 provides the results of performance between the Proposed and Ref-
erence [23] methods and each IQA approaches considered (PSNR, SSIM and
MS-SSIM). The best and worst cases identified in Table 1 of the tested inpainted
images are rendered against the original data and presented in Fig. 8.
1 http://www.pointclouds.org/.
2 http://opencv.org/.

http://www.pointclouds.org/
http://opencv.org/
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Table 1. Distance-based full-reference metrics, (PSNR, SSIM and MS-SSIM) to com-
pare inpainted images by Proposed and Reference methods on the forty five images
dataset produced from surface data originally acquired using a 3dMD system [13], and
annotated to present missing colour areas.

Fig. 8. Illustrate images of cases highlighted in Table 1

From Table 1 it is possible to observe some level of inconsistency between
different IQA metrics. On the one hand, considering PSNR alone, the images
inpainted using the Proposed inpainting method seem to be, on average, closer to
the original colours (i.e. ≈35.9 dB against ≈36.9 dB for the Reference method).
On the other hand, the worst case scenario for the Proposed method (i.e. the
highest PSNR value) was worst than the worst case scenario for the Reference
method (i.e. ≈44.5 dB against ≈43.6 dB for the Reference method). As for the
SSIM and MS-SSIM methodologies, they seem to be consistent between each
other, but differently from PSNR; the Reference inpainting method verified the
average highest score (i.e. most similar to original colour images), even if the
difference is smaller than the standard deviation of each of the averages. Also
distinctively from the results for the PSNR metric, the best case scenario, by a
narrow margin, for both the SSIM and MS-SSIM metrics (i.e. values closer to
1) was verified to be produced by the Proposed inpainting method.

The results of the subjective assessment are presented in the Table 2. Sim-
ilarly as in [11], the results of paired comparison were fit to the Bradley-Terry
model [2] to obtain a global rank for each method (Original, Proposed and Refer-
ence) by each expert annotator (noted [a], [b], [c], [d]) and presented in Table 3.
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Table 2. Paired comparison data of expressed preferences over images produced with
different inpainting methods (Reference and Proposed methods) against ground-truth
(Original) by four expert annotators ([a], [b], [c], [d]). 1 and 2 refer to the number
of choices in favour of an image produced by the method in the first and the second
column respectively. X denotes the number of no preferences expressed. Each annotator
expressed preference over each of 168 image pairs. A set of image pairs comprise 56
comparisons (besides the total 45 of the dataset, 11 images were randomly chosen to
be shown twice, in an uninformed way and non consecutive order) for each of the three
considered pairs of methods and ground-truth (Original vs. Reference, Original vs.
Proposed, Reference vs. Proposed). The subset of 69 cases that verify an unanimous
agreement between annotators ([abcd]) is also presented.

Comparison outcome 1 X 2

Annotator [a] [b] [c] [d] [abcd] [a] [b] [c] [d] [abcd] [a] [b] [c] [d] [abcd]

Method 1 Method 2

Original Reference 56 51 40 40 29 0 4 15 11 0 0 1 1 5 0

Original Proposed 55 53 37 39 29 1 2 14 13 0 0 1 5 4 0

Reference Proposed 3 3 2 25 0 35 32 48 20 10 18 21 6 11 1

Table 3. Ranking of image inpainting methods (Reference and Proposed methods)
against ground-truth (Original) based on Bradley-Terry strength parameters Bayesian
maximum a posteriori (MAP) estimates and standard errors (s.e.) from expressed
preferences by expert annotators. The estimates are on the log scale such that its
mean is zero for each of the four annotators expressed preferences data fit.

Rank 1st 2nd 3rd

Estimate MAP s.e. MAP s.e. MAP s.e.

Annotator Self-agreement†

[a] 90% (30/33) Original 2.95 0.789 Proposed −1.13 0.423 Reference −1.82 0.440

[b] 81% (27/33) Original 1.95 0.389 Proposed −0.55 0.260 Reference −1.40 0.295

[c] 66% (22/33) Original 1.14 0.255 Proposed −0.37 0.207 Reference −0.77 0.218

[d] 66% (22/33) Original 0.92 0.215 Reference −0.36 0.191 Proposed −0.56 0.197

[abcd]§ 100% (9/9) Original 3.32 1.490 Proposed −1.33 0.836 Reference −2.00 0.881
† The self-agreement was computed as the ratio between the number of matching image pairs
preferences and the total number of repeated image pairs, from the paired comparison data
containing 33 repeated pairs of images in the set of 168 comparisons.
§ The subset of 69 comparisons verifying unanimous agreement between annotators, contain-
ing 9 repeated pairs of images.

4 Conclusions

A geometry-based approach to estimate colour of unorganized PCs with par-
tially missing colour information was proposed for the problem of skin colour
estimation within the context of bare torso surface reconstruction. The proposed
approach was inspired on the hypothesized smooth continuity of the local struc-
tures colour over the area of interest.

Perceptual distance-based metrics, such as PSNR, SSIM and MS-SSIM, and
the evaluation from a panel of experienced breast cancer surgeons in the form
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of ranking from the pairwise comparison test seem to suggest that images with
the original colours are still perceived distinctively from the images with partial
areas inpainted by either of the methods considered (i.e. Proposed and Refer-
ence). Notwithstanding, and despite inter and intra annotator variability, the
proposed geometry-based skin colour estimation for bare torso surface recon-
struction method seems to gain the upper-hand to the Reference, including in
the subset of image pairs that verified unanimous agreement between annotators.
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Abstract. The self-management of chronic diseases related to dietary
habits includes the necessity of tracking what people eat. Most of the
approaches proposed in the literature classify food pictures by labels
describing the whole recipe. The main drawback of this kind of strategy
is that a wrong prediction of the recipe leads to a wrong prediction of
any ingredient of such a recipe. In this paper we present a multi-label
food classification approach, exploiting deep neural networks, where each
food picture is classified with labels describing the food categories of the
ingredients in each recipe. The aim of our approach is to support the
detection of food categories in order to detect which one might be dan-
gerous for a user affected by chronic disease. Our approach relies on
background knowledge where recipes, food categories, and their related-
ness with chronic diseases are modeled within a state-of-the-art ontology.
Experiments conducted on a new publicly released dataset demonstrated
the effectiveness of the proposed approach with respect to state-of-the-
art classification strategies.

Keywords: Food classification · Knowledge-based system ·
Food tracking · Food dataset · mHealth

1 Introduction

Chronic diseases are responsible for approximately 70% of deaths among Europe
and U.S. each year and they account for about 75% of the health spending1,2.
Such chronic diseases can be largely preventable by eating healthily, exercising
regularly, avoiding (tobacco) smoking, and receiving preventive services. Preven-
tion at every stage of life would help people stay healthy, avoid or delay the onset
of diseases, and keep diseases they already have from becoming worse or debil-
itating; it would also help people lead productive lives and, at the end, reduce
the costs of public health.

Dietary tracking is one of the pillars for the self-management of chronic dis-
eases. One of the most common modalities for tracking eaten food is to keep a

1 http://www.who.int/nmh/publications/ncd report full en.pdf.
2 https://www.cdc.gov/media/releases/2014/p0501-preventable-deaths.html.
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diary of food pictures as implemented in numerous commercial applications. The
use of food pictures opens the challenge of recognizing all the taken food from
users’ pictures. State-of-the-art approaches classify meal images according to the
food they contain. However, they are not able to infer the food categories given
by the recipe of that particular food. The detection of these categories is funda-
mental for people affected by particular diseases, such as diabetes, hypertension
or obesity.

In this work, we propose a strategy based on the multi-label classification
of food pictures according to the food categories contained in a specific food
recipe of the Mediterranean diet. We compare this method against the (more
standard) single-label classification of the food recipe and the inference of the
contained food categories. Our claim is that a classification error in a single food
recipe affects the majority of the inferred food categories. For example, a single-
label classifier may confuse two similar pasta recipes, e.g., “Pasta with carbonara
sauce” and “Pasta with cheeses” that, even if they might be aesthetically similar,
they have different food categories. Indeed, the former contains cold cuts that
affect people suffering of cardiovascular diseases. This can be prevented with a
multi-label classification. Moreover, food categories, thanks to the use of back-
ground knowledge, can be associated with a risk level with respect to specific
diseases. Within this scenario, the use of background knowledge helps for two
reasons. Firstly, it gives the possibility of modeling logical relationships between
food categories and risk levels with respect to specific diseases. Secondly, infor-
mation collected from users can be exploited within a behavior change context
to support them in changing their dietary habits through the implementation of
goal-based strategies [21]. The contribution of the paper is the following:

– food pictures are classified with respect to the set of food categories contained
in the food recipe. This outperforms the standard (single-label) classification
of food recipes and the consequent inference of the food categories;

– background knowledge is used for inferring which are the food categories
contained within each recipe together with information about the risk level
of each food category with respect to a first identified set of chronic diseases;

– a new dataset of food pictures and the source code of the classification tool
have been released in order to support the reproducibility of the results and
to foster further research in this direction.

2 Related Work

The recognition of foods from images is the first step for the dietary tracking.
This task has been studied by the Computer Vision community with techniques
of image classification/segmentation and volume estimation. The first works rely
on the extraction of visual features from the images and the consequent use of
classifiers. The main features used are local and global features, SIFT, textons
and local binary patterns [1,9,11–13,15,17]. The classifiers are k-NN classifiers,
Support Vector or Kernel Machines. The works in [12,13] also developed the
first food images datasets: the Food50 and Food85, with 50 and 85 labels of
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Japanese foods, respectively. In [15] the authors developed the UEC FOOD-
100 dataset (100 food labels), successively extended with 256 labels in UEC
FOOD-256 [17]. Food-101 [1] is one of the biggest datasets having 101,000 images
with 101 food labels. Here the authors mine discriminant food image parts with
Random Forests and classify them with a SVM. These techniques have been
used in mobile apps for food tracking, such as, Food-Log [18], DietCam [19],
FoodCam [17], Snap-n-Eat [29]. They also perform an approximate estimation
of the taken calories with volume estimation techniques. However, the growing
availability of huge datasets and hardware resources has made Convolutional
Neural Networks (CNNs) the standard technique for food classification [2,4,14,
16,22,28], thus avoiding the use of engineered features. In [2] the authors combine
CNNs and Conditional Random Fields to predict both food and ingredient labels
in a multi-task learning setting. They also developed one of the biggest food
images dataset: the VIREO Food-172 dataset. It contains 172 food labels, 353
ingredients labels and 110,241 images. The Food524DB dataset is used in [4] for
food recognition with CNNs and gathers the Food50, Food-101, UEC FOOD-256
and VIREO Food-172 datasets. It contains 524 food labels and 247,636 images.

A more fine-grained analysis of the meal is performed by estimating also the
quantity of food in the dish and the consequent calories intake. The first step is
the semantic segmentation of the food in the dish and the quantity computation
with techniques of volume estimation. However, these techniques also require a
database of foods and relatives densities. The GoCARB [5] system estimates the
carbohydrates intake for people with diabetes. After a segmentation of the foods
their classification is performed with SVMs. The volume estimation performs
the 3D reconstruction of the food with stereo vision techniques. A density table
returns the carbohydrates for each food label. A similar technique is used also
in [26]. Other works exploit a known reference object (e.g., a thumb [25] or a
wallet [24]) for volume computation or assume a defined shape template for a
given class of foods [10]. The Im2Calories system [23] uses a CNN to predict a
depth map of the food image that is used to build the 3D model of the meal.
Quantity estimation can be addressed with a multi-task learning approach by
defining a tailored CNN that both learns the classification of the food in the dish
and the relative calories or volume. However, this interesting direction requires
a dataset with the annotated calories [8] or the depth information in the images
[20]. In [3] the authors use CNNs to perform semantic segmentation to estimate
the leftovers in the trays in the canteens. They also developed the UNIMIB2016
dataset with 73 food labels to test their method.

Few works among those mentioned above predict food categories and match
them with some nutritional facts in a database [2,5,8,25,29]. Also, they pre-
dict only one food category (e.g., pasta) for each detected food and this can
be inaccurate. Indeed, a pasta dish should be avoided by a person suffering of
diabetes. However, a pasta dish might have carbonara sauce, containing eggs,
aged cheese and cold cuts. One, or more, of these food categories could be not
suitable for people suffering of obesity, hypertension or cardiovascular diseases.
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In these cases it is important to have a food recognition system that performs
multi-label classification of the several food categories in the dish.

3 Background Knowledge

The use of background knowledge allows the design of intelligent systems having
the purpose of going beyond the sole classification of food images. Such back-
ground knowledge, indeed, enables the possibility of exploiting logic relationships
and inference capabilities for reusing the results of the food classification task in
order to support users for more complex goals. For example, background knowl-
edge can formalize specific dietary patterns that can be used to improve users’
lifestyle, avoiding the rise or sharpening of chronic diseases, and to support them
in changing their behaviors. Here we propose a strategy to predict food cate-
gories from food images. These categories might represent a warning for people
affected by specific diseases (e.g. “Pasta” for people affected by diabetes). Our
approach relies on a state-of-the-art conceptual model for the Mediterranean
diet, called HeLiS, defining the dietary and physical activity domains together
with entities modeling concepts concerning users’ profiles and the monitoring of
their activities. For the description of the conceptual model and of the methodol-
ogy adopted for building it, the reader can refer to [7]. Here, the HeLiS ontology
(http://w3id.org/helis) has been extended by adding, to the dietary domain,
information concerning the risk level of food categories with respect to specific
diseases. In this section, we limit to mention the main concepts involved into the
food classification task proposed in this paper together with the ones modeled
within the HeLiS ontology extension. Figure 1 shows an excerpt of the HeLiS
ontology containing the concepts involved into our classification task.

Fig. 1. Excerpt of the HeLiS ontology including the main concepts exploited for the
proposed food classification approach.

Instances of the BasicFood concept describe foods for which micro-
information concerning nutrients (carbohydrates, lipids, proteins, minerals, and

http://w3id.org/helis
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vitamins) is available. Moreover, these instances also contain information about
the category to which each BasicFood belongs to (such as Pasta, Aged Cheese,
Eggs, Cold Cuts and Vegetal Oils). While instances of the Recipe concept
describe the composition of complex dishes (such as Pasta with Carbonara
Sauce) as a list of instances of the RecipeFood concepts. This concept reifies the
relationships between each Recipe individual, the list of BasicFood it contains
and the amount of each BasicFood. Besides this dual classification, instances of
both BasicFood and Recipe concepts are categorized under a more fine-grained
structure. Regarding the number of individuals, currently, the HeLiS ontology
contains 986 individuals of type BasicFood and 4408 individuals of type Recipe.

The Disease concept models the chronic diseases supported by the sys-
tem and for which information about the risk level relationship with specific
BasicFood is available. Currently, we instantiated the Disease concept for the
“diabetes”, “kidney diseases”, “cardiovascular diseases”, “hypertension”, and
“obesity” diseases. Finally, the BasicFoodDiseaseImpact concept reifies the
relationships between each Disease and BasicFood individuals and, for each
reification, it contains a number representing the risk level of that BasicFood
for that Disease. The risk level is represented by a numeric value ranging from
0 (no risk) to 3 (high risk) and is useful for the generation of warning messages
to users in a behavioral-change system. For example, the food category Eggs has
a low risk level for diabetes. Thus, the warning messages for a user suffering of
diabetes will be soft if the user exceeds with the consume of eggs.

4 Multi-label Food Category Classification

Our goal is to assign every food image with a set of food category labels. These
categories refer to the ingredients that compose the food recipe in the image and
are provided by the HeLiS ontology. We address this problem as a multi-label
image classification task where X ∈ R

d is the input domain of our images and
BasicFood is the set of the possible food category labels. Given an image x ∈ X ,
we need to predict a vector y = {y1, y2, . . . , yK} ⊆ BasicFood where yi is the
i-th food category label associated to x. Up to our knowledge, state-of-the-art
methods in food image recognition do not exploit multi-label classification. They
classify images according to only one single label taken from Recipe. Therefore,
we exploit two methods: (i) a direct multi-label classification of the food cate-
gories with a CNN and (ii) a single-label image classification of the food recipes
(e.g., Pasta with Carbonara Sauce) with a CNN and then the logical infer-
ence of all its food categories (i.e., Pasta, Eggs, etc.) through the RecipeFood
concept.

4.1 Methods

Current methods in image classification use supervised deep learning techniques
based on CNNs. These are able to learn the salient features of an image in order
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to classify it according to some training examples. Many CNNs have been devel-
oped exploiting several combinations of the hidden layers (convolutions, poolings,
activations) in order to address the main challenges of the visual recognition. In
both methods (i) and (ii) we separately train (on the dataset in Sect. 5.1) one
of the most performing CNN, the Inception-V3 [27]. This network presents con-
volutional filters of multiple sizes operating at the same level. This makes the
network “wider” and able to better detect the salient parts of an image both
locally and globally. Finally, the network has a standard fully-connected layer
for predicting the classes.

Direct Multi-label Classification. For this task we train the Inception-V3 for
directly learning the vector y of the food categories in BasicFood. We use a
sigmoid as activation function of the last fully-connected layer and binary cross
entropy as loss function. This is a standard setting for multi-label classification.

Single-Label Classification and Inference. Another method to classify the food
categories in a meal image consists in: (i) classifying an input image with
a CNN according to the food label it contains (e.g., Pasta with Carbonara
Sauce). This is the standard multiclass classification where one image is classi-
fied with only one food label among many classes. (ii) Inferring the food cate-
gory labels from the food label by using the concepts and properties of HeLiS. In
our example, the detection of Pasta with Carbonara Sauce implies the pres-
ence of these food categories: Pasta, Eggs, Aged cheese, Vegetal Oils and
Cold cuts. More formally, let CNN an Inception-V3 trained to multiclassify
food labels in Recipe. Here the activation function of the last fully-connected
layer is a softmax and the loss function is a categorical cross entropy. Thus
CNN(x) = 〈s1, s2, . . . , sn〉 with si ∈ R is the classification score of the network
for the label li ∈ Recipe. Let l∗ ∈ Recipe be the label with highest score in
CNN(x), then the food category labels vector y is defined as:

y = {yi ∈ BasicFood | ∃w ∈ RecipeFood : hasFood(w, yi) ∧
hasRecipeFood(l∗, w)} (1)

5 Experiments

Here we compare the multi-label and single-label plus inference methods for the
food category classification from meal images. Our claim is that a classification
error in a single food recipe affects the majority of the inferred food categories
leading to inaccurate results. The dataset and the tool are publicly available at
https://github.com/ivanDonadello/Food-Categories-Classification.

5.1 The Food and Food Categories (FFoCat) Dataset

The HeLiS ontology contains the food and food category concepts (Sect. 3)
exploited in the multi-label classification. We build a new dataset from these con-
cepts. We sample some of the most common recipes in Recipe and use them as

https://github.com/ivanDonadello/Food-Categories-Classification


Ontology-Driven Food Category Classification in Images 613

food labels. The food categories are then automatically retrieved from BasicFood
with a SPARQL query. Examples of food labels are Pasta with Carbonara
Sauce and Baked Sea Bream. Their associated food categories are Pasta, Aged
Cheese, Vegetal Oils, Eggs, Cold Cuts and Fresh Fish, Vegetal Oils,
respectively. We collect 156 labels for foods and 51 for food categories. We scrape
the Web using Google Images as search engine to download all the images related
to the food labels. Then, we manually clean the dataset resulting in 58,962 images
with 47,108 images for the training set and 11,854 images for the test set (80–20
ratio of splitting). The dataset is affected by some natural imbalance, indeed the
food categories present a long-tail distribution: only few food categories labels
have the majority of the examples. On the contrary, many food categories labels
have few examples. This makes the food classification challenging.

5.2 Experimental Settings

For both multi and single-label we train the Inception-V3 network from scratch
on the FFoCat training set (with different loss functions) to find the best set
of weights. The fine tuning using a pre-trained Inception-V3 did not perform
sufficiently. We resized the images to 299 × 299 pixels and perform data aug-
mentation by using rotations, width and height shifts, shearing, zooming and
horizontal flipping. We run 100 epochs of training with a batch size of 16 and a
learning rate of 10−6. We adopt the early stopping criterion to prevent overfit-
ting. The training has been performed with the Keras framework (TensorFlow
as backend) on a PC equipped with a NVIDIA GeForce GTX 1080 Ti. We
obtain the 93.43% and the 41.02% of accuracy for the multi and single-label
classification tasks.

5.3 Metrics

As performance metric we use the mean average precision (MAP) that summa-
rizes the classifier precision-recall curve. This is computed by listing the obtained
classification scores of the food/food categories for all the test set pictures. We
threshold this list at multiple values in [0, 1] and the predictions are the set of
labels with score higher than the threshold. The MAP is

∑n
i=1(Rn −Rn−1)Pn,

i.e., the weighted mean of precision Pn achieved at each threshold level n. The
weight is the increase of the recall in the previous threshold: Rn − Rn−1. The
macro AP is the average of the AP over the classes, the micro instead considers
each entry of the predictions as a label. We prefer MAP instead of accuracy
as the latter can give misleading results for sparse vectors. Indeed, Accuracy =
(TP+TN)/(TP+TN+FP+FN) with TP (TN) the true positives (negatives) and
FP (FN) the false positives (negatives). Therefore, a classifier returning a zero
vector y for the 51 food categories achieves an accuracy of 92%.

5.4 Results and Discussions

Given an (set of) input image(s) x, the computing of the precision-recall curve
requires the predicted vector y of food category labels and a score associated to
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each label in y. In the multi-label method this score is directly returned by the
Inception-V3 network. In the single-label and inference method this score needs
to be computed. We tested two strategies: (i) we perform exact inference of the
food categories from HeLiS and assign the value 1 to the scores of each yi ∈ y;
(ii) the food categories labels inherit the uncertainty returned by the CNN. The
score of each yi is the value si returned by CNN(x). Table 1 reports the results.

Table 1. The multi-label classification of food categories outperforms in average pre-
cision (AP) the methods based on single-label classification and logical inference.

Method Micro-AP (%) Macro-AP (%)

Multi-label 76.28 49.81

Single-class exact 50.74 31.82

Single-class uncert. 60.51 42.73

The direct multi-label model outperforms the single-label models of approx-
imately 26 and 16 points of micro-AP and 21 and 8 points of macro-AP, respec-
tively. The micro-AP is always better than the macro-AP as it is sensible to the
mentioned imbalance of the data. Moreover, the precision-recall curve (Fig. 2) of
the direct multi-label model is always above the other models. This confirm our
claim that errors in the single recipe classification propagate to the majority of
the food categories the recipe contains. That is, the inferred food categories will
be wrong because the recipe classification is wrong. On the other hand, errors in
the direct multi-label classification will affect only few food categories. Good per-
formance in dietary-tracking systems are important especially if the predictions

Fig. 2. The multi-label classification of food categories outperforms in average precision
(AP) the methods based on single-label classification and logical inference.



Ontology-Driven Food Category Classification in Images 615

are used in a behavioural-change system for generating proper user feedback.
Indeed, the misclassification of a meal could generate wrong warning messages
or even no message to users. To this aim, we also perform a qualitative compar-
ison of the methods using testing images, see Fig. 3. The top-left meal of Fig. 3
contains a Pasta with Garlic, Oil and Chili Peppers that is misclassified
by the single-label method with a Pasta with Carbonara Sauce, thus inferring
wrong Eggs and Cold Cuts. In this case, for example, the intake of Cold Cuts
could violate a dietary restriction (e.g., to consume no more than two portions
of cold cuts in a week) with the consequent generation of an erroneous warn-
ing message for a user that should avoid the excessive intake of ColdCuts. Here,
the multi-label method classifies all the categories correctly. The top-right image
contains a Vegetable Pie, the single-label method misclassifies it and infers the
wrong category of Pizza Bread, whereas the multi-label method is more precise.
The low-left image contains Backed Potatoes and the single-label classification
classifies it as Backed Pumpkin thus missing the category of Fresh Starchy
Vegetables. This category is retrieved by the multi-label method that, within a
behavioural-change system, can trigger the generation of a warning message for
people affected by, for example, diabetes. Regarding the last low-right image, the
single-label classification and inference method wrongly classifies the input image
as Tomato and Ricotta Cheese Pasta, thus containing FreshCheese instead
of Eggs and TomatoSauces instead of ColdCuts. In this case, no warning mes-
sage will be generated for a user that should avoid ColdCuts and has already
violated the consequent restriction in the last few days.

Fig. 3. Example images leading to wrong user messages with the multi-class model.

6 Conclusions

This paper discusses a multi-label food classification strategy for classifying food
pictures based on the food categories contained in the recipe instead of the recipe
itself. The aim of the proposed approach is to detect food categories having a
high risk level for people affected by specific chronic diseases. The proposed
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strategy relies on the use of background knowledge exploited for inferring food
categories from a recipe and their links with the risk level associated with each
chronic disease. Moreover, we provide a new dataset containing 58,962 annotated
images. Results demonstrated the effectiveness of the proposed classification
strategy. Moreover, our proposal outperforms a more standard method based
on single-image classification and inference of the food categories.

Future work will focus on designing multi-task learning algorithms for the
joint prediction of both foods and food categories. In addition, we want to further
exploit the combination of deep learning with ontologies by using constraints-
based methods, such as Logic Tensor Networks [6], already applied to image clas-
sification tasks. Both these directions will be tested on bigger and standard image
datasets containing food and food categories, such as VIREO FOOD-172 [2].
Finally, the proposed strategy opens also the possibility of being integrated into
intelligent systems implementing behavior change policies for supporting users
in adopting healthy lifestyles.
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Abstract. In this paper, an automatic diagnosis system for neurodegenerative
diseases is presented. Starting with an existing neurodegenerative diseases gait
dataset, namely the NDDGD dataset, classification and regression algorithms
have been trained, with the inter-patient dataset separation scheme (walking
patterns used for training and testing, belong to different people), and integrated
within a larger automatic diagnosis system which make use of videos in input or
real-time streaming from cameras for predicting the neurodegenerative disease,
if present, and its stage. The proposed system is capable of predicting among 3
neurodegenerative diseases, namely: amyotrophic lateral sclerosis disease
(ALS), Parkinson’s disease (PD), Huntington’s disease (HUN) and differentiate
among the severity (stage) level of the disease, if found.
The system makes use of common cameras for the 2D pose estimation and

features engineering. The system can be easily deployed in hospitals and houses
in order to help physicians with the diagnosis. When used in conjunction with
physicians, this system can be a valuable tool for neurodegenerative diseases
prediction.

Keywords: NDDGD dataset � Neuro degenerative diseases � Pose estimation �
Parkinson � ALS � Huntington

1 Introduction

Neurodegenerative diseases are incurable and afflict humanity. A timely diagnosis
could help the physician to slow down the progress of the disease thus improving the
quality of the rest of life. To date, the diagnosis of these diseases is long and expensive,
and understanding the first symptoms is a complex activity. Neurodegenerative dis-
eases result in a behavioral, cognitive and execution functionalities degradation. Some
Computer Aided Diagnosis (CAD) tools have been proposed based on behavioral
biometrics and from a pure pattern recognition perspective [1] as for example hand-
writing [2, 3] by inspecting various aspects of the neuromuscular system [4], but also
velocity-based models [5]. A more comprehensive review is treated in [1] and [6].
Motions problems are related to these diseases ant to their severity. Changes in
behavioral biometrics can be a prominent biomarker. In fact, human movements are
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complex activities which involve cognitive, kinesthetic and perceptual-motor compo-
nents [6]: their evolution can be adopted for diseases evaluation by using several kind
of inertial sensors [7] with the aim to perform real-time gait monitoring for different
kind of pathologies, such as Parksinson’s disease [8].

Among the other biometrics, a crucial role is played by gait. This activity is
fundamental in the life of humans and it is carried out from the first years of life,
although it requires the use of many resources of the nervous system to bring it to
completion. In fact, neurodegenerative diseases tend to destroy various parts of the
nervous system depending on which disease is contracted, bringing, in addition, var-
ious disorders manifested while walking. Of particular interest is the application
commercially available inertial sensors to the gait analysis [9]. Those sensors are very
effective, as shown in [10].

In this work, starting with the existing NDDGD [11, 12] neurodegenerative dis-
eases gait dataset, several classification and regression algorithms have been trained
and tested with an inter-patient separation scheme and later integrated within a larger
automatic diagnosis system which make use of videos in input or real-time streaming
from cameras for predicting the neurodegenerative disease, if present, and its stage. The
proposed system is capable of predicting among 3 neurodegenerative diseases and
differentiate among the severity (stage) level of the disease, if found. This is an early
exploratory analysis on inter-patient separation scheme used for neurodegenerative
disease prediction. This separation scheme is very popular on practical computer aided
diagnosis system, where the models are trained and tested over disease patterns of
different people, and thus enable the application of these systems outside the mere
laboratory research, with concrete applications in hospitals and specialized centers.

Thus, this system, is a valuable tool for training physicians and neurologists who
need to compare their results with the results obtained by our system for assessing the
right disease and its stage.

The use of common cameras for the 2D pose estimation and features engineering is
twofold: its cheap compared to depth cameras or 3D tracking wearable sensors, can
easily be deployed in every hospital and even in houses and it doesn’t require the
patient to wear anything, thus avoiding problems linked to forgetfulness and rejection.

The paper is organized as follows. Section 2 contains a brief description of the
treated diseases as well an introduction on gait analysis, Sect. 3 describes the dataset
used and related works, Sect. 4 discusses the architecture of the proposed system,
Sect. 5 discusses the algorithms used and results. Section 6 contains conclusions and
future work.

2 Diseases and Gait Cycle Analysis

Neurodegenerative diseases show long neuronal cells leak that turns in some physical
disorders during walking. Some of most known and serious neurodegenerative diseases
are Parkinson’s (PD), amyotrophic lateral sclerosis disease (ALS), Alzheimer’s (AD),
Huntington Chorea (HUN) and Dementias (DD).
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In PD patients, slowness of automatic movements is detected as well as balance.
The main physical motor symptoms are rigidity with hypertonia, bradykinesia and, in a
deep stage, lack of balance and akinesia [13].

ALS is a disorder with no etiology, and its symptom is an evolutionary muscular
atrophy, decrease in strength as well as phonation and chewing disorders [14].

In AD the neuronal lack causes serious damages in terms of short-term memory
comprehension capability as well as normal life. Alzheimer’s disease is characterized
by uncoordinated movements, erect standing and walking, facial grimaces, dysarthria,
dysphagia, alteration of breathing and hyperkinesia accentuated by emotions [15].

DD represent a group of typical, but not exclusive, neurodegenerative diseases of
old age, with irreversible loss or reduction of intellectual abilities. However, the disease
itself can be found only when clinical evidences appear [16].

The HUN is a hereditary disease in which cognitive and motor skills are particu-
larly compromised. The first clues are mood changes, memory loss, dementia, difficulty
in walking, language and swallowing, depression and, in last stages, suicide [16].

In this work, according to [17], the gait cycle is considered to be constituted by the
following eight phases:

• Initial contact (IC): when the foot touches the ground;
• Loading response (LR): when the other foot is lifted for the swinging;
• Mid Stance (MS): the swinging foot exceeds the foot that acts as a lever;
• Terminal stance (TS): the right foot’s heel moves vertically until the left foot

touches the ground;
• Pre-swing (PS): now the left foot acts as a lever allowing the right foot to walk in;
• Initial Swing: the hip, knee, and ankle are flexed to begin advancement of the limb

forward and create clearance of the foot over the ground.
• Mid-swing (MS): the left leg’s tibia is vertical so that right leg can overcome it;
• Terminal swing (TS): the progress of the limbs is completed when the right leg

moves in front of the left thigh and the right foot touches the ground, going back to
the IC phase.

3 Dataset and Related Works

3.1 Dataset

There is not a large amount of publicly available dataset related to gait and neuro-
muscular diseases. The most used is, probably, the Gait Dynamics in Neuro-
Degenerative Disease Data Base (NDDGD) [11, 12]. It includes 15 patients with
Parkinson’s disease, 20 patients with Huntington’s disease, and 13 patients with
amyotrophic lateral sclerosis. In addition, 16 healthy control subjects are also included.
The raw data were obtained using force-sensitive resistors, with the output roughly
proportional to the force under the foot. The dataset contains the features listed in
Table 1:
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The dataset also includes clinical information for each subject, including age,
gender, height, weight, walking speed, and a measure of disease severity or duration.
For the subjects with Parkinson’s disease, this is the Hohn and Yahr score is reported.

Gait recognition has been performed in several ways: with infrared sensors [18] or
from b/w images by extracting the silhouette [19], with inertial sensors, UWB sensors
and much more.

3.2 Related Works

Zheng et al. [20] investigated three supervised learning algorithms (SVM, Kstar and
Random Forest) with a reduced set of features for the aim of ALS, HD and PD
classification. Feature selection has been also performed by authors of [21]. In this case
Recursive Feature Elimination (RFE) was adopted to select the top 5 features, suc-
cessively Random Forest and Bagging CART were adopted to obtain, respectively,
96.93% and 97.43% of accuracy.

Ye et al. [22] observed that patients’ gait dynamic is non-linear, so that they
proposed an Adaptive Neuro-Fuzzy Inference System (ANFIS) able to combine neural
network adaptive capabilities and the fuzzy logic approach. Also in this case a reduced
set of features is adopted: left stride interval, right stride interval, left stance interval,
right stance interval, and double support interval. Tests are performed discriminating
each patient group from the HC within a binary task. Accuracy ranges from 90 to 94%.
At the same time, standard classifiers have been adopted observing comparable results
to those obtained by authors.

In [23] authors used different feature selection methods gaining a final accuracy of
93% on a similar schema proposed in [22]. In [24] authors used Gaussian radial basis
function and SVM to predict Parkinson’s disease patterns from human gait with
accuracy of 83.3%.

Table 1. Features of NDDGD dataset

1 Elapsed time (sec)
2 Left stride interval (sec)
3 Right stride interval (sec)
4 Left swing interval (sec)
5 Right swing interval (sec)
6 Left swing interval (% of stride)
7 Right swing interval (% of stride)
8 Left stance interval (sec)
9 Right stance interval (sec)
10 Left stance interval (% of stride)
11 Right stance interval (% of stride)
12 Double support interval (sec)
13 Double support interval (% of stride)
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In [25] authors developed a FPGA which is capable of correctly recognize health
and unhealthy patterns from gait analysis and perform classification with accuracy of
93.8%, 89.1%, 94% and 93.3%, respectively for ALS, HD, PD, and healthy person.

Differently from the previously mentioned works, here an inter-patient data scheme
is used [26], more specifically gaits of different people are used to predict the health
status of others. More specifically, patients for training and testing are chosen ran-
domly, as it will be described later in Sect. 5, but each patient and his/her signals will
be exclusively used in training or testing, not both.

4 System Architecture

4.1 Classification and Regression Models

In the proposed schema there are 4 different models: the first is a multi-class classi-
fication model which predicts if the instance to evaluate belongs to ALS, HUN, PD or
is a HC. As it will be shown later, this model predicts probabilities for an instance to
fall into one of the four classes. Than for each class, except for HC, a regression model
is used.

The regression model was previously trained separately on its subset of instances
belonging to the same class, separated in training set and test set respecting the inter-
patient scheme previously described. It is used to predict the severity/duration of the
disease.

The multi-class classification model outputs a probability of the instance belonging
to a specific class. If the class is a disease, the system specifies the top two disease
(ranking probabilities), otherwise the system just outputs that the instance belongs to a
healthy person. If the classified instance is evaluated to belong to a disease class, the
system uses the previously trained regression model for that disease and use it to
predict the severity or duration (in months) of the disease. At the end the system
outputs the top two classes found and their severity/duration if applicable.

4.2 Video Real-Time Classification and Severity Prediction

The 4 models developed at previous step are then integrated into a bigger system that
allows for real-time video neuro-degenerative disease classification and severity pre-
diction. The following steps are performed [27]:

• Frame extraction: video input is acquired from the recording device in real-time and
frames are extracted for further processing.

• Skeleton calculation: a skeleton extraction process is performed, i.e. the individual’s
“skeleton” is obtained for the acquisition of the most important points, such as the
hips, knees, feet, shoulders and head. The angle of the head is then obtained to
differentiate the right side from the left.

• Gait feature extraction: the data previously extracted from the image are analyzed to
extract the gait features.

• Gait classification and severity prediction: the results of the previous phase are
inserted in the classifier that will return the class to which the analyzed data belongs.
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The classifier will be able to distinguish a healthy gait from a patient and give
information on the disease that has been identified in that dataset.

Skeleton Calculation with Pose Estimation
OpenPose [28] has been used for pose estimation. The algorithm here used was
designed to find the key points of a person (shoulders, head, arms, hips, knees and
ankles) in 2D images [27]. The algorithm learns jointly, both the positions of the parts
of the body and their association through two branches of the same forecasting process.
The model was trained on over 25,000 images of the MPII database [29] (multi person
database).

The model receives a color image of any size as input and produces, as output, a list
with the 2D coordinates in terms of pixels of the key points of the person in the image.

Gait Feature Extraction
The coordinates and time stamp within each frame, for the right and left ankle, are used
to estimate all the features present in the NDGGD Database and shown in Table 1.

Gait feature extraction is performed in two steps: elimination of position errors,
identification and feature engineering. Since the analyzed patients, with a neurode-
generative disease, all showed a shuffling walk, that is the behavior to crawl feet on the
ground without lifting them, only the x-coordinate have been considered.

The pose estimation process introduces some errors. For example, in the stance
phase, in which the foot is stopped on the ground, the x-axis data of the shin should
return with a series of identical values. However, there may be variations in the series
that are due to the swing phase (the one in which the foot is moving). Moreover, the
right ankle is frequently mixed with the left ankle. To remove these errors, a threshold
time was set at 0.15 s to consider a stance phase (roughly 4 consecutive frames).
Values affected by the described errors are forced to those of the series to which they
are considered to belong. Technically a forward fill procedure was applied.

In this way, stances phases are identified as a series of identical values. Succes-
sively, swing phases are those between two phase of stance.

The phases of double support are the phases in which both steps are in stance and
finally the stride is the sum of a stance and the next swing. Time duration of the
aforementioned phases are calculated by using the timestamp of each frame. The result
of this process is a new unlabeled instance with same features of NDDGD database as
in Table 1.

All features have been normalized with Z-Score (using standard deviation and mean
computed on training set) and fed into the classification engine for disease prediction
and its severity/duration.

5 Performance Comparison

The training/testing splitting process of the dataset has been realized according to a
probability value Pr taken from a uniform distribution D at random. If such value
Pr < 0.35, the entire file corresponding to all the instances computed from that par-
ticular person, are entered in the test set, otherwise they enter in the training set. The

Real-Time Neurodegenerative Disease Video Classification 623



same training set/test set split is than used for training the regression models of each
disease class.

The dataset is almost balanced if each disease class is compared against the control
class, but in case of multi-class classification, a class balancing is required. For class
balancing, LICIC [30] has been used with linear kernel and a components ratio of 0.6.

The data is normalized with z-score and all tests are executed with 10-fold cross
validation technique.

Table 2 reports prediction accuracies. As can be easily observed, multi-class
classification on the inter-patient scheme on this dataset, is not a trivial problem.

All models’ parameters have been selected with grid search technique and the
parameters with better cross validation accuracies have been selected.

All the algorithms used have accuracies < 0.5. Figure 1 shows that the classifica-
tion algorithm makes errors in all the classes, which means that, for the inter-patient
scheme, the data distribution over classes in the training set is not representative of the
real data distribution. This result is related to the fact that time features are not very
representative of the particular walk pattern of a certain disease, since almost all
diseases share similar time features patterns.

Table 2. Multi-class classification accuracies with LICIC balancing

Algorithm Cross val
accuracy

Prediction
accuracy

Adaboost over DecisionTree with 100 trees and max depth
100

0.8067 0.4459

Random forest 100 estimators and max depth 100 0.8045 0.4674
K-Nearest Neighbors with K = 21 0.725 0.4341
Neural Network 2 hidden layers with 8 neuron and 4
neurons, Adam as solver

0.6949 0.4674

Fig. 1. Confusion matrix for Neural Network with LICIC
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Successively a binary classification has been considered by testing each disease vs
the control class. In this case, Neural Networks with two hidden layers, with respec-
tively 8 and 4 neurons, has been used.

Table 3 shows the various accuracies obtained when performing binary classifi-
cation. In each classification task, the training set has been balanced with LICIC. The
results show that the system achieves almost 80% of accuracy when predicting ALS vs
healthy control people, follows Parkinson VS healthy control people with about 71% of
accuracy and finally Huntington vs healthy control people with 69% of accuracy.

Table 4 shows the RMSE errors when performing the prediction of severity/
duration.

As it is possible to note, an accurate prediction of the duration (in months) for the
ALS produces an error of about 15 months. Parkinson severity is quite appreciable,
HUN severity, being a sum, has an appreciable deviation of 4.26 HUN score. Values
are not extremely accurate, but, keeping into consideration the deviations, will help the
physician with the diagnosis.

To recapitulate, feed forward neural network with two hidden layers with 8 and 4
neurons per hidden layer, is the architecture that provides the best generalization
accuracy when performing binary classification as shown in Table 3. Instead for the
severity/duration prediction, each task has its own best model: for Parkinson severity
prediction, a feedforward neural network with one single hidden layer and 8 neurons
achieved the lowest RMSE error. For ALS duration and Huntington disease, the ran-
dom forest regressor with 10 trees and a max depth of 4 is the model who achieved the
lowest RMSE in both tasks.

Real-Time Video Disease Classification
Because of the limitations in multi-class classification, during the real-time test phase
with video cameras, it has been decided to show the first two most confident classified
diseases with their respective severity/duration prediction. The multi-class classification

Table 3. Accuracies for Neural Network over different tasks

Task Cross validation accuracy Prediction accuracy

Parkinson vs control 0.8682 0.7093
ALS vs control 0.9621 0.8012
Huntington vs control 0.8373 0.6859

Table 4. RMSE errors with best performing algorithm with respect to disease class.

Task Best performing algorithm RMSE

Parkinson severity prediction NN with 8 neurons in one single hidden layer 0.973
ALS duration (months) Random forest with 10 trees and max depth 4 15.517
Huntington severity Random forest with 10 trees and 4 as max depth 4.259
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algorithm selected, the Neural Network, instead of outputting a single class, it outputs
the probabilities that the testing instance belongs to each class (PD, HUN, ALS; CO),
the first two classes with highest ratio (sorted in descending order) are shown and for
each class, the severity/duration value is predicted and showed.

The multi-class classification keeping the first two most probable classes showed a
cross validation accuracy of 0.9620 and an overall accuracy of 0.7637 by using the
same Neural Network as specified previously, as the same inter-patient scheme. The
accuracies over all classes can be seen in the confusion matrix represented in Fig. 2.

By using the limited amount of videos available on internet showing Parkinsonian
patients and Alzheimer’s patients gait, the system was capable of correctly recognizing
the right disease, within the top two most probable classes, in the majority of gaits.

6 Conclusions and Future Work

A real-time system for neurodegenerative diseases classification and severity/duration
prediction has been here presented. When using the inter-patient dataset separation
scheme, suitable for medical purposes, features present in NDDGD dataset are not
representative of the particular pattern able to accurately discriminate a specific neu-
rodegenerative disease from others in a multi-class classification scenario. It has been
observed that almost all neurodegenerative diseases exhibit similar temporal features
patterns. For this reason, class belonging probabilities have been computed to show the
two most probable classes, with their respective severity/duration maturity (and a
confidence level: the RMSE). In a future work, other features as well as stability medals
[31] and zoning techniques [32] will be evaluated in an inter-patient separation scheme.
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Fig. 2. Confusion matrix for Neural Network with LICIC and two most probable classes
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Abstract. In the last decade food understanding has become a very
attractive topic. This has implied the growing demand of Computer
Vision algorithms for automatic diet assessment to treat or prevent food
related diseases. However, the intrinsic variability of food, makes the
research in this field incredibly challenging. Although many papers about
classification or recognition of food images have been published in recent
years, the literature lacks of works which address volume and calories
estimation problem. Since an ideal food understanding engine should be
able to provide information about nutritional values, the knowledge of
the volume is essential. Differently from the state-of-art works, in this
paper we address the problem of volume estimation through Learning to
Rank algorithms. Our idea is to work with a predefined set of possible
portion size and exploit a ranking approach based on Support Vector
Machine (SVM) to sort food images according to the volume. At the
best of our knowledge, this is the first work where food volume analysis
is treated as a raking problem. To validate the proposed methodology we
introduce a new dataset of 99 food images related to 11 food plates. Each
food image belongs to one over three possible portion size (i.e., small,
medium, large). Then, we provide a baseline experiment to assess the
problem of learning to rank food images by using three different image
descriptors based on Bag of Visual Words, GoogleNet and MobileNet.
Experimental results, confirm that the exploited paradigm obtain good
performances and that a ranking function for food volume analysis can
be successfully learnt.

Keywords: Learning to rank · Ranking SVM · Food volume ·
Diet monitoring

1 Introduction

Nowadays, people tend to ignore the impact that the food may have in their
life. Unfortunately, an inadequate nutrition is one of the main causes of many
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chronic diseases such as obesity, diabetes, cancer, osteoporosis, dental diseases
and cardiovascular problems [1,26]. Also, people ignoring healthy diet can incur
in malnutrition problems.

Malnutrition can be defined as “any nutritional imbalance” that comprises
over and under-nutrition and mainly involves elderly people, even in developed
countries. The inadequate nutrition has been documented either in institution-
alised as well as in free living elderly and exerts negative effects on health out-
comes. The prevalence of malnutrition was estimated as 14% in older population.
Moreover, the 28–45% of older people, recently moved to care homes or hospitals,
were malnourished on admission [10]. This situation has serious consequences
for individuals as well as for society, including the increasing risk for morbidity,
mortality and consequently for social cost. However, nutrition screening of older
adults is extremely difficult: some of the screening methods can be self-reported,
with possible misreports, others can be only administered by trained clinicians,
while the biochemical markers are time consuming and expensive to use.

In recent years, these facts led Computer Vision researchers to develop new
solutions for automatically collected information during food intake in the con-
text of people diet monitoring [3,20,23,30]. Nevertheless, the intrinsic food vari-
ability in colour and shapes, as well as the great assortment of ingredients,
makes very challenging the development of an efficient and effective food under-
standing engine. Ideally, a comprehensive system should be able to detect food
dish, recognise the ingredients, estimate the volume and finally provide nutri-
tional values. In the last decade, the spread of annotated datasets of food images
[5,11–13,16,19,22,24,29] coupled with the massive use of learned based feature,
have led promising performance for food detection and recognition tasks. On the
contrary, quantity estimation studies have suffered the lack of proper datasets.
Since 3D information have to be inferred for a correct volume estimation, in
a totally unsupervised environment with no spatial references, it results in a
extremely challenging problem [2,6–8,18,23,25].

However, in order to simplify patients diet monitoring, the current practice
in healthcare facilities is to serve a set of standard food portions (e.g., small,
medium, large). In this context, it is not necessary to estimate the exact amount
of food in the dish, and the problem can be addressed using ranking strategies.
In other words, given two images I1 and I2, one looks for a function rank(·)
such that rank(I1) < rank(I2) if the food amount depicted in I1 is lower then
the food amount depicted in I2. With this idea in mind, and inspired by [21],
we investigate the use of Learning to Rank algorithms [17] to sort food images
according to the portion size.

To this aim, we introduce a new annotated dataset of 99 images and provide
a baseline by using Ranking SVM [14] with three different kinds of visual fea-
tures, i.e. Bag of words, GoogleNet features [27,28] and MobileNet features [15].
Although Learning to Rank have been successfully used in Information Retrieval,
Natural Language Processing and Data Mining [17], at the best of our knowledge
this is the first time it is employed for food amount ranking. Hence, the novel
contributions of this work is two-fold:
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– a new annotated dataset to face food ranking problem with respect to the
portion size;

– the assessment of Ranking SVM [21] to learn a ranking function with different
visual features.

The paper is organized as following. In Sect. 2 we report the related works
in the field. In Sect. 3 we focus on the contribution of this work by detailing the
proposed dataset and the considering a Learning to Rank approach. Section 4
describes the experimental settings and reports results. Section 5 summarise con-
clusions.

2 Related Works

Several works related to food understanding are available in literature. Most of
them focus on food detection, recognition and classification and are motivated by
the increasing demand of assistive technologies for diet monitoring [3,20,23,30].

In 2009, Puri et al. [23] proposed a system for food recognition and vol-
ume estimation. The classifier was obtained as a linear combination of multiple
weak SVM classifiers trained on texture features. The volume was inferred by
using RANSAC and dense stereo matching for depth map construction. In [8],
Dehais et al. employed stereo pairs to compute disparity map and build a dense
points cloud which is aligned to the table plane. This framework was designed
to work by using a reference card placed on the table. By assuming the different
food items in the plate are already segmented, each segment is projected on the
3D space for volume computation. In 2013, Chen et al. [6] presented a method
for volume estimation from single view image. The approach requires a specific
shape model for each food category and a calibrated reference marker. In 2017,
Dehais et al. [7] proposed to estimate volume of multi-food meals with uncon-
strained 3D shape using stereo vision. The approach required two meals image
of food placed inside elliptical plate, a credit card sized reference next to the
plate and a segmentation map. Allegra et al. [2], proposed to use RGB-D images
and supervised learning to perform depth estimation. The authors performed
semantic segmentation by using U-Net and then they used a modified version of
the CNN in [9] for depth inference from single RGB input. In 2018, Lu et al. [18]
presented a Multi-Tasking Learning approach to estimate volume of food items
from single RGB image. The proposed CNN architecture is composed by multi-
ple modules. The first one is a feature extraction module and it is composed by
ResNet50 and Feature Pyramid Network (FPN). The second module is the depth
prediction net, which is mainly based on an encoder-decoder design architecture
with skip connections and multi-scale side predictions. Semantic segmentation
is performed by a Region Proposal Network (RPN) and a recognition net. The
output of RPN is used to provide a food candidate mask and then the final
volume was obtained through a CNN regressor.

Unlike the previous works, in this paper we propose to address food amount
estimation as a raking problem. We neither perform depth estimation nor other
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3D reconstruction steps since we operate in a context with a set of fixed food
portions (small, medium and large portions served at the canteen of the Uni-
versity). Ranking is one of the fundamental problems in information retrievals.
Given a query q and a collection of documents D that match the query, ranking
consists of sorting the documents according to some criterion. Learning to Rank
(LTR) refers to machine learning strategies for training a model for a ranking
task [17]. Specifically, we use LTR to train a model for a ranking task which lies
in sorting RGB food images according to the relative visual attribute “portion
size”. The concept of relative attribute was introduced in [21] by Parikh and
Grauman. Their aim was to provide a way to estimate the degree of an attribute
give an image. Hence, differently than predicting the presence of an attribute, a
relative attribute indicates the strength of an attribute in an image with respect
to other images.

3 Materials and Methods

The main contribution of this paper lies in using Rankig SVM to train a model
for ranking food images according to the portion size. Additionally, for validation
purpose, we introduce a new dataset whose details are described in the following
section. The dataset is publicly available for research purposes1. In order to pro-
vide a baseline, we perform a comparison between three different kinds of image
descriptors which we exploit with Rankig SVM: Bag of Words [4], GoogleNet
features [28] and MobileNet features [15].

3.1 Proposed Dataset

The proposed dataset consists of 99 RGB images belonging to 11 different classes
(es. “insalata orzo e verdura”, “cordon bleu”, “fusilli alla crudaiola”, etc.). Each
image is associated to one portion size among three possible portion sizes: small,
medium and large. For each class we collected 9 images corresponding to 3
images for each portion size. Moreover, in order to introduce variability, during
acquisition we have used plates with two different diameters: 18cm (small plate)
and 22.8cm (large plate). All the acquisition have been performed by a standard
RGB camera fixed in a support and a centered top view with respect to the plate.
In Fig. 1 are shown some examples of images belonging to the proposed dataset.
At the best of our knowledge, state-of-art datasets are not suitable to test LTR
approaches. Hence, differently from them, the proposed dataset includes multiple
portion sizes for each dish to properly test LTR methods. To promote new task
of ranking food images and to make repeatable our experiments, the proposed
dataset is publicly available.

1 Dataset Page: http://iplab.dmi.unict.it/foodLTR/.

http://iplab.dmi.unict.it/foodLTR/
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3.2 Ranking SVM

Ranking SVM is a popular rank method proposed by Herbrich et al. [14]. The
idea behind Ranking SVM is to transform ranking into pairwise classification
and employ the standard SVM strategy to perform the learning task according
to one specific attribute. Given the image descriptor xi ∈ R

n of the image Ii,
the final aim is to find a ranking function rm(·):

rm(xi) = wT
mxi (1)

Fig. 1. Examples of three different food classes within the dataset (rows) and related
portion sizes: small (first column) medium (second column) large (third column).



634 D. Allegra et al.

such that rm(xi) ≥ rm(xj) if and only if the strength of the attribute in Ii is
higher than the strength of the attribute in the image Ij .

Hence, more formally, Ranking SVM is defined as the following constrained
optimization problem:

minimize
1
2

∥
∥wT

m

∥
∥
2

2
+ C

(∑

ξ2ij +
∑

γ2
ij

)

(2)

subject to:
|wT

m(xi − xj)| ≥ 1 − ξij ∀(i, j) ∈ Om (3)

|wT
m(xi − xj)| ≤ γij ∀(i, j) ∈ Sm (4)

ξij ≥ 0 γij ≥ 0 (5)

where ξij and γij are slack variables to relax the constrains and control SVM
margins; C > 0 is a regularization parameters to limit the growth of slack
variables; Om is the set of the ordered pair (i, j) such that image Ii has a higher
presence of the attribute than the image Ij ; Sm is the set of the ordered pair (i, j)
such that the images Ii and Ij have about the same presence of the attribute.

Hence, during the training phase, one has to provide the descriptors of the
training images and the set Om and Sm.

3.3 Image Representation

In order to apply Ranking SVM, each RGB image Ii has to be described by a
feature vector xi. In this study we employ three difference strategies to build
the descriptor xi, namely the Bag of Words paradigm with SURF, pre-trained
GoogLeNet Inception v3 and pre-trained MobileNet. In the following, we report
some details about the employed representation models.

Bag of Visual Words. All BoW approaches are based on frequency statis-
tics on primitive unit (pixel, lexical unit, etc.) of a finite set. It means that a
vocabulary of “words” must be built.

The general idea behind this method is to represent an image as a histogram
of visual words frequency. As first step, key-point descriptors are extracted from
the images. Subsequently, a clustering algorithm is employed to quantize the key-
points feature space by identifying K centroids to be used as a vocabulary V
composed by K visual words. Then, the final representation of an image consists
of a normalised histogram H, where the bin Hi is related to the frequency of
the visual word vi ∈ V . For experimental purpose, we have used Speeded Up
Robust Features (SURF) [4] for key-points extraction, and K-Means algorithm
to create a vocabulary with a specific size K. In our experiments we adopt a
64-dimensional key-point descriptor and a vocabulary size of K = 500.
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GoogLeNet Inception V3. GoogLeNet Inception v3 [28] is a Convolutional
Neural Network (CNN) pre-trained on ImageNet. Its architecture consists of
42 layers. Differently from the previous version [27], in v3 the computational
burden is limited, but the effectiveness in term of accuracy is unaltered. This is
realized by replacing 5×5 convolutions with 3×3 convolutions and by employing
factorization methods. In this work, we used pre-trained GoogLeNet Inception
v3 to extract visual features from food images, so the last layer is removed and a
Global Average Pooling layer is placed to get a 2048-dimensions feature vector.

MobileNet. MobileNet [15] is based on a streamlined architecture that employs
depthwise separable convolution to build light and efficient deep neural networks.
Depthwise separable convolution is a form of factorized convolutions which
replaces a standard convolution with both, depthwise convolution and a 1 × 1
convolution called pointwise. This makes MobileNet suitable for low-powerful
devices. To extract visual features for our experiments, we used a MobileNet
pre-trained on ImageNet. The architecture consists of 28 layers, but we remove
the last one and use Global Average Pooling to get a 256-dimensions descriptor.

4 Experiments and Results

To assess the proposed approach, we employ three-fold cross validation method.
Hence, we run three times the experiments by using 66 images for training pur-
pose and 33 for testing. Finally, we average the results. Note that test set always
includes 1 small, 1 medium and 1 large portion image for each of the 11 classes.
Moreover, all the images are resized to 250×250 pixels. In training phase we con-
sider all the possible pairs in order to define Om and Sm (see Sect. 3.2), whereas
in test phase we validate the method by considering the ordering inferred for
images triplets. For a proper quantitative evaluation we use two different eval-
uation measures, i.e. accuracy and Hamming distance, that are detailed in the
next sections.

4.1 Training Phase

Training Ranking SVM model requires to build the set Om and Sm described in
Sect. 3.2. The number of all possible pairs (i, j) can be easily computed as

(
66
2

)

,
hence |Om| + |Sm |= 2145. Moreover, since Sm includes all the pairs related to
the images with the same degree of the considered attribute (i.e, portion size),
we have that |Sm| = 3 × (

22
2

)

= 693. The rest of 1452 pairs belong to Om. We
would like to highlight that although 66 images could be considered a limited
number of data for training purpose, the actual training data for Ranking SVM
lie in the pairs in Om ∪ Sm, i.e. 2145.

4.2 Testing Phase

Since in this work we want to distinguish between three different portion size,
we decide to evaluate the proposed method by considering images triplets.



636 D. Allegra et al.

Hence, we use the
(
33
3

)

= 5456 possible triplets as testing samples. For each
images triplet {Is, Ip, Iq} and the related descriptors {xs, xp, xq}, we com-
pared the ground truth ranking r∗(·) (which we can compute using labels: small,
medium, large) with respect to the one inferred through Ranking SVM approach,
i.e. rm(·).

4.3 Evaluation Measures

To quantitatively evaluate the performances of a learned ranking function rm(·),
we used two different measures: accuracy and Hamming distance. In this context,
the accuracy is related to the number of correctly sorted triplets over the total
number of tested triplets. More formally, we define the accuracy of the ranking
function rm(·):

acc =
M∑

k=1

(
δk
M

)

(6)

where M is the number of testing triplets. Given the ground truth ranking values
{r∗(xk

s), r
∗(xk

p), r
∗(xk

q )} related to the k-th triplet {Iks , Ikp , Ikq }, and assuming a
ranking order r∗(xs) ≤ r∗(xp) ≤ r∗(xq), the value of δk is defined as following:

δk =

{

1 if rm(xs) ≤ rm(xp) ≤ rm(xq)
0 otherwise

(7)

In a nutshell, we can say that δk = 1 if the ground truth ranking order and
the inferred ranking order agrees on a triplet.

Differently, Hamming distance evaluates the specific mismatching between
the elements of the ground truth sorted triplet and the elements of the predicted
one. Moreover, we assign a higher penalty if the mismatching occurs between
a small portion and a large portion. For the sake of formalism, we define an
ordered triplet as T = (Is, Ip, Iq) and a function label : I → {1, 2, 3}:

label(I) =

⎧

⎪⎨

⎪⎩

1 if image I depicts a small portion
2 if image I depicts a medium portion
3 if image I depicts a large portion

(8)

Then, if T∗ is a correctly ordered triplet and Tm is the predicted one, the
hamming distance between T∗ and Tm is defined as:

hd(T∗,Tm) =
3∑

k=1

|label(T ∗
k ) − label(Tmk)| (9)

where Tk is the k -th images in the ordered triplet. In our experimental settings,
Hamming distance is computed for all the testing triplets and then the average
is considered.
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Table 1. Experimental results

BoW GoogLeNet MobileNet

Accuracy 83.45% 87.84% 94.05%

Hamming dist. 0.2963 0.2440 0.1193

4.4 Results

To benchmark the dataset and validate the proposed approach we perform test
with BoW, GoogLeNet and MobileNet features on 5456 triplets. Experimental
results in terms of both accuracy and Hamming distance are reported in Table 1.

Considering the evaluation in terms of accuracy, Ranking SVM on food
images achieves best results when deep learning based features are used to rep-
resent images. This result is not surprising, since deep learning features tend to
be more descriptive than the classic ones, even without fine-tuning. Specifically,
MobileNet representation performed better than GoogLeNet in our experiments
(94.05% vs 87.84%).

The performance in terms of Hamming distance follow the same trend. Since
it measures the error degree, MobileNet presents the lowest average Hamming
distance. For a better understanding of the values report in Table 1, we want to
remark that, according the description given in Sect. 4.3, the higher value (i.e.,
the maximum error) for Hamming distance is 4. For example, it can be obtained
if we compare to ordered triplet with labels (1, 2, 3) and (3, 2, 1) respectively.

5 Conclusion

The work presented in this paper is motivated by the massive demand for auto-
matic systems for food intake monitoring. In a context where a predefined set
of portion size are available, we proposed a novel approach for food portion
sorting based on Learning to Rank algorithms. This allows to face the prob-
lem by avoiding depth and 3D estimation as in literature works which operate
in less-constrained environments. To validate the proposed method, we intro-
duce a new dataset of 99 images, which includes 11 categories and three distinct
food portions, namely small, medium and large. Experiments have been per-
formed with three different image descriptors based on Bags of Words, GoogleNet
and MobileNet and with the LTR algorithm Ranking SVM. Results show that
the evaluated method gives the opportunity for future extensions and indus-
trial applications. Currently, we are planning to extend the dataset by per-
forming new acquisitions in real healthcare facilities under the supervision of
nutritionists.

Acknowledgments. We acknowledge Laser Consortium (Monza) for supporting the
acquisition of food images used in this work.
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Abstract. Analysis of dynamic functional connectivity allows for studying the
time variant behavior of brain connectivity during specific tasks or at rest. There
is, however, a debate around the significance of studies analyzing the dynamic
connectivity, as it is usually estimated using short subsequences of the entire
time-series. Therefore, a question that naturally arises is whether the dynamic
connectivity information is robust enough to compare connectivity matrices. In
this paper we investigate the importance of the choice of metric on the space of
graphs to answer this question, using a dataset of twins under the assumption
that twins connectivity is more similar than in any other pair of unrelated
subjects. Specifically, the problem was formulated as a classification task
between twin and non-twin pairs. The approach described in the paper relies on
geodesic clustering of dynamic connectivity matrices to find a subset of brain
states, which were then used to encode the pairwise connectivity similarities
between subjects. Experiments were performed to compare the use of Euclidean
distance in a vectorial space and a geodesic distance in the Riemannian space of
symmetric positive definite matrices. We showed that the geodesic distance
provided a better classification of twins subjects, suggesting this use of this
distance can robustly compare dynamic connectivity matrices.
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1 Introduction

Connectomics is a relatively recent field of research in neuroimaging, which allows
neuroscientists to inspect the association between different regions in the brain.
Analysis of functional connectivity (FC) using time series extracted from functional
magnetic resonance imaging (fMRI) has allowed new advances in the understanding of
the connectivity organization of the human brain. In recent decades, FC has been
widely used to examine the functional organization of brain network in many psy-
chiatric and neurodegenerative diseases. In most cases, FC is defined as temporal
covariance or correlation of BOLD activity between different brain regions [1].
Dynamic functional connectivity (DFC) is a new approach allowing studying how
brain connectivity is modulated in time. Analysis of DFC is usually based on the study
of a time series of connectivity matrices obtained with a sliding window approach, in
which the overall time-series signal is divided into overlapping segments, which are
used to estimate the time-dependent correlation/covariance of brain activity [2, 3].
Recent studies suggest that uncontrolled but reoccurring patterns of brain connectivity
among intrinsic network can be captured during task or rest by examining the dynamic
behavior of FC [2, 4]

Many methods have been proposed to examine DFC. In [5, 6] authors proposed an
approach based on singular value decomposition and dictionary learning to investigate
the DFC patterns. In [5], estimation of eigen-connectivity and extraction of its temporal
weights has been proposed. Clustering of DFC matrices with k-means and independent
component analysis have been proposed in [2] suggesting that clusters are brain states
representing specific patterns of brain connectivity. In [7], a framework similar to [2]
using temporal independent component analysis (TICA) instead of clustering is pro-
posed to compute the states, which are maximally mutually temporally independent.
Moreover, as suggested by [8, 9] states can also be computed by clustering dynamically
derived graph metrics or some higher-level information e.g. computing similarity
vectors between different independent vector analysis (IVA) components [10] instead
of DFC matrices.

Almost all MRI studies on DFC are based on resting state fMRI. In this paper, on
the contrary, we have investigated task-based fMRI, which encourages the identifica-
tion of integration mechanism between specific task-related brain regions and is useful
to identify task-related networks in brain connectivity [11, 12]. Specifically, we used a
task-based fMRI dataset acquired on twins [13], to investigate the effect of genetic
heritability on the dynamics of functional brain networks. The main purpose of this
study is to evaluate if there are DFC patterns shared among twins, allowing discrim-
inating twin pairs from unrelated pairs. In our previous study [13], we have shown that
differentiation between two groups was measurable when using the graph Laplacian
representation of non-dynamic FC matrices, which transforms the representation of
data into the smoothed space of positive semi-definite matrices [14]. A Fréchet metric
on this space was then used to measure the similarity between networks [13]. In [15]
we have further extended the use of graph Laplacian and Fréchet metric to classify
between MZ & DZ twin pairs using DFC matrices. To this aim we computed the
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distance between each pair of DFC matrices and the vector representation of the
sequence of distances was then used by a linear SVM for classification.

In this paper, we want to investigate the DFC analysis exploiting the concept of
brain states. To perform this investigation, we exploited the similarity of DFC patterns
associated with the brain states of the two groups (twins and non-twins). To this aim,
we clustered the DFC matrices into reference states and then we used a compact
representation to perform a classification.

Some recent approaches suggest similar FC analysis, e.g., in [16] SVMs were used
to discriminate traumatic brain injury after encoding DFC with k-means clustering.
Similarly, in [17] enhanced FC variability was used to classify autism spectrum dis-
order from healthy controls. All above methods, exploiting clustering to generate a set
of reference states, are based on similarities computed in a vectorial space. Using
metrics on the vectorial space – like the Euclidean distance frequently used in k-means
– is sub-optimal [15]. We know however, that FC matrices can be managed to form a
manifold of positive definite matrices, and a more appropriate choice of similarity is to
use a geodesic metric defined on the smooth manifold. Therefore, in our approach we
used a geodesic metric both to cluster the matrices with k-means and to extract the
features to be used by the classifier.

We made some experiments both using the Euclidean metric in a vectorial space
and a geodesic metric (Log Euclidean distance) on the Riemannian space of symmetric
positive definite matrices. The results suggest that using a proper geodesic distance is
much more valuable in describing the similarity between graphs, allowing a better
clustering of graphs and, for our specific task, resulting in a much higher classification
accuracy when compared to a method based on simple Euclidean distance.

In the following Sect. 2 we will describe the data and the processing methods used
to estimate the DFC with graphical LASSO, to cluster the graphs using geodesic metric
within k-means, and to encode the subject pairs building the features with the geodesic
metric. In Sect. 3 we will provide the results of all experiments, and a brief discussion
with some concluding remarks will be given in Sect. 4.

2 Materials and Methods

2.1 Data Acquisition and Pre-processing

A total of 26 subjects, corresponding to 13 twin pairs (7 monozygotic, 6 dizygotic,)
were recruited from the population-based Italian Twin Registry. fMRI data was
acquired on a 3-Tesla MR imaging unit Siemens Allegra system (Siemens, Erlangen,
Germany) with a standard head coil. T2*-weighted images were acquired using a
gradient-echo EPI-BOLD pulse sequence (TR: 2000 ms; TE: 30 ms; flip angle 75°;
FOV: 92 � 192; 31 axial slices; thickness: 3 mm; in-plane: 3 mm2; matrix: 64 � 64).
High-resolution MPRAGE T1-weighted structural images were acquired in the same
session (TR: 2300 ms; TE: 3.93 ms; flip angle 12°; FOV: 256 � 256; 160 axial slices;
slice thickness: 1 mm; matrix 256 � 256). In our experiment, fMRI data were col-
lected with right and left hand consecutively in two separate scans by using traditional
Poffenberger paradigm [18], the task protocol was well synchronized for all subjects,
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allowing the comparison of BOLD signal across different subjects. fMRI pre-
processing was done including realignment, time slice correction, motion correction
and normalization. Mean time-series of each region, defined using the Automated
Anatomical Labeling atlas [19] (90 ROI Cerebrum only), were then extracted from
processed fMRI. For further details of the processing pipeline refers to [13].

2.2 Dynamic Functional Connectivity Estimation

Given N the number of regions in the atlas (in our case AAL is made by N ¼ 90) we
estimated the N � N covariance matrices

P

i wð Þ, for all subject i ¼ 1 . . .M, (M is total
number of subjects) and for all sliding windows w ¼ 1 . . .W over the fMRI time-series
(W is the total number of windows). In our experiments we used a sliding window of
size Dt ¼ 30 TR (60 s) and a step size of 4 TR (8 s) [14]. This resulted inW ¼ 83 DFC
matrices

P

i describing the modulation of connectivity along the entire recorded
sequence. Due to the relatively small windows size, the estimation of the covariance
matrices might be unstable and heavily affected by the limited amount of information.
To overcome this issue a more robust estimate of the covariance with small data can be
obtained from the estimate of a sparse version of the inverse of the covariance matrix
P�1

i wð Þ [20–22]. This sparse precision matrix can be obtained regularizing the esti-
mated parameters with the graphical LASSO as described in [23]. This method has
proven to be very effective when there are limited number of observations at each node
[2, 24], such as in our case where we have small intervals of fMRI scan.

The covariance matrices are always guaranteed to be symmetric positive semi-
definite, however, in real applications they are frequently also symmetric positive
definite (SPD). If some matrices are not SPD we can apply a small regularization
ðPi ¼

P

i þ kIÞ making them SPD. In this way they form a Riemannian manifold of
SPD matrices [24] which enable us to analyze the DFC matrices on the manifold
instead of using the vector space [13, 25]. To take full advantage of the manifold
structure of SPD matrices, it is essential to consider a geodesic distance, which measure
the shortest path between two points (two matrices in our case) along the smooth and
curved manifold [13]. There are some possible alternative geodesic distances on the
Riemannian manifold of SPD matrices [25, 26], we decided to adopt the Log-Euclidean
distance, which is simple, and fast to compute:

dL Ri;Rj
� � ¼ jj logðRiÞ � logðRjÞjj; ð1Þ

where
P

i

P

j are two DFC matrices.
As described in our previous work [13], there is no effect of task (left and right

hand) between the two groups. So, for each subject we averaged the DFC matrices
across tasks by using geodesic mean (see Eq. 2) [27] so that the geometric nature of
matrices is maintained.
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2.3 Dynamic States and Geodesic Clustering Analysis

In order to define a set of states describing intrinsic brain network patterns, we have
used geodesic k-means clustering on SPD matrices [28] to associate a state to each
cluster. To initialize the cluster centroids, we first selected a set of exemplar matrices
[2] from the data (8 matrices per subject in our case) maximizing the distance from the
rest of the exemplars of the same subject. The geodesic k-means was then applied on
the set of exemplars to obtain the initial centroids, which were then refined running
again the geodesic k-means on all DFC matrices of all subjects. In order to run the
geodesic k-means, we used the Log-Euclidean distance [25] as defined in Eq. (1) for
which the mean of multiple covariance matrices can be computed in a closed form:

RL ¼ expfarg infR
X
n

i¼1

log Ri � logRk k2g ¼ exp
1
n

X
n

i¼1

log Ri

( )

; ð2Þ

In order to choose the optimal number K of clusters we used two criteria. The first
criterion was based on the minimization of the Sum of Squared Error (SSE):

SSE ¼
X
K

i¼1

X

R2Ci

d2 mi;Rð Þ ð3Þ

where R is a DFC matrix associated to cluster Ci and mi is the corresponding centroid.
The second criterion was based on the necessity of having in any cluster some

matrices for all subjects, due to the encoding framework explained below. We,
therefore, computed the SSE by using Eq. (3) ranging over a number of clusters
K ¼ 2 . . . 10ð Þ. In our case the best solution fulfilling with the two criteria resulted to
be with K ¼ 2. This result also supports the hypothesis that in a task-based fMRI there
appears at least two macro states, one is a task-related state and the second one is a no-
task state.

2.4 Feature Extraction and Classification

The working hypothesis is that dynamic connectivity between twin pairs would be
more similar than between un-related pairs, and based on this we can classify pairs
either as twins or as unrelated. Therefore, we need to encode the subject’s similarity
taking into account the brain state. To this aim, subjects’ representatives were com-
puted for all clusters. More specifically, the subset of all DFC matrices of a subject
associated to a cluster were averaged with a geodesic mean creating a subject repre-
sentative for that cluster. In this way, a subject has a representative for each cluster.

At this point, we could compute the features characterizing the similarity between
the subjects. For each pair of subjects we measured the inter-subject geodesic distance
between the two subject representatives of each cluster. In addition, we computed the
geodesic distance of each subject representative from the cluster centroids. Therefore,
for each pair of subjects (twins or unrelated) there are 3 distances per cluster (features)
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and in our experiments the data representation included a total of 6 features because we
have K = 2 clusters.

In our data set, we have 13 twin pairs, corresponding to 26 subjects that can be
recombined to form 312 unrelated pairs. In short, we have a dataset composed of 13
samples from the twin’s class and 312 samples from the unrelated class. Due to the
high unbalanced dataset, we opted to use the weighted SVM [29] with three cross-fold
validation. To this aim, we divided our data into 3 chunks randomly selecting the
samples while maintaining the proportion between the classes (each fold was composed
by 104 samples from the unrelated pairs and 4 from twin’s pairs). For statistical
purpose, we repeated 100 times this cross-validation procedure with the randomized
selection of folds. We evaluated the results in terms of average accuracy, precision,
recall, F1 score and confusion matrix.

In all our experiments, all distances between graphs and means of graphs were
computed using the Log-Euclidean distance Eq. (1) and the corresponding geodesic
mean Eq. (2) respectively. However, for the sake of comparison we performed iden-
tical experiments using the Euclidean distance and the corresponding Euclidian mean.

3 Results

Figure 1 shows the results of classification with the weighted SVM when using the
Log-Euclidean distance (blue bars) and the Euclidean distance (red bars). It can be
observed that using the geodesic metric to describe the data considerably boosts the
performance during classification, i.e., during the exploitation of the encodings. In
particular, the accuracy with “geodesic encoding”, 87.21%, is much higher than the
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Fig. 1. Comparison of average performance of classification with weighted linear SVM
classifier with Log-Euclidean distance (blue bars) and with Euclidean distance (orange bars).
(Color figure online)
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“Euclidean encoding” accuracy, 66.35%. Similar differences can be observed for the
precision (88.35% versus 67.42%) and F1 score (92.92% versus 79.14%). Higher and
similar recall for both metrics could be due to the higher unbalance in the classes. The
embed table in Fig. 1 summarizes these results.

The mean confusion matrix for both distance metrics is given in Table 1. It can be
observed that when using geodesic distance during the data encoding the rate of correctly
classified pairs is much better than using Euclidean distance. These results strongly
support the fact that the use of Euclideanmetric on symmetric positive definite matrices is
suboptimal. Hence, a better way to compare and process the undirected weighted graphs
described by SPD is to use a geodesic distance on the Riemannian space.

4 Discussion and Conclusion

In this paper, we have presented a novel computational framework, which allows
distinguishing between twins and unrelated pairs of subjects using their dynamic
functional brain connectivity. To this aim, we designed a specific encoding of graphs
into subjects’ similarities, exploiting the concept of geodesic metric on the Riemannian
manifold of SPD matrices.

In particular, for the encoding of data we derived a subject-wise graph similarity
representation exploiting a geodesic k-means clustering. Indeed, the algorithm uses the
Log-Euclidean metric on the space of functional brain graphs. Once the clusters were
generated, the Log-Euclidean metric was also used to calculate the similarity of two
subjects in terms of distance between subjects and distance from cluster centroid. These
distances were used as features for the data representation. Due to the highly unbal-
anced dataset to solve the classification task we used the weighted SVM.

In order to evaluate whether, beyond having a good estimation of covariance
matrices, it is important to use metrics working on the space of data, we made an
identical experiment using the Euclidean distance in place of the geodesic distance. The
results of our study clearly demonstrate that use of Euclidean distance is not the best
choice, as it is not properly managing the complex structure of graphs, indeed the
classification performance is boosted when using the geodesic distance.

Table 1. Average confusion matrix showing the performance of classification when using the
Log-Euclidean distance or the Euclidean distance

Log-Euclidean Distance Confu-
sion Matrix

Euclidean Distance Confu-
sion Matrix

Predicted Class Predicted Class
Non-

Twin Pair
Twin 
Pair

Non-Twin 
Pair

Twin Pair

Actual 
Class

Non-Twin 
Pair 275 37 210 102

Twin
Pair 4 9 8 5 
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This study also reveals that a careful encoding of the dynamic functional con-
nectivity allows a clear distinction of twin pairs from non-twin pairs.

Acknowledgement. The authors acknowledge Cigdem Beyan and Muhammad Shahid for the
helpful discussions.
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Abstract. The ActiVis project aims to deliver a mobile system that is
able to guide a person with visual impairments towards a target object
or area in an unknown indoor environment. For this, it uses new devel-
opments in object detection, mobile computing, action generation and
human-computer interfacing to interpret the user’s surroundings and
present effective guidance directions. Our approach to direction genera-
tion uses a Partially Observable Markov Decision Process (POMDP) to
track the system’s state and output the optimal location to be investi-
gated. This system includes an object detector and an audio-based guid-
ance interface to provide a complete active search pipeline. The ActiVis
system was evaluated in a set of experiments showing better performance
than a simpler unguided case.

Keywords: Active vision · Vision impairment · Object detection

1 Introduction

There are an estimated half a billion people that live with mild to severe vision
impairment or total blindness and this number is expected to significantly rise
with an ageing population [7]. There has been a rise interest from industrial
partners in utilising modern technology to make their products more accessible,
and improvements in modern computing power and image processing capabilities
have made this easier. This work is part of the ActiVis1 project, which aims
to enable people with vision impairments to independently navigate and find
objects within an unknown indoor environment using only a mobile phone and
its camera. Our solution is inspired by active vision research [3], but it replaces
the electro-mechanical servo typically found in active vision systems with a user’s
arm and hand, as pictured in Fig. 1. This paper expands upon concepts proposed
in [4,14] and extends the concept presented in [15] with a fully working system.

ActiVis uses the camera’s current and previous image data as input and
leverages its understanding of inter-object spatial relationships to determine the
1 http://lcas.github.io/ActiVis.
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Fig. 1. The system in use during an experiment with a blindfolded participant.

best navigation action to find the target object. For this, we expanded upon our
previous work and implemented a Partially Observable Markov Decision Process
(POMDP) on a mobile phone that generates real-time navigation instructions
for the user. The current paper includes the following main contributions:

– a new controller that enables object search and guidance on a mobile phone;
– a complete system pipeline that includes audio interface, object detection and

human control;
– experiments that evaluate the efficacy of the proposed system.

Section 2 discusses relevant previous work, followed by a description of the
active vision system and controller in Sect. 3. The experiments and their results
are discussed in Sects. 4 and 5. The paper is concluded in Sect. 6.

2 Previous Work

Early attempts to solve this guidance problem used markers encoded with object
or environmental information and a smartphone that scans the environment for
these simple patterns [9,16]. The device uses audio feedback to read out the
embedded information or guide the user towards the markers. While improve-
ments to feature detectors have made it viable to replace markers with real
objects [18], an alternative guidance approach is proposed in VizWiz [5] which
uses a Mechanical Turk worker to manually locate and guide towards the desired
object within a user-provided picture.

The issue with a marker-based approach is that it requires significant effort
to place and maintain them in an environment, which is remedied by markerless
systems. However, both of these methods use passive guidance approaches that
rely on the user placing the desired marker/object within the camera’s view by
themselves before any guidance is provided. VizWiz [5] can leverage a human’s
understanding of the environment to guide a user to the correct location, but
there is significant lag and a reliance on a good internet connection and remote
worker being available. Previous work on the ActiVis system [15] addressed the
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Fig. 2. The system control loop including a human and the controller.

passive guidance issue by implementing a Markov Decision Process (MDP) that
gives the user pointing instructions to find an out-of-view object, showing that
this is a viable method for object search. However, that work used QR-codes to
simulate real objects and on-screen prompts to present the guidance instructions.
In this paper we expand the control model, replacing the QR-codes with real
objects and providing audio guidance, thereby implementing a complete object
detection and guidance pipeline for people with vision impairments.

Object detectors can be broadly classified in two-stage models, which use an
external algorithm to select regions of interest where to perform object infer-
ence [19], and single-stage models, which generate multiple windows of different
sizes and checks each window for any objects. Between these two classes, there is
a speed-accuracy trade-off, where the two-stage models typically produce more
accurate results, but are slower and require more computing resources [12]. On
the other hand, single-stage models, such as SSD and MobileNet [2,13], pro-
duce less accurate results but require significantly less parameters and FLOPS
to perform object inference than the two-stage models.

3 Active Vision System

A complete system diagram for ActiVis is given in Fig. 2. This diagram shows
a typical feedback control loop that generates a control signal to minimise some
error signal, e, and drive the output to some reference, r. In our case, the system
incorporates a human within the loop; r is the target object and y is the actual
observation of the mobile device’s camera.

Adding a human into the loop requires an additional block, H, representing
a human that receives a control signal, u, from the controller, K. However, the
challenge is that a person may interpret u in some unpredictable way, resulting
in the signal u∗ that points the camera, P , to a new object observation, y. It is
therefore important to design K to be robust enough to accommodate different
user habits and limitations, to ensure that u∗ tracks u as closely as possible. The
object detector’s classification error, n, is added to the feedback loop as a noise
signal that affects K’s output.

In our previous work [15], we assumed a perfect object classifier and solved
the problem using an MDP. In this paper we remove that assumption and replace
the MDP with a POMDP-based controller that can handle uncertainties in the
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object detection and classification output. Our new controller works by generat-
ing a trail of virtual waypoints for the user to point the camera towards, which
eventually leads to the target object. The waypoint positions are based on the
model’s pre-trained internal knowledge of the inter-object spatial relationships
and they are placed in a way that maximises the probability of the user finding
the target object.

3.1 Controller Design

A POMDP is an extension to a MDP that handles cases where the state is
not directly observable, allowing it to be used in more realistic scenarios. The
implication, however, is that a POMDP-based agent does not know its state at
any point in time, but must infer it based on the known model parameters and
sensor accuracy, which in our case is the object detector’s accuracy. This state
inference relies on a so-called belief meta-state, which is updated with additional
observations to reflect the likelihood that the agent is in any given state. The
belief state is fully observable by the agent and is used to infer the mobile device’s
current state and generate the next action.

A POMDP model is described by the 8-tuple (S,A,T,R,Ω,O,b, γ), where
S represents a finite set of discrete states, A is a set of discrete actions, T is
a matrix containing the probabilities of transitioning from state s to state s′

(where s, s′ ∈ S) after executing action a (where a ∈ A), and R is the reward
the agent receives for executing a and reaching s′. Ω is the set of possible state
observations, while the matrix O contains the probabilities of making observation
o ∈ Ω when in s after executing a. Finally, b is the belief vector containing the
state probability distribution and γ is a discount factor that prioritises long-term
over short-term rewards, which affects the model’s convergence rate.

Parameters. The state is given by s = 〈u, n, v〉, where u is the object within
view, n is the number of search steps taken during the search and v is a binary
variable indicating whether a waypoint has been visited before. The possible
actions that dictate the location where the mobile device will generate the
next waypoint are given by A = {UP, DOWN, LEFT, RIGHT}. T was deter-
mined by extracting the inter-object spatial relationships for a limited number
of objects, in terms of the actions A, from the OpenImages [10] dataset. For
example, by iterating over the images containing the objects of interest, we can
see that the object ‘monitor’ is located above (i.e. UP) the object ‘keyboard’ in
16% of the images containing both objects (see Fig. 3). The transition function
for this case is t(s, a, s′) = t(keyboard,UP,monitor) = 0.16.

The reward function encourages the device controller to search for the target
object by giving a substantial reward if the object is found, while penalising
the controller for every action that does not result in a successful object detec-
tion. Furthermore, additional penalties are given if the controller generates a
waypoint in an area it has explored before (v = true) or when it exceeds some
search-length threshold denoted by nmax. The reward values were empirically
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Fig. 3. Images from the OpenImage dataset [10] containing some typical objects.

determined starting from the implementation of our previous MDP model [15],
the rewards of which are summarised in Table 1 together with the new ones. The
penalty given for every waypoint generated that does not lead to the target was
significantly increased for this model to offset the delay before large penalties
are introduced and increase the model’s urgency.

Table 1. The reward function for the POMDP.

Reward condition POMDP MDP [15]

r(o = otarget) 10000 10000

r(v = true) −75 −10

r(n > nmax) −75 −10

otherwise r(·) −100 −1

The state observations are identical to the states that the mobile device can
enter into. In this case, however, uncertainty is introduced into the observation
by the object detector. Instead, the previous search locations and search time are
fully observable, since they can be tracked by the mobile device. O therefore only
contains the classification/misclassification probabilities of the object detector.
These values were found by performing a set of classification tests with the object
detector and generating a confusion matrix to populate O.

Training. We encoded 15+1 objects into the current system, including a ‘noth-
ing’ item in case the detector does not see anything of interest:

U = {nothing,monitor, keyboard,mouse, desk, laptop,mug,window,

lamp, backpack, chair, couch, plant, telephone,whiteboard, door}.

We set nmax to 11 waypoints, after which the agent gets penalised for every
additional waypoint it generates that does not lead to the target object. This
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results in a total of 352 reachable states (nstates = 16 × 11 × 2), with any state
containing the target object acting as a terminal state.

The POMDP model is trained to generate a policy that contains the opti-
mal belief-action mapping, which the controller can use to produce the optimal
waypoint locations. This is done by the model exploring the entire state-action-
observation space and optimising the policy to maximise its long-term cumula-
tive reward. However, b is a vector of continuous probability distributions with
infinite combinations, making POMDPs time-consuming or even impossible to
solve exactly. This was the case for our moderately-sized state space, so we
opted for an approximate method instead, using the Point-Based Value Itera-
tion (PBVI) algorithm [17] implemented in the AI-Toolbox library2. The PBVI
algorithm speeds up the training process by selecting a smaller subset of repre-
sentative belief points from b and tracking these points only. Using the PBVI
algorithm, we generated a total of 15 policies, one for each target object.

3.2 Guidance System Implementation

We implemented the object detector and the POMDP controller in an Android
app and combined it with an audio interface that provides non-visual guidance
instructions. We use non-intrusive bone-conducting headphones to transmit the
audio signals to the user without blocking other ambient sounds. The app runs
in real-time on an Asus ZenPhone AR with Android 7.0 and ARCore3 enabled.

Audio Interface. To describe the waypoints’ pan and tilt positions, we imple-
mented an improved version of the interface described in [4] that uses a spa-
tialised audio signal. However, since our headphones bypass the ear’s pinnae
that allow a person to localise the height [20], we spatialise the audio in the pan
dimension only. To convey the tilt angle, we instead exploit a human’s natural
association of high and low sound sources with a high and low sound frequency,
respectively [6], and adjust the sound source’s pitch accordingly. A similar app-
roach was used in [22].

Object Detector. To recognise objects we used SSD-Lite, which is a single-
stage object detection and classification network based on the SSD architecture
that implements MobileNetV2 [21]. This is a lightweight model that requires
relatively little memory to perform inference tasks, making it suitable for mobile
platforms. This model achieves a mean average precision (mAP) of 0.22 with
4.3M parameters and 0.8B FLOPS on the COCO dataset [11]. The full SSD
model achieves a slightly higher mAP (0.25), but with significantly more param-
eters (34.3M) and FLOPS (34.36B).

The network was trained with a maximum of 10,000 object samples for each
class in U, taken from the OpenImages dataset [10], with a 60-20-20% split

2 http://github.com/Svalorzen/AI-Toolbox.
3 http://developers.google.com/ar/.

http://github.com/Svalorzen/AI-Toolbox
http://developers.google.com/ar/
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for training, validation and testing respectively. We set a relatively high confi-
dence threshold of 0.7 to reduce the likelihood of false-positives. Training for 120
epochs, with 1000 iterations each, we achieved a mAP of 0.16 on this dataset
and produced a TensorFlow Lite model that is Android-compatible. We used this
model to finally implement our SSD-Lite object detector on the mobile device.

Waypoint Generation. To search the target object, the system uses the policy
file from the POMDP training process, which defines the best location of next
waypoint based on the device’s current state. This state is tracked by the device
throughout the app’s runtime by performing object detection and recording the
previous search locations and waypoint positions. The latter are obtained by
discretising the world into a 6×6 grid, where each cell represents a 35◦ rotation,
and setting the relevant grid unit’s v value when visited. This setup gives the
state access to perfectly observable n and v parameters, while the observation u
is generated by the object detector. When the device makes a new observation,
either because the user rotates the device past 35◦ or sees a new object, the
device triggers the controller to generate a new waypoint location. The controller
uses o to update b and queries the policy for the best location to place the new
waypoint. The policy output is an action from A that indicates the next adjacent
grid square to place the waypoint, e.g. an ‘UP’ output would result in a waypoint
being placed one grid square above the current view.

4 Experiment Design

To evaluate the guidance system’s effectiveness, we designed a set of experiments
to measure its performance in driving a user towards a target object within a
static environment. We conducted an additional set of experiments with an alter-
native system that relies on a user’s intuition and prior knowledge to generate
actions instead, to act as a baseline measurement for our system’s results.

Both experiment environments and the object placements within them were
modelled on a typical office and care was taken to ensure that both environments
were unique in layout and object placement, though some cross-experiment
occurrences appear with the larger, more static objects (e.g. door, desk). Also,
to minimise any cross-experiment learning effects, two different sets of objects
were used for each experiment. If any (medium-small) objects occurred in both
experiments, they were placed at different positions. In particular, the objects
in the guided case experiment are Ug = {door, desk, chair, whiteboard, mouse,
laptop, backpack, mug}, while the objects in the unguided case are Uug = {door,
desk, chair, whiteboard, mouse, monitor, telephone, keyboard}.

We recruited 10 participants (8 male, 2 female; average age 29.2 years) for the
experiments, including 2 legally blind participants. The other 8 participants were
blindfolded. A time limit of 45 s was set for each experiment run, which ended
either by finding the target object or reaching the time limit. There was one
experiment run per target in each respective environment, giving 8 experiment
runs for each the of guided and unguided cases.



656 J. C. Lock et al.

4.1 Unguided Case

For this experiment, the mobile camera and object detector acts as the partic-
ipants’ eyes and informs them about the objects within the camera’s view. It
is then up to the participant to exploit their prior knowledge and intuition to
manipulate the camera and find the target object. In this case, the human acts
as both the controller and the actuator. Similar to other commercially avail-
able applications, such as SeeingAI4 and TapTapSee5, the unguided version of
our app only reads out the objects upon the user’s request by tapping on the
screen. When the target object comes within the camera’s view and is correctly
detected, the device vibrates to inform the participant.

4.2 Guided Case

In this experiment, we evaluate the performance of the guidance system in an
object search task, where the perception and control tasks are performed by
the guidance system and the participant acts as the actuator, interpreting con-
trol signals and outputting actuation forces on the camera sensor (see Fig. 2).
To reduce the possibility of the participants ignoring the guidance instructions
to find the target object by themselves, they were not told which objects they
were actually looking for. This also helped to focus on the performance mea-
surement of the guidance system only, isolating it from external factors such as
user common-sense or other biases. A new run then started with the experiment
staff selecting the (unknown) target object for the user.

5 Results

5.1 Target Acquisition

As in [15], we use the target acquisition rate (TAR) to compute the proportion
of objects that the participants found during an experiment. For example, a
TAR of 0.5 indicates that a participant found the target object in 50% of the
searches. Taking each participant’s TAR as a datum, the unguided case produced
a higher average TAR (0.54 vs. 0.46), meaning that the participants found 8%
more objects without guidance instructions. However, the Kruskal-Wallis (KW)
test for non-normal data shows that statistically there is no significant difference
between these results (pkw = 0.16), meaning we cannot conclude which exper-
iment produced the best TAR. All the experiment results are summarised in
Table 2.

4 http://www.microsoft.com/en-us/ai/seeing-ai.
5 http://taptapseeapp.com.

http://www.microsoft.com/en-us/ai/seeing-ai
http://taptapseeapp.com
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5.2 Time to Target

The time it takes to find a target object is an important indicator of system
performance, where less time indicates a shorter search time and increased per-
formance. The data for the search times in the guided and unguided experiments
are shown in Fig. 4. It can be seen that the guidance system reduced the overall
time to find each target object. This is confirmed by the data that show an aver-
age search time of 12.5 s for the guided experiment and 17.2 s for the unguided
case (pkw = 0.045), an improvement of around 27%. These results compare also
favourably with those obtained in our previous version of the system [15], where
an average time-to-target of 34 s was recorded. However, it should be noted that
the system implementation and experimental design in the current paper are
significantly different from our previous work, so this comparison is interesting
but not indicative of any major improvement.

Fig. 4. A set of boxplots comparing the total linear and angular displacements, as well
as the time to target for each experiment.

Table 2. A summary of the experiment results.

Guided Unguided KW statistic

TAR [%] 46 ± 13 54 ± 15 0.16

Time to target [s] 12.5 ± 11.9 17.2 ± 11.5 0.045

Pan angle displacement [rad] 0.68 ± 1.1 0.99 ± 1.2 0.029

Tilt angle displacement [rad] 0.68 ± 1.1 1.04 ± 1.2 0.011

Linear displacement [rad] 0.23 ± 0.22 0.36 ± 0.22 0.012
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5.3 Movement

Finally, to give an indication of the effort required to find each target, we look at
the mobile device’s displacement data. In this case, less device displacement is
desirable, since it implies less physical exertion was demanded from the user. The
device displacement was measured in both linear (x, y, z) and angular (pan, tilt)
dimensions. Integrating these data, we obtain the total absolute displacement in
each dimension. These results are plotted in Fig. 4.

The boxplots for the total angular displacement show a consistent reduction
in radians in the guided case for both the pan (0.68 rad vs. 0.99 rad, pkw = 0.029)
and tilt dimensions (0.68 rad vs. 1.05 rad, pkw = 0.011). The guidance system
therefore reduces the total angular displacement to find the objects by 31% and
35% for the pan and tilt dimensions, respectively. The total linear displacement
is also reduced when using the guidance interface by approximately 36% (0.23 m
vs. 0.36 m, pkw = 0.012). These results are summarised in Table 2. To conclude,
the data show that the guidance interface reduced the total angular and linear
displacement required to find the target objects in all dimensions by at least
31%, reducing the total effort required by the user.

6 Conclusion

In this work, we presented ActiVis, a mobile guidance system to scan the envi-
ronment for finding objects, which uses a POMDP-based controller and a vision-
based object detector, combined with an audio interface, to generate instructions
for the user. We implemented this system on an Android app and tested it with
a group of 10 participants to evaluate its effectiveness compared to an unguided
object detector. The key results from these experiments are that the guidance
system improved the participants’ target-searching performance, reducing the
total search time and overall camera manipulation effort required to find an
object in an unknown environment. From these results, we can reasonably con-
clude that our new active search approach is potentially useful for similar mobile
applications to help people with visual impairments.

The system can benefit from future work that focuses on improving the flex-
ibility and usability of the system. New datasets that include the 3D positions
of the objects and camera, similar to what has been done in robotics [1] but
with a more diverse set of real scenes, would make it possible to train our model
with more accurate transition and observation models and possibly extend it
to be able to cope with depth. The usability of the system can potentially be
improved with a more sophisticated audio interface and adding adaptive control
algorithms that change the interface’s behaviour based on the user performance
over time [8].

Acknowledgements. This research is partly supported by a Google Faculty Research
Award. We would like to thank the Voluntary Centre Services UK for their help in
facilitating the experiments with people with limited vision.



Mobile Object Detection and Active Guidance 659

References

1. Ammirato, P., Poirson, P., Park, E., Kosecka, J., Berg, A.C.: A dataset for devel-
oping and benchmarking active vision. In: Proceedings of ICRA. IEEE (2017)

2. Howard, A.G., et al.: MobileNets: efficient convolutional neural networks for mobile
vision applications. CoRR (2017)

3. Bajcsy, R., Aloimonos, Y., Tsotsos, J.K.: Revisiting active perception. Auton.
Robots 42, 1–20 (2017)

4. Bellotto, N.: A multimodal smartphone interface for active perception by visually
impaired. In: SMC International Workshop on Human Machine Systems, Cyborgs
and Enhancing Devices. IEEE (2013)

5. Bigham, J.P., Jayant, C., Miller, A., White, B., Yeh, T.: VizWiz:: LocateIt -
enabling blind people to locate objects in their environment. In: Proceedings of
CVPR Workshops, pp. 65–72. IEEE (2010)

6. Blauert, J.: Spatial Hearing: The Psychophysics of Human Sound Localization.
MIT Press, Cambridge (1997)

7. Bourne, R.R., et al.: Magnitude, temporal trends, and projections of the global
prevalence of blindness and distance and near vision impairment: a systematic
review and meta-analysis. Lancet Global Health 5, 888–897 (2017)

8. Gallina, P., Bellotto, N., Di Luca, M.: Progressive co-adaptation in human-machine
interaction. In: International Conference on Informatics in Control, pp. 2362–2368
(2015)

9. Gude, R., Østerby, M., Soltveit, S.: Blind navigation and object recognition. Lab-
oratory for Computational Stochastics, University of Aarhus, Denmark (2013)

10. Kuznetsova, A., et al.: The Open Images Dataset V4: unified image classification,
object detection, and visual relationship detection at scale. CoRR (2018)

11. Li, Y., Li, J., Lin, W., Li, J.: Tiny-DSOD: lightweight object detection for resource-
restricted usages. In: Proceedings of BMVC (2018)

12. Liu, L., et al.: Deep learning for generic object detection: a survey. CoRR (2018)
13. Liu, W., et al.: SSD: single shot multibox detector. In: Leibe, B., Matas, J., Sebe,

N., Welling, M. (eds.) ECCV 2016. LNCS, vol. 9905, pp. 21–37. Springer, Cham
(2016). https://doi.org/10.1007/978-3-319-46448-0 2

14. Lock, J.C., Cielniak, G., Bellotto, N.: Portable navigations system with adaptive
multimodal interface for the blind. In: AAAI Spring Symposium - Designing the
User Experience of Machine Learning Systems (2017)

15. Lock, J.C., Cielniak, G., Bellotto, N.: Active object search with a mobile device
for people with visual impairments. In: Proceedings of the 14th International Joint
Conference on Computer Vision Theory and Applications, pp. 476–485 (2019)

16. Manduchi, R.: Mobile vision as assistive technology for the blind: an experimental
study. In: Miesenberger, K., Karshmer, A., Penaz, P., Zagler, W. (eds.) ICCHP
2012. LNCS, vol. 7383, pp. 9–16. Springer, Heidelberg (2012). https://doi.org/10.
1007/978-3-642-31534-3 2

17. Pineau, J., Gordon, G., Thrun, S., et al.: Point-based value iteration: an anytime
algorithm for POMDPs. In: International Joint Conference on Artificial Intelligence
Organization, pp. 1025–1032 (2003)

18. Redmon, J., Divvala, S., Girshick, R., Farhadi, A.: You only look once: unified,
real-time object detection. In: Proceedings of CVPR, pp. 779–788. IEEE (2016)

19. Ren, S., He, K., Girshick, R.B., Sun, J.: Faster R-CNN: towards real-time object
detection with region proposal networks. Trans. Pattern Anal. Mach. Intell. 39,
1137–1149 (2015)

https://doi.org/10.1007/978-3-319-46448-0_2
https://doi.org/10.1007/978-3-642-31534-3_2
https://doi.org/10.1007/978-3-642-31534-3_2


660 J. C. Lock et al.

20. Roffler, S.K., Butler, R.A.: Factors that influence the localization of soundin the
vertical plane. J. Acoust. Soc. Am. 43, 1255–1259 (1968)

21. Sandler, M.B., Howard, A.G., Zhu, M., Zhmoginov, A., Chen, L.C.: MobileNetV2:
inverted residuals and linear bottlenecks. In: Proceedings of CVPR, pp. 4510–4520
(2018)

22. Schauerte, B., Martinez, M., Constantinescu, A., Stiefelhagen, R.: An assistive
vision system for the blind that helps find lost things. In: Miesenberger, K., Karsh-
mer, A., Penaz, P., Zagler, W. (eds.) ICCHP 2012. LNCS, vol. 7383, pp. 566–572.
Springer, Heidelberg (2012). https://doi.org/10.1007/978-3-642-31534-3 83

https://doi.org/10.1007/978-3-642-31534-3_83


3TP-CNN: Radiomics and Deep Learning
for Lesions Classification in DCE-MRI

Michela Gravina, Stefano Marrone(B), Gabriele Piantadosi, Mario Sansone,
and Carlo Sansone

DIETI - University of Naples Federico II, Naples, Italy
mi.gravina@studenti.unina.it

{stefano.marrone,gabriele.piantadosi,mario.sansone,
carlo.sansone}@unina.it

Abstract. Dynamic Contrast Enhanced-Magnetic Resonance Imaging
(DCE-MRI) is a diagnostic method for the detection and diagnosis of
breast cancer. Requiring the acquisition of images before and after the
injection of a paramagnetic contrast agent, it provides a large amount of
data that can hardly be analyzed without the use of a Computer Aided
Diagnosis (CAD) system, whose aim is to support radiologists in the
interpretation of medical images. Among the major issues in developing
a CAD for the breast DCE-MRI there is the lesion diagnosis, namely the
classification of lesioned tissues according to the tumour aggressiveness.
Several studies have been conducted so far to explore the applicability of
Deep Learning (DL) approaches to the automatic breast lesions classifi-
cation. However, we argue that solutions only relying on DL are not so
effective since past learned experience in the radiomics field should also
be kept in mind to better exploit the dynamics of contrast agent and
its effect on the acquired images. To this aim, we propose an approach
that exploits the well-known Three Time Points (3TP) idea to select
the specific time points that best highlight the tissues under analysis.
Our findings show that promising results can then be obtained by using
transfer learning, resulting in an approach that is able to outperform
both the classical (non-deep) and some very recent deep proposals.

Keywords: Deep learning · CNN · 3TP · DCE-MRI · Breast ·
Cancer · Lesion classification

1 Introduction

The breast cancer worldwide number of cases has significantly increased since
the 1970s. This phenomenon is partly due to modern lifestyles, with recent stud-
ies showing that tumours are mostly an environmental rather than a genetic
disease, being the results of factors like pollution, smoking, nutrition, radiation,
stress, and traumas. Tumours grow and expand without evident signs, coming
out with symptoms only at an advanced stage of the disease. For this reason,
early detection is the key factor to improve breast neoplasm prognosis.
c© Springer Nature Switzerland AG 2019
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In recent years, Dynamic Contrast Enhanced-Magnetic Resonance Imaging
(DCE-MRI) has demonstrated great potential in screening different tumours
tissues, gaining increasing popularity as an important complementary diagnostic
methodology for early detection of breast cancer [9]. It involves the intravenous
injection of a contrast agent (CA) in order to highlight both the physiological and
morphological characteristics of the tissue. The contrast agent is a paramagnetic
or super-paramagnetic substance (such as Gadolinium-based), characterized by
a specific absorption time that, spreading with different speed in function of the
tissue vascularization, allows to highlight the damaged tissues with respect to
the surrounding healthy ones.

A DCE-MRI study consists of MRI images taken before (pre-contrast series)
and after (post-contrast series) the intravenous injection of the contrast agent,
involving the acquisition of 3D volumes at different times, thus resulting in a 4D
volume (Fig. 1a) with 3 spatial dimensions (x, y, z) and one temporal dimension.
Each DCE-MRI voxel (a pixel in three-dimensional space) is associated with
a Time Intensity Curve (TIC) which reflects the absorption and the release of
the contrast agent (Fig. 1b), following the vascularisation characteristics of the
tissue under analysis [14].

Fig. 1. DCE-MRI and Time Intensity Curves. (a) A representation of the four dimen-
sions (3 spatial + 1 temporal) of a typical breast DCE-MRI scan; (b) some examples of
Time Intensity Curves: Type I corresponds to a straight (Ia) or curved (Ib) line where
the contrast absorption continues over the entire dynamic study (typical of healthy
tissues or benign neoplasms); Type II represents a plateau curve with a sharp bend
after the initial upstroke (typical of probably malignant lesions); finally, Type III shows
a washout time course (typical of malignant lesions).

Although a visual assessment of the lesion malignity could be performed by
analyzing the TIC, lesion diagnosis is a hard and time-consuming task because
(i) real curves are much noisier than the illustrative ones and (ii) the involved
amount of data is so huge that it can hardly be inspected without the use of a
Computer Aided Detection/Diagnosis (CAD) system. Focusing on the automatic
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CAD system, lesion diagnosis can be considered as the binary classification task
of distinguishing between benign and malignant tumours.

Performing lesion diagnosis by means of a classifier model requires to extract
the features that best suite the task and, to this aim, newer hand-crafted fea-
tures are continuously proposed by domain experts. In the last years, Deep
Learning (DL) based approaches have gained popularity in many pattern recog-
nition tasks, with Convolutional Neural Networks (CNNs) - artificial neural net-
works consisting in different convolutional layers stacked to form a deep archi-
tecture able to automatically learn a compact hierarchical representation of the
input - performing particularly well on images. Although this characteristic sug-
gests exploring CNNs also for biomedical images processing, accordingly to the
radiomics point of view (medical images are more than pictures [5]) our idea is
that the underlying physiological characteristics of DCE-MR images should also
be taken into account in order to effectively exploit all the available information.

In 1997 the study conducted by Degani [2] proved that it is possible to
effectively analyze DCE-MRI data considering only volumes at very specific
time points (3TP method), bringing a huge contribution to the research in
the radiomics field. Despite this, literature works do not seem to consider this
methodology, with authors mostly using deep learning approaches to extract the
features that best contribute to task solution.

In this work, we want to join the radiomics methodology and CNNs, in order
to exploit the medical experience and the deep learning capabilities for the auto-
matic breast lesion classification task in DCE-MRI. To this aim we propose 3TP-
CNN, a methodology that guides the choice of DCE-MRI volume to feed to CNNs,
exploring, as a case of study, the breast DCE-MRI. Finally, since the amount
of available training data is usually small, we propose to fine-tune a pre-trained
CNN after a replication-based data augmentation stage that demonstrated to
be effective when dealing with biomedical images.

The rest of the paper is organized as follows: Sect. 2 introduces the pro-
posed approach, the dataset used and the experimental setup; Sect. 3 reports
the obtained results, comparing them with those obtained by some competitors;
finally, Sect. 4, discusses those results and provides some conclusions.

2 3TP-CNN for Lesions Diagnosis

Lesion diagnosis consists in classifying Regions of Interest (ROIs) according to
the aggressiveness of the included tumour. The task can be addressed as the
binary classification problem of distinguishing between malignant and benign
lesions. To this aim, most literature proposals rely on hand-crafted features to
describe ROI characteristics such as the TIC behaviour (Dynamics Features),
the lesion’s texture (Textural Features) or shape (Morphological features),
etc. The works so far proposed mostly exploit the DCE-MRI volumes in three
way: by using all the available time series [11], by searching the best combi-
nation of acquisitions [6] or by arbitrarily fixing one of them [1]. Although all
these approaches show interesting performances, the main limitation is that their
applicability is strongly affected by the dataset characteristics.
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Fig. 2. The proposed 3TP-CNN classification schema: the first block shows the 3TP
lesions image extraction step generating a 3-channels images for each lesion by con-
sidering the time points suggested in [2]; in the second block, each slice is classified
separately; finally, in the third block, a unique label for each lesion is computed by
combining the results of all its slices.

To overcome this limitation, in this paper we propose to exploits the well-
known Three Time Points (3TP) [2] approach to select the specific time points
that best highlight the contrast agent absorption and then fine-tune a pre-
trained CNN for the actual slice-by-slice classification. In particular, we propose
to extract slices along the projection having the higher resolution, considering
the different acquisitions of the same slice along time as different channels within
the same image that we will feed to the CNN. This allows to perform the classi-
fication on images always related to the same physiological characteristics of the
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tissues under analysis, making our approach independent from the acquisition
protocol. To the best of our knowledge, this is the first work that exploits the
3TP-method for lesion diagnosis in DCE-MRI. The proposed approach consists
in three main steps (Fig. 2):

– 3TP Lesion Image extraction, in which for each slice containing a lesion,
a 3-channels image is created by stacking the three instances acquired at the
three time points suggested by Degani et al. [2]

– Slice Classification, during which each slice is classified as malignant or
benign

– Lesion Classification, in which each lesion is classified by combining results
of all its slices, producing a unique label for each lesion

2.1 3TP Lesion Image Extraction

As aforementioned in Sect. 1, a DCE-MRI is a 4D volume having 3 spatial dimen-
sions and a temporal one that represents the acquisition of 3D volumes over time.
Starting from it, we propose to extract 3TP images by cutting the sequence of
3D volumes along the axis having the highest resolution. This process generates
a set of 3D volumes, each representing the same section (slice) of the tissue seen
at different temporal instants. These volumes are extracted only for slices con-
taining a lesion. This is made possible by the lesion segmentation module (one of
the stages of a typical CAD system [12]) that localizes the lesion by identifying
the Region of Interest (ROI), namely a binary mask that bounds the portion of
the tissue within the lesion is.

Each 3D volume can be interpreted as a multi-channel image (since made of
slices referring to the very same portion of the tissue) whose number of channels
depends on the temporal instants considered during the extraction procedure. In
this work we propose to fix the considered number of temporal instant by taking
into account the 3TP method proposed by Degani [2], according to which the
lesion classification can be improved by taking contrast enhanced images (DCE-
MRI) at three time points identified by the time (in seconds) passed after the
contrast agent injection. Only three time points are taken into account: a pre-
contrast one (t0), one 2 min after the contrast agent injection (t1, corresponding
to the pick of contrast agent levels in tissues) and one 6 min after contrast agent
injection (t2, corresponding to the end of the CA washout). For each slice, the
resulting 3TP image is a 3-channel image composed of the same slice extracted
by the tree volumes acquired at the time instance nearest to t0, t1 and t2 (firt
block of Fig. 2).

The obtained images are further pre-processed by extracting only the portion
of the data within a squared box centered in the lesion centre and having size
1.5 times the maximum diameter of the lesion itself. Image values are then
normalized between 0 and 1, ensuring that, in the next stage, the CNN operates
on images having the same scale across different lesions. Finally, all the images
are resized to match the input layer size for the used CNN.



666 M. Gravina et al.

2.2 Slices Classification

In order to assess the malignancy of each 3TP image, we propose to fine-tune a
CNN pre-trained on ImageNet [3]. It is worth noticing that we do not fix any
CNN, as long as it has a 3-channels input layer. We propose to exploit fine-tuning
since biomedical images datasets do not usually gather a proper amount of data
to effectively train a big CNN from scratch.

Despite the use of fine-tuning, the training procedure could still not be able to
properly learn images characteristics since the images could not be enough even
for a fine-tuning and because classes are usually very unbalanced. The small size
is mostly due to the small number of patients involved in DCE-MRI programs,
while the dataset unbalance is because the sizes of malignant and benign lesions
are usually very different, resulting in different number of slices per lesion type.

As a consequence, both a data augmentation and a balancing phase are
needed. In this work, two variants of data augmentation are explored. The first
consists in the application of random rotation and flipping, while the second
simply consists in replicating the data (slice replication). In both variants, the
dataset is balanced by replicating some randomly chosen slices belonging to the
minority class.

2.3 Lesion Classification

At the end of the previous stage, each lesion is associated with a probability of
being a malignant or a benign one. However, since the final aim of the work is to
classify each lesion, as a final step we combine the classes of all the slices from
a given lesion into a single class. In this work, among all the possible combining
strategies (CS) we considered:

– Majority voting (MV), in which the class of the lesion is the most common
class over all its slices

– Weighted Majority(WMV), that acts as MV, but in which each slice
contribution is weighted by its probability

– Biggest Slice(BS), in which the lesion is associated with the class of the
slice containing the biggest portion of the lesion

2.4 Experimental Setup

The proposed approach is general and can be applied to the classification of
lesions of different organs and by using different DCE-MRI protocols. The same
goes for the CNN used for the slice classification and on the other hyperparame-
ters. The experiments have been carried out using Pytorch, evaluating the code
on a physical server hosted in our university HPC center1 equipped with 2 ×
Intel(R) Xeon(R) Intel(R) 2.13 GHz CPUs (4 cores), 32 GB RAM and an Nvidia
Titan XP GPU (Pascal family) with 12 GB GRAM. Slice extraction step and
non-deep competitors approaches (Sect. 2.4) have been implemented in MAT-
LAB.
1 http://www.scope.unina.it.

http://www.scope.unina.it
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Dataset. In this work, we will focus on the breast lesion diagnosis. The dataset
is constituted of 39 women breast DCE-MRI (average age 50 years, in range 31–
74) with benign or malignant lesions histopathologically proven: 36 lesions were
malignant and 22 were benign. All patients underwent imaging with a 1.6 T scan-
ner (SymphonyTim, Siemens Medical System, Erlangen, Germany) equipped
with breast coil. DCE T1-weighted FLASH 3D axial fat-saturated images were
acquired (TR/TE: 5.08/2.39 ms; flip angle: 15◦; matrix: 384 × 384; thickness:
1.6 mm; acquisition time: 110 s; 128 slices spanning entire breast volume). One
series (t0) was acquired before and 8 series (t1–t8) after intravenous injection of
a positive paramagnetic contrast agent (gadolinium-diethylene-triamine penta-
acetic acid, Gd-DOTA, Dotarem, Guerbet, Roissy CdG Cedex, France).

An experienced radiologist delineated suspect ROIs using original and sub-
tractive image series, defined by subtracting t0 series from the t1 series. The
manual segmentation stage was performed in Osirix [13], that allows the user to
define ROIs at a sub-pixel level.

Related Works. In this work, we consider two classical (non-deep) and two
deep learning based works proposed in the literature to compare with the per-
formance of our approach. Fusco et al. [4] propose to use both Dynamic and
Morphological features, combining them by using a Multiple Classifier System,
in order to take into account the contrast agent concentration and the lesion
shape. Piantadosi et al. [11] propose to use Local Binary Patterns on Three
Orthogonal Planes (LBP-TOP) descriptor to provide a set of feature by thresh-
olding the neighbourhood of each pixel and considers the result as a binary
number. As threshold, the luminance value of the pixel in the centre of the
neighbourhood is considered. In [1], Antropova et al. explore the use of a CNN
(AlexNet, pre-trained on ImageNet) as feature extractor and then use an SVM
for the actual classification. To match the 3-channels input layer, the authors
propose to replicate slices extracted from the second post-contrast series. Finally,
Haarburger et al. [6] proposed the fine-tuning of a ResNet34 [7] CNN. To match
the 3-channels input layer, the authors propose to perform a grid-search among
all the possible combinations of time series.

3 Results

The protocol considered in this work has the axial slice as the one having the
higher resolution, therefore we extracted the 3TP images along this plane. Per-
formance is evaluated using a 10-fold cross-validation. Since the classification
stage is performed slice-by-slice, it is very important to perform a patient-based
instead of a slice-based cross-validation, in order to reliably compare different
models by avoiding mixing intra-patient slices in the evaluation phase. Slices
were replicated three times (obtaining a training dataset 3 times bigger than the
original one). As CNN we used AlexNet [8] since in our previous investigations
[10] it has shown the best trade-off between classification performance and train-
ing time. Performances are evaluated in terms of Accuracy (ACC), Sensitivity
(SEN), Specificity (SPE), F1-Score (F1) and Area under ROC curve (AUC).



668 M. Gravina et al.

Tables 1 and 2 compare the proposed approach varying the model param-
eters, such as batch size, combining strategy and data augmentation in order
to find their best configuration. The fine-tuning of AlexNet has been performed
replacing the last fully connected layers. The best result was achieved by using
a learning rate of 10−5.

Table 3 compares our best configuration with some literature proposal
(Sect. 2.4) and with our proposal without the use of 3TP images as input (1TP
AlexNet with Slice Replication) to assess how the 3TP approach affects the per-
formance. The same parameters configuration of our best model was used, but
only the second post-contrast series from the 4D DCE-MRI data was taken. It
is worth noticing that, since Antropova et al. [1] do not provide enough informa-
tion about the SVM hyper-parameters settings, we performed an optimization
of the classification stage: the best results were obtained by using an SVM with
a polynomial kernel of degree equal to 1 and C =1. Majority voting (MV) is
considered as combining strategy.

Table 1. Comparing different 3TP-AlexNet training modalities, by varying the slice
combining rule and batch size.

Batch Size CS ACC SPE SEN F1 AUC

3TP AlexNet 1 MV 69.23% 50.00% 85.71% 75.00% 67.86%

BS 69.23% 55.56% 80.95% 73.91% 70.5%

WMV 66.67% 44.44% 85.71% 73.47% 75.13%

4 MV 69.23% 44.44% 90.48% 76,00% 67.46%

BS 66.67% 44.44% 85.71% 73.47% 72.75%

WMV 69.23% 44.44% 90.48% 76.00% 78.31%

8 MV 69.23% 50.00% 85.71% 75.00% 67.86%

BS 66.67% 50.00% 80.95% 72.34% 72.09%

WMV 69.23% 50.00% 85.71% 75,00% 78.84%

16 MV 71.79% 55.56% 85.71% 76.6% 70.63%

BS 69.23% 50,00% 85.71% 75,00% 66.8%

WMV 69.23% 50,00% 85.71% 75,00% 77.25%

Table 2. Comparing different 3TP-AlexNet Slice Replication training modalities, by
varying the slice combining rule and batch size.

Batch Size CS ACC SPE SEN F1 AUC

3TP AlexNet with

Slice Replication

1 MV 71.79% 55.56% 85.71% 76.6% 70.63%

BS 74.36% 61.11% 85.71% 78.26% 81.48%

WMV 69.23% 50.00% 85.71% 75.00% 79.37%

4 MV 71.79% 61.11% 80.95% 75.56% 71.03%

BS 66.67% 50,00% 80.95% 72.34% 79.23%

WMV 71.79% 61.11% 80.95% 75.56% 76.98%

8 MV 69.23% 61.11% 76.19% 72.73% 68.65%

BS 71.79% 66.67% 76.19% 74.42% 73.68%

WMV 69.23% 61.11% 76.19% 72.73% 77.51%

16 MV 64.1% 44.44% 80.95% 70.83% 62.7%

BS 71.79% 55.56% 85.71% 76.6% 74.34%

WMV 64.1% 44.44% 80.95% 70.83% 74.87%
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Table 3. Comparison of the best results obtained by our approach with those achieved
by other state-of-the-art approaches and with the results obtained without exploiting
the 3TP idea.

Methodology ACC SPE SEN F1 AUC

3TP-AlexNet with Slice Replication 74.36% 61.11% 85.71% 78.26% 81.48%

1TP AlexNet with Slice Replication 66.67% 50.00% 80.95% 72.34% 75.93%

ResNet34 (Haarburger et al.) [6] 58.97% 33.33% 80.95% 68.00% 79.89%

AlexNet & SVM (Antropova et al.) [1] 64.10% 38.89% 85.71% 72.00% 62.30%

LBP-TOP (Piantadosi et al.) [11] 50.10% 48.72% 51.28% 52.53% 71.83%

Dyn.& Morph.+ MCS(Fusco et al.) [4] 62.07% 31.82% 80.56% 72.50% 56.19%

4 Discussion and Conclusions

The aim of this paper was to investigate automatic lesion malignancy classifi-
cation in DCE-MRI proposing a solution that joined the radiomics methodol-
ogy and Convolutional Neural Networks (CNNs), in order to exploit the medical
experience and the deep learning capabilities. For this reason, Three Time Points
approach (3TP), exploited in Slice extraction step, was applied in order to high-
light contrast agent absorption that is decisive in the discrimination between
malignant and benign lesions. In our opinion, the past learned experience
should always be taken into account because it could provide information that
may improve classifier performance. As a case of study, breast DCE-MRI was
considered.

Results presented in Tables 1 and 2 compare all the CNN-based approaches
obtained by varying the slice combining strategies and batch size. 3TP-AlexNet
Slice Replication with a batch size equal to 1 reaches the best results. The most
effective slice combining technique is to consider as lesion class the one predicted
by the slice containing the biggest ROI. This is reasonable since the biggest ROI
in a lesion is likely to bring the majority of the lesion malignancy information.

Table 3 compares our best approach with some methods proposed in the
literature, showing that our proposal is able to outperform both the classical
(non-deep) approaches and the deep proposals. Haarburger et al. [6] defined the
best set of contrast images exploring all the combination of the images provided
by the acquisition protocol, while, in our case, the set of contrast images that
should be considered is suggested by medical knowledge. This implies that our
proposal can be applied for all protocols involving at least 3 acquisitions: the only
constraint is the need to have acquisitions close to the times suggested by Degani.
Furthermore, Table 3 shows the significant impact that the 3TP method had on
system performance, reporting the results obtained by the implementation of a
methodology that does not exploit the 3TP method.

The obtained results confirm our idea of exploiting past learned experience
in order to provide the network with the medical knowledge that contributes to
lesion diagnosis. In addition, it is worth noting that our methodology is not only
independent of the protocol, but also of the CNN used for lesion classification:
in fact, the choice of AlexNet [8] is only a case-of-study choice.
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Since contrast agent absorption is decisive for lesion diagnosis, future work
will focus on exploring approaches that are able to further enhance the temporal
dynamics of the acquired signal, reflecting the absorption and release of contrast
agent. We argue that when performing lesion diagnosis by means of a classifier
system, performance depends on the dynamic or spatio-temporal information
coming from DCE-MRI data rather than on the CNN used for classification.
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Abstract. The ongoing advancement of deep-learning generative mod-
els, showing great interest of the scientific community since the intro-
duction of the generative adversarial networks (GAN), paved the way
for generation of realistic data. The utilization of deep learning for the
generation of realistic biomedical images allows one to alleviate the con-
straints of the parametric models, limited by the employed mathemat-
ical approximations. Building further upon the laid foundation, the 3D
GAN added another dimension, allowing generation of fully 3D volumet-
ric data. In this paper, we present an approach to generating fully 3D
volumetric cell masks using GANs. Presented model is able to generate
high-quality cell masks with variability matching the real data. Required
modifications of the proposed model are presented along with the train-
ing dataset, based on 385 real cells captured using the fluorescence micro-
scope. Furthermore, the statistical validation is also presented, allowing
to quantitatively assess the quality of data generated by the proposed
model.

Keywords: Image-based simulations · 3D GAN · Training stability ·
Microscopy data · Digital cell shape

1 Introduction

The field of generative image modeling, led by the models based on generative
adversarial networks (GAN) [5], has advanced substantially in recent years [2,20].
The ability to capture important features directly from training data allows the
generation of realistically looking images without the need of employing vast
amounts of parameters or feature extraction. During the training, two networks,
generator and discriminator, compete in an non-cooperative game. The model
is able to properly learn only if the training dynamics between both networks
is maintained so that neither of them is much stronger that the other, i.e. nei-
ther network wins the game. This makes the training very sensitive to model
architecture and optimization parameters [8].

The adaptation of convolutional network architectures [7] for GANs
(DCGAN) [11] allowed the generation of images with much higher resolution.
c© Springer Nature Switzerland AG 2019
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The fully connected layers were replaced by the convolutional layers, which led
to dramatic reduction in size of the models. Furthermore, the 3D ShapeNets [19]
adapted the convolutional architecture, used previously for 2D images, to fully
3D, allowing the classification and retrieval of volumetric data. The 3D con-
volutional architecture of ShapeNets was subsequently adapted for generative
modeling in 3D GAN [18], allowing the generation of volumetric data. The uti-
lization of GANs in the field of biomedical image generation demonstrated their
ability to generate realistic looking cellular specimens in 2D (CytoGAN) [4].
However, the generation of 3D volumetric cellular data via deep networks has
not yet been thoroughly explored.

The validation of automated bioimage analysis algorithms relies on the
good testing data, consisting of images containing specimens and accompany-
ing ground truth. As the manual annotation of image data acquired using real
microscopes is often infeasible [3], there is an ongoing development of simulators
generating synthetic cellular specimens to produce suitable testing datasets [16].
The generation of synthetic cellular specimens in 3D is often based on paramet-
ric models [16]. Parametric models limit the variability of the data by imposing
various mathematical approximations, simplifying the real biological processes.

To overcome these limitations, we present a deep-learning based model to
generate realistic 3D volumetric cell masks. Our method improves upon the
cell shape generation using a parametric model [15] by employing 3D GANs. To
achieve good data variability, the training dataset for the generative model, based
on 385 volumetric images of cells acquired using the fluorescence microscope, was
subsequently augmented to obtain 1155 images. As the 3D GAN model with
optimization parameters presented in the original paper [18] was not exhibiting
a good convergence on this dataset, we discuss learning stabilization, and present
necessary alterations to stabilize the process of generating resulting volumetric
cell masks. We also present the statistical validation of the generated data, as
the good convergence of the model is not sufficient to guarantee good coverage
of the features contained in the real data.

2 Method

2.1 Data Preparation

The data preparation is an important preliminary step toward generating sta-
tistically plausible data. It needs to be done properly to allow modeling of the
real data distribution as closely as possible. The initial dataset consisted of 385
fully 3D images of individual human leukemia cells (HL60) stained with DAPI,
which were captured using a fluorescence microscope (Fig. 1). The utilized micro-
scope was Zeiss Axiovert 200M with alpha Plan-Fluar objective (100×/1.45 NA),
Yokogawa CSU-10 confocal unit and Andor iXon 887 back illuminated EM CCD
camera. However, this dataset could not be fed directly to the neural network,
as it needed the preprocessing pass (Fig. 2) due to uneven size of the captured
images and noise introduced by the CCD camera. Reducing the need of manual
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Fig. 1. Example of the volumetric images of human leukemia cells (HL60) stained with
DAPI from the real specimens acquired using the optical microscope Zeiss Axiovert
200M with alpha Plan-Fluar objective (100×/1.45 NA), Yokogawa CSU-10 confocal
unit and Andor iXon 887 back illuminated EM CCD camera. The visualization shows
maximum intensity projections along the particular axes.

human intervention during this task was important, as going through the whole
dataset by hand is very time-consuming and an error-prone process.

As the dataset consists of 3D volumetric images, the preprocessing has to
consider all three dimensions. In the first step, the high-frequency noise is fil-
tered by a 3D median filter with 3 × 3 × 3 convolution kernel, emphasizing a
smooth coherent structure of captured cells. Furthermore, as the images may be
of varying size, the proper scaling and resampling must be done to make the
dataset consistent with the input dimensions of the network, i.e. 64 × 64 × 64.
To achieve this, all images in the dataset were resampled using Lanczos filter-
ing algorithm. The Lanczos algorithm uses the sinc functions, instead of simple
linear or cubic interpolation, allowing to produce more detailed cell images.

At this point, the resulting filtered 3D cell images of size 64× 64× 64 had to
be converted into binary masks which represent the real-life cell shapes fed to the
neural network. All volumetric images are processed by thresholding algorithm
using Otsu method [10]. However, the results of the thresholding algorithm may
not always be perfect.

The noise and small inaccuracies are very common in the resulting raw 3D
masks. Moreover, some of the masks also contained cut-off parts of the cells
in the image corners (as can be seen in Fig. 1). To mitigate this, we used a
morphological erosion with a spherical structuring element of radius 3, followed
by removal of smaller 26-connected components, and dilation with a spherical
structuring element of radius 3. This sequence of operations resulted in removal
of all objects, except the largest one, from the mask, producing filtered 3D mask
containing exactly one cell.

Finally, all 385 filtered masks were augmented to further extend the data.
The employed 3D affine geometric transformations were the rotation around the
x axis and the reflection over axes x, y, and z. The resulting augmented training
dataset contained 1155 binary cell masks.
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Fig. 2. Preparation of training data consisting of volumetric cell masks for 3D GAN
model. Images A to D are maximum intensity projections of axis XY, images E and F
are 3D visualizations of the data shown in C and D. Images D and F show the final
form of training data which was used to train the model. (A) Real human leukemia
cells captured using fluorescence microscope. (B) Median filtering with 3× 3× 3 ker-
nel and Lanczos resampling to size 64 × 64 × 64 voxels. (C, E) Thresholding using
Otsu algorithm. (D, F) Erosion using a spherical structuring element with radius 3,
followed by removal of smaller 26-connected components, and dilation with a spherical
structuring element with radius 3.

2.2 Original GAN

The Generative Adversarial Network (GAN) [5] model consists of two neural
networks, generator and discriminator, which are competing against each other
in the minimax game. The generator, given the vectors of random samples as
the input, tries to mimic the training data distribution and convince the dis-
criminator that the generated data comes from the training set. Discriminator,
posing as the generator’s adversary, tries to distinguish between the real training
data and the synthetic data generated by the generator network. The minimax
objective function, defining loss for both networks, is given as

min
θg

max
θd

[Ex∼pdata
log(Dθd

(x)) + Ez∼pnoise
log(1 − Dθd

(Gθg
(z))) ],

where sample x comes from a real data distribution pdata, and a sample z is
random vector from a noise distribution pnoise. The generator G with weights θg

outputs the synthetic image. The discriminator D with weights θd outputs the
probability that the data comes from the real distribution pdata.
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2.3 3D GAN

The architecture of the 3D GAN [18] builds upon the foundation set by the
original GAN [5]. While the theoretical definition was not modified, the network
implementation was extended to accommodate additional data dimension.

The generator network takes a 200-dimensional vector as an input, and out-
puts a 64 × 64 × 64 matrix of probabilities falling in the [0, 1] interval. The
network is fully convolutional, consisting of five volumetric convolutional layers
with number of channels 512, 256, 128, 64, 1. The 3D convolution utilizes kernels
of size 4 × 4 × 4 and moves using stride 2 over the 3D matrix. All convolutional
layers employ batch normalization, with hidden layers utilizing ReLU as the
activation function, and last layer utilizing the sigmoid function.

The discriminator network takes a 64 × 64 × 64 matrix as an input, and
outputs a single probability, i.e. likelihood of real data, in the range [0, 1]. The
other components of the network mirror the generator architecture, with the
exception of inner layers, which utilize leaky ReLU with slope parameter 0.2.
The accuracy of discriminator is determined by the ratio of samples classified
into correct category, i.e. real or generated, assuming values in the [0, 1] interval.

The training hyperparameters published in [18] are as follows: Generator
learning rate of 25−4, discriminator learning rate of 10−5, and batch size of 100.
The ADAM with β = 0.5 was chosen as the optimization algorithm, perform-
ing adaptive gradient descent and adjusting the weights of both networks. The
training cycle runs in an alternating manner for both networks. However, as
the discriminator typically learns faster than the generator, the training of the
discriminator network is skipped if the discriminator accuracy exceeds 0.8.

2.4 Stabilizing the 3D GAN

The evolution of the loss of generator and discriminator networks, along with the
discriminator accuracy, during training is a crucial indicator of the convergence
of a model. If the network is learning properly, the losses of both networks are
converging toward a stable value, and the discriminator accuracy is 0.5, i.e.
the discriminator is not able to tell apart the real and generated data. The
GAN models suffer from an inclination toward training instability [8], where
discriminator often learns much faster than the generator.

However, a good convergence does not guarantee that the generator net-
work learns the target distribution properly. The GAN networks are prone to
mode collapse, which is a state, where generator learns to fool the discriminator
by outputting virtually identical samples, i.e. one data modality. As the tar-
get distribution is often multimodal, this severely limits the scope of generated
data distribution. The statistical analysis of the data, investigating, among other
properties, whether the model exhibits mode collapse, is presented in subsequent
sections of this text.

Among the considered methods, aiming to stabilize training and counter-
act the mode collapse problem in this paper, was the feature matching [12],
Wasserstein GAN (WGAN) [1], and Wasserstein GAN with gradient penalty
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(WGAN-GP, 3D-IWGAN) [6,13]. The feature matching method uses the L2
distance to measure the statistical difference between real and generated data
and incorporates it into the objective function. The WGAN measures the dif-
ference between distributions using the Wasserstein metric, where the generator
and discriminator are stripped of the sigmoid functions in the last layers and
output real numbers instead of probabilities, and the weights of discriminator are
clipped to satisfy the Lipschitz constraint. The WGAN-GP improves further on
the proposed model and exchanges the weight clipping for gradient penalization,
yielding better results.

These methods, and the WGAN-GP in particular, exhibited better conver-
gence during training. However, they did not offer a significant improvement
for this particular use-case, as the generated samples showed inadequate quality
when observed visually, despite the increased training stability.

2.5 Resulting Model

The resulting stabilized model uses hyperbolic tangent, instead of sigmoid func-
tion, as a nonlinearity in the last layer of the generator network, and a batch
size of 64. The random noise vector given to the generator is sampled from
the normal distribution with standard deviation 0.33, rather than from uniform
distribution over [0, 1]. The loss functions of generator and discriminator were
altered to compute a sigmoid cross entropy, i.e.

LossG = −Ez∼pnoise
log(σ(Dθd

(Gθg
(z)))) (1)

LossD = −Ex∼pdata
log(σ(Dθd

(x))) − Ez∼pnoise
log(1 − σ(Dθd

(Gθg
(z)))) (2)

with
σ(x) =

1
1 + ε−x

∈ (0, 1).

Both loss functions are minimized by the ADAM optimizer with the same param-
eters as the original 3D GAN.

3 Results

3.1 Training the Model and Generating the Masks

The computational server used for the training of resulting 3D GAN model
with altered loss functions (1), (2) was equipped with dual AMD EPYC
7351 16-core processors, presenting total number of 64 virtual processors,
accompanied by 512 GB RAM and NVIDIA Quadro P6000 GPU with 24 GB
memory. The model was trained for 1000 epochs, with whole process taking
approximately 3 h.

The trained model was subsequently used for generation of the synthetic
dataset of 1155 3D binary images of cell masks. The binary masks, generated by
the trained model, occasionally exhibited a subtle noise, represented by small
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disconnected structures. This is a behavior, which is also mentioned in the orig-
inal 3D GAN paper [1]. Image processing, employing common morphological
operations, was used to mitigate the issue and filter this noise out.

The whole process, including the generation of synthetic data by the 3D GAN
model, has very light requirements on computational resources. The whole gen-
eration procedure, along with the mask refinement, was done in approximately
5 min. This demonstrates the ability to generate virtually unlimited amounts of
data in a very short time.

The whole generated dataset was subsequently submitted to the statistical
validation, i.e. none of the generated masks were excluded.
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Fig. 3. The validation of synthetic cells using the principal component analysis applied
to the nine morphological descriptors. The images of real (yellow) and synthetic (blue)
datasets are represented as datapoints in multidimensional transformed feature space.
The topright corner plots the distribution of the points in the subspaces given by each
pair of the principal components (PCs). The bottomleft corner includes histograms of
the distribution in each component in real (yellow) and synthetic (blue) data separately.
The better the overlap of the cluster of datapoints or histograms, the closer the resulted
images to the real images are from the variability point of view. (Color figure online)
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3.2 Validation

The good behavior of the 3D GAN model during training, signified by the contin-
uous and steady convergence of generator and discriminator loss functions, along
with the balanced discriminator accuracy, does not guarantee a good coverage
of the variability in the real dataset by the generator. Therefore, the external
validation of the plausibility of the resulted synthetic data is required as well.

Besides inspecting the generated images visually, the synthetic data has been
compared to the real data to quantitatively ensure rigidity and correctness of
the proposed model. The automated analysis routine was developed, producing
nine morphological measurements possibly to use for comparison of real and
synthetic dataset. The computed descriptors on the individual binary masks
were volume of object, surface of object, roundness, object radius (minimum,
maximum, and mean), elongation (major and minor), and rectangularity. The
employed morphological measurements were extracted from full 3D cell masks.

Following the protocol described in [9], the principal component analysis was
applied to all descriptors for all 2310 images (1155 real and 1155 synthetic). This
way the original nine-dimensional feature space of the descriptors was trans-
formed and the majority of information was pushed into the first components.
Consequently, the Jaccard index was computed over the two ellipsoids envelop-
ing the clusters of datapoints in the feature space composed by the first three
principal components.

The matrix plot of all components is shown in Fig. 3 (topright corner). In
each plot the values of components are plotted against each other. The color is
respective to the particular set of images, i.e. yellow for the real data, and blue
for synthetic data. The better the cluster of synthetic datapoints fits the cluster
of real datapoints, the closer the resulted images to the real images are from
the variability point of view. Since the majority of information (83.0%) is in the
three main components, the overlap of the blue and yellow cluster is important
especially in the three topleft figures (PC1 against PC2, PC1 against PC3, PC2
against PC3). The Jaccard index of the ellipsoids created in this feature subspace
is 0.651. One can see the overlap of blue and yellow clusters also in the other
components despite they are much less informative.

The bottomleft corner of Fig. 3 includes the histograms showing the distribu-
tion of each component separately in the real (yellow) and synthetic (blue) image
data. The histograms also show the high similarity in distribution of both sam-
ples because they mostly overlap. The distributions correspondence of principal
components in real and synthetic datasets was tested in the first three principal
components using the Kolmogorov-Smirnov test. The first principal component,
yielding over 46% of the overall variability, were found to have no statistical
difference between the real and synthetic group of images (p-value > 0.05).
However, the test of the other components rejected the null hypothesis about
the equal probability distributions (p-value < 0.001).
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Fig. 4. Example of the volumetric images of human leukemia cells (HL60) stained with
Hoescht simulated in the MitoGen [14] framework using the refined data generated by
the resulting generative model. The visualization shows maximum intensity projections
along the particular axes. The simulation was done using virtual microscope Zeiss
S100, with objective Zeiss 63x/1.40 Oil, confocal unit Atto CARV, and virtual camera
Micromax 1300-YHS.

3.3 Application

To demonstrate the use of the generated dataset, we used the well-established
MitoGen [14] framework to generate synthetic cell specimens from the obtained
masks (Fig. 4).

The MitoGen framework is used by participants and organizers of the
Cell Tracking Challenge (CTC, http://celltrackingchallenge.net) [17]. The
parameter-driven approach of generating cell shapes in MitoGen considerably
limits the variability of the data by imposing a mathematical approximation.
By using the masks generated by the proposed model as a basis for the cell sim-
ulation, we were able to generate synthetic cells with shapes exhibiting feature
distribution similar to the real world specimens.

Comment. To further investigate the similarity among the real images, images
generated using GANs, and images synthesized by original MitoGen, the prin-
cipal component analysis over these three datasets was computed in the same
manner as described in Sect. 3.2. The corresponding Jaccard index comparing the
real data and data from GANs in the resulting feature space of all three datasets
yielded 0.718. The Jaccard index evaluated from real data and data synthesized
from MitoGen was 0.223 (in the same feature space). Despite the visually similar
images from MitoGen, the images from GANs covered the variability of the real
images more effectively.

4 Conclusion

We presented the semi-automated method to generate synthetic fully 3D cell
masks from volumetric images of real cells. We have covered all steps involved
in the process, i.e. the preparation of training dataset, the training stabilization

http://celltrackingchallenge.net
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of the deep generative model, and the validation of the data. We have also
demonstrated the generation of statistically plausible synthetic cells using the
generated binary masks.

The proposed generative model, using altered loss function and different noise
vector distribution, exhibits better stability on given HL60 dataset than the
original 3D GAN. Furthermore, the conducted statistical validation shows good
coverage of the target distribution by the generator based on the evaluation
results.

The achieved results testify the great learning capacity of GANs. The possi-
ble direction of future work includes generation of samples with higher resolu-
tion than original 64 × 64 × 64, which will also require further training stability
considerations. Besides the increased resolution, the addition of another dimen-
sion would be also considerable improvement, allowing the generation of 3D
time-lapse sequences, making the generated image data effectively 4D. Further-
more, the results of the Kolmogorov-Smirnov test indicate possibilities for further
improvements in generating synthetic data matching the real distribution.

The source codes, along with the trained model, are publicly available on
https://cbia.fi.muni.cz/research/simulations/gan.
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Abstract. Cognitive impairments affect skills such as communication,
understanding or memory and they may be a short-term problem or
a permanent condition. Among the diseases involving cognitive impair-
ments, neurodegenerative ones are the most common and affect millions
of people worldwide. Handwriting is one of the daily activities affected by
these kinds of impairments, and its anomalies are already used as diag-
nosis sign, e.g. micrographia in Parkinson’s patients. Nowadays, many
studies have been conducted to investigate how cognitive impairments
affect handwriting, but few of them have used classification algorithms
as a tool to support the diagnosis of these diseases. Moreover, almost all
of these studies have involved a few dozens of subjects. In this paper,
we present a study in which the handwriting of more than one hundred
subjects has been recorded while they were performing some elementary
tasks, such as the copy of simple words or the drawing of elementary
forms. As for the features, we used those related to the handwriting
movements. The results seem to confirm that handwriting analysis can
be used to develop machine learning tools to support the diagnosis of
cognitive impairments.

Keywords: Handwriting · Classification algorithms ·
Cognitive impairments

1 Introduction

Cognitive impairments may be caused by a large group of neurological disorders
with heterogeneous clinical and pathological expressions. They are defined as
cognitive decline greater than expected for an individual’s age and education
level but that does not interfere notably with activities of daily life. Cognitive
impairment symptoms can remain stable or even disappear, but for more than
half of the cases they evolve into a dementia disease [6]. Cognitive impairment
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can thus be regarded as a risk state for dementia, and its identification could
lead to the prevention of a dementia disease. Moreover, the amnestic subtype
of cognitive impairments has a high risk of progression to Alzheimer’s disease,
and it could constitute a prodromal stage of this disorder. To date, cognitive
impairments are diagnosed by physicians. However, in the cases in which it
is difficult to confirm the diagnosis, biomarker tests such as brain imaging and
cerebrospinal fluid tests may be performed to determine if the patient’s cognitive
impairment is due to Alzheimer’s.

Among the daily activities affected by cognitive impairments, there is cer-
tainly the handwriting, which is based on cognitive and perceptive-motor skills
[21]. Deterioration in writing skills had already emerged in the first diagnosis of
Alzheimer’s disease (AD) in 1907 [11]. In recent decades, however, researchers
have more accurately discovered that the handwriting of Alzheimer’s patients
shows alterations in spatial organization and poor control of movement [13]. Sev-
eral studies have also been published to study the effectiveness of handwriting
analysis as a tool for diagnosis and monitoring of Parkinson’s disease (PD) [20].
Recently, it has been also observed that some aspects of the writing process are
more vulnerable than others and may present diagnostic signs. For example, dur-
ing the clinical course of AD, dysgraphia occurs both during the initial phase and
in the subsequent phase of the progression of the disorder. However, most of the
studies which analyze the effects of cognitive impairments on handwriting pub-
lished so far have been conducted in the medical field, where typically statistical
tools, e.g. ANOVA analysis, are used to investigate the relationship between the
disease and each of the variables taken into account [8,12,16,18,23]. On the con-
trary, very few studies have been published that use classification algorithms to
analyze people’s handwriting to detect those affected by cognitive impairments.
Moreover, almost all of these studies have involved few dozens of subjects, thus
limiting the effectiveness of classification algorithms, such as neural networks,
SVMs and decision trees [7,22]. To try to overcome this problem, we proposed
[3] a protocol consisting of twenty-five handwriting tasks (copy, reverse copy,
free writing, drawing, etc.) to investigate how cognitive impairments affect the
different motor and cognitive skills involved in the handwriting process.

In this paper, we present the results of a preliminary study in which we have
considered nine of the tasks included in the above-mentioned protocol, with the
aim to characterize the handwriting of patients affected by cognitive impair-
ments. We collected the data produced by 130 subjects, by using a graphic
tablet. From these data, we extracted the most common features used in the
literature [5], both on-air and on-paper. As for the classification algorithms, we
considered four well-known and widely-used classifiers and we characterized their
performance in terms of recognition rate and false negative rate. The achieved
results confirm our hypothesis that handwriting analysis can be used to develop
machine learning tools to support the diagnosis of cognitive impairments. The
paper is organized as follows: Sect. 2 describes the data collection, the protocol
developed to collect traits of patients and shows the feature extraction method.
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Section 3 displays the experiments and presents the results obtained. We con-
clude our paper in Sect. 4 with some future work perspectives.

2 Data Collection and Protocol

In the following subsections, the dataset collection procedure, the protocol
designed for collecting handwriting samples, the segmentation and feature
extraction methods, are detailed.

2.1 Data Collection

The 130 subjects who participated to the experiments, namely 68 AD patients
and 62 healthy controls, were recruited with the support of the geriatric ward,
Alzheimer unit, of the “Federico II” hospital in Naples. As concerns the recruit-
ing criteria, we took into account clinical tests (such as PET, TAC and enzy-
matic analyses) and standard cognitive tests (such as MMSE). In these tests, the
cognitive skills of the examined subject were assessed by using questionnaires
including questions and problems in many areas, which range from orientation
to time and place, to registration recall. As for the healthy controls, in order to
have a fair comparison, demographic as well as educational characteristics were
considered and matched with the patient group. Finally, for both patients and
controls, it was necessary to check whether they were on therapy or not, exclud-
ing those who used psychotropic drugs or any other drug that could influence
their cognitive abilities. As regards the dataset employed it is slightly unbal-
anced by the total number of patients and controls (68 - 62) and by the average
age within each group (73, 16 - 63, 67). This is due to the difficulty in recruiting
young patients. However we preferred not to use a subset of subjects because,
although the results may be affected by these features, the aim of the work, as
will be discussed further below, is to evaluate the contribution of three groups
of features extracted from the handwriting (on paper - on air and all features,
for more details see Sect. 2.3).

The data were collected by using a graphic tablet, which allowed the recording
of pen movements during the handwriting process. During the trial, images and
sound stimuli are also provided to the subject to guide the execution of the tasks.
Moreover, the white sheets on which subjects are supposed to write contain the
instructions of the tasks and the letters/words/phrases to be copied. Finally, the
subjects were also asked to follow the indications provided by the experimenter.

2.2 The Protocol

The proposed has been defined with the aim of recording the dynamics of the
handwriting, in order to investigate whether there are specific features that allow
us to distinguish subjects affected by the above mentioned diseases from healthy
ones. The nine tasks considered for this study are selected from a larger exper-
imental protocol presented in [3], and they are arranged in increasing order of



686 N. D. Cilia et al.

difficulty, in terms of the cognitive functions required. The goal of these tasks
is to test the patients’ abilities in repeating complex graphic gestures, which
have a semantic meaning, such as letters and words of different lengths and with
different spatial organizations. The tasks have been selected according to the
literature, which suggests that:

(i) graphical tasks and free spaces allow the assessment of the spatial organi-
zation skills of the patient;

(ii) the copy and dictation tasks allow to compare the variations of the writing
respect to different stimuli (visual or sound);

(iii) tasks involving different pen-ups allow the analysis of air movements, which
it is known to be altered in the AD patients;

(iv) tasks involving different graphic arrangements, e.g. words with ascenders
and/or descendants, or complex graphic shapes, allow testing fine motor
control capabilities.

Furthermore, in order to evaluate patient responses under different fatigue
conditions, these tasks should be provided by varying their intensity and dura-
tion.

(1) As in [22] or in [11], in the first task the subjects must copy three let-
ters which have different graphic composition and presented ascender and
descender in the stroke.

(2) The second task consists in copying four letters on adjacent rows. The aim
of the cues is to test the spatial organization abilities of the subject [15].

(3–4) The tasks 3 and 4 require the participants to write continuously for four
times, in cursive, a single letter and a bigram, respectively [10,19]. These
letters have been chosen because they can be done with a single continuous
stroke and contain ascenders, descenders and loops. These characteristics
allow the testing of the motion control alternation.

(5–8) The tasks 5, 6, 7 and 8 imply word copying, which is the most explored
activity in the analysis of handwriting for individuals with cognitive
impairment [10,14,22]. Moreover, to observe the variation of the spatial
organization, we have introduced a copy of the same word without or with
a cue.

(9) In the ninth task, subjects are asked to write, above a line (the cue),
a simple phrase, dictated them by the experimenter. The phrase has a
complete meaning, and describes an action easy to memorize. As in [8],
the hypothesis is that the movements can be modified because of the lack
of visualization of the stimulus.

2.3 Segmentation and Feature Extraction

The features extracted during the handwriting process have been exploited to
investigate the presence of cognitive impairment in the examined subjects. We
used the MovAlyzer tool ([9]) to process the handwritten trace, considering both
on-paper and on-air traits and then segmenting them in elementary strokes.
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The feature values were computed for each stroke and averaged over all the
strokes relative to a single task: we considered for each feature both the mean
value and the maximum value for that task. Note that, as suggested in [22],
we have separately computed the features over on-paper and on-air traits, since
the literature shows significant differences in motor performance in these two
conditions. As for the features, we used those related to subject handwriting
movements such as, for example, velocity, acceleration and jerk. Moreover, we
also taken into account the age of and level of education of the subjects.

Finally, as detailed below, we have merged all tasks in a single dataset, adding
the information identifying each specific task.

3 Experiments and Results

Three different groups of data were considered in the experiments: the data
obtained by selecting only on-air features, those obtained by selecting only on-
paper features and those relative to the use of both types of features. The
data were produced by 130 subjects, each performing the 9 tasks illustrated
in Subsect. 2.2. As for the classification stage, we used four different classifica-
tion schemes included in Weka tool: The Random Forest (RF), the Decision Tree
(DT) [17], the Neural Network (NN), and the Support Vector Machines (SVM).
The classifiers used by the Random Forest are 100 Random Trees (for more
details see [1]). For the Neural Network classifier the number of hidden nodes
are equal to (number of features +number of classes)/2. Finally, RBF kernel is
used with parameter γ equal to 0.5 for SVM classifier ([2]). For all of them, 500
iterations for the training phase were performed and a 5 fold validation strategy
was considered.

Being, in this preliminary study, the dataset still unbalanced by age and
education, the results could be biased by such not uniform distribution of these
features: we discussed this point in Subsect. 2.1. Thus, we performed a further
set of experiments discarding such features.

The tables shown below summarize the values of Recognition Rate (RR) and
False Negative Rate (FNR) for each task. In each table, the first column reports
the types of features used, the second one the classifier employed, while the
following columns report, for each task, the value of RR and FNR, respectively.
Finally, the last two columns respectively show RR and FNR obtained without
considering age and education (column labeled as “Reduced” in all the tables).

It is worth noticing that the false negative rate is very relevant in medical
diagnosis applications, since it characterizes the ability to keep as low as possible
the number of subjects affected by cognitive impairments, which are discarded by
the system, thus allowing their inclusion in the appropriate therapeutic pathway.

The preliminary results are very promising and seem to encourage the use
of classification systems based on these features for supporting cognitive impair-
ment diagnoses. From the tables shown below (Tables 1, 2, 3, 4, and 5) we can
point out that: firstly, for each task the maximum value (in bold) of RR is over
70%, reaching peaks in some tasks, such as the fifth one, exhibiting values of
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Table 1. Classification results of tasks 1 and 2.

Features Classifier Task 1 Task 2

All Reduced All Reduced

RR FNR RR FNR RR FNR RR FNR

All RF 71.96 28.79 66.66 42.42 66.41 33.82 70.14 35.29

DT 66.66 19.70 62.12 45.45 66.41 36.76 64.17 47.06

NN 68.94 36.36 71.21 42.42 68.94 36.76 64.92 44.12

SVM 74.24 28.79 67.42 52.51 74.24 27.27 67.16 54.41

On paper RF 72.72 28.79 66.66 40.91 72.38 23.53 69.40 36.76

DT 65.90 27.27 62.87 40.91 67.16 36.76 66.41 51.17

NN 70.25 32.35 66.66 54.55 69.40 36.76 71.64 36.76

SVM 75.24 22.73 65.90 54.55 71.64 23.53 70.14 51.47

On air RF 71.21 22.73 53.03 48.48 60.44 33.82 44.77 64.71

DT 68.18 18.18 50.00 72.72 70.89 8.82 50.74 0.0

NN 62.12 36.76 62.12 60.61 63.42 8.82 47.01 64.71

SVM 71.21 18.18 54.54 80.30 69.40 20.59 44.02 50.00

Table 2. Classification results of tasks 3 and 4.

Features Classifier Task 3 Task 4

All Reduced All Reduced

RR FNR RR FNR RR FNR RR FNR

All RF 69.09 44.90 70.00 44.90 71.42 36.00 65.71 42.00

DT 61.81 40.82 58.18 69.39 63.81 30.00 67.61 44.00

NN 68.94 36.36 69.09 38.78 57.14 50.00 59.04 54.00

SVM 65.45 53.06 64.54 67.35 70.47 32.00 65.71 48.00

On paper RF 68.18 44.90 62.72 55.10 66.66 38.00 65.70 44.00

DT 63.63 30.61 60.00 79.59 67.62 34.00 65.71 42.00

NN 64.54 48.98 64.54 48.98 62.85 42.00 61.90 48.00

SVM 67.27 51.01 63.63 77.55 68.57 28.00 61.90 58.00

On air RF 67.27 44.90 61.81 51.02 61.90 42.00 60.00 52.00

DT 66.36 22.45 57.27 77.55 63.80 18.00 53.33 74.00

NN 66.36 42.86 60.00 71.43 60.95 50.00 63.80 30.00

SVM 62.72 44.90 56.26 91.89 71.42 18.00 56.19 66.00

about 76%. Secondly, we can observe that, on average, the Random Forest clas-
sifier provides higher classification rates. This result is in good accordance with
the theory, considering that the Random Forest is an ensemble of classifiers.
However, as reported in the last column, FNR is lower using DT classifier. In
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Table 3. Classification results of tasks 5 and 6.

Features Classifier Task 5 Task 6

All Reduced All Reduced

RR FNR RR FNR RR FNR RR FNR

All RF 75.67 25.45 70.27 30.91 69.29 39.22 69.29 43.14

DT 66.66 38.18 55.85 52.73 64.91 41.18 63.15 58.82

NN 73.87 27.27 64.86 40.00 66.66 29.41 65.78 41.18

SVM 76.57 27.27 72.02 40.00 70.17 41.18 70.17 58.98

On paper RF 76.57 23.64 64.86 36.36 68.41 43.14 62.28 47.06

DT 67.56 41.82 64.86 41.82 71.93 21.57 63.15 60.78

NN 72.07 30.91 71.17 36.36 73.68 25.49 63.15 49.02

SVM 73.87 32.73 71.17 43.64 73.68 39.22 66.33 50.98

On air RF 64.68 34.55 57.65 45.45 64.03 45.10 54.38 58.82

DT 61.26 38.18 59.45 65.45 63.15 39.22 50.00 88.24

NN 67.56 32.73 66.66 36.36 64.03 41.18 53.50 68.63

SVM 67.56 32.7 61.26 67.27 72.80 25.49 55.26 96.08

Table 4. Classification results of tasks 7 and 8.

Features Classifier Task 7 Task 8

All Reduced All Reduced

RR FNR RR FNR RR FNR RR FNR

All RF 63.63 38.46 56.36 51.92 70.43 36.54 66.08 38.46

DT 53.63 59.62 63.23 62.72 69.56 38.46 69.56 42.31

NN 64.54 34.62 58.18 40.38 67.82 38.46 63.47 48.08

SVM 68.18 34.62 63.63 55.77 65.21 38.46 69.56 50.00

On paper RF 64.54 38.46 59.98 48.08 68.69 38.46 64.34 55.77

DT 62.72 40.38 63.63 75.00 66.95 38.46 59.13 51.92

NN 63.63 42.31 59.09 55.77 66.95 30.77 60.86 53.85

SVN 67.27 30.77 60.90 65.38 70.43 34.62 65.21 61.54

On air RF 63.63 38.46 41.81 63.46 72.17 30.77 62.60 51.92

DT 62.72 21.15 51.81 96.15 67.82 34.62 60.68 73.08

NN 64.54 36.54 43.63 80.77 70.43 28.85 60.00 48.08

SVM 70.00 23.08 56.36 86.54 68.69 32.69 59.13 80.77

particular, the lower value of FNR occurs considering the on-paper traits of the
second task, with a value of 8.82%.

Finally, Table 6 shows the results obtained by merging, for each subject, the
features derived from the whole set of tasks. For the sake of comparison, three
groups of data were generated using the same criteria as in the previous set
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Table 5. Classification results of task 9.

Features Classifier Task 9

All Reduced

RR FNR RR FNR

All RF 72.30 34.85 71.53 34.92

DT 66.92 31.75 57.69 60.23

NN 66.92 34.92 69.23 34.92

SVM 73.07 26.98 71.53 44.44

On paper RF 70.00 26.98 64.61 42.86

DT 67.69 12.70 61.53 61.90

NN 69.23 28.57 68.46 47.62

SVM 73.07 23.81 51.53 49.21

On air RF 70.00 34.92 56.92 47.62

DT 69.23 33.33 50.00 66.67

NN 66.92 34.92 50.00 69.84

SVM 67.69 30.16 51.53 87.30

Table 6. Classification results of all tasks.

Features Classifier All Tasks

All Reduced

RR FNR RR FNR

All RF 93.19 11.07 72.66 36.69

DT 89.82 7.51 69.75 45.26

NN 75.96 32.41 71.07 48.02

SVM 74.74 28.66 69.57 45.85

On paper RF 94.53 16.80 58.62 49.01

DT 84.64 6.32 54.48 49.21

NN 78.03 33.00 58.72 54.35

SVM 74.93 26.68 56.55 49.60

On air RF 93.12 10.28 70.03 38.93

DT 90.20 8.70 68.61 80.63

NN 70.97 24.70 67.58 72.92

SVM 70.40 24.11 67.67 84.39

of experiments (on-air, on-paper and both features). Furthermore, to avoid the
above-mentioned bias, we excluded age and education features as in the previ-
ous case. Using these datasets, we repeated all the classification experiments: the
results indicate an increase in the overall performance, showing higher recogni-
tion rates and lower false negative rates. In particular, the best value is obtained
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using RF classifier with on-paper features. The FNR is always very low, reaching
the minimum value using DT with on paper. The exclusion of features related
to age and education does not show particularly encouraging results.

Although the best performing group of features is on-paper, if we reduce
the dataset excluding age and education features (Reduced Condition), the per-
formance drops drastically. However, it is noteworthy that this does not hap-
pen using all-features condition. This leads us to claim that the on-air features
have the greatest weight in the classification of patients, and that the on-paper
features contribute very little in increasing the RR of the classification. If we
consider all the tasks, in fact, the RR obtained with all-features differs by just
two percentage points compared to that obtained with only on-air features. On
the other hand, a similar argument does not apply to the classification values
obtained on single tasks, in which the general performances are good also in the
reduced condition, in most cases using on-paper or all-features, and do not differ
significantly from the all-features classification values.

4 Conclusions and Future Works

In this paper, we presented a novel solution for the early diagnosis of Alzheimer’s
disease by analyzing features extracted from handwriting. The preliminary
results obtained are encouraging and the work is in progress to increase gen-
eral performance.

To date, this work represents the state of art of diagnosing of AD by means of
machine learning techniques with a so large dataset. Nonetheless, for the future
works we will try to better balance the data recruiting both young patients and
aged healthy controls in order to make the dataset homogeneous, as much as
possible, in terms of employed features. We will also try to investigate feature
selection techniques to detect most informative features, for better explaining
the relevance of each feature in the classification process. Finally, we will try to
aggregate the tasks of all classifiers, combining the results of them [4]. In other
terms, we will combine the results of the four classifiers taken into account,
trained on one of nine tasks, and we will introduce a reject option to improve
classification reliability (reducing the risk of false negative).
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matic analysis of handwriting movements in patients with Alzheimer’s disease, mild
cognitive impairment, depression and healthy subjects. Dement. Geriatr. Cogn.
Disord. 15(3), 132–142 (2003)

19. Slavin, M.J., Phillips, J.G., Bradshaw, J.L., Hall, K.A., Presnell, I.: Consistency
of handwriting movements in dementia of the Alzheimer’s type: a comparison
with Huntington’s and Parkinson’s diseases. J. Int. Neuropsychol. Soc. 5(1), 20–25
(1999)

20. Smits, E.J., et al.: Standardized handwriting to assess Bradykinesia, Micrographia
and tremor in Parkinson’s disease. PLoS ONE 9(5), e97614 (2014)



Using Handwriting Features to Characterize Cognitive Impairment 693

21. Tseng, M.H., Cermak, S.A.: The influence of ergonomic factors and perceptual-
motor abilities on handwriting performance. Am. J. Occup. Ther. 47(10), 919–926
(1993)

22. Werner, P., Rosenblum, S., Bar-On, G., Heinik, J., Korczyn, A.: Handwriting pro-
cess variables discriminating mild Alzheimer’s disease and mild cognitive impair-
ment. J. Gerontol. Psychol. Sci. 61(4), 228–236 (2006)

23. Yan, J.H., Rountree, S., Massman, P., Doody, R.S., Li, H.: Alzheimer’s disease
and mild cognitive impairment deteriorate fine movement control. J. Psychiatr.
Res. 42(14), 1203–1212 (2008)



Preliminary Experiment of the
Interactive Registration of a Trocar for
Thoracoscopy with HoloLens Headset

Christophe Lohou1(B) , Bruno Miguel1,2, and Kasra Azarnoush2
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Abstract. During surgical procedures, it may be necessary to insert one
or several trocars between the patient’s ribs. This is the case, for exam-
ple, with mini-invasive cardiac surgery to replace one or several heart
valves assisted by 3D thoracoscopy: a trocar must be inserted before the
camera is introduced.

Most systems that provide visual assistance are complex and expen-
sive. They are based either on robotics or magnetic tracking, and allow
to track a precise positioning of surgical instruments and to provide an
augmented visualization on a screen inside the operating room. Never-
theless, few operating rooms for this type of intervention own this type
of hardware and most surgeons place and insert a trocar without visual
assistance.

In this paper, we have proposed a first software prototype of trocar
guidance which exploits the mixed reality framework through the use of
the Microsoft HoloLens headset. The surgeon first defines the position
and direction of insertion using the CT scan in order to minimize the
risk of damaging the patient’s internal organs during the trocar insertion
then an interactive registration may help him or her during the inter-
vention. In this article, we describe the sequence of computing steps and
the first obtained results about such kind of interactive registration.

Keywords: Mixed reality · Interactive registration · Cardiac surgery ·
HoloLens

1 Context

1.1 Mixed Reality

Microsoft HoloLens headsets [1] were recently released in France (December
2016). Such a headset uses several different sensors. It is a self-contained com-
puter with Wi-Fi connectivity. These headsets have a semi-transparent visor on
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Fig. 1. HoloLens headset and user view [2].

which 3D objects, called holograms, are projected; therefore, these holograms are
superimposed on the user’s environment through the visor. A user can interact
with these objects by headset-recognized gestures if the developed application
has intended it (for example: aiming at an object to select it, then pinching
the fingers and moving the hand to move this object), see Fig. 1. Moreover, the
headset also scans the environment, and holograms can interact with it. Unity
framework [3] with the appropriate software library MixedRealityToolkit-Unity
(MRTK) [4], allow us to design interactive 3D graphics applications that can be
deployed in this type of hardware (nevertheless with Unity and C#programming
language skills). To design such an application, we must plan both the content
to be displayed and all possible user’s interactions with the environment. More
precisely, 3D content must be modeled with a 3D modeler software (for exam-
ple, Blender [5]), then it must be imported inside the Unity application to be
arranged in a 3D scene; then chosen interactions must be encoded (C#scripts in
Visual Studio [6]). When the implementation of the application is finished inside
Unity, we may deploy it in the HoloLens headset.

1.2 Medical Context

During surgical procedures, it may be necessary to insert one or several trocars
between the patient’s ribs. This is the case, for example, with mini-invasive car-
diac surgery to replace one or several heart valves assisted by 3D thoracoscopy:
a trocar must be inserted before the camera is introduced. Most systems that
provide visual assistance to trocar placement are complex and expensive. They
are based either on robotics or magnetic tracking, and allow to track a precise
positioning of surgical instruments and to provide an augmented visualization
on a screen inside the operating room. Nevertheless, few operating rooms for
this type of intervention own this type of hardware and most surgeons place and
insert a trocar without visual assistance.

Minimally Invasive Surgeries (MIS). A large number of surgical techniques
have evolved to minimally invasive surgical techniques (or MIS). One of the best
known of MIS is laparoscopy in gynecology. Rather than making large openings
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Fig. 2. CT-scan (CTChest sample – Slicer 3D [7], volume-rendering cardiac setting),
volume-rendering MR generic in MITK [8].

in the patient, several mini-incisions are made. These techniques lead to faster
recovery and shorter hospitalizations. The counterpart is that the surgeon no
longer has a direct vision of the organs he has to handle. Some of these techniques
require the use of trocars and in most cases, no visual assistance is offered.

About Incisions with Trocar. Many techniques for trocar insertion rely
on the skills of clinicians (positioning relative to anatomical landmarks on the
patient ...), and do not use visual assistance. In other words, trocars are often
blind-inserted. See for example, the recent study about the initial placement of
a trocar without any visual assistance in case of bariatric surgery [9]. Some clini-
cians have begun to study the impact of trocar placement, trocar diameter, hole
size compared with subsequent intervention, healing, see for example a study in
the case of chest surgery [10], laparoscopy [11].

We can find studies on the placement of trocar for minimally invasive surgery
in the case of laparoscopy (measure of kinetic aspects of trocar insertion [12]),
and with a surgical robot [13], see also the recent use of machine learning [14].

Minimally Invasive Cardiac Surgeries (MICS). In [15], authors review the
evolution of various open heart cardiac surgery procedures (full sternotomy) to
minimally invasive cardiac surgeries (MICS), these techniques were initiated fol-
lowing the growing interest of laparoscopic surgery. It is described the interest
to avoid opening the thorax, to perform an extracorporeal circulation and to
make instead some incisions for specific procedures (mini-thoracotomy) and if it
is recommended for patients. These new approaches aim to reduce the compli-
cations associated with sternotomy, postoperative pain, and lead, as said before,
to faster recovery and shorter hospitalizations.

For some centers that are equipped, some mitral valve replacement are
assisted by video [16] or robot [17], see also [18].

Mixed Reality. In [19], the authors exploit HoloLens interactive commands
for visualization (with no registration) of a 3D model of myocardial scar. In
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Fig. 3. Two points are marked in the CT-scan.

[20], a manual registration is made to superimpose 3D models (vascular tree)
onto patient’s body, as it is the case for our experiment. We believe that this
application is exploited rather for the visualization of data than for a precise
registration (see wireframed box in Fig. 3 of [20], outside the patient’s body).
In [21,22], a project superimpose a patient’s vascular tree by registering it with
an electromagnetic tracking system, several additional data are also displayed
(orthogonal views of CT and angioscopies). In [23], we find the same guidance
system for the alignment of a guide hole drilling guide (position and orientation)
in case of hip surgery. The system requires a robotic arm, an additional camera
and markers for guidance.

Our Motivation. We have proposed a first software prototype of trocar guid-
ance which exploits the mixed reality framework through the use of the Microsoft
HoloLens headset. The surgeon first defines the position and direction of inser-
tion using the CT scan in order to minimize the risk of damaging the patient’s
internal organs during the trocar insertion then an interactive registration may
help him or her during the intervention.

In this article, we describe the sequence of computing steps and the first
obtained results about such kind of interactive registration.
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Fig. 4. (a) Torso and (b) ribs segmentation (Slicer).

Fig. 5. (a) Torso mesh decimation (Blender), (b) torso and (c) ribs import into Unity.

2 Our Software Prototype

2.1 Preoperative Phase

The objective is to achieve a centered incision between a pair of patient’s ribs,
while not damaging internal organs. The surgeon identifies in the patient’s CT-
scan, Fig. 2, how he or she wishes to insert the trocar (position and orientation),
by defining two points in the CT, Fig. 3. More precisely, the surgeon scrolls
through the sections of the CT-scan, positions the first point on the patient’s
surface between two ribs which corresponds to the insertion point of the trocar
(Point1 in Figs. 3(a) and (c)), then positions the second point inside the patient’s
body, in order to avoid damaging the patient’s organs when the trocar will be
inserted (Point2 in Figs. 3(b) and (c)). In this way, he or she defines a virtual
trocar, or the pair (position, orientation) of a virtual trocar, that will later assist
him or her when inserting the actual trocar.
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Fig. 6. Several possibilities of visualization of the 3D model of the virtual trocar (in
red) according to torso and ribs transparency. (Color figure online)

2.2 Preparation of the Application to Be Transferred
into the Headset

Our application must be embedded inside the HoloLens headset. Patient-specific
data (torso, ribs, position/orientation of a virtual trocar) must be available into
the headset to help the surgeon during the surgical procedure.

Here are the steps that the surgeon (or one of his or her assistants) must
perform to design this digital content:

– (Step 1) to segment torso (Fig. 4(a)) and ribs (Fig. 4(b)) in Slicer software;
– (Step 2) to import the torso mesh into Blender software, and to decimate the

torso mesh (in order to reduce the data volume to be projected on the visor’s
headset) (Fig. 5(a));

– (Step 3) to import of both the torso (Fig. 5(b)) and ribs (Fig. 5(c)) in our
Unity application respecting the spacing parameters of the DICOM file of
the patient’s CT-scan. Then, our application computes the modeling of a
3D virtual trocar (in red) by using the two points previously marked by the
surgeon (Fig. 6);

– (Step 4) to deploy the application (with these data) inside the HoloLens head-
set. Note that it is also possible to transfer data to the application embedded
inside HoloLens through the cloud, and not to deploy for each patient.

2.3 Our Embedded Software Inside Hololens Headset

Our application will propose to the user to interactively register patient’s data
on the actual patient in the operating room. Details about this interactive reg-
istration are given in the next section.

3 Interactive Registration

3.1 3D Model to Be Registered

It seems difficult to directly align the 3D model of the patient’s torso with the
actual patient’s torso. Therefore, we have chosen to define an intermediate 3D
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Fig. 7. (a) Intermediate model for the interactive registration, (b) possibility to trans-
late and to orient the intermediate model with the menu of our embedded application.
(Color figure online)

model that will be registered onto the patient. This 3D intermediate model is con-
stituted in this way: its origin corresponds with the origin of the DICOM file (in
other words it corresponds to the CT-scan with the appropriate scales/spacing
according to the CT-scan resolution), it contains the torso, the ribs, the two
previously defined points. We also add three planes to this intermediate model
(Fig. 7(a)):

– the first plane (green plane) is the plane of the back of the patient which
corresponds to the surface of the table,

– the second plane (blue plane) is the one that corresponds to a virtual plane
passing through the patient’s shoulders, thus the CT-scan must record this
area,

– the third plane (red plane) corresponds to the virtual plane between the
patient’s torso and his left arm.

3.2 Registration Procedure

Our application is designed in such a way that this 3D intermediate model can
be translated or orientated (Fig. 7(b)). In this way, the user of this application
can position the intermediate model so as to first match it (translation and
orientation) with the intervention table (green plane), then moves (translation
and orientation) the model in such a way that it corresponds with the plane of
the patient’s shoulders (blue plane), finally translates the model so that the red
plane is between the torso and the patient’s left arm.

In practice, once this first rough registration of the intermediate model is
made, it may be interesting not to display it longer, and to reveal only the torso
and ribs (when the torso is totally transparent). Note that it is also possible to
orient the first plane if the patient’s back is not fully over the table (this is the
case for some surgical procedures).
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Fig. 8. View through the headset by the surgeon: it is difficult to see the trocar due
to the 3D models projection.

Fig. 9. View through the headset by one surgeon’s assistant. (Color figure online)

4 Results

4.1 Intraoperative Step

Different difficulties occur: a minimum distance (80 cm) from the helmet’s wearer
to the first 3D object to be visualized is required, we modified it (near clipping
plane property in an appropriate script of MRTK library). If the surgeon wears
the helmet, it is very difficult for him or her to see the trocar even by adjusting
the transparency of the models, Fig. 8. Therefore, one of his or her assistants
must wear the headset and will help the surgeon to position the real trocar
according to the materialization of the virtual trocar on the visor of the headset.

The assistant must first interactively register the intermediate model with
the procedure described in the previous section. Then, he or she can remove the
intermediate model and only see the 3d models of torso and trocar (Fig. 9(a)),
or the set of torso in transparency, ribs and trocar (Fig. 9(b)) to better fit the
interactive registration. Then, the assistant can begin guiding the surgeon in
such a way that he or she first positions the tip of the trocar and then directs
it (according to the virtual trocar in red) (Fig. 9(c)). The assistant must move
around the surgeon to give the best fitting, Fig. 10.

4.2 First Results

Although this approach provides information that surgeons do not currently
have, it is rather difficult to make a realignment with 3D data: the assistant
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Fig. 10. View through the headset by the surgeon’s assistant. Trocar alignment.

must move many times to find the best fitting of position and orientation of the
trocar, which is very difficult to do due both to the crowding of the operating
room and of the 3D effect (see for example Fig. 9(c)). The transparency of the
model has to be adapted many times in order to be able to superimpose the
plans of the intermediate model or finally only the torso at best on the patient.

4.3 Future Works

In this paper, we study a first proof of feasibility to use HoloLens to assist
cardiac surgeons to position trocar and it is difficult to evaluate any positioning
or orientation accuracy. Although the order of magnitude is relatively large (a 4
to 5 cm space between ribs), it remains difficult to perform a precise interactive
placement of the trocar.

We continue our work in order to facilitate the registration procedure by
using a marker-based functionality recently provided by Unity (Vuforia library
[24]).
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Abstract. The small amount of public available medical images hinders
the use of deep learning techniques for mammogram automatic diagno-
sis. Deep learning methods require large annotated training sets to be
effective, however medical datasets are costly to obtain and suffer from
large variability. In this work, a lightweight deep learning pipeline to
detect, segment and classify anomalies in mammogram images is pre-
sented. First, data augmentation using the ground-truth annotation is
performed and used by a cascade segmentation and classification meth-
ods.

Results are obtained using the INbreast public database in the context
of lesion detection and BI-RADS classification. Moreover, a pre-trained
Convolutional Neural Network using ResNet50 is modified to generate
the lesion regions proposals followed by a false positive reduction and
contour refinement stages while a pre-trained VGG16 network is fine-
tuned to classify mammograms.

The detection and segmentation stage results show that the cascade
configuration achieves a DICE of 0.83 without massive training while the
multi-class classification exhibits an MAE of 0.58 with data augmenta-
tion.

Keywords: Lesion detection · Segmentation · Classification ·
Deep learning

1 Introduction

Breast cancer is considered a massive health problem worldwide being account-
able for 15% of cancer deaths among females between 40 and 55 years of age.
Despite this fact, the most effective form to reduce the mortality rate its early
diagnosis [7]. The majority of the early diagnoses are still manual, achieving a
sensitivity of 84% and sensibility of 91% [6]. To improve the accuracy of this
manual interpretation, a double reading by another clinical expert or Com-
puter Aided Detection (CAD) system is put in place. CAD systems are useful in
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 707–715, 2019.
https://doi.org/10.1007/978-3-030-30645-8_64
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the detection, segmentation, and classification of lesions. Mammograms lesions
namely breast masses commonly exhibit low signal-to-noise ratio, inconsistent
appearance, and irregular shape, hampering its correct segmentation and classi-
fication [11]. The major drawback of CAD systems are the large number of False
Positives (FP), while missing large portions of True Positives (TP) [9]. Recently,
Deep Learning (DL) based strategies increased segmentation and classification
performance. A particular advantage of DL models is their ability to automati-
cally learn a rich hierarchy of key representative features automatically, enabled
to aid the expert interpretation of the breast mammogram images. Neverthe-
less, DL models are trained on datasets, and need to be adapted to work in the
imaging domain where the number of annotated datasets is much smaller.

Mammogram diagnosis commonly encompasses lesion detection, segmenta-
tion and classification steps. Robust lesion segmentation plays a vital in mam-
mogram diagnosis, due to the association between the lesion shape irregularities
and the probability of cancer [6]. Ground Truth (GT) annotations tend to be
limited among the different databases, making the design of a robust mass seg-
mentation algorithm challenging. To address this problematic, a large number
of methods have been proposed, ranging from level set approaches [10], up to
ones based in Shortest Path (SP) [3] procedures. Concerning DL models, Dhun-
gel in [4] makes use of Convolutional Neural Networks (CNN) and deep belief
networks as potential functions in structured prediction models to segment and
classify breast masses. The work is based on multi-scale Deep Belief Nets (m-
DBN) and Gaussian Mixture Model (GMM) for candidate generation followed
by a FP reduction step, based on the features provided by two CNN, and used
by an SVM classifier finalized with a Random Forest (RF) for final candidate
selection. Dhungel in [5] extends his previous work by adding a hypothesis refine-
ment based on Bayesian Optimization and Level Set method for final contour
refinement, while for mass classification, a CNN model trained in two stages is
used to determine mass malignancy.

With the goal to obtain a lightweight deep learning pipeline to robustly
detect, segment and classify mammogram image anomalies, we evaluate the
potentialities of transfer learning techniques by reusing pre-trained DL models
to facilitate training and circumvent the small annotated datasets problematic.
CNN has the advantage of automatically learn representative features, contrary
to the hand-crafted ones that may be less representative. For the task, an aug-
mentation, segmentation, and classification techniques are proposed and eval-
uated on INbreast dataset [8]. The segmentation component consists in a cas-
cade of methods for semantic segmentation, formed by an initial region proposal
stage, a CNN classifier, for FP reduction, and a final graph-based segmenta-
tion method, for lesion contour refinement. Regarding multi-class classification,
a pre-trained CNN is employed with the last layers reconfigured and fine-tuned
to our training data to predict the Breast Imaging Reporting And Data System
(BI-RADS) level. The accuracy of the segmentation and BI-RADS classification
methods are compared against GT annotations using the following measures:
True Positive rate (TPr), FP for detection, Dice Coefficient (DC) for segmenta-
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tion and Mean Absolute Error (MAE) for classification. The results show that
the system correlates well with the GT annotations and is able to detect 85% of
the masses at three FP, with a DC of 83%, achieving an final MAE of 0.524 for
classification without extensive training.

2 Proposed Framework and Experiments

The proposed work is divided into three main stages: first the dataset con-
struction and corresponding data augmentation techniques, secondly the cas-
cade segmentation procedure and third the mammogram malignancy prediction.
Common data augmentation consist in images rotations and mirroring during
training. In order to increase the robustness of the models, we encompass image
transformation by the use of affine transformations, enabling a training set with
n images be increased to n × (n − 1) images by applying a single affine trans-
formation. The dataset is constructed by cropping breast regions from original
mammograms and images are zero padding until the 211×211 size. Translations,
rotations, shear and zoom transformations where employed to increase train-
ing set. Considering that BI-RADS 6 that corresponds to biopsied cases with
fewer examples and BI-RADS 5 to highly suggestive of malignancy with a lower
number of cases, we merged both classes into a single one (56). Dataset augmen-
tation, encompasses only rotations, mirroring, and affine transformation with an
maximum of 20% of deformation to maintain lesion contour appearance. Table 1
summarizes the training set with examples in Fig. 1.

To tune the ResNet50 for the segmentation task, the training set encompasses
40 patch samples from mass region box with a 0.9 overlap and 40 from breast
region. The main objective is for models to learn the difference between masses
and background. All initial images are subject to background removal and breast
region is cropped and scaled until it reaches one of the minor axis length (xory)
of the original image. After this process images are then resized to 1/4 enabling
to encompass the largest mass lesions inside a 224 × 224 box size to fit network
input (Fig. 2), with the smaller mass lesion contour occupying a minimum 35×35
pixels box, crucial to maintaining relevant lesion features. Final dataset contains
44800 patch images from both classes.

Table 1. Dataset size for BI-RADS classification.

Data 1 2 3 4 56 Total

Original 67 220 23 43 57 410

Train 75% 50 165 17 32 43 307

Test 25% 17 55 6 10 15 101

Train Aug (A) 250 825 85 160 215 1535

Train Aug (A+T) 750 2475 255 480 645 4605

Train Aug (A+Af+R+T+M+Z) 19800 2040 3840 4440 2200 32320

A - Angle, Af - Affine, T - Translation, M - Mirror, R - Rotation, Z - Zoom
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Original Shear Shear H

Fig. 1. Example of the constructed dataset (without mirroring).

For mass detection and segmentation, the first stage (Resnet) corresponds to
the generation of the initial region candidates (Fig. 2), accomplished by the reuse
a pre-existing CNN architecture trained in Imagenet1, namely a ResNet50 with
the final layer modified for to distinguish between mass/background images.
The model is then re-trained on our sampled images patches. The choice of
ResNet50 relies on the fact is composed of convolutional layers and a final global
averaging pool layer, making this network suitable to compute Class Activation
Maps (CAM)2 directly without further training. The final model is then used to
generate the region’s proposals by sliding the image input model on larger images
and attain the CAM. Regions similar to mass lesions exhibit higher activation’s
values, suggesting that the particular area may correspond to a Region of Interest
(ROI). From CAM, square mass images candidates are taken from regions that
present a CAM above the threshold T .

Since a higher number of regions may correspond to background areas, a
second stage, the FP reduction consisting in a CNN classifier using a VGG
architecture is trained using the same patch lesion/background dataset to clas-
sify the initial region’s proposals as mass/background, enabling to discard FP
detection’s while attaining TP ones.

The third and final module of the segmentation component, the contour
refinement (Ref), operates only on positively identified regions. This stage con-
sists of a SP operating in Cartesian Coordinates proposed by [3] to determine
the outside boundary of convex objects. SP operating in the Cartesian Coor-
dinates benefit from the fact that the graph is generated from the image on
its original form, avoiding deformations associated with image transformations.
An inverse cost function centered on the object is modulated to avoid small

1 https://image-net.org/.
2 https://jacobgil.github.io/deeplearning/class-activation-maps.

https://image-net.org/
https://jacobgil.github.io/deeplearning/class-activation-maps
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inner paths collapsing over the seed point being naturally favored when using
Cartesian Coordinates.

Fig. 2. Region proposal+FP reduction + contour refinement.

For BI-RADS determination, a pre-trained CNN is used, namely the VGG16
architecture trained on Imagenet. This choice is supported by the simplicity
of VGG16 combined with good performance in medical context images. Since
VGG16 has an input size of 224 × 224 with 3 channels being able to identify
1000 different classes, we resize our images dataset and replicate gray image
channel among the 3 channels to fit network input and redefine to output layer
to our 5 BI-RADS class problem. Table 1 summarizes the constructed dataset.
Lower classes correspond to the normal cases that are the most common the
population.

Both segmentation and classification performance is evaluated on INbreast [8]
database. All the models are trained using two non-overlapping subsets with a
75% random split for training and testing. 5-fold cross-validation was used to
determine the best parameters.

The initial region proposal (Resnet), the ResNet50 learning rate was
set to α = 3 × 10−3, λ = 4 × 10−4 and ADAM was the selected optimizer
with (β1 = 0.9, β2 = 0.995 and ε = 10−6, trained for 30 epochs using the
lesion/background images setting the batch size to 32. Only the new added layers
are fine-tuned in the initial phase. Then, different parts of the network, deeper,
middle and shallow layers where unfrozen individually and retrained during 10
epochs each, with learning rates set to 4 × 10−3 for deeper layers, 3 × 10−4 for
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middle layers and 3 × 10−5 for shallow layers. This retrain strategy relies in the
fact that low level features do not vary as much as high level features among
different datasets.

After training, CAMs layer is included and due to memory constrains the
model is slided over the whole image with a stride of l = 5 to generate image
CAM. Regions that present CAM values above the threshold T are set to be
candidates. Two distinct thresholds are evaluated for candidate generation, T =
0.6 and 0.8. Square image patches above the threshold are then evaluated by the
FP reduction stage.

Concerning the FP reduction (FP), three different VGG architectures
where trained and evaluated during 40 epochs, with the best model achieving a
final accuracy in the patch test set of 0.915, with the parameters α = 2 × 10−5,
λ = 3 × 10−4 and ADAM optimizer with (β1 = 0.9, β2 = 0.997 and ε = 10−6).

For final contour refinement (Ref), a SP operating in Cartesian Coordi-
nates is employed with the cost function corresponding the inverse of the radial
distance combined with an exponential law for weight generation expressed as
f̂(g) = fl +(fh − fl)

exp ((255−g)·β)−1
exp (255·β)−1 , with fh, fl, β ∈ R set to be constant values

(fh = 30, fl = 2, β = 0.025), with g being the minimum of the gradient on the
two incident pixels. Results are evaluated using DC.

For BI-RADS class assessment, the VGG16 architecture pre-trained on
Imagenet was used, with the new fully connected layers fine-tuned using our
training data composed full breast images resized to fit network input. Initial
training parameters where α = 2 × 10−2, λ = 1 × 10−4 and ADAM as the
optimizer with (β1 = 0.9, β2 = 0.995 and ε = 10−6). After training the final
layer, we employ the same strategy used in the ResNet50 to retrain the deeper,
middle and shallow layers of the network during 10 epochs also. The learning
rates for deeper layers was set to 4×10−3, 4×10−4 for middle layers and 4×10−5

for shallow layers. Results are evaluated using the MAE.

3 Results

Results are divided into two main components: segmentation and classification.
Results on each stage of the segmentation cascade are compared with a State-of-
the-art (SotA) method proposed by [5], that uses a Conditional Random Field
(CRF) model with active contour refinement, and a manual approach proposed
by Brake [1], listed in Table 2. The method column lists SotA works and the
stages of the segmentation cascade, with a example of the segmentation stages
exhibited on Fig. 3.

Several observations can be drawn from the segmentation stage:

– Effect of the threshold T : The region proposal stage presented an higher
FP number and sensitivity of 10(1.8) and 0.85(0.1) respectively) when using
a lower T .

– Effect of the FP Reduction: Some of the TP where rejected due to center
shift initial detection, misleading the classifier.
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Table 2. Performance evaluation of lesion region proposal+ classifier + contour refine-
ment. Results mean(std).

Method # FP TPr DICE

Dhungel [5] 1.00(-) 0.90(-) 0.85(0.02)

ResNet (T = 0.6) 10(1.8) 0.86(0.09) 0.72(0.08)

ResNet (T = 0.8) 8(1.7) 0.83(0.10) 0.68(0.07)

Res.+FP+Ref (T = 0.6) 3(0.20) 0.85(0.07) 0.83(0.10)

Res.+FP+Ref (T = 0.8) 2(0.11) 0.76(0.07) 0.70(0.13)

Brake [1] (Man) 0.820(-)

Example Heat Contour

Fig. 3. Pairwise comparison between mammogram image and heatmaps (Blue - GT,
Red - Detection). SP operate only on positive identified patches. (Color figure online)

– Contour Refinement: The SP exhibited similar accuracy when compared
with the original work due to the similarities on the datasets Full Field Digital
Mammography (FFDM).

Concerning the BI-RADS classifier, results are summarized in Table 3. The
listed SotA method consist in Maximal-Coupled Learning using the GT anno-
tation masks to extract features for BI-RADS classification [2].

Table 3. Attained accuracy in the test set, mean(std).

Data MAE

SotA - (Manual) Max. Coupled Learn. [2] 0.190(-)

Using Train Aug (A) 1.343(0.503)

Using Train Aug (A+Af+R+T+M+Z) 0.584(0.011)
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Several observations can be drawn from the classification stage:

– Effect of the data augmentation: The affine data augmentation technique
outperformed the simple rotation and mirroring of the images.

– Effect of the image resizing: Small calcifications that are associated with
high malignancy level cannot be detected by the model and mislead the final
BI-RADS level prediction.

– Effect of pre-trained networks: The use of pre-trained networks enabled
to reuse the convolutional layers as robust feature extractor to generate a
robust model without massive training data.

4 Conclusions and Future Work

The present work concerns the creation of a lightweight DL pipeline easily trained
for detection, segmentation and classification of mammogram images.

Data augmentation without altering lesion shape appearance proved to be
vital, enabling to generate a vast dataset improving model generalization. Only
affine transformations such as zoom, shear with a maximum of 20%, translation,
and rotation were considered. Shear with larger percentages and elastic deforma-
tion must be considered and asses their impact in classifier performance. Crop-
ping and scaling enabled to create a dataset suitable to fit pre-trained network
input without losing to much detail on smaller mass lesions.

Concerning the segmentation stage, the formulation of a cascade configura-
tion enabled to train models separately and fine-tune individual stage parame-
ters. The selection of segmentation threshold T proved to be the main bottleneck,
with higher T values leading to a rejection of some of TP lesions that exhibited
lower probability. Integrating both stages into a single one by using a Faster
R-CNN architecture and fine-tune to our dataset can attenuate this problem.
Contour refinement enabled to refine the lesion segmentation in great detail.

The BI-RADS level classification benefit from the use of a pre-trained net-
work, enabling to obtain a robust classifier without extensive data and training
time. However, BI-RADS report to the higher level must be carefully analyzed.
While our approach does not beat the SotA, its prediction uses only images
without using any GT contour annotation for feature extraction. Overhall, the
reuse of pre-trained models enabled the creation of a well performing pipeline
without extensive data and training.
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Abstract. The authenticity of an evidence is a necessary and crucial
requirement in forensic investigations and trials, expecially when it comes
to digital evidences. In order to demonstrate the authenticity of a (dig-
ital) image, different techniques have been proposed in the last years
which take advantage of some kinds of detectable anomalies on dou-
ble or multiple compressed JPEG images. In this article, we present
an in-depth analysis in the DCT Domain of an image exploiting the
“first-digits” statistics after 1D-DCT transformation. The insights thus
obtained were used to build a simple and explainable classifier able to
detect doubly compressed JPEG images; this approach seems to outper-
form much more complex techniques in the state-of-the-art.

Keywords: DQD · Image forensics · DCT coefficients

1 Introduction

The total number of digital images acquired, stored or shared all over the world
is unimaginable and constantly growing due to the spread of social networks.
Simultaneously, the importance of proving the authenticity of digital data is
increasing. If an image is involved in a forensic investigation it is mandatory
to demonstrate the originality or integrity for the image itself. The difference
between the integrity and the authenticity of an image is the following: the pro-
cess to demonstrate the integrity of an image is related to the certainty that the
image was acquired, stored in an image file and never edited again; if the image
was successively transformed but its meaning didn’t change we can define the
image authentic although it lost the integrity. Most of the times the image is
acquired and stored by devices such as digital camera or smartphone directly in
JPEG compressed format. If an already-acquired image is opened, manipulated
in some way and then saved into another image file, this last one is different from
the original thus it lost its integrity. Consequently, according to the last defini-
tion all the images on social networks can be considered without integrity but
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nothing can be said about authenticity. Thus the Double Compression Detec-
tion in an image is the first step for any digital forensics image analysis: if no
double compression is detected, the integrity of the image has not been lost, it is
authentic and no further analyses are needed, otherwise additional analysis like
tampering or copy-move-forge detection should be carried out [3]. Given that
the alteration of an image involves a multiple JPEG compression process, it is
possible to detect some traces of this on the image itself. These traces are strictly
related to the JPEG algorithm and the compression parameters used each time
the image was saved and stored in a JPEG image file. State-of-the-art already
demonstrated that the most important piece of information of a digital image
is hidden in the DCT domain. This piece of information has to be discovered
and correctly represented in a mathematical form. Thus it can be employed for
many automated image processing tasks [2,4,5,11,26] like object recognition,
scene recognition or image forensics. In this paper, in order to find a new tech-
nique for the Double Compression Detection problem, the DCT domain of single
and double compressed JPEG images was investigated and interesting insights
were detected in the first digits statistics of elements in 1-D DCT transformed
8 × 8 blocks of an image. This is the main contribution of this paper. The dis-
covered insights are very interesting in terms of their simplicity and might open
new research paths. Their potential was also demonstrated by exploiting them
as features for a simple Machine Learning classifier for double compressed image
detection and by comparison with state-of-the-art. The remainder of this paper
is organized as follows. In Sect. 2 a brief background of JPEG compression algo-
rithm and properties useful to better understand this paper will be presented.
Then, in Sect. 3 the state-of-the-art of double compression detection methods
will be discussed. Section 4 will describe the employed datasets on which the
investigation in the DCT domain described in Sect. 5 was carried out. Section 6
demonstrates the usability of the discovered insights in an automated classi-
fier and Sect. 7 shows and discusses the achieved results with comparisons with
state-of-the-art methods. Finally Sect. 8 concludes this paper with some ideas
for further works.

2 JPEG Compression and Double Compression

The JPEG compression is probably the most well-known method for image’s
compression. In brief, starting from a RAW color image, the main steps of the
JPEG algorithm are the following: at first the luminance component is sepa-
rated from the chrominance one converting the input image from the RGB to
Y CbCr. After that the image is partitioned into 8 × 8 non overlapping blocks
and the corresponding values are converted from unsigned integer, in the range
[0, 255], to signed values belonging to the range [−128, 127]. At this point a 2-D
DCT transform is applied to each block, followed by a Quantization, using for
each DCT coefficient of the 8 × 8 non-overlapping block a corresponding inte-
ger value defined in a Quantization Table. The elements in the Quantization
Table are related to the so called Quality Factor (QF ) which defines the level
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of compression and reduction of information obtainable by JPEG. The quan-
tized coefficients obtained are then rounded and the results of the ratio between
the original DCT coefficients and the corresponding quantized ones, are then
transformed into a data stream furtherly encoded by entropic compression. The
entire process is lossy and this lossy behaviour leaves traces on images that can
be exploited to predict if an image has gone through the JPEG algorithm. It is
easy to note that the principal step in the JPEG algorithm which mainly reduces
the information (and the size) in an image is the quantization step. Thus most
of papers talk about Double Quantization Detection (DQD). The quantization
step is driven in its outcome by the QF . Then for each compression a QF − n
is defined where n is how many times the image have gone through a JPEG
compression process.

3 Related Works

Many DQD techniques have been proposed in literature during the last years.
At first, Fan and De Queiroz [9,10], described an approach able to discriminate
between images not compressed and JPEG compressed ones, independently from
the number of compressions performed. They exploited the banal insight that if
an image has never been previously JPEG-compressed, then the pixel differences
across 8 × 8 block boundaries should not be noticeable.

The first attempt on detecting single vs. double JPEG compression was pre-
sented in [12] where the authors demonstrated that the distribution probability
of the first digits law of the DCT coefficients in original JPEG images (single-
compressed) follows a Benford-like logarithmic law ([14]). In [17] the authors fur-
therly analyzed the first digit distribution of each sub-band of DCT coefficients
independently, while [15] extended the Benford-like law including the zero in
the first digit distribution. Machine Learning classification technique were intro-
duced by the works of [6] (inspired by [20]), and [8], which is itself a refinement
of [7]. In [32] the authors built probability maps upon JPEG DCT coefficients,
exploiting PCA for dimensional reduction and SVMs for classification. Pasquini
et al. [22], proposed a binary decision test, based on the Benford-Fourier theory
and improved it in [23] or even more [24] to face also multi (up to three) JPEG
compressions and finally refining it in [25] with the introduction of features from
images analysed in the spatial domain. On the other hand in [31] the authors
created a new feature called factor histogram describing the distribution of the
factors related to quantized DCT coefficients.

With the widespread of machine learning techniques and specifically Convo-
lutional Neural Networks (CNN), new methods have been proposed for the DQD
problem [1,18,21,28,29]. CNNs have demonstrated to be incredibly powerful in
finding invisible correlation in data, specifically on images, but they are also
very intensive in terms of computational costs, prone to overfitting and strictly
related to the dataset on which they trained. Moreover, most of the predicted
outcomes are not explainable and unpredictable making the use of CNNs unef-
fective in forensics. However, Li et al. [19] and Wang et al. [30] proposed new
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DQD techniques able to outperform even CNNs. They are based on the statistics
between adjacent DCT coefficients in 8×8 blocks of an image. In particular [19]
rearranged the 8 × 8 blocks in 1 × 64 blocks thus extracting adjacent elements
statistics as a feature vector for a SVM classifier, while [30] processed adjacent
elements by means of a Markov Model, thus building a new feature vector for a
SVM binary classifier.

4 Dataset

The aim of this paper is to investigate images in the DCT domain in order to find
insights or a technique that works for the DQD task opening new research paths
and outperforming the state-of-the-art. To this aim the analysis were perfomed
on different datasets. The first one, is synthetic and constructed starting from
the UCID dataset [27] employs standard-tables (with non standard tables ones
only for same QF1-QF2), so it will be called UCID-derived. It is composed by
500 random images compressed twice into new JPEG images in order to cover
many combination of QF1-QF2 as described below:

QF1nn ∈ [100/95/90/......./50] (1)

QF2mm ∈ [100/95/90/......./50] (2)

This process created 121 sets of 500 images for each couple of Quality Factors
QF1-QF2 The second dataset is the dataset presented in Giudice et al. [13]
which contains images downloaded from social networks and the corresponding
original ones. This last dataset employs completely non-standard tables, and
is useful to evaluate all considerations and techniques in the wild with image
coming from everyday usage: indeed images downloadable from Social Networks
are double (or multiple) compressed. Being in the wild the dataset presents many
combinations of QF1-QF2 most of them are estimable but not known a priori.

5 Investigating the DCT Domain

An evaluation of those studies based on the first digit statistics w.r.t. the Ben-
ford’s Law ([12,17] and [15]) was carried out on images, taken in the wild from
social networks taken from the dataset presented in [13]. Figure 1a shows the
normalized histogram of the First Digit statistics obtained for single and double
compressed images w.r.t. the Benford’s Law in which all curves are perfectly
overlapping. This demonstrates that all those approaches work only on specific
conditions and are not effective in the wild. The main problem of [12,17] and
[15], is that they compute statistics from all the 63 numbers obtained after the
2-D DCT transformation, in each 8×8 block. In this way components related to
many frequencies are “mixed” altogether averaging everything. Indeed, taking
into account the first digit statistics of just one coefficient is also almost ineffec-
tive, as shown in Fig. 1b: the curves obtained on single and double compressed
images are overlapping and also are both separating from the Benford’s law. The



720 O. Giudice et al.

Fig. 1. First Digit distribution on images. (a) shows the Benford’s law (blue) and the
first digit distribution averaged on all 64 elements of 2-D DCT transformed 8 × 8
blocks. The green line shows the single compressed distribution while the red one
the distribution obtained from double compressed images. The three curves are fully
overlapped. Better separation is obtainable by computing the first digit statistics on
only one element of the 8× 8 block, as shown in (b) or by computing it after 1-D DCT
transform (c). This last distributions while being easily and visibly separable differs
from the Benford’s law. (Color figure online)

separation, of the two curves, can be obtained by evaluating a 1D-DCT transfor-
mation on the 8×8 blocks. In this way a directional DCT is computed (through
the vertical or horizontal direction) and the first digit statistics for single and
double compressed images become separable as shown in Fig. 1c. Having two sep-
arate histograms means that the distribution is a good feature to be exploited
for the DQD problem. Figure 1c shows the statistics obtained on the best ele-
ment w.r.t. the separation of the two curves: not all elements showed a good
separation, thus a further analysis was carried out on 8 × 8 blocks transformed
through both 1-D DCT (in both directions) and 2-D DCT. Figure 2 shows the
heatmaps for the three analysis, for each of the 64 elements in a 8 × 8 block.
Each element (i, j) in the three heatmaps is represented in terms of the obtained
cosine distance between the first digit statistics between the single and the dou-
ble compressed image obtained on (i, j). The distance value is averaged through
all images on the social network images dataset [13]. In particular, Fig. 2a, as
already stated for Fig. 1b, shows that 2D-DCT produce not very separable his-
tograms (black color means low distance values), while Figs. 2b and 2c show that
both directions of 1D-DCT achieve a very good separation. Specifically, the best
separation in terms of distance values is obtained on elements in the bottom part
of the 8×8 block for vertical 1-D DCT and in the right part of the 8×8 block in
the horizontal 1-D DCT. The 1-D DCT transform in conjunction with the first
digit statistics is able to produce a good histogram separation for single and
double compressed images, but those curves as shown in Fig. 1c do not follow
the Benford’s Law, thus a new law should be used to detect double compressed
images. To this aim a novel classification technique was experimented and will
be presented in the next section.
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Fig. 2. Heatmap representation of cosine distance values between the first digit statis-
tics obtained for single and double compressed image. The distance is computed for
each element inside the 8 × 8 block. Black values means distance equal to zero. (a)
shows the distance values obtained after 2-D DCT transform while values obtained
after 1-D DCT trasform are shown in (b) w.r.t. vertical direction and (c) horizontal
one.

6 Validation Through Automated DQD Technique

The insights obtained through the investigation carried out and described in
this paper suggested a simple computational approach, together with visible
statistics that allow to detect double compressed images. In order to evaluate
if this feature can be exploited to correctly detect double compressed images, a
test on many samples has to be carried out. Thus, a classification technique was
built in order to model the new law, that was demonstrated to be different from
the Benford’s one, able to automatically detect double compressed images. The
DQD law is modelled on top of all the explainable insights described in Sect. 5
and takes into account a feature vector that not only contains the statistics of all
the first digits (including 0), but also the signs statistics (positive or negative)
of the elements. Thus, a 13-dimensional feature vector was obtained for each of
the 64 elements of the 8×8 blocks processed with the 1-D DCT transformation.

In a more formal representation, given a JPEG image I, it is possible to
divide it into N non-overlapping 8 × 8 pixels blocks Bn with n ∈ [0, N − 1], and
with each Bn containing 64 elements Bn(i, j) with i, j ∈ [0, 7]. Given the first
digit function definition as follows:

FirstDigitd(x) =
{

1 if x has a value with the first digit equal to d
0 otherwise (3)

Starting from an element at position (i, j) in the 8 × 8 block it is possible to
compute the first digit and signs statistics, for all n ∈ [0, N − 1] as follows:

Hd(i, j) =
∑
n

FirstDigitd(Bn(i, j)) (4)
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Thus the full 13-dimensions feature vector H(i, j) for image I with N 8 × 8
non-overlapping blocks and element at position (i, j) is defined as follows:

H(i, j) = H0(i, j), ...,H9(i, j),Hpos(i, j),Hneg(i, j),Hnull(i, j) (5)

where Hpos(i, j),Hneg(i, j) and Hnull(i, j) are the number of elements at position
(i, j) that are positive, negative or zero respectively. The selection of a proper
classification method is out of the scope of this paper, given that it is only
exploited for validation purposes. Many classification algorithms were experi-
mented and best result were obtained with the Gradient Boosting technique.
The Gradient Boosting (GBoost) technique was employed to train 64 different
classifiers C(i, j) for each element in the 8 × 8 block. As expected, best results
were obtained w.r.t. highest frequency components among the elements of the
8 × 8 block transformed through any of the two 1-D DCT transforms. This was
expected as already visually-described by distance values of histogram curves
shown in Fig. 2.

7 Experimental Results

The experimental phase was carried out by training and then testing the images
from the two datasets described in Sect. 4. The UCID-derived image dataset
were divided into two sets: training set and test set. The training set was used
to train the 64 classifiers (one for each element of the 8 × 8 block) and the test
set was employed to compute the accuracy measurements. The test was repeated
by means of 5-fold Cross Validation and the results reported in this paper are
the average accuracy measurements among all runs. In Table 1 the obtained
accuracy measurements are shown and compared with the most recent state-of-
the-art techniques for each couple of QF1-QF2. In almost all the different cases
the proposed technique outperforms the current methods described in literature.
Moreover, the proposed technique is able to detect double compression in images
with QF1 = QF2, as it was investigated by Huang et al. [16] only. The selection
of the best element among the 64 available is very important: the accuracy
reported in Table 1 for the proposed technique is the average obtained from all
the 8 elements taken in the last row or column w.r.t. the direction of the 1-D
DCT, as already stated before. A further improvement could be possible with a
better and automated element selection method.

Finally, another test was carried out on images taken in the wild from the
social network dataset [13]. Results are reported in Table 2 for 1-D DCT on
vertical and horizontal directions. The best accuracy level is reported to be of
95% and demonstrates the effectiveness of the technique. Values for the first row
and column are not reported being related to low frequency components that
have no discriminative information.
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Table 1. Results in terms of best accuracy obtained on the same UCID-derived dataset,
between the best methods in the state-of-the-art compared to the proposed approach
w.r.t. QF1-QF2 couples.

QF1/QF2 50 60 70 80 90

50 1D-DCT GBoost 0.72 1.00 1.00 1.00 0.92

[30] – – – – –

[19] – 0.9976 0.9992 0.9995 0.9998

60 1D-DCT GBoost 0.96 0.68 1.0 0.96 0.92

[30] – – – – –

[19] 0.98 - 0.9988 0.9992 0.9998

70 1D-DCT GBoost 1.0 1.0 0.76 1.0 0.88

[30] – – 0.47 1.0 1.0

[19] 0.9918 0.991 – 0.9988 0.9993

80 1D-DCT GBoost 1.0 1.0 1.0 0.76 0.92

[30] – – 0.98 0.96 0.99

[19] 0.9843 0.9929 0.9936 – 0.9993

90 1D-DCT GBoost 1.0 1.0 1.0 1.0 0.76

[30] – – 0.96 0.99 0.91

[19] 0.9462 0.9695 0.9784 0.9961 –

Table 2. Accuracy results obtained for each coefficient on Giudice et al. [13] dataset.
Best accuracy results come from elements in the last row and column for 1-D DCT on
vertical and horizontal directions respectively and confirm the heatmaps described in
Fig. 2b and c.

Vertical
0 1 2 3 4 5 6 7

0 – – – – – – – –
1 0.85 0.75 0.7 0.8 0.8 0.6 0.6 0.6
2 0.8 0.75 0.65 0.75 0.8 0.8 0.6 0.8
3 0.8 0.75 0.7 0.8 0.75 0.8 0.8 0.75
4 0.85 0.75 0.8 0.8 0.9 0.8 0.65 0.9
5 0.85 0.85 0.85 0.8 0.9 0.75 0.7 0.9
6 0.85 0.85 0.8 0.75 0.8 0.85 0.9 0.8
7 0.9 0.85 0.85 0.95 0.9 0.95 0.95 0.9

Horizontal
0 1 2 3 4 5 6 7

0 – 0.6 0.8 0.75 0.8 0.85 0.8 0.95
1 – 0.5 0.75 0.65 0.85 0.7 0.85 0.9
2 – 0.75 0.8 0.65 0.85 0.8 0.8 0.8
3 – 0.7 0.75 0.75 0.85 0.8 0.9 0.8
4 – 0.7 0.7 0.55 0.85 0.8 0.75 0.85
5 – 0.65 0.75 0.8 0.85 0.7 0.85 0.85
6 – 0.8 0.75 0.65 0.8 0.75 0.85 0.85
7 – 0.65 0.8 0.7 0.8 0.9 0.9 0.95

8 Conclusions and Future Works

In this paper an in-depth analysis of the elements in 8×8 blocks of a JPEG image
was carried out in the DCT domain with the aim of finding useful information
to be exploited in the Double Quantization Detection problem. Through the
analyses, the first digit statistics was employed with discriminative results in the
highest frequency components (the last row or the last column) in the 1D-DCT
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transformed 8× 8 blocks. Thus the first digit statistics was encoded as a feature
for a simple Gradient Boost Classifier in order to be able to evaluate the detection
effectiveness on synthetic couples of double compressed images and on images
taken in the wild. Results demonstrated to outperform state-of-the-art methods
in terms of accuracy, easiness, explainability and fastness of the technique.

Further investigation will be devoted to the formalization of the underlying
mathematical law in order to build a self-explainable DQD technique; moreover
it could be possible to exploit 1-D DCT Domain Analysis in order to detect
tampered region in JPEG images.
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Abstract. As vision and language techniques are widely applied to real-
istic images, there is a growing interest in designing visual-semantic mod-
els suitable for more complex and challenging scenarios. In this paper,
we address the problem of cross-modal retrieval of images and sentences
coming from the artistic domain. To this aim, we collect and manu-
ally annotate the Artpedia dataset that contains paintings and textual
sentences describing both the visual content of the paintings and other
contextual information. Thus, the problem is not only to match images
and sentences, but also to identify which sentences actually describe the
visual content of a given image. To this end, we devise a visual-semantic
model that jointly addresses these two challenges by exploiting the latent
alignment between visual and textual chunks. Experimental evaluations,
obtained by comparing our model to different baselines, demonstrate the
effectiveness of our solution and highlight the challenges of the proposed
dataset. The Artpedia dataset is publicly available at: http://aimagelab.
ing.unimore.it/artpedia.

Keywords: Cross-modal retrieval · Visual-semantic models ·
Cultural heritage

1 Introduction

The integration of vision and language has recently gained a lot of attention from
both computer vision and NLP communities. As humans, we can seamlessly
connect what we visually see or imagine and what we hear or say, therefore
building effective bridges between our ability to see and our ability to express
ourselves in a common language. In the effort of artificially replicating these
connections, new algorithms and architectures have recently emerged for image
and video captioning [1,5,16] and for visual-semantic retrieval [7,13,15]. The
former architectures combine vision and language in a generative flavour on the
textual side, and in the latter common spaces are built to integrate the two
domains and retrieve textual elements given visual queries, and vice versa.
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While the standard objective in visual-semantic retrieval is that of associat-
ing images and visual sentences (i.e. sentences that visually describe something),
the variety of sentences which can be found in textual corpora is definitely larger,
and also contains sentences which do not describe the visual content of a scene.
Here, we go a step beyond and extend the task of visual-semantic retrieval to
a setting in which the textual domain does not exclusively contain visual sen-
tences, and explore the task of identifying relevant visual sentences given image
queries. As such, the task establishes two challenges, the first one being that
of understanding whether the sentence has a visually relevant content, and the
second being that of associating elements between the two domains.

Further, we also address a second shortcoming of most visual-semantic works,
i.e. that of dealing with photo-realistic images and simple texts. As there is a
growing need of extending these algorithms to less general semantic and visual
domains, we both increase the complexity on the visual and on the semantic side.
To create an environment where all the aforementioned challenges live together,
we focus on the case of artistic data—which surely advertise more complex and
unusual visual and semantic features, and propose a new dataset with visual
and contextual sentences for each visual item. In short, visual sentences deal
with the visual appearance of the item, contextual ones describe either the item
or its context without dealing with its visual appearance.

We also design and evaluate a model for jointly associating visual and textual
elements, and identifying visual textual samples as opposed to contextual ones.
Taking inspiration from state of the art models for visual-semantic retrieval, we
test both traditional approaches, based on global feature vectors, and approaches
that model the latent alignment between visual and textual chunks.

The rest of this paper is organized as follows: after briefly reviewing the
related literature in Sect. 2, we present the Artpedia dataset in Sect. 3. Further,
in Sect. 4 we propose our model for bringing visual and contextual sentences in
visual-semantic retrieval, which is subsequently evaluated together with different
baselines in Sect. 5.

2 Related Work

In this section, we first give an overview of cross-modal retrieval models. Then,
we review computer vision works related to the cultural heritage domain with a
focus on other relevant datasets for art understanding.

2.1 Cross-Modal Retrieval

Cross-modal retrieval is one of the core challenges in computer vision and mul-
timedia communities and consists in the retrieval of visual items given textual
queries, and vice versa. In this context, several cross-modal retrieval models have
been proposed [7,13,15], with the objective of minimizing the distance of match-
ing image-text pairs and, on the contrary, maximizing that of non-matching
elements. Among them, Faghri et al. [7] introduced a simple modification of
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Table 1. Overview of the most relevant datasets containing artistic images.

Dataset # Images # Sentences Manually

annotated

Task

Wikipaintings [12] 85,000 − ✗ Classification

Art500k [18] 554,198 − ✗ Classification and retrieval

Brueghel [21] 1,587 − ✓ Near duplicate detection

SemArt [8] 21,383 21,383 ✗ Visual-semantic retrieval

EsteArtworks [3] 553 1,278 ✓ Visual-semantic retrieval

BibleVSA [2] 2,282 2,271 ✓ Visual-semantic retrieval

Artpedia 2,930 28,212 ✓ Visual-semantic retrieval (with contextual sentences)

standard loss functions based on the use of hard negatives that has been demon-
strated to be effective in improving the performance of cross-modal retrieval and
has been widely adopted by several subsequent methods [6,10,11,15].

Inspired by the use of multiple image descriptors to improve related visual-
semantic tasks [1,25], Lee et al. [15] have recently proposed to match images and
corresponding descriptions by inferring a latent correspondence between image
regions and single words of the caption. In this work, we exploit a similar atten-
tive mechanism to match each painting with the sentences that actually describe
the visual content of the painting itself, and we demonstrate the effectiveness
of using multiple image regions in place of a single image descriptor also for
visual-semantic artistic data.

2.2 Computer Vision for Cultural Heritage

In the last years, several efforts have been done to apply computer vision tech-
niques to the cultural heritage domain resulting in different works and applica-
tions ranging from generative models to classification and retrieval solutions. On
the generative and synthesis side, up-and-coming results have been obtained by
style transfer models that aim to transfer the style of a painting to a real photo [9]
and, on the contrary, create a realistic representation of a given painting [23,24].

On a different note, several large-scale art datasets have been proposed to
foster researches on this domain, with a particular focus on style and genre recog-
nition [12,18]. For a comprehensive analysis, Table 1 shows a summary of the
most relevant dataset related to the cultural heritage domain. To the best of our
knowledge, there is a limited bunch of works that address the problem of retriev-
ing artistic images from textual descriptions, and vice versa [2,3,8]. While [2,3]
take the problem in a semi-supervised way by exploiting the knowledge from
large-scale datasets containing realistic images, [8] uses additional metadata such
as title, author, genre, and period of the paintings to match images and text. In
this paper, we instead propose a visual-semantic model capable of discriminating
visual and contextual sentences for each considered painting and, at the same
time, associating the corresponding visual and textual elements.
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The painting depicts an idyllic,
pastoral scene of a lone young
woman in peasant attire posed for
the artist, balancing a stick (likely
her crook) across her shoulders,
standing barefooted in the
foreground.

The title is taken from the Southern
French dialect.

It is currently in the permanent
collection at the Philbrook Museum
of Art in Tulsa, where it has become
an emblematic image for the
museum.

✘

✘

In the foreground, a young man
stands upon a rocky precipice with
his back to the viewer.

He is wrapped in a dark green
overcoat, and grips a walking stick in
his right hand.

It has been considered one of the
masterpieces of Romanticism and
one of its most representative
works.

It currently resides in the Kunsthalle
Hamburg in Hamburg, Germany.

✘

✘

Fig. 1. Sample paintings from our Artpedia dataset with corresponding visual (green
boxes) and contextual (red boxes) sentences. (Color figure online)

3 The Artpedia Dataset

To foster the research on the development of visual-semantic algorithms which
deal with contextual sentences, we propose a novel dataset with visual and
contextual sentences describing real paintings. Artpedia contains a collection of
2, 930 painting images, each associated to a variable number of textual descrip-
tions. Each sentence is labelled either as a visual sentence or as a contextual
sentence, if does not describe the visual content of the artwork. Contextual sen-
tences can describe the historical context of the artwork, its author, the artistic
influence or the place where the painting is exhibited. As in standard cross-
modal datasets, the association between sentences and painting is also provided.
A sample of the dataset and its annotations is shown in Fig. 1.

As the name suggests, the dataset has been collected by crawling Wikipedia
pages. To this aim, our crawling strategy followed the Wikipedia category hierar-
chy by navigating all categories containing paintings between the 13th and the
21th century. We then extracted the textual descriptions taking into account
all the summaries of each Wikipedia page and the description section whenever
present. Finally, we split the text into sentences using the spaCy NLP toolbox1

and manually annotated each sentence either as visual or contextual. As an addi-
tional product of the crawling procedure, we also release the title and the year
of each painting, together with the URL of each image.

Overall, Artpedia contains a total of 28, 212 sentences, 9, 173 labelled as
visual sentences and the remaining 19, 039 as contextual sentences. On average,
each painting is associated with 3.1 visual and 6.5 contextual sentences. The
mean length of the textual items is 21.5 words, considerably longer than those
of standard image captioning datasets. For a comprehensive analysis of the visual
and semantic content of our Artpedia dataset, we report in Fig. 2 the distribution
of paintings over the given range of centuries, the distribution of sentence lengths,
and the most common object classes obtained by running a pre-trained object
detector [14,20].

1 https://spacy.io/.

https://spacy.io/
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Fig. 2. Analyses on our Artpedia dataset. From left to right, we report the painting
distribution over centuries, the sentence lengths distribution, and the most common
detection classes.

Table 2. Number of paintings, visual and contextual sentences for each Artpedia split.

Training Validation Test

Paintings 2,252 339 339

Visual sentences 7,109 1,036 1,028

Contextual sentences 14,822 2,134 2,083

With respect to other visual-semantic datasets containing artistic images
(reported in Table 1), Artpedia provides a larger number of sentences, divided
into visual and contextual through a manual annotation procedure. Moreover,
to the best of our knowledge, this is the only dataset that contains two types of
artistic sentences describing both the visual content of the paintings and other
contextual information. For this reason, we devise a visual-semantic model capa-
ble of jointly discriminating between visual and contextual sentences of the same
painting, and identifying which visual descriptions from a subset of textual ele-
ments (i.e. a subset of visual descriptions from different paintings) are associated
to a specific painting.

To allow the training of our model and foster researches on this domain,
we also provide training, validation and test splits obtained by proportionally
dividing the number of paintings. Splits have been obtained with the constraint
of balancing the distributions over centuries and the number of visual sentences
to maintain relevant statistics across the subsets. Table 2 reports the number
of paintings for each split along with the corresponding number of visual and
contextual sentences.

4 Aligning Visual and Contextual Sentences with Images

Cross-modal retrieval is characterized by two main tasks: when the query is a
textual sentence, the objective is to retrieve the most relevant images, while with
an image as a query, the objective is to retrieve the most relevant sentences. The
goal is to maximize recall at K, the fraction of queries for which the most relevant
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item is ranked among the top K retrieved ones. Besides, our setting leverages the
presence of visual and contextual sentences, and takes into account this difference
when computing the latent alignment within a single page. In the following, we
refer to a page as an element of our Artpedia dataset comprising an image and
its visual and contextual sentences. Our goal is not only to maximize recall, but
also to distinguish the two types of sentences associated to a painting.

In a nutshell, our model firstly maps image regions and sentence words into a
joint embedding space. Then, it computes a cross-attention mechanism divided
in two branches, where one attends to words with respect to each image region,
while the other attends to image regions with respect to each word. This mech-
anism computes a similarity score for each branch between an image and a
sentence. During training, the similarity score is used to minimize two loss func-
tions: our intra-page loss, which strives to rank the sentences associated to a
single image, bringing near its visual sentences and pushing away its contextual
ones, and the inter-page triplet ranking loss that takes into account all images
and their visual sentences as in standard cross-modal retrieval settings.

4.1 Similarity Function

As mentioned before, the similarity is computed with a cross-attention mech-
anism that comprises two distinct branches: image-to-text and text-to-image
attention, inspired by [15,25]. Since the two branches are similar, diversified
only by the input order, we only describe the first one.

Firstly, given an image I, we extract salient regions such that each of them
encodes an object or other entities, and project them into the joint embed-
ding space, obtaining a final set of regions {v1, . . . ,vk},vi ∈ R

D. Also, given
a sentence T composed of n words, encoded with a word embedding strategy,
we project each word into the joint embedding space thus obtaining a vector
ej ∈ R

D for each word j. Therefore, given an image I with k detected regions
and a sentence T with n words, we compute the similarity matrix for all possible
region-word pairs:

sij = v�
i ej i ∈ [1, k], j ∈ [1, n] (1)

where sij represents the similarity between the region i and the word j. Since
region and word features are �2 normalized, this product corresponds to a cosine
similarity.

To attend words with respect to each image region, we compute a sentence-
context vector for each region. The sentence-context vector ai is a weighted
representation of the sentence with respect to the region i of the image, where
the similarities between the region i and the sentence words are used to weight
each word as follows:

ai =
n∑

j=1

αijej (2)
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where

αij =
exp (λssij)∑n
j=1 exp (λssij)

(3)

and λs is a temperature parameter [4].
Finally, to evaluate the similarity of each image region given the sentence-

context, we compute the cosine similarity between the attended sentence vector
ai and each image region feature vi:

R (vi,ai) =
v�
i ai

‖ai‖ (4)

To summarize the similarity between an image I and a sentence T , we employ
average pooling between all image regions and the sentence-context vector:

RAVG(I, T ) =
∑k

i=1 R (vi,ai)
k

(5)

Likewise, the other branch follows the same procedure but swapping image
regions and sentence words, computing a region-context vector for each sentence
word, evaluating their cosine similarities and summarizing the final branch score
in the same way. Finally, by averaging the similarity scores of the two branches,
we obtain the final similarity score S(I, T ) between an image I and a sentence T .

4.2 Training

Intra-page Loss. With the objective of correctly ranking visual and contextual
sentences of a given image, we propose an intra-page loss function that learns
the latent alignment between an image and its corresponding visual sentences
within a single page of the dataset. Given an image I, a visual sentence TV and
a contextual sentence TC , our intra-page loss is computed by taking into account
the similarity score S(I, TV ) between the image and the visual sentence and the
similarity score S(I, TC) between the image and the contextual one:

Lintra(I, TV , TC) = [α − S(I, TV ) + S(I, TC)]+ (6)

where [x]+ = max(x, 0) and α is the margin. Note that, since this loss function is
computed within a single page, both considered visual and contextual sentence
are taken within the sentences of the given image I.
Inter-page Triplet Ranking Loss. Since our final objective is not only to
identify visual and contextual sentences of the same image, but also to associate
matching image-visual sentence pairs within the entire dataset, we define an
inter-page triplet ranking loss, which is typical of cross-modal retrieval methods.

As proposed in [7], we focus solely on the hardest negatives in the mini-
batch. So that, our final inter-page triplet ranking loss with margin α is defined
as follows:

Linter(I, T ) = max
T̂

[
α − S(I, T ) + S(I, T̂ )

]

+
+ max

Î

[
α − S(I, T ) + S(Î , T )

]

+

(7)



736 M. Stefanini et al.

where only the hardest negative sentences T̂ or hardest negative images Î for
each positive pair S(I, T ) are taken into account. In our case, a negative sentence
T̂ is a visual sentence of another image. Since this loss function aims to associate
images and visual sentences of the entire dataset, contextual sentences are only
used by our intra-page loss.
Final Training Objective. The final training loss is obtained by a linear com-
bination of the two loss functions, i.e. L = λwLinter + (1 − λw)Lintra, where
λw ∈ [0, 1] is a parameter that weights the contribution of the two losses. When
λw is equal to 0, the training procedure only minimizes our intra-page loss, whilst
when λw is equal to 1, all the attention is given to the inter-page triplet ranking
loss.

5 Experimental Evaluation

In this section, we experimentally evaluate the effectiveness of our approach by
comparing it with different baselines. First, we provide all implementation details
used in our experiments.

5.1 Implementation Details

To encode image regions, we use Faster R-CNN [20] trained on Visual Genome [1,
14], thus obtaining 2048-dimensional feature vectors. For each image, we exploit
the top 20 detected regions with the highest class confidence scores. To project
regions into the visual-semantic embedding space, we use a fully connected layer
with a size of 512.

For the textual counterpart, we compare GloVe [19] with word embeddings
learned from scratch. In both cases, the word embedding size is set to 300. Then,
with the aim of capturing the semantic context of the sentence, we employ a bi-
directional GRU with a size of 512, so that given a sentence with n words, the
bi-directional GRU captures the context reading forward from word 1 to n and
reading backwards from word n to 1, averaging the two hidden states to obtain
the final embedding vector for each word.

To train our model, we use the Adam optimizer with an initial learning rate
of 10−6 decreased by a factor of 10 after 15 epochs. In all our experiments, we
use a batch size of 128 and clip the gradients at 2. Finally, the margin α and the
temperature parameter λs are respectively set to 0.2 and 6.

5.2 Baselines

To evaluate our solution, we build different baselines to quantify both the effec-
tiveness of using a cross-attention model and that of our intra-page loss. To this
aim, we first exploit global features to encode images and sentences in place
of multiple feature vectors for each image or sentence. In particular, to encode
images, we extract 2048-dimensional feature vectors from the average pooling
layer of a ResNet-152, while, to encode sentences, we feed word embeddings
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Table 3. Intra-page results in terms of Average Precision (AP).

Model Word embedding AP

Global features with BCE loss Learned 39.3

Global features with BCE loss GloVe 40.8

Global features with intra-page loss Learned 52.8

Global features with intra-page loss GloVe 55.3

Cross-attention with BCE loss Learned 42.6

Cross-attention with BCE loss GloVe 41.7

Cross-attention with intra-page loss Learned 86.3

Cross-attention with intra-page loss GloVe 88.5

through a bi-directional GRU network and average the outputs of the last hid-
den state in both directions. After projecting both images and sentences into a
common embedding space, the final similarity score between an image and a sen-
tence is given by the cosine similarity between the two �2-normalized embedding
vectors.

Furthermore, we compare the proposed intra-page loss function with respect
to binary cross-entropy. Therefore, visual and contextual sentences are not pro-
jected into the same embedding space, but fed through a binary classification
branch. In practice, each sentence is classified either as visual or contextual by
concatenating the image and sentence embeddings and feeding them through
two fully connected layers of size 512 and 1, respectively. For the cross-attention
model, the image embedding is obtained by averaging the image region embed-
ding vectors, while the sentence embedding is obtained by averaging the last
hidden states of the bi-directional GRU in the two directions.

For both baselines, all other hyper-parameters and training details are the
same as those used in our complete model.

5.3 Cross-Modal Retrieval Results

We first evaluate the effectiveness of our model to identify and distinguish visual
sentences with respect to contextual ones. Table 3 shows the results on the Art-
pedia test set in terms of average precision (AP). In particular, the results are
obtained by training the models with λw equal to 0 (i.e. by only minimizing
the intra-page loss or binary cross-entropy). As it can be seen, our intra-page
loss function always obtains better performance with respect to the binary cross-
entropy baseline either when exploiting global features to embed images and sen-
tences or when using the cross-attention approach described in Sect. 4. Regarding
the word embedding strategy, GloVe vectors achieve better results with respect
to word embeddings learned from scratch, probably due to the presence of pecu-
liar words, typical of the artistic domain.

In Table 4, we show the performance of our complete model trained with
various λw weights to differently balance the contribution of the two loss func-
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Table 4. Cross-modal retrieval results with a different number N of retrievable items
and with respect to different λw weights.

Model Word emb. λw AP N = 10 N = 50 N = 100

Img-to-Text Text-to-Img Img-to-Text Text-to-Img Img-to-Text Text-to-Img

R@1 R@5 R@1 R@5 R@1 R@5 R@1 R@5 R@1 R@5 R@1 R@5

Global Learned 0.25 44.9 9.4 36.3 7.6 50.0 2.4 8.3 1.3 8.9 0.6 5.0 0.5 3.6

Global GloVe 43.1 12.4 35.4 8.5 48.7 2.7 9.1 2.2 11.1 0.6 5.3 1.8 5.5

X-Attn Learned 85.9 15.3 40.4 17.5 61.9 2.7 13.3 4.2 16.7 2.1 8.0 2.2 9.0

X-Attn GloVe 88.2 19.8 44.0 22.7 69.6 8.6 22.1 6.1 23.6 4.4 15.9 4.0 14.8

Global Learned 0.50 50.2 9.4 38.1 9.9 50.7 1.8 10.0 2.0 10.5 0.6 6.2 1.1 5.1

Global GloVe 46.0 8.8 37.2 9.8 48.9 1.2 10.0 2.0 10.1 1.8 4.1 1.0 4.4

X-Attn Learned 85.2 11.5 40.1 17.4 61.0 3.2 13.6 3.8 18.7 1.2 7.7 2.4 9.9

X-Attn GloVe 87.5 26.3 54.3 21.2 69.7 8.8 27.7 7.5 22.9 6.2 18.6 4.1 14.1

Global Learned 0.75 53.4 10.6 38.3 10.4 50.0 2.4 10.6 2.3 11.6 1.5 5.6 1.4 6.2

Global GloVe 44.9 10.9 34.2 8.9 47.7 1.8 8.6 1.8 9.3 0.9 4.4 0.7 4.6

X-Attn Learned 84.6 10.9 37.5 18.5 64.3 2.7 10.0 5.1 20.1 1.2 7.1 2.9 11.4

X-Attn GloVe 86.5 29.5 57.2 23.7 71.2 13.6 31.9 5.8 23.1 8.6 22.7 4.1 13.6

(a) λw = 0.25 (b) λw = 0.50 (c) λw = 0.75

Fig. 3. Comparison between visual-semantic embedding spaces obtained by training
the model with different λw weights. Visualizations are obtained by running the t-SNE
algorithm [17] on top of embedding vectors representing images and sentences (both
visual and contextual).

tions. In this case, the goal is not only to correctly distinguish between visual
and contextual sentences of a given image, but also to find the corresponding
visual sentences from a subset of other textual elements (i.e. visual sentences of
different images). Results are reported in terms of recall@K (K = 1, 5) using a
different number N of items from which perform retrieval. In details, given an
image as a query, the retrieval of a textual element is performed from a subset
of visual sentences of N different images (i.e. the visual sentences of the query
and those of other N − 1 randomly selected images). Instead, given a textual
query, the retrieval of an image is performed from a subset of N different images
(i.e. the image linked to the query and other N − 1 randomly selected images
from the Artpedia test set). We also report the results of identifying visual sen-
tences with respect to contextual ones in terms of average precision. As it can be
noticed, by increasing the λw weight, we obtain an increment of recall metrics
with a slight drop of average precision values, in almost all considered combi-
nations of features and word embeddings. Also in this case, the cross-attention
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mechanism and the GloVe word embeddings achieve better results than global
features and learned word embeddings.

Finally, Fig. 3 shows learned embedding spaces using the best model
(i.e. cross-attention with GloVe word embeddings) using different λw weights.
Since in this case images and sentences are composed of an embedding vector for
each image region and word of the sentence, we represent each image or sentence
by summing the �2-normalized embedding vectors of its image regions or words,
and �2-normalized again the result. This strategy has been largely used in image
and video retrieval works, and is known for preserving the information of the
original vectors into a compact representation with fixed dimensionality [22]. To
get a suitable two-dimensional representation out of a 512-dimensional space,
we run the t-SNE algorithm [17], which iteratively finds a non-linear projection
which preserves pairwise distances from the original space. As it can be observed,
the higher the λw weight, the greater the distance between images and visual
sentences in the embedding space, thus confirming the drop of average precision
values when decreasing the importance of our intra-page loss during training.

6 Conclusion

In this paper, we have addressed the problem of cross-modal retrieval of images
and sentences coming from the artistic domain. To this aim, we have collected
and manually annotated a new visual-semantic dataset with visual and con-
textual sentences for each collected painting. Further, we have designed and
evaluated a cross-modal retrieval model that jointly associates visual and tex-
tual elements, and discriminates between visual and contextual sentences of the
same image. Experimental evaluations conducted with respect to different base-
lines have shown promising results and have demonstrated the effectiveness of
our solution on both considered visual-semantic retrieval tasks.
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Abstract. State-of-the-art Computer Vision pipelines show poor per-
formances on artworks and data coming from the artistic domain, thus
limiting the applicability of current architectures to the automatic under-
standing of the cultural heritage. This is mainly due to the difference
in texture and low-level feature distribution between artistic and real
images, on which state-of-the-art approaches are usually trained. To
enhance the applicability of pre-trained architectures on artistic data, we
have recently proposed an unpaired domain translation approach which
can translate artworks to photo-realistic visualizations. Our approach
leverages semantically-aware memory banks of real patches, which are
used to drive the generation of the translated image while improving
its realism. In this paper, we provide additional analyses and experi-
mental results which demonstrate the effectiveness of our approach. In
particular, we evaluate the quality of generated results in the case of
the translation of landscapes, portraits and of paintings coming from
four different styles using automatic distance metrics. Also, we analyze
the response of pre-trained architecture for classification, detection and
segmentation both in terms of feature distribution and entropy of pre-
diction, and show that our approach effectively reduces the domain shift
of paintings. As an additional contribution, we also provide a qualitative
analysis of the reduction of the domain shift for detection, segmentation
and image captioning.

Keywords: Image-to-image translation · Cultural heritage

1 Introduction

Although our society has inherited a huge patrimony of artworks, Computer
Vision techniques are usually conceived for realistic images and are rarely applied
to visual data coming from the artistic domain, regardless of the potential ben-
efits of having architectures capable of understanding our cultural heritage.

As most of the recent computer vision achievements have relied on learn-
ing low-level and high-level features from images depicting the real world, it
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Fig. 1. Domain shift visualization between paintings and real images when applying
existing computer vision models. Visualization is obtained by extracting visual features
from both real and artistic images (last layer before classification) and by running the
t-SNE algorithm [19] on top of that to obtain a 2-d visualization. Details on data
collection are reported in Sect. 3.1.

is also not straightforward to apply pre-trained architectures to the domain of
artworks and paintings, whose texture and low-level features are different from
those of the real world [2,22,24]. An example of the resulting effect is shown
in Fig. 1, where we plot the activations of two pre-trained image classification
architectures (respectively, VGG-19 [23] and ResNet-101 [8]) on real images and
paintings, belonging to the categories of landscapes and portraits. As it can be
seen, even though real and artistic images belong to the same semantic classes,
their predicted feature distributions remain separate, clearly highlighting the
difficulty of the two pre-trained networks to deal with artistic data.

It shall be noted, on the other side, that it is not feasible to re-train state-
of-the-art architectures on artistic data, as no large annotated datasets exist in
the cultural heritage domain. To address this domain-shift problem while still
exploiting the knowledge learned in pre-trained architectures, we have recently
proposed a pixel-level domain translation architecture [25], that can map paint-
ings to photo-realistic visualizations by generating translation images which look
realistic while preserving the semantic content of the painting. The problem is
one of unpaired domain translation, as no annotated pairing exists, i.e. photo
realistic visualizations of paintings are rarely available – an when they are, they
usually come in limited number. Therefore, the translation is learned by recov-
ering a latent alignment between two unpaired sets: that of paintings and that
of real images. The proposed solution is based on a generative cycle-consistent
architecture, endowed with multi-scale memory banks which are in charge of
memorizing and recovering the details of realistic images, in a semantically con-
sistent way. As a result, generated images look more realistic from a qualitative
point of view. Also, they are closer to real images in the feature space of pre-
trained architectures, leading to reduced prediction errors without the need of
re-training state-of-the-art approaches.

In this paper, after a brief description of our architecture, we provide addi-
tional analyses and experimental results to showcase the effectiveness of our
approach. Firstly, we evaluate the quality of the generated images in the case
of the translation of landscapes, portraits and four different artistic styles, in
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comparison with other state-of-the-art unpaired translation approaches. Fur-
ther, we investigate the response of pre-trained architectures for classification,
detection and semantic segmentation. As results will show, our approach reduces
the entropy of prediction and produces images which are close in feature space
to real images. Finally, we conduct a qualitative analysis of the reduction in
domain shift, by testing with pre-trained detection, segmentation and caption-
ing networks.

2 Semantically-Aware Image-to-Image Translation

In order to make state-of-the-art computer vision techniques suitable for under-
standing artistic data, we have not proposed a new specific architecture for this
kind of data, but adopted instead a more general solution which fits available
data to existing methods. The data adaptation approach we follow consists in
the transformation of a painting to a photo-realistic visualization preserving the
content and the overall appearance. This is done through generative models [6]
equipped with a cycle-consistent constraint [26] and a semantic knowledge of the
scene.

2.1 Cycle-Consistency

Early results of translations between paintings and reality have been shown in
Zhu et al. [26], on a limited number of artistic settings. In a nutshell, their
architecture consists of two Generative Adversarial Networks [6], one taking real
photos as input and trained to generate fake paintings, and the other taking real
paintings as input and trained to generate fake photos. When a new (realistic
or artistic) image is synthesized by a generator, it is brought back to its original
domain by the other generator and the resulting distance with the original image
becomes the cycle-consistency objective to minimize. Formally, being x a sample
from the artistic domain X, y a sample from the realistic domain Y , G and F
two functions mapping images from X to Y and from Y to X respectively, the
cycle-consistency imposes that F (G(x)) ≈ x and that G(F (y)) ≈ y.

Since our objective is that of generating realistic images, rather than style-
transferred version of real images, we focused on the first constraint. We noticed,
however, that the adversarial objectives and cycle-consistency loss proposed
in [26], alone, often fail to preserve semantic consistency and to produce realistic
details.

2.2 Semantic-Consistency and Realistic Details

Our first exploration regarded the possibility of constraining our baseline to
produce photo-realistic details at multiple scales, and not only an overall plausi-
ble image. Our main intuition was that the realism, at sufficiently small scales,
can be obtained from existing real details, recovered from previously extracted
patches coming from the realistic domain. Following this line, in a preliminary
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work [24] we reached better results with respect to the Cycle-GAN baseline.
Later, we further improved the realism of the generation by considering patches
as members of specific semantic classes and trying to preserve this membership
during the generation [25].

Memory Banks. Considering details as fixed-size square patches, we model the
distribution of realistic details as a set of memory banks, each containing a num-
ber of patches obtained from available real photos (i.e. from domain Y ). Each
memory bank Bc contains only RGB patches belonging to a specific semantic
class c, as predicted by the weakly-supervised model by Hu et al. [10], leading
to as many memory banks as the number of different classes found in Y , plus
a background class. Patches are extracted in a sliding window manner, with
specific sizes and strides.

Since we want the semantic content of an image to be the same before and
after the generation, we also need to keep the semantic segmentation masks of
source images, i.e. images coming from domain X. In the following, a mask of
class c, from source image x, will be denoted as M c

x.

Semantically-Consistent Generation. In order to make the generator G(x)
aware of the semantic content of its input artistic image, we exploit masks M c

x.
They let us split the content of the source image x (and therefore of its translation
G(x)) according to the semantic classes composing the scene. During training,
when a translated image G(x) is generated, each of its regions belonging to a
specific class is split into patches as well. We developed a matching strategy to
pair generated patches of class c with their most-similar real patches belonging
to memory bank Bc, and we adopted the contextual loss [20] to maximize this
similarity. Since the goal of our work is to enhance the performance of existing
architectures on artistic data, the exploitation of semantic masks computed on
paintings would create a chicken-egg problem. To overcome this limitation, we
regularly update masks from the painting x, M c

x, with masks from the generated
image G(x), M c

G(x), as the training proceeds.

Patch-Similarity Driven Generation. Being Kc the set of generated patches
from regions of G(x) belonging to class c, we compute the cosine similarity
between all patches in Kc and all patches in Bc and perform a row-wise softmax
normalization to the pairwise similarity matrix. The result is an affinity matrix
Ac

ij , where i indexes Kc and j indexes Bc. Repeating this operation for each
mask found in G(x), we obtain a number of affinity matrices equal to the number
of semantic classes in G(x). The contextual loss [20] is in charge of minimizing
the distance between pairs of similar patches:

Lc
CX(Kc,Bc) = − log

(
1

N c
K

(∑
i

max
j

Ac
ij

))
, (1)

with N c
K denoting the cardinality of Kc. The complete contextual objective

is the summation of Eq. 1 computed for each class c found in G(x), i.e. with
different affinity matrices Ac

ij :
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LCX(K,B) =
∑
c

− log

(
1

N c
K

(∑
i

max
j

Ac
ij

))
. (2)

All the previous discussed operations are repeated considering patches extracted
with different size and stride values, using scale-specific memory banks and lead-
ing to scale-specific affinity matrices. The overall multi-scale contextual loss is
the sum of scale-specific contextual losses:

LCXMS(K,B) =
∑
s

Ls
CX(K,B). (3)

Our final loss is the composition of adversarial, cycle-consistent and contextual
losses, as follows:

L(G,F,DX ,DY ,K,B) = LGAN (G,DY ,X, Y ) + LGAN (F,DX , Y,X)
+ LCY C(G,F ) + λLCXMS(K,B)

(4)

where LGAN and LCY C are, respectively, the adversarial and cycle-consistency
losses mentioned in Sect. 2.1, and λ controls the contextual loss importance.

Table 1. Evaluation in terms of Kernel Inception Distance × 100± std.×100 [3]. Note
that results on style-specific settings are obtained from models trained on the generic
landscape setting.

Method Landscapes Portraits Expressionism Impressionism Realism Romanticism

Original paintings 6.17 ± 0.48 5.10 ± 0.55 8.16 ± 0.50 8.43 ± 0.47 7.57 ± 0.47 5.68 ± 0.39

Style-transferred reals 8.50 ± 0.56 4.67 ± 0.57 10.16 ± 0.53 10.49 ± 0.58 10.06 ± 0.46 9.20 ± 0.51

UNIT [18] 5.70 ± 0.42 3.23 ± 0.40 7.07 ± 0.41 7.76 ± 0.52 8.05 ± 0.52 7.47 ± 0.52

Cycle-GAN [26] 2.61 ± 0.30 2.66 ± 0.33 4.03 ± 0.36 4.04 ± 4.33 4.04 ± 0.44 3.48 ± 0.39

Ours 2.18 ± 0.37 3.20 ± 0.42 3.52 ± 0.34 3.30 ± 0.37 2.95 ± 0.35 2.80 ± 0.35

3 Experimental Evaluation

3.1 Datasets

Our artistic datasets all come from Wikiart1. Besides generic landscape art-
works, we also collected four sets of paintings considering different artistic styles
(i.e. expressionism, impressionism, realism, and romanticism). To validate our
model under a different setting, we used a set of generic portraits as additional
dataset. The training of the model was performed by using two sets of real
images, one depicting real landscapes, while the other representing real people
photos. The size of each considered set of images is, respectively, landscape paint-
ings: 2044, portraits: 1714, expressionism: 145, impressionism: 852, realism: 310,
romanticism: 256, real landscape photographs: 2048, real people photographs:
2048. Due to the limited size of the style-specific sets of paintings, we only used
them to validate the generalization capabilities of our model on unseen landscape
images.
1 https://www.wikiart.org/.

https://www.wikiart.org/
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Table 2. Mean entropy values of images generated through our method and competi-
tors. Results are reported for different computer vision tasks, i.e. classification (VGG-
19, ResNet-101), segmentation (MaskX R-CNN), and detection (Faster R-CNN).

Method VGG-19 ResNet-101 MaskX R-CNN Faster R-CNN

Real photos 4.13 3.81 0.63 2.03

Original paintings 6.10 5.35 0.68 2.33

Style-transferred reals 6.20 5.63 0.69 2.65

UNIT [18] 5.14 5.15 0.68 2.31

Cycle-GAN [26] 5.00 4.95 0.66 2.23

Ours 4.72 4.74 0.66 2.21

3.2 Implementation Details

Our generative networks are inspired by Johnson et al. [12], with two stride-2
convolutions, several residual blocks and two stride-1/2 convolutions. Our dis-
criminators are PatchGANs [11,15,16]. Memory banks patches were obtained
from the two sets of real images (i.e. real landscape photographs and real peo-
ple photographs). Paintings masks were updated with generated images masks
every 20 epochs, starting from epoch 40. Three patch scales were adopted for
the multi-scale version of the model: 4 × 4 with stride 4, 8 × 8 with stride 5 and
16 × 16 with stride 6. The chosen value for λ in Eq. 4 was 0.1. Weights were ini-
tialized from a Gaussian distribution with 0 mean and standard deviation 0.02.
We trained our model for 300 epochs using Adam optimizer [13] with a batch size
of 1. A constant learning rate of 0.0002 was used for the first 100 epochs, making
it linearly decay to zero over the next 200 epochs. To reduce training time, an
early stopping technique was adopted: if the Fréchet Inception Distance [9] did
not decrease for 30 consecutive epochs, the training was stopped.

3.3 Visual Quality Evaluation

A quantitative evaluation of the realism of images generated by our method
can be performed through a similarity measure between fake images and tar-
get distribution samples representations in the Inception architecture. We adopt
the Kernel Inception Distance (KID) [3], which measures the squared Maximum
Mean Discrepancy between Inception representations. Compared to the Fréchet
Inception Distance [9], the KID metric results to be more reliable especially when
it is computed over fewer test images than the dimensionality of the Inception
features. Table 1 shows KID values computed between the representations of gen-
erated and real images, for different settings. Following the original paper [3],
the final KID values were averaged over 100 different splits of size 100, randomly
sampled from each setting. As it can be seen, our semantic-aware architecture
is able to lower the KID in almost all the settings. Our KID values are com-
pared with those from Cycle-GAN [26] and UNIT [18], which we trained on
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Fig. 2. Distribution of different types of features extracted from landscape and por-
trait images. We report feature distributions coming from VGG-19 and ResNet-101
for classification, Faster R-CNN for detection, and Gram matrices which encode image
textures.

datasets discussed in Sect. 3.1 adopting original authors’ implementations. The
style-transferred reals row reports the KID values of images obtained through
Gatys et al. [4] method, considering real photos as content images and randomly
sampled paintings (from a specific artistic setting) as style images. The style-
specific columns of Table 1 report KID values on expressionism, impressionism,
realism and romanticism computed using the models trained on generic land-
scapes.

3.4 Entropy Analysis

The analysis of the output probabilities from a model can be helpful to eval-
uate its level of uncertainty about its input. Specifically, we can compute the
entropy value of a specific model on a given image, based on its output proba-
bilities. Averaging the entropy values computed on all the images from a given
setting, we can determine how much a model is uncertain about its scores on
this setting: with an high entropy value, the model will have an high level of
uncertainty. Table 2 shows average entropy values of different existing models
on original paintings, real photos and images generated through our model and
competitors. As it can be noticed, our model brings to the lowest mean entropy
in all the considered tasks, i.e. classification (VGG-19 [23], ResNet-101 [8]),
semantic segmentation (MaskX R-CNN [10]) and detection (Faster R-CNN [21]).
The entropy was computed by averaging image entropy for classification, pixel
entropy for segmentation and bounding box entropy for detection, on the land-
scapes and portraits settings.
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Original Painting Ours Original Painting Ours

Fig. 3. Segmentation results on original portraits and their translated versions. Our
method leads to improved segmentation performance of existing models on artistic
data.

3.5 Feature Distributions Visualization

As mentioned in Sect. 1, there is a strong domain gap between real images and
paintings, especially when considering distributions of features coming from a
CNN. To verify the reduction of this domain gap, Fig. 2 shows the distributions
of different types of features extracted from images generated by our model, their
artistic versions, and real images. We compare feature distributions coming from
two classification models (i.e. VGG-19 [23], ResNet-101 [8]) and from an object
detection network (i.e. Faster R-CNN [21]). We also include feature distribu-
tions representing Gram matrices [5] which encode image styles and textures.
To represent each image, we extracted a visual feature vector coming either
from the fc7 layer of a VGG-19 or the average pooling layer of a ResNet-101.
In the case of the detection network, we extracted a set of feature vectors from
Faster R-CNN trained on Visual Genome [14], representing the detected image
regions which were averaged to obtain a single visual descriptor for each image.
To compute Gram matrices, we extracted features from the fc3 layer of a VGG-
19. Given these n-dimensional representations of each image (with n equal to
2048 for ResNet-101 and Faster R-CNN, and 4096 for VGG-19 and the Gram
matrices), we projected them into a 2-dimensional space by using the t-SNE
algorithm [19]. As it can be seen, the distributions of our generated images are
closer to the distributions of real images than to those of paintings, thus con-
firming the reduction of the domain shift between real and artistic images in
almost all considered settings.
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Original Painting Ours Original Painting Ours

Fig. 4. Detection results on original paintings and their translated versions. Our model
leads to improved results of existing detection models on the artistic domain.

4 Reducing the Domain Shift: A Qualitative Analysis

The scarcity of annotated artistic datasets does not allow to use standard quan-
titative evaluation metrics for computer vision models on our data. We can
numerically assess the quality of the generation, but we cannot systematically
evaluate if a pre-trained segmentation model, for example, works better on our
generated images with respect to the original paintings. For this reason we show,
through a number of qualitative examples, that a fake-realistic image generated
by our architecture is easily understandable by state-of-the-art models, unlike
its original painted version. Figure 3 shows painting-generated image pairs which
are both given as input to Mask R-CNN [7] pre-trained on COCO [17]: besides
improving the score for well-labeled masks, we are also able to reduce the number
of false positives (top-left and bottom-right) and false negatives (bottom-left).
Figure 4 illustrates bounding boxes predicted by Faster R-CNN [21] pre-trained
on Visual Genome [14]: again we demonstrate improved results, detecting true
clouds instead of pillows (top-right) or true sky instead of water (top-left and
middle-left). Finally, Fig. 5 presents sentences generated by the captioning app-
roach of [1] on paintings and fake generated photos. As it can be observed,
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Original Painting Ours Original Painting Ours

A close up of a bear on a
body of water.

A body of water with a
mountain in the background.

A painting of a forest with a
sky background.

A view of a forest with a
cloudy sky.

A large body of water with a
boat in the background.

A large body of water with a
sunset in the background.

A body of water with a body
of water.

A body of water surrounded
by a city.

A dog that is looking into
the camera.

A close up of a person
wearing a hat.

A close up of a person
wearing a tie.

A close up of a person
wearing glasses.

Fig. 5. Image captioning results on original paintings and their realistic versions gener-
ated by our model. Textual descriptions of realistic images are in general more detailed
and consistent with the subject depicted in the scene.

textual descriptions become more accurate and aligned with the depicted scene
after using our translation approach. Also, we observe a reduction in the number
of hallucinations (e.g. a boat in the middle-left example, a dog in the bottom-left
example). These observations justify and motivate our work, which is an attempt
to enlarge the computer vision field to the still unexplored artistic domain.

5 Conclusion

We have presented an unpaired image-to-image translation approach which can
translate paintings to photo-realistic visualizations. Our work is motivated by
the poor performance of pre-trained architectures on artistic data, and by need
of Computer Vision pipelines capable of understanding the cultural heritage.
The presented approach is based on a cycle-consistent translation framework
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endowed with multi-scale memory banks of patches, so that generated patches
are constrained to be similar to real ones. Further, it also includes a semantic-
aware strategy so to impose the semantic correctness of generated patches. In
this paper, we have conducted additional experiments and evaluations: firstly, we
have assessed the visual quality of generated images, in the case of landscapes,
portraits and paintings from different styles. Further, we have investigated the
response of pre-trained architectures in terms of entropy of prediction and fea-
ture distribution. Results have confirmed that our approach is able to generate
images which look realistic both from a qualitative point of view and in terms
of the predictions given by pre-trained architectures. Finally, as an additional
contribution we have presented some qualitative predictions given by detection,
segmentation and captioning networks on images generated by our approach.
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Abstract. We present VEDI (Vision Exploitation for Data Interpreta-
tion), an integrated system to jointly assist the visitors of cultural sites
and provide meaningful statistics about the visits to the managers of
the sites. To address both goals, VEDI includes a wearable assistant
(implemented through a wearable device such as HoloLens) which lever-
ages Computer Vision algorithms to understand where the user is and
what they are paying attention to. At the visitor’s end, such informa-
tion is leveraged to augment the visit by displaying additional infor-
mation on the observed points of interest, helping the visitors to navi-
gate the site and suggesting what to see next. Concurrently, a back-end
extracts high-level behavioral information from the captured video con-
tent which is used to provide the site manager with meaningful statistics
and performance indexes on the cultural site. Experiments show that
VEDI achieves good results on both the indoor and outdoor cultural
sites considered for the experimentation.

Keywords: First person vision · Egocentric vision ·
AI for cultural sites

1 Introduction

Cultural sites are visited everyday by many visitors. This foster the interest
developing technologies able to assist the visitor by automatically providing
information related to the environment (e.g., the visitor’s location in the site) or
the observed points of interest (e.g., details on the observed points of interest).
Also, for site managers, it is important to understand the behavior of visitors
(e.g., inferring what they have seen and where they have been) to measure the
performance of the cultural site and improve its services. Most cultural sites
currently support their visitors through printed material, audio guides, panels
and catalogs, whereas behavioral information is collected from visitors through
c© Springer Nature Switzerland AG 2019
E. Ricci et al. (Eds.): ICIAP 2019, LNCS 11752, pp. 753–763, 2019.
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Fig. 1. A scheme of the services provided by VEDI.

surveys. While these classic methodologies are widely employed in cultural sites,
they suffer from several limitations. For instance, audio guides and informative
panels require the visitor to constantly switch their attention between the cul-
tural site and the supporting media, wheres collecting behavioral information
through surveys usually requires time and does not easily scale to large numbers
of visitors.

In this paper, we present VEDI (Vision Exploitation for Data Interpretation),
an integrated system which includes a wearable device capable of supporting the
visitors of cultural sites, as well as a back-end to analyze the visual information
collected by the wearable system and infer behavioral information useful for
the site manager. To achieve the aforementioned goals, VEDI implements algo-
rithms to localize visitors in the cultural site and recognize the points of interest
observed during the visits from the visitors’ point of view. The inferred informa-
tion is then used to provide the following services: (1) a “Where am I?” service
which informs the visitor on their location in the site during their visit; (2) a
service to provide the visitor with additional information on the observed points
of interest using Augmented Reality; (3) a service to estimate the visitors’ atten-
tion during the visits (e.g., what has been seen most, which places have been
most visited). The obtained information can be used by the site manager to pro-
file the visitors and gain insights into the quality of the provided services; (4) a
recommendation system to suggest visitors what to see next based on their cur-
rent location and history of observed points of interest; (5) a system to generate
a video summary of each visit, which can be given to the visitor as a “digital
memory”. Figure 1 shows a scheme of the services offered by VEDI to visitors
and cultural site mangers.

The proposed system has been tested in two cultural sites: “Monastero dei
Benedettini” and “Orto Botanico”. The former is an indoor environment in
which we have considered 9 different contexts and 57 points of interest. The
latter is an outdoor site composed by 9 different areas, each including plants



VEDI: Vision Exploitation for Data Interpretation 755

belonging to different families (we consider 16 plants as points of interest for the
experimentation). Experiments show that the proposed VEDI system achieves
good performance in the tasks of visitor localization and point of interest recog-
nition on the considered cultural sites.

The remainder of the paper is organized as follows. Section 2 reports the
related work. Section 3 presents the collected and publicly available datasets.
Section 4 describes the architecture of VEDI and discusses the services provided
by the system. Section 5 reports the experimental results, whereas Sect. 6 con-
cludes the paper.

2 Related Work

Augmented Cultural Experience with Wearable and Mobile Devices.
Different works investigated the use of wearable and mobile devices for aug-
mented cultural experience [3]. Among the most notable works, the authors of [1]
exploited gesture recognition to enable interaction between users and artworks.
In [17] a system to support the visitors of natural sites through multimodal nav-
igation of multimedia contents was proposed. In [6] it was suggested to analyze
georeferenced images through Visual Analytics tools to identify trends, patterns
and relationships among images collected from social media. Differently from the
aforementioned works, the proposed VEDI has been designed to both support
the visitors of cultural sites and provide useful behavioral information to the site
manager.

User Localization form Wearable Devices. Beside classic approaches to
scene understanding [2], previous works have investigated method to achieve
localization from egocentric images. In [18], a system to perform room-based
localization and scene recognition from a wearable camera has been introduced.
The authors of [7] proposed a system to infer the 6 Degrees of Freedom pose
of a camera directly from egocentric images. The authors of [19] presented an
approach to perform world-scale photo gelolocation using Convolutional Neural
Networks. The authors of [4,5] proposed an approach to perform room-based
localization from few training data. The approach has later been applied in the
context of a cultural site in [12]. The authors of [9] exploited egocentric images
and GPS to address outdoor localization. In [14] it was presented an approach to
perform large scale image-based localization based on direct 2D-to-3D matching.

Object Detection/Recognition in Cultural Sites. Our work is related to
previous investigations using object detection to estimate the attention of visi-
tors in a cultural site. The authors of [10] investigated the use of Fully Convlu-
tional Networks to perform egocentric image classification and object deteciton
in a museum. The authors of [15] presented a system to detect artworks and ana-
lyze audio activity to implement a smart audio guide with a smartphone. The
proposed VEDI system leverages state of the art object detectors to recognize
the points of interest observed by the visitors of a cultural site. Specifically, our
system relies on the YOLOv3 object detector [13].
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Behavioural Analysis of the Visitors of a Cultural Site. Previous works
have investigated approaches for the behavioral analysis of the visitors of a cul-
tural site. In particular, the authors of [16] have proposed empirically grounded
models of individual and collective spatial behavior, whereas an accurate anal-
ysis of the behaviours of the visitors of an exhibition has been addressed in [8].
The proposed system tackles behavioral analysis by classifying visitors into four
different profiles.

3 Experimental Cultural Sites and Datasets

Our system has been tested in two real cultural sites: “Monastero dei Benedet-
tini”1, which is an indoor environment, and “Orto Botanico”2, which is a outdoor
natural site. Specifically, we have collected and labeled different datasets of ego-
centric videos useful to drive the design of context-based localization algorithms
and point of interest recognition algorithms. The datasets are also useful to
and assess the performances of algorithms in both indoor and outdoor environ-
ments. The collected datasets, which are described in the following, are publicly
available for research purposes at the following URL: http://iplab.dmi.unict.it/
VEDI project.

UNICT-VEDI . This dataset has been originally introduced in [12] to address
context-based visitors localization and subsequently extended in [11] to study the
problem of point of interest recognition. The dataset consists of several videos
acquired using two wearable devices: HoloLens and GoPro Hero 4. The videos
have been temporally annotated to indicate in each frame (1) the location of
the visitor (the room in which they are located) and (2) the “point of interest”
observed by the visitor (e.g., a painting, a statue or an architectural element).
The dataset comprises a total of 9 environments and 57 points of interest. We
also provide bounding box annotations for about 1000 frames for each of the 57
points of interest. This amounts to a total of 54248 frames labeled with bounding
boxes in the whole dataset (see the Fig. 2).

EgoNature. This dataset has been collected in the natural site “Orto Botanico”
to test context-based localization. In particular, the dataset contains 9 contexts,
which are 9 areas of the site relevant for the visitors. Egocentric videos have
been acquired using a Pupil 3D Eye Tracker headset coupled with a smartphone
(Honor 9) to collect GPS locations which are later synced to the videos. More
details are available in [9].

UNICT-VEDI Succulente. This dataset has been collected in the natural site
“Orto Botanico” to perform point of interest recognition. It includes 16 points
of interest representing plants belonging to following families: (1) Apocynaceae,
(2) Bombacaceae, (3) Cactaceae, (4) Crassulaceae, (5) Euphorbiaceae, (6) Lami-
aceae, (7) Liliaceae. For each frame, we have annotated the plant depicted in the

1 http://monasterodeibenedettini.it.
2 http://ortobotanico.unict.it/.

http://iplab.dmi.unict.it/VEDI_project
http://iplab.dmi.unict.it/VEDI_project
http://monasterodeibenedettini.it
http://ortobotanico.unict.it/
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Fig. 2. Some examples from UNICT-VEDI along with bounding box annotations.

Fig. 3. Examples of the 16 plants belonging to the UNICT-VEDI Succulente dataset.

image. The dataset contains 36, 728 labeled images. Figure 3 shows some images
of the points of interest present in the dataset.

4 Architecture and Services

In this Section, we first discuss the general architecture of VEDI (Sect. 4.1), then
present the services implemented by the system (Sect. 4.2).



758 G. M. Farinella et al.

Fig. 4. The VEDI system is made up of 4 components: (1) Mobile devices, (2) GPU,
(3) Charging and update station, (4) Central system.

4.1 Architecture

Figure 4 illustrates the high level architecture of the proposed VEDI system,
which is made up of the following components:

– Mobile devices: mobile devices such as smart glasses and tablets are pro-
vided to the visitors of the cultural site. These devices are used to both
acquire images and video from the point of view of the visitors, as well as
to provide additional information or recommendations to the visitor through
Augmented Reality;

– Graphic Processing Unit (GPU): directly connected to the wearable
device, it is used to provide additional computational power in order to to
process egocentric video and address visitor localization and object recogni-
tion;

– Charging and update station: used at the end of the visit to recharge
the wearable devices, transfer the information collected during the visit (e.g.,
video) to the central system, and update the contents (e.g., 3D models) pro-
vided during the visit;

– Central system: handles system management, processes and store all data
collected by the wearable devices. The central system comprises a Server,
which includes components to handle the egocentric data collected during
the visits and analyze it for behavioral analysis, business intelligence analysis
and automatic generation of digital video memories to be provided to the
visitors. Moreover, the following actors take part to the central system:
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• System administrator: can access all system functions, define user profiles
(site operator, site manager) and enable/disable specific functions;

• Site operator: can access the following functions: (1) “registration tool”,
which allows to associate their identity to the assigned mobile device id;
(2) “visitors memories service”, which automatically generates a video
containing the salient moments of each visit to be sent to the user, post-
card or other digital gadgets representing objects observed during the
visit; (3) “content update tool” which allows to update the contents stored
in the AR repository;

• Site manager: can use the “Reporting & Head-Map” tool to visualize per-
formance indexes and statistic indicators generated after normalization,
aggregation and management of data, as well as all behavioral information
periodically extracted by the system using dedicated algorithms.

4.2 Services

This Section presents the services implemented by VEDI. Demo videos of the
different services are available at the following URL: http://iplab.dmi.unict.it/
VEDI project/#video.

Localization and Points of Interest Recognition: Given the different
nature of indoor and outdoor contexts, visitors localization and point of interest
recognition are carried out using different algorithms. In indoor contexts (e.g.,
the UNICT-VEDI dataset), the system performs context-based localization of
visitors by processing the acquired egocentric video with a multi-stage localiza-
tion algorithm which we describe in details in [12]. The recognition of the points
of interest observed by visitors is carried out using an approach based on a Yolov3
object detector [13], which is detailed in [11]. In the outdoor contexts (i.e., the
EgoNature and UNICT-VEDI Succulente datasets), we perform context-based
localization by fusing GPS measurements and egocentric images by means of
the multi-modal localization algorithm described in [9]. Recognition of points of
interest is addressed in UNICT-VEDI succulente as a classification problem, by
fine-tuning an AlexNet CNN to discriminate between images belonging to the
16 different points of interest.

Augmented Reality. The AR GUI is triggered when a point of interest is
recognized and observed for a significant amount of time. This leaves to the
visitor the decision on which “augmented” information they are interested in.
To reach this goal, the user interface has been designed according to the following
three features:

1. The user interaction panel used to choose the multimedia contents of interest
should not remain constantly in front of the visitor;

2. The GUI has been designed relying on the use of transparency to never com-
pletely impede the visibility of the external world;

3. The area engaged by the interface is designed to be as small as possible.

http://iplab.dmi.unict.it/VEDI_project/#video
http://iplab.dmi.unict.it/VEDI_project/#video
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Fig. 5. AR GUI examples. From left to right: additional information on the observed
point of interest, a 3D model shown to the visitor, a map showing the position of the
visitor in the cultural site.

See Fig. 5 for same examples of the AR GUI.

Behavior Analysis and Visual Analytics. To study the behavior of visitors,
we compute the following indicators for each cultural site:

– Attraction index: ratio between the number of visitors observing a given point
of interest and total number of visitors;

– Retention index: measuring the average time spent in front of an information-
communication element (e.g., a panel, a video, a caption, etc.);

– Usage times: times of use (for the overall visit, for specific sections, for types
of users);

– Sweep Rate Index (SRI): the ratio between the total size of the exposure, in
square meters, and the average time spent by visitors within the exposure
itself;

– Diligent Visitor Index (DVI): the percentage of visitors who stopped in front
of more than half of the points of interest of the cultural site.

Data Visualization. The VEDI platform is engineered to provide the man-
agers of cultural sites with utilities and tools to create awareness on the visitors’
behavior. Cultural site manager can explore visitors’ behavioral data and have
insights on the characteristics of each class of visitors (e.g., male-female, young-
adult, low-high education, local-alien) through specific data report. This is done
relying on the output of the localization and point of interest recognition algo-
rithms discussed in the previous paragraphs. The data visualization tools offer
the site manager a way to assess in which areas the visitors spend more time and
the most followed routes inside the building (see Fig. 6). Finally, VEDI assists
the managers by providing internationally known key performance indexes such
as “Attraction Index”, “Sweep Rate Index” and “Diligent Visitors Index” to
benchmark the performances of the considered cultural site against similar sites.

Memories. This service allows to automatically generate a video summary of
a visit by taking into account (1) semantic information about locations and
observed points of interest obtained using the localization and point of interest
recognition algorithms, (2) meta-data (e.g., photos, descriptions) on the site,
contexts and points of interest.



VEDI: Vision Exploitation for Data Interpretation 761

Fig. 6. An example of data visualization, where a heat map is used to demonstrate the
behavior of the visitors.

5 Experimental Results

We tested our system to assess the performances of localization and point of
interest recongition systems, which are at the core of VEDI. Table 1(a) reports
the results of the context-based localization system on UNICT-VEDI. Follow-
ing [12], we evaluate our system using a frame-based mean F1 score (mFF1),
which is the mean F1 scores across classes computed over frames, as well as a
segment-based F1 score (mASF1), which is the mean average F1 score, when
the system is used to retrieve video segments (please see [12] for more details
on the evaluation measures). As can be seen, the proposed approach achieves
usable results with videos acquired using both HoloLens and GoPro considering
all evaluation measures.

Table 1(b) compares the proposed approach for point of interest recogni-
tion [11] based on a Yolov3 object detector with respect to the following base-
line: (1) 57-POI - the localization method proposed in [11] adapted for point of
interest recognition, (2) 57-POI-N, as in 57-POI but training using both posi-
tive and negative frames (i.e., frames in which no point of interest is observed),
(3) 9-Classifiers, the combination of 9 context-specific 57-POI point of interest
recognition methods with the localization system proposed in [11]. It should be
noted that 9−Classifier is computational expensive both at training and test
time due to the need to train context-specific recongition systems. All results are
evaluated using mean frame-based F1 score. Results confirm that the proposed
approach allows to obtain good performances comparable with 9-Classifiers using
a context-generic recognition system at a lower computational cost.

Table 1(c) reports the results of different variants of the proposed system for
context-based outdoor localization which uses both egocentric images and GPS.
Localization results are measured using frame-based accuracy. The time required
to process and localize a single image in CPU is reported in milliseconds (ms).
All methods use a variant of SqueezeNet to process images and a Decision Tree
(DCT) to process GPS. SqueezeNet-n modeles denote a simplified (and hence
faster) SqueezeNet architecture which considers only the n convolutional layers.
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All methods obtain good results. Considerably faster inference is obtained using
SqueezeNet-6 + DCT.

Table 1. The results obtained by VEDI system in the fundamental tasks of localization
(a and c) and point of interest recognition (b).

HoloLens GoPro

mFF1 0.82 0.81
mASF1 0.71 0.71

(a)

Method F1 score

57-POI 0.59
57-POI-N 0.62
9-Classifiers 0.66
Proposed 0.68

(b)

Method Accuracy Time (ms)

SqueezeNet-6 + DCT 0.86 4.7
SqueezeNet-9 + DCT 0.86 6.09
SqueezeNet-11 + DCT 0.86 6.60
SqueezeNet + DCT 0.91 22.9

(c)

Regarding to the outdoor point of interest recognition system based on
AlexNet, it achieves a mean F1 score of 89.02% on the UNICT-VEDI Succulente
dataset when discriminating among the 16 considered points of interest.

6 Conclusion

We have presented VEDI, an integrated wearable system to assist the visitors
of cultural sites by providing additional information on the observed points of
view during their visits, as well as the site managers by automatically inferring
useful performance indicators and behavioral information on the cultural sites.
Experiments on two cultural sites highlight the good performance achieved by
the proposed approach in the fundamental tasks of localizing visitors and recog-
nizing points of interest.
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